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Symbolic Testing of Diagnosability . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 131
Alban Grastien

Detection, isolation and identification method of actuators faults in a waste water treatment process . 139
Dimitrios Fragkoulis, Gilles Roux, and Boutaib Dahhou

Applying Model-based Diagnosis to a Rapid Propellant Loading System . . . . . . . . . . . . . . . 147
Charlie Goodrich, Sriram Narasimhan, Matthew Daigle, Walter Hatfield, Robert Johnson, and Bar-

bara Brown

Pervasive Model Adaptation: Integration of Planning and Information Gathering in Dynamic Pro-
duction Systems . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 155

Juan Liu, Lukas Kuhn, and Johan de Kleer

Diagnosability of Hybrid Dynamical Networks using Indicator Functions . . . . . . . . . . . . . . 163



Lachlan Blackhall, Priscilla Kan-John, Alban Grastien, and David Hill

Choreography Analysis for Diagnosing Faulty Activities in Business-to-Business Collaboration . . . 171
Diana Borrego, Rafael Martı́nez Gasca, Marı́a Teresa Gómez-López, and Irene Barba
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Real-Time Root Cause Analysis with Multilevel Flow Models 
 

Jan Eric Larsson* 
 

* GoalArt, Lund, Sweden, janeric@goalart.com. 
 

Abstract: A fault in a complex technical system usually leads to a large number of consequential faults. In 
a modern control room, most variables are measured and monitored by alarms. Therefore, a non-trivial 
fault usually leads to a large amount of triggered alarms, a so-called alarm cascade. Alarm cascades cause 
information overload and renders the alarm system useless during incidents. GoalArt has developed an 
algorithm that performs root-cause analysis on-line in real-time, as a fault situation develops. In this way, 
large alarm cascades can be reduced to a single initiating event. This is a revival for the alarm list, which 
becomes useful throughout complex fault situations. The algorithm has been proven in several industrial 
branches, such as conventional and nuclear power, electric power grids, and oil industry. 

 

1. INTRODUCTION 

The most difficult alarm problem is that of alarm cascades. 
When a fault occurs in a complex technical plant or system, it 
usually causes a large number of consequential faults. As 
most faults are alarmed, the result is a cascade of tens, 
hundreds, or even thousands of alarms. 

 

Fig. 1. An alarm cascade from the Swedish power grid. 

Since the originating fault seldom occurs first, an alarm 
cascade situation is very difficult to analyze. They occur in 
the beginning of incidents and usually make the operators 
loose situational awareness, exactly when they need it the 
most. This problem is a threat to all modern control rooms. 
For an example, see Fig 1. 

The phenomenon of alarm cascades is well known (if not 
well published) in most industrial branches. Alarm cascades 
occur regularly in conventional and nuclear power, in 

chemical and process industry, forest, mining, and 
metallurgy, power grids, and the like. It is also common in 
less obvious places, such as, for example, medical equipment, 
car repair computers, airplane cockpits, and Internet control 
rooms. 

 

Fig 2. The alarm cascade shown in a dual alarm list. 

In fact, alarm cascade problems are more pronounced than 
most people know, and alarm systems do not work as well as 
one may be led to believe. When an incident starts, and sets 
off an alarm cascade, an experienced operator typically 
disregards the alarm system, and tries to assess the system 
state looking at high-level system parameters. Once the 
incident has been handled, the operator typically clears the 
alarm list without looking at the alarms, and then resumes 
using it again, as a monitoring tool during “calm” operation. 

In short, a typical, state-of-the-art alarm system of today 
becomes useless in complex fault situations, and only comes 
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back to work again when the fault situation has been 
remedied. This is not due to unskilled operators or inferior 
alarm system technology. So far, there simply have been no 
industrially viable solutions for how to handle alarm 
cascades. 

2. REAL-TIME ROOT CAUSE ANALYSIS 

GoalArt offers a new technology, based on multilevel flow 
models, which can solve the problem of alarm cascades by 
performing root cause analysis on-line in real time, as an 
alarm cascade develops. By immediately showing the root 
cause or causes, the system helps the operator to maintain 
situational awareness in complex fault situations. 

All alarms arrive to the SCADA system and are sent on to the 
root cause analysis algorithm. This, in turn, uses a so-called 
multilevel flow model to calculate whether each new alarm is 
either a consequence of an already known alarm, or a new 
root cause, also known as an originating event. Each alarm is 
labeled as either a root cause or a consequence, and then 
transferred to the GoalArt alarm list. Here it appears in either 
the root cause list, or the consequence list, see Fig 2. 

The difference between Figures 1 and 2 is obvious. In the 
dual alarm list, the operator can see the originating events 
separated from the mass of consequential alarms. In other 
words, he or she can see at a glance what has really 
happened. 

The new root cause analysis algorithm is based on a 
modeling technology called multilevel flow models. 

3. MULTILEVEL FLOW MODELS 

The root cause analysis algorithm is based on a modeling 
methodology called Multilevel Flow Models (MFM). These 
are formal, graphical models of goals and functions of 
technical systems. The goals describe the purposes of a 
system or subsystem, and the functions describe the 
capabilities of the system in terms of flows of mass, energy, 
and information. MFM also describes the relations between 
the goals and the functions that achieve those goals, and 
between functions and the sub-goals. 

MFM was invented by Morten Lind at the Technical 
University of Denmark, Lind (1990, 1994, 1999). Several 
new algorithms and implementations have been contributed 
by Jan Eric Larsson at Lund Institute of Technology, Larsson 
(1992, 1994, 1996, 2002), Dahlstrand (2000), Öhman (2001), 
and more lately, GoalArt. MFM development started in the 
late seventies and has reached industrial application in the 
beginning of this century, Larsson et al. (2006 a, b, 2007), 
Larsson (2007), Tuszynski, et al. (2002). MFM provides an 
excellent basis for diagnostic algorithms. 

The details of MFM have been described in several previous 
publications, Larsson (1992, 1994, 1996). The algorithms are 
based on discrete logic. The MFM algorithms all operate by 
searching in fixed graphs. All cases are handled by search 
methods of linear or sub-linear complexity.  

4. ROOT CAUSE ANALYSIS ALGORITHM 

At the heart of our technology is the root cause analysis 
algorithm. It analyzes complex alarm situations and separates 
root causes from consequential faults. The root causes can be 
shown in a separate alarm list, while the consequential faults 
are shown in another list or are suppressed and presented 
when needed, as shown in Fig 2. 

The algorithm uses two types of inputs for its calculations, an 
MFM model of the system, and the actual fault states of the 
system equipment, as given by the discrete alarm and event 
signals. 

The easiest way of explaining the principal nature of the 
algorithm is through a simple example. Consider the flow 
system in Fig 3, where a pump is feeding water into a closed 
tank. Assume that we have measurements of the output flow 
of the pump and the level of the tank, including low and high 
limits for alarm generation. 

 

Fig 3. A simple pump and tank system. 

The function of the pump in MFM terms is to provide a flow, 
and the function of the tank is to store a certain volume. The 
MFM model of the system is shown in Figure 4. 

 

Fig 4. An MFM model of the pump and tank. 

The function of the pump is described as a transport function, 
and the function of the tank as a storage function. The other 
MFM symbols appear to create a syntactically complete flow. 
The small white dots mark where input signals are connected. 

The physical pump is connected to the physical tank, and in 
the MFM model, the transport function is causally linked to 
the storage function. The algorithm assumes that four 
consequence propagation rules are valid for any transport to 
storage connection. They are: 

1) Transport low fault causes storage low fault 
2) Transport high fault causes storage high fault 
3) Storage low fault causes transport high fault 
4) Storage high fault causes transport low fault 
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The idea of general consequence propagation rules was 
introduced in Larsson (1992), and it has been further 
developed at GoalArt. 

Using the four consequence propagation rules, we can 
analyze the combinations of low and high faults in the simple 
pump and tank system. 

 

Fig 5. A single tank low fault. 

In Fig 5, we see the situation when there is a single low fault 
in the tank. The input signal is shown as a blue down arrow. 
Any single fault is a root cause, and this is shown in Fig 5 as 
a red dot below the storage symbol. 

 

Fig 6. A pump low fault and a tank low fault. 

In Fig 6, we see a situation where the pump has a flow fault 
and the tank a low volume fault. An application of 
consequence propagation rule number 1 says that the low 
fault of the transport causes the low fault of the storage. In 
other words, the tank volume is low because the pump is 
pumping in too little water. 

 

Fig 7. A pump low fault and a tank high fault. 

In Fig 7, the pump flow is low and the tank volume is high. 
Rule number 4 says that the storage high fault is the cause. In 
other words, the pump has stopped because the tank is full. 

The complete root cause algorithm is built around the same 
basic ideas as shown in the examples above. There is a set of 
consequence propagation rules of each syntactically legal 
connection of MFM symbols, and when new alarm and event 
values arrive, an analysis of the situation is incrementally 

updated by applying the rules to nearby symbols in a pair-
wise fashion. 

Algorithm Efficiency 

The implementation of the algorithm has several distinct 
advantages: 

• There is a small and fixed set of consequence 
propagation rules, and once the syntax and 
semantics of the MFM language is decided, the rules 
to not change. 

• The algorithm updates its analysis incrementally, 
when new values arrive. Then it only looks to the 
closest left and right neighbor symbols with input 
signals. There is no need to look at more than a 
small fraction of the model for each update. 

• The causal information is propagated along the fixed 
links of the MFM model graph. 

These properties make the algorithm linear or less than linear 
in computational effort, and also very fast. They also mean 
that a large model, say of an entire power grid, consists of 
many connections of a very limited variation. Large simply 
means more of the same thing. Thus, once we have described 
the basic building blocks of a grid, like generators, lines, bus 
bars, and loads, and validated that the analysis works for each 
of the possible connections, we know that any grid model 
will work correctly. 

A practical example shows the speed of the algorithm. We 
simulated a fault situation in the Midwest ISO power grid, 
with some 250 000 configured inputs. An alarm cascade 
consisting of 40 000 faults was analyzed in 1.3 seconds on a 
standard PC. 

MFM is a General Language 

MFM was designed to described flow systems in general. 
This means that a large class of processes can be described. 
MFM has been successfully applied to power and heating, 
chemical reactions and burning, electrical power, gas 
transport, petrochemical processes, and can also describe 
manufacturing systems, packet-based Internet, and cash flow. 

The basic strength of MFM and the root cause analysis 
algorithm is that if the target system can be described in 
MFM, the corresponding consequence propagation rules will 
automatically be valid. Thus, the user never updates the rules 
or the algorithm. Once there is a correct MFM model, the 
algorithm will produce correct results. 

We will now give an overview of a few industrial projects 
where the MFM-based root cause analysis has been used. 

5. A CONVENTIONAL BOILER PLANT 

In a pulp and paper plant, pulp is made by boiling wood in a 
basic liquid environment. This process frees the fibers from 
the rest if the wood contents. In a modern plant, the resulting 
“waste” fluid is dried and then burned in a mesa boiler. In 
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this way, a large part of the raw material can be recycled and 
the rest used for burning and creation of thermal energy. 

However, the molten residue located on the bottom of the 
mesa boiler becomes explosive when it comes in contact with 
water. Thus, a tube leak in a mesa boiler is a dangerous 
threat, and it makes a mesa boiler a much more critical 
process than, say, a conventional power plant boiler. 

 

Fig 8. Part of the Vallvik alarm cascade. 

At 00:41 at night on September 24th 1998, there was a tube 
leak in the mesa boiler at the Vallvik pulp plant, on the east 
coast of middle Sweden. The leak caused problems with 
hearth overpressure and low levels in the stem and water 
system. There was an almost immediate boiler trip and 
automated emergency shutdown. 

 

Figure 9. The GoalArt analysis of the Vallvik accident. 

This event also triggered an alarm cascade of well above 100 
alarms, which was later called the “alarm diarrhea” by the 
plant personnel. This alarm cascade is shown in Fig 8. 

The operators were unable to interpret the alarm cascade. In 
actual fact, they did not even attempt to analyze it. Instead 
they assumed that the problem was related to the degree of 
moisture in the fuel, which had been a problem previously. 
They decided to restart the boiler. 

In the meantime, the leaking pipe flooded the boiler, and at 
00:56, the boiler exploded, destroying most of the hardware 
and burning down the building. This is the most severe 
Swedish forest industry accident in modern times. 

In a pilot project, the author built a model of the Vallvik mesa 
boiler. It comprises some 500 signals and took less than two 
workdays to build. Testing and validation using the alarm 
cascade as documented in the accident reports, took another 
two workdays. The resulting demonstration system correctly 
analyses the cascade and shows the two root causes from the 
first few seconds of the event, see Fig 9. 

 

Fig 10. A process overview of the Vallvik boiler. 

The result is also shown in a process schematic, where root 
causes are red and consequences yellow, see Fig 10. 

The analysis arrives at two root cause alarms. They are: 

Steam dome, low water level 
Hearth, high pressure 

Together, these two alarms clearly indicate that there must be 
a leak from the steam and water system into the hearth. In 
other words, there is a tube leak. 

The crew had almost 15 minutes after the tube leak started, 
before the boiler explosion. This is more time than needed to 
perform an emergency emptying of the boiler. It is quite safe 
to say that with a GoalArt system, the Vallvik explosion 
could have been avoided. 
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6. THE AUGUST 14, 2003 BLACKOUT 

The power grid is a complex and sensitive system, and its 
operation is essential to modern society, Glover and Sarma 
(2002), Mountford and Austria (1999), Tucker (2003). The 
grid operation has a very high reliability, but is still 
threatened by small disturbances that develop into large 
failure scenarios that can bring an entire grid to blackout, 
Casazza (1998). Several instances of this have occurred in 
later years. Most of the large blackouts have been preceded 
by a short time period, from several minutes up to a few 
hours, where smaller problems occurred and fault indications 
and alarms started to pour in to the control rooms. The 
operators quickly became overloaded with information and 
were unable to understand the current fault state and to plan 
and execute actions to isolate parts of or reconfigure the grid. 

 

Fig 11. The initial phase of the August 14th 2003 incident. 

If we provide operators with an intelligent system to help 
them understand the current (developing) fault situation, it 
would be possible to provide quick root cause analysis, which 
is necessary to restore operation. It could even be possible to 
avoid large blackouts by quick actions in the short time 
period during which the problems escalate from small to 
large. 

From 15:05 to 16:05 on August 14th 2003, the First Energy 
grid in northern Ohio experienced a slow cascading outage, 
U.S.-Canada Power System Outage Task Force (2004). It 
began when three 345 kV lines independently short-circuited 
against trees. It was a hot day, but none of the lines were 
heavily loaded. The reason for the short circuits seems to 
have been bad tree management. When the three lines were 
lost, the lines in the underlying 138 kV grid gradually 
overloaded and tripped. After about one hour, the loss of 
lines overloaded another 345 kV line between the sub-
stations Sammis and Star, and when this line tripped, there 
was a rapid fault cascade, which spread over the eastern US 
and Canada in a few minutes. 

The first, slow part of the cascading fault situation lasted for 
one hour, and during this time period, several actions could 
have saved the grid and avoided the blackout, had the 
operators been aware of the situation and understood the fault 
situation. Here one can argue that if the alarm system 
software had been working properly, a real-time root cause 
analysis could very well have enabled the operators to avoid 
the blackout and save the day. 

 

Fig 12. Root causes of the August 14 cascade. 

In a project including EPRI, Midwest ISO, and First Energy, 
GoalArt has created a demonstration system for the first, 
slow phase of the August 14 cascade. The small alarm 
cascade is shown in Fig 11. The GoalArt system correctly 
shows the three independent ground faults as root causes, see 
Fig 12.  

During the first hour, from 15:05 to 16:05, there were plenty 
of actions to take, which would have avoided the blackout. If 
First Energy had had a working alarm processor and a 
GoalArt system, the world’s largest blackout would not have 
had to happen. 

From January 2009, a GoalArt system has been installed at 
the Swedish National Grid in Stockholm, monitoring the 
entire Swedish power grid on-line in real-time. In a previous 
off-line project, a GoalArt system analyzed the large Swedish 
blackout of September 23rd 2003, with correct results. The 
analysis shows the two independent root cause locations 
within the first minute after the start of the incident. In the 
real event, it took four hours to locate the second root cause. 

An on-line pilot system was installed in the NYISO control 
room in Albany, New York. NYISO is the top-level 
monitoring organization for New York and neighbor areas. 

It deserves to be mentioned that for power grids, there is a 
fully automated model generation algorithm, which reads the 
topology databases and creates a proper MFM model. The 
topology interface uses CIM, SQL queries, or ASCII text, 
while the alarm and event interface can be OPC or a number 
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of other protocols. Thus, GoalArt’s solution demands a zero 
modeling effort for power grids. 

7. A SCANDINAVIAN NUCLEAR PROJECT 

A GoalArt pilot system has been integrated with the Hambo 
simulator at Hammlab, Institute for Energy Research (IFE) in 
Halden, Norway, Larsson et al. (2006 a, b, 2007), Larsson 
(2007), Tuszynski et al. (2002). The project was sponsored 
by all Scandinavian nuclear power plants together. 

The HAMBO simulator is an experimental simulator located 
at IFE in Halden, Norway, and the simulator is used for 
performing human performance experiments, as well as 
testing of operator interfaces, alarm systems, and other 
operator support systems. The simulator’s reference plant is 
the Forsmark 3 nuclear power plant in Sweden. Within the 
project, we covered around 6 500 status signals, which is a 
major part of the simulator, using both MFM-based root 
cause analysis and state-based alarm priority. The project also 
included development and testing of new ways of alarm 
presentation, using the extra information available from the 
root cause analysis and state estimation. 

8. CONCLUSIONS 

Alarm cascades are the most difficult and dangerous alarm 
problem, and root cause analysis is the solution. So far, there 
has been a lack of viable solutions, but now GoalArt offers a 
reliable and easy-to-use method. This technology has been 
applied in several different industrial branches, and can 
handle even the largest of systems efficiently. 
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Abstract: This article describes a real-world semantic information retrieval tool for auto-
motive diagnosis. Troubleshooting documents have always been popular within car work-
shops / manufacturers as a simple and direct way to capitalize knowledge on the one hand
and to access repair information on the other hand. However, with more and more complex
vehicle architectures, troubleshooting bases have grown so much nowadays that finding relevant
pieces of information can become harder than looking for a needle in a haystack. Based on a
limited knowledge model of automotive diagnosis, our software aims at relieving car mechanics
from the burden of storing and semantically searching through a large set of breakdown cases.

1. MOTIVATIONS

During a car repairing session, the most direct and less
expensive diagnosis method certainly consists in applying
on the damaged vehicle the technical solution correspond-
ing to a previously solved incident with similar human-
perceptible symptoms (provided both cars are from the
same model). As a matter of fact, such a method avoids
launching more complex and time consuming diagnosis
modules. This approach is all more relevant as most car
manufacturers and workshops have quickly understood the
added value of collecting known incidents and already
have a daily use of them. Breakdown reports are generally
stored in a structured form and classified according to
the vehicle model. Each field corresponds to a different
diagnosis step, namely : failure description, cause(s) of the
failure, repairing guide. As a consequence, taking into ac-
count the level of structuration of the corpus of documents
may help to locate more precise information in each textual
document.

Usually, the contents of such documents do not conform
to any existing nomenclature. Information is written in
natural language, which makes them difficult to handle
during the retrieval step. Based on statistical techniques
applied to the lexical content of the texts along with
the number and popularity of referrers (see Baeza-Yates
and Ribeiro-Neto [1999]), the traditional solution proposed
by current search engines does not allow a semantically
enhanced description of the troubleshooting base. This
leads to a lack of precision in the results, caused by the
ignorance of synonymy and the possible ambiguities of the
requests, as stated in Berners-Lee [1999].

Semantic indexing copes with these issues by connecting
the traditional weighted strings to the ideas they bear.
Working on a conceptual level logically requires the avail-
ability of a prior model of the knowledge found in the
documents. One must be able to locate their linguistic

manifestation, which entails to handle both notions of
ontology (Gruber [1995]: ”formal, explicit formalization of
a shared conceptualization”) and terminology in a common
framework, the Ontological and Terminological Resource
(OTR).

Due to an intrinsically incomplete coverage of the possible
problems and to the constant appearance of new vehicle
models, a troubleshooting base is bound to evolve and
adapt to the changes in the automotive diagnosis domain.
We have therefore focused on a way to keep the domain
model up to date. Schematically, the troubleshooting de-
scriptions are conceptually indexed during an offline index-
ing step, which leads to a cyclical enrichment of the OTR
model. The user requests are semantically processed dur-
ing an online step (with an occasional dialog with the user
to solve ambiguities) and compared to the indexed base to
find similar incidents. The following subsections focus on
the link between ontology and terminology, the construc-
tion of the domain OTR and the OTR enrichment process.
The runtime framework making it possible for mechanics
to form requests and presenting them with semantically
related incidents is broached in 4. After describing a user
case to understand how this module interacts with the
other ones, we will give some perspectives for our work.

2. ONTOLOGIES FOR INFORMATION RETRIEVAL

In the last 5 years, ontology engineering from texts has
emerged as a promising way to reduce the cost for building
and maintaining domain ontologies (see Buitelaar et al.
[2005]). Such an ontology learning process makes it pos-
sible to keep tracks of modelling choices and to connect
many lexical entries (or terms) to concepts. This feature
is all the more relevant when the ontology is used to
associate a document with a formal interpretation of (part
of) its textual content. Since little attention has been
paid so far to the representation of terms in standard
ontology languages, we have studied how to represent in
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the same model both domain concepts and their linguistic
manifestation in texts.

2.1 A new meta-model in OWL

After a thorough analysis in Reymonet et al. [2007], we
came to the conclusion that the existing models allow-
ing joint representation of an ontology and its associated
terminology were insufficient: firstly, the notion of term
is never reified in the literature, whereas it could help to
model as much information related to the linguistic man-
ifestation of a term as wanted. Moreover, most classical
models (e.g. those based on GATE, described in Bontcheva
et al. [2004]) connect a concept and a term by means of
a class-instance relation, which does not allow a faith-
ful reproduction of some linguistic phenomenons such as
anaphora or polysemy. Willing to respect the most popular
ontological standard (ie OWL 1 ), we proposed in Rey-
monet et al. [2007] a first meta-model compatible with
OWL-DL to store terms without altering the syntax of
the sublanguage. However, some operational choices made
our model theoretically flawed. That is why we decided
to bring some changes to it by resorting to OWL Full
meta-modelling primitives. We converged to the solution
depicted in figure 1.

Fig. 1. Our OTR meta-model

2.2 Construction of the domain OTR

By following the Terminae method (detailed in Aussenac-
Gilles et al. [2007]), it is possible to obtain both termino-
logical and conceptual information from a syntactic and
distributional analysis of the corpus. Then the gathering
of human expertise and linguistic analysis by a knowledge
engineer allows the construction of a domain taxonomy
associated with a terminology. A further step consists in
adding transverse relations between concepts, refining the
differentiation criteria and formalizing the whole model to
obtain a first version of the OTR (which may evolve over
time).

After the first two steps of the construction, we have
obtained an ontology whose top architecture is shown in
figure 2. We have defined a symptom accordingly to four
main types of concepts :
1 http://www.w3.org/TR/owl-features/

• the problems, referring either to generic faults or to
specific faults which may appear only on one (or
more) specific service(s),

• the services, corresponding to the functionalities pro-
vided by the vehicle to the user,

• the contexts, describing a particular state in which a
service may fail,

• the components which control the behavioral correct-
ness of a service (components useless to describe a
symptom have not been modelled).

Fig. 2. Higher levels of the modelled OTR

In the next subsection, we concentrate on how to design a
cost-effective process to enrich and maintain (if necessary)
our domain OTR.

3. OFFLINE TOOL: INDEXING THE CORPUS AND
ENRICHING THE OTR

An important stage during the construction of an OTR
consists in checking that no concept nor semantic relation
has been forgotten, and that the model does not include
any incoherent statements. As shown in figure 3, we have
decided to carry out in parallel the OTR completion
and the semantic indexing of the troubleshooting base
in order to gain time in the use of the OTR and to
relieve the modeller from the burden of achieving manually
its construction. The texts are therefore indexed by the
lexicalizations already present in the OTR and the user
is presented with the result. They can see which terms
were not taken into account and then correct accordingly
the OTR and/or the semantic indexes by adding an
unspotted term, modifying some relations between terms
and concepts, changing the ontological hierarchy. . .

The number of texts in the corpus to index is usually too
high to consider to present the user with all the results. We
have therefore defined several criteria indicating whether a
text has been sufficiently ”understood” by the automatic
process. If at least one criterion is not met for a document,
the text is shown to the user who can react to the
results. The changes proposed by the user are then used
to enrich automatically the OTR, in order to discover
new information during the indexing process. This cyclical
switch between an automatic step and a manual one ends
when all criteria are satisfied in the whole corpus.

Due to the specificities of our troubleshooting base (small
length of document, conciseness), we have defined a first
criterion on a minimal coverage value of the symptom
field for each text. We also check whether the cardinality
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Fig. 3. Corpus indexing process

restrictions are respected, since they can indicate an omis-
sion during the indexing step : let us take the example of
the affects relation in the ontology, connecting a problem
concept to a service concept with a minimal cardinality
of 1. If a term denoting a problem occurs in a text, then
the system expects at least one possible term denoting a
service in the same text.

We synthesize our proposition by giving an example with
the indexing of the sentence ”The engine lacks power
when accelerating.”. We suppose that the OTR already
contains the engine (service) and acceleration (context)
concepts, along with the appropriate terms. The first
attempt to index the sentence fails, since no criterion
is verified. The necessary presence of a problem (second
criterion applied on the defByPb relation, characterized
by a minimal cardinality restricted to 1) pushes us into
creating a new power lack problem connected to the term
”lacks power” in the OTR. The same reasoning on the
affects relation makes us link the new problem to the
engine concept. Since all the criteria are verified after
a second attempt (the coverage value mentioned in the
first criterion is maxed out), the sentence is considered
as correctly indexed. With this example, one can see the
needs for and benefits from leading in parallel the semantic
file indexing process and the OTR maintenance.

In order to implement this annotation and ontology enrich-
ment tool, we have developed a plugin called TextViz in
the Protégé-OWL framework 2 . TextViz uses the Lucene
technology 3 to project on the initial corpus the termi-
nological part of the OTR model under construction. It
automatically creates the appropriate term and concept
instances for each text, processes the criteria and presents
the user with a list of supposedly ill-annotated texts.
Whenever the user clicks on a text filename from the list,
he can visualize the document content with the terms in-
dexed by Lucene, select any important piece of information
which was not modelled yet and annotate it with a new
term created for this purpose.

2 http://protege.stanford.edu/overview/protege-owl.html
3 http://lucene.apache.org/java/docs/

4. ONLINE TOOL: FINDING INCIDENTS
SEMANTICALLY RELATED TO A REQUEST

In this process, we assume that all symptoms in the trou-
bleshooting base have been priorly semantically indexed.
A first step for this online tool consists in providing the
user with a way to describe the physical observations which
they can make on the current case. Instead of asking them
to form the established symptoms from a list of concepts,
the GUI (Graphical User Interface) leaves the mechanics
free to input the breakdown in their own words. The tool
automatically transforms the free-text request into the
semantic representation of one (or more) symptoms (see
fig. 4). If the process was unable to recognize a symptom
in the query, the GUI makes it possible for the user to
select manually the correct concepts.

Fig. 4. Proximity evaluation

Semantic matching is undoubtedly the most difficult step.
Since symptoms are defined through other primitive con-
cepts in our OTR, the proximity between two symptoms
cannot be directly computed. We therefore have to use an
average of similarities between the corresponding appro-
priate concepts (ie problem, service and context). Several
state-of-the-art proximities such as Mili et al. [1989], Wu
and Palmer [1994], Resnik [1995] are calculated by for-
mulas following the intuition that two concepts are all
the more similar that their lowest common ancestor is
close to them in the taxonomical hierarchy. For a better
understanding, a simple example is introduced in figure 5:
with the help of Wu and Palmer measure, it is possible
to infer from the taxonomical structure that a misfire
problem is more similar to a stalling than a power lack
(d is for ”taxonomical depth”).

Fig. 5. Ontology extract
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sim(stalling,misfire) =
2 ∗ d(unstable functioning)
d(stalling) + d(misfire)

=
2 ∗ 3
4 + 4

= 0.75

sim(stalling, power lack) =
2 ∗ d(altered functioning)
d(stalling) + d(power lack)

=
2 ∗ 2
4 + 4

= 0.5

In order to take into account the lexical specificities of
the corpus, we have chosen the measure described in Lin
[1998] to get the similarity between two concepts because
not only it follows the same idea but also ponders the
result with the ratio of the number of term occurrences
corresponding to the two concepts. In the end, only the
documents closest to the query (ie whose proximity with
the request is higher than a given threshold) are shown to
the user, ordered by decreasing similarity. Obviously, the
more symptoms a known incident will have in common
with the current situation, the better it will be ranked
within the results.

5. EVALUATION

Although our tools have to be combined to achieve a
single macroscopic task (Semantic Information Retrieval),
setting up a global and ”absolute” evaluation process (i.e.
recognized by both Knowledge Engineering and Informa-
tion Retrieval communities) turned out to be very difficult.
As a matter of fact, each tool aims at a different category
of users, with the appropriate learning curve: the online
tool has been designed to be easily used by mechanics
and lay emphasis on ergonomics whereas the offline tool
requires its users to have a fairly good understanding of
knowledge modelling, semantic indexing and automotive
diagnosis at the same time. Even if we have decided to
evaluate both tools separately, we have chosen practical
evaluation criteria to prove the interest of a semantic IR
process over a ”classic” search engine (ie with no ontol-
ogy). These criteria therefore deal with time (what is the
additionnal cost for a semantic IR process? ) and efficiency
(are the system indexing propositions appropriate? Are the
returned documents relevant to my query? ) issues.

In order to test our semantic indexing tool against a set
of 50 documents, we measured the time elapsed on the
task and checked whether both OTR and semantic indexes
converged to a stable state. In the end, all documents were
successfully indexed after a 80 minutes working session
with 20 new concepts and 40 new terms added to the OTR.
Compared to any known web crawler (whose daily task
consists in automatically indexing web pages by ”bags of
words”), our approach may seem long and tiring. However,
it must be kept in mind that we do not intend to use our
tool on such a huge scale. An average troubleshooting base
include no more than several thousands incidents and may
be enriched by 50 new synthetized breakdown cases every
3 months. As a consequence, these results may only be
judged in light of the final efficiency of the search engine.

In order to evaluate the gain of raw efficiency of our
semantic search engine over non semantic ones, we ran-
domly selected 20 requests from the symptom field of a

troubleshooting base and measured how well each engine
performed by using two measures widely accepted within
the IR community: recall and precision. Recall corresponds
to the proportion of documents found by a search engine
amongst all relevant ones, whereas precision corresponds
to the proportion of relevant documents amongst all doc-
uments found by the engine. The results summarized in
figure 6 show a significant improvement when using the
semantic search engine. This can be explained by the fact
that our solution not only handles synonymy (which im-
proves recall), but is also based on a (partial) semantic in-
terpretation of each symptom description (which improves
precision by allowing the system to make less ”mistakes”).

Fig. 6. Recall-Precision curve

6. CONCLUSION

In this article, we presented a semantic search engine
designed to handle within two separate tools both aspects
of semantic IR: semantic indexing and semantic search.
Although the ideas and technologies used in our implemen-
tation are not particularly original, we want to highlight
that to our knowledge, very few softwares proposing an
all-inclusive semantic solution to IR are actually used in
an industrial context. From an academic point of view,
this work has lead us to focus on several other interesting
topics: first, with an ever-growing troubleshooting base,
new notions may appear in time, which makes it neces-
sary to study combined evolution mecanisms for ontology,
terminology and semantic annotations in depth. Further-
more, whereas our current search engine only exploits
knowledge explicitly mentioned in each request/document,
the ability to express causal information in OWL could be
taken into account in order to bring closer two symptoms
apparently different but which share one (or more) fault(s)
as potential origin for a given breakdown. Last but not
least, the semantic IR topic also leads up to multilingual
issues, since OTR can be considered as an appropriate
way to store knowledge on the one hand, and its lexical
manifestations in different languages on the other hand.
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Abstract: The diagnostic development process can be view as a part of the complete information supply 

chain process. In this presentation model-based diagnostics is seen as a key solution to industrialize the 

whole process. New insights in how model-based approaches for diagnostics should perform in order to 

provide a wider solution in industry today are briefly presented and discussed 

1. INTRODUCTION 

The information supply chain process provides the 

information, tools, and know-how needed to operate, 

maintain and manage complex systems and product such as 

vehicles in automotive, aerospace and in defence sectors. The 

growing systems complexity, based on modern design 

principles where electronics and software becomes a 

fundamental ingredient in the overall system architecture, 

provides a challenge for dealing with the overall need for 

information of logistics and support. While the modern 

system architectures provide a flexible way for designing 

functions and system features, fulfilling the requirements of 

the normal behaviour, the challenge for creating and 

maintaining good information supporting these systems 

becomes difficult. 

The Integrated Logistics Support process (ILS) combines the 

steps of analyses of safety, reliability, operational 

availability, logistics of maintenance and spare parts, as well 

as production of technical information for operators and 

service resources. All of these activities are vital for ensuring 

system product  quality. 

One of the most prominent parts of the ILS chain is the 

development of the diagnostic information for 

troubleshooting guidance. Diagnostics is also a classic area 

for model based approaches which is the reason why the 

focus of this presentation is on diagnostics. Still, model based 

methods can be used to gain more advantages in the ILS 

chain than just diagnostics. 

2. DEVELOPMENT OF DIAGNOSTICS 

Today the development of diagnostic information is typically 

initiated with a technical specification phase where 

information is assessed for the production of the diagnostic 

information. This information is gathered from the product 

development’s design data that is available in different forms 

including pure text document, software and schematics. In 

order to efficiently introduce model-based approaches in the 

overall process, it is of high importance to adapt the 

modelling approach to minimize the effort of “reengineering” 

the design information. Once the design information is 

represented in a proper model, the job to turn this information 

into useful diagnostic outputs like decision trees, interactive 

model based diagnostics (IMBD), Failure Mode and Effect 

Analysis (FMEA) and on-board diagnostics can be done cost 

efficiently and in time.  

The generic and ideal process for Product Development 

follows the typical V-chart. The left side of the V-process 

shows the steps taking top level requirements stepwise down 

to an implementation of hardware and software, which is then 

integrated and tested with respect to the specifications on the 

right hand side. 

Ideally the diagnostic process should utilize design 

information as early as possible in the development process. 

This is typically facilitated by the failure analyses performed 

to support the design work, such as safety, reliability and 

FMEA analyses that will, in turn, generate the data for 

diagnosis such as failure modes, probabilities, symptoms, 

cross function consequences, detectability, failure codes etc. 

However, in reality, the product development is not able to 

follow the ideal process. Typical problems are: 

• Time pressure. Making the process more focused on 

the implementation phase, thus making the specification 

information incomplete. 

• Late design iterations during implementation phase. 

Making the stable information based on what is actually 

implemented very late in the process. 

• Lack of early failure analysis, makes the design of 

onboard diagnostics including DTC a result of design 

engineers ideas for fault detection rather than the complete 

support cycle aspect. 

The consequence of these problems is that the hand-over of 

product development process to the diagnostic process has to 

cope with what is available at the time it is needed. Often the 

design information is not stabilized until the implementation 

phase in the V-chart making the data assessment looking for 

data in the details of the implementation, e.g., assessing data 

from software rather that specifications of the software. This 

leads to a trend to look for diagnostic model based 

approaches that should utilize very detailed design 

information even though it often is not appropriate for the 
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purpose of diagnostics, at least not for decision tree 

production. 

To improve efficiency in these processes, as well as 

improving quality and customer satisfaction, the long term 

trend must be to introduce model-based approach for failure 

analysis as early as possible in the product development. 

3. CHALLENGES TO MEET THE CHALLENGES 

Ideally model based approaches are well suited to capture 

design information and to industrialize the information 

supply chain in general. However, going into a model-based 

approach may not be easy even though it is very powerful. 

Model-based methods are well known in architectural design 

and simulation areas, where many tools and language has 

been developed over the years. The specific purpose with 

simulation is to predict the behaviour of the systems and to 

do this with proper accuracy. In the same tradition it is often 

assumed that models for the purpose of diagnostics also 

needs very detailed information to give proper output. This is 

often not the case. Too detailed modelling can create 

problems to reach the needed diagnostic output. One reason 

is that the traditional diagnostic development simply lacks the 

detailed information to put into the model, another reason is 

that common sense and human experience should still play a 

vital role for developing diagnostics and should not be put on 

hold just for the sake of the model-based approach. One 

example is that reasoning about failure modes can often be 

done correctly without quantified entities, e.g., reasoning 

about a leakage can be done with the exact knowledge about 

the size of the hole in the hose. Another example is that 

modelling the exact behaviour of a control unit in the event of 

loss of power is rarely practically meaningful for diagnostics. 

This means that there are cases where common sense has to 

over rule the detailed systems engineering view. 

3.1 Model Based for the Horizontal Process 

Human experience and common sense is the foundation of 

the current diagnostic development process when it comes to 

the overall diagnostics of a system, due to lack of alternative 

methods, but also from the fact that there is a need to validate 

and reason about failures from an orthogonal view that 

differentiates from the engineering design view. That is why, 

brain storming, and committee discussion activities are hard 

to replace when it comes to quality assurance and 

diagnostics. Model-based approaches that aim to provide 

benefits for the whole process has to be less technical and 

very easily used by non engineering resources, making the 

resulting process recognizable but still much more efficient. 

3.2 Model Based for the Vertical Problems 

As stated above there is a need for easy and process adapted 

approaches for model-based tools. However, even though the 

majority of the diagnostics can be produced in a simplified 

model-based approach, there are cases where very detailed 

system behaviour analysis is needed for specific reasons. 

Therefore the model based approach has to handle both the 

wide aspects of process support but also being able to “go 

down to the atoms” if needed. If the detailed analysis is 

excluded in the model-based approach then there are cases 

that cannot be handled properly and this will often create a 

sense of “distrust” also for total result of the diagnostic 

process. 

4. CONCLUSIONS 

The presentation gives an overview of the ILS process and 

how diagnostic information plays a role as a core ingredient 

in this. The task to introduce model-based methods in the ILS 

process is different from the development process and there 

are several issues to deal with which will be exemplified in 

relation to industrial cases and project experiences using the 

tools RODON and UpTime. 
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Detecting and Learning Unknown Fault States in
Hybrid Diagnosis

Minlue Wang and Richard Dearden

School of Computer Science, University of Birmingham, Birmingham B15
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Abstract: Discrete diagnosis systems have traditionally included the ability to model unknown faults.
However, this ability has not been available in hybrid diagnosis approaches. This is because one
weakness of the standard approaches to tracking the hybrid state—Kalman filters and particle filters—is
that it is hard to tell when they are performing poorly. In this paper we show that by using a particle filter
with look-ahead we can measure in a principled way when the filter is performing badly and hence the
system may be in an unmodelled state. We show that this approach can be used to detect unknown faults
in a small realistic domain. In addition, we show that for a common class of faults we can learn a model
of the unknown state so as to predict it better in the future. This is one step on the way to being able to
enhance an existing hybrid model by learning unmodelled states and adding them to the model.

1. INTRODUCTION

There has been much recent interest in the diagnosis of hybrid
systems—those containing a mixture of discrete and continuous
state variables. Recent techniques such as Funiak and Williams
[2003], Verma et al. [2003], de Freitas et al. [2003] and Ng
et al. [2005] have used particle filters or related algorithms to
track both the discrete mode of the system and the continuous
state. However, in most cases these approaches have required
a complete model of the system including the nominal system
behaviours as well as all fault states. In comparison, classical
model-based diagnosis systems such as Livingstone (Williams
and Nayak [1996], Kurien and Nayak [2000]) allow the user
to include an unknown fault mode which represents all unmod-
elled system behaviours. In this paper we propose an approach
to detecting and tracking unknown faults in hybrid systems
using particle filters.

Bayesian approaches to diagnosis, of which the particle filtering
algorithms are an example, all maintain a probability distribu-
tion over the possible states the system might be in, given the
observations seen so far. We refer to this distribution as the
belief distribution. For hybrid systems, the belief distribution is
particularly complex as the probability mass may be distributed
among a number of discrete modes, and even within a single
mode may be quite a complex distribution that cannot easily
be parameterised. Particle filtering algorithms work by approx-
imating this belief distribution by a set of samples. There are a
number of advantages to this approach:

• A set of samples can represent an arbitrary distribution,
thus they are ideal for representing belief distributions
over hybrid systems.
• The algorithms are contract anytime—the algorithm’s

computation time can be varied simply by changing the
number of samples.
• Since each sample has values for the discrete and contin-

uous variables, it is easy to assign a probability to each
discrete mode, or estimate continuous parameters of the
system.

• The algorithms only require a forward model of a system
to estimate its state.

In classical model-based diagnosis, unknown faults are often
very useful for representing unmodelled behaviours of a sys-
tem. For example Figure 1 shows a Livingstone model of a
valve, including two nominal modes (open and closed), two
fault modes (stuck open and stuck closed) and an unknown
fault state. This unknown state is used as a catch-all so that
faults that can be isolated to this component but don’t match
any of the modelled component modes can still be represented
by the system. In the case of the valve, this might include partly
open states, leaks, or perhaps the valve being blocked, causing a
transition directly from open to stuck closed. In all these cases
it is more useful for the fault detection system to produce a
diagnosis that says an unknown fault has occurred in the valve
component than to be unable to explain an observed behaviour
at all.

There are two challenges to be addressed when representing
unknown faults in hybrid diagnosis models. The first is how
to detect an unknown fault. Detecting an unknown fault using
a filtering algorithm is difficult because by definition there
is no modelled state for the unknown fault. This means that
an unknown fault state will never correspond closely to the
observed behaviour. Instead, the intuition is that an unknown
fault has occurred when the filter is doing a poor job of tracking
the actual system behaviour. Unfortunately, detecting when a
filter is doing a poor job of tracking is non-trivial, and as we will
argue in Section 3, naive approaches suffer a number of serious
problems. In classical model-based diagnosis, this difficulty
does not occur because the diagnosis system isn’t really doing
Bayesian belief updating so it is perfectly sensible to conclude
that if no other mode matches the observed behaviour of a
system, then the system must be in an unknown fault mode.

The second challenge with unknown faults in hybrid models is
what to do once an unknown fault has occurred. The difficulty
is that we don’t have any differential equations to describe
the continuous behaviour of the system in an unknown fault
mode. Again this isn’t a problem for systems like Livingstone
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Fig. 1. An example of a valve model from a discrete diagnosis
system.

because they simply remove any constraints associated with
components in unknown modes, so any behaviour is consistent
with an unknown fault.

The approach we take is to observe that particle filtering al-
gorithms that include one step lookahead (de Freitas et al.
[2003]) compute at each step the true posterior probability of
every reachable mode. This allows us to overcome many of the
problems with detecting when the particle filter is tracking the
observations poorly. If the likelihood of all reachable modes
is low, this is a strong argument that no mode represents the
current behaviour of the system, and that an unknown fault has
occurred.

If we can identify when a system enters an unknown mode it
would be useful to be able to build a model of the system’s
behaviour in that mode so it can be added to the model of the
overall system to improve future performance. In the general
case this involves building a differential equation model of
the system’s behaviour from the sensor data. Clearly this is
a significant challenge and may be impossible without large
amounts of data from the unknown mode. Here we observe
that many faults (such as the faults in the valve model above)
consist of actuators that become stuck at a particular value. To
learn models of this simple class of faults we apply a genetic
algorithm to estimate the values of the input parameters.

In the next section we introduce the models and diagnosis
algorithms we use. Section 3 describes the problem of detecting
unknown states and formally defines our approach. In Section 4
we present an experimental evaluation of our approach showing
that it can reliably detect unknown faults, while Section 5
contains our approach to learning a model of the unknown
mode from data. We follow this with a brief summary of related
work on detecting unknown modes in hybrid diagnosis, and we
finish with our conclusions and a discussion of future work.

2. HYBRID SYSTEMS AND DIAGNOSIS

Following a number of authors, we model the system to be
diagnosed as a discrete-time probabilistic hybrid automaton
(PHA). We refer the reader to (Hofbaur and Williams, 2002)
for details of PHAs, but will use the following notation here:

• Z = z1, . . . , zn is the set of discrete modes the system can
be in.
• X = x1, . . . , xm is the set of continuous state variables

which capture the dynamic evolution of the automaton.

(1) For N samples pi
0 = (zi

0, x
i
0), sample each pi

0 from
the prior P (Z0, X0).

(2) For each time-step t do
(a) Prediction: For each sample p, do:

(i) Sample a new discrete mode:
ẑi
t ∼ P (Zt|zi

t−1)
(ii) Sample a new continuous state:

x̂i
t ∼ P (Xt|ẑi

t, x
i
t−1)

(b) Weighting: For each sample:
wi

t ← P (yt|ẑi
t, x̂

i
t)

(c) Resampling: SampleN new samples pi
t where

P (pi
t = p̂j

t ) ∝ wj
t

Fig. 2. The particle filtering algorithm for a hybrid model.

We write P (Z0, X0) for the prior distribution over Z and
X .

• We denote a hybrid state of the system by s = (z, x),
which consists of a discrete mode z and an assignment x
to each state variable in X .

• Y is the set of observable variables. We write P (Yt|zt, xt)
for the distribution of observations in state (zt, xt).

• There is a transition function P (Zt|zt−1, xt−1) that de-
fines the conditional probability distribution over modes at
time t given that the system is in state (z, x) at time t− 1.
In some systems, this is independent of the continuous
variables: P (Zt|zt−1, xt−1) = P (Zt|zt−1).

• We write P (Xt, zt−1, yt−1) for the distribution over X
at time t, given that the system is in state (zt−1, xt−1) at
t− 1.

Diagnosis of a hybrid system of this kind is determining, at
each time-step, the belief state P (St|y1:t), a distribution that,
for each state s, gives the probability that s is the true state of
the system, given the observations so far. In principle, belief
state tracking is an easy task, which can be performed using the
forward pass equation:

P (st|yi:t) = αP (yt|st)
∫
P (st|st−1)P (st−1|y1:t−1)dst−1

= αP (yt|zt, xt)
∫
P (xt|zt, xt−1)

P (zt|zt−1, xt−1)P (st−1|y1:t−1)dst−1

where α is a normalizing constant. Unfortunately, computing
the integral exactly is intractable in all but the smallest of prob-
lems, or in certain special cases. The most important special
case is a unimodal linear model with Gaussian noise. This is
solved optimally and efficiently by the Kalman filter (KF).

For non-linear Gaussian systems, a common approach is to use
a particle filter to estimate the state, as shown in Figure 2. This
approximates the belief state at each step by a set of point
samples, turning the integral above into a simple summation
over the samples. The algorithm consists of three main steps:
prediction, in which the system model is applied to each sample
from the previous time step to predict a new state; weighting, in
which the predicted state is compared with the observation to
obtain a weight for each sample proportional to the sample’s
likelihood of generating the observation; resampling, in which
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(1) For N samples pi
0 = (zi

0, x
i
0), sample each pi

0 from
the prior P (Z0, X0).

(2) For each time-step t do
(a) Prediction: For each sample pi

t−1, do:
(i) For each possible successor mode m ∈

succ(zi
t−1) do:

(A) Sample the continuous state as if
pi

t−1 had transitioned to m:

x̂i,m
t ∼ P (Xt|m,xi

t−1)
(B) Compute the posterior probability

of m:

P̂ ost(i,m)← P (m|zi
t−1, yt)

= P (m|zi
t−1)P (yt|m,xi,m

t )

(ii) Compute the weight of sample pi:

wi
t ←

∑

m∈succ(zi
t−1)

P̂ ost(i,m)

(b) Resampling: As in step 2(c). of the PF algo-
rithm (see Figure 1). Also resample Post, xt.

(c) For each sample pi
t do:

(i) Sample a new mode:m ∼ P (Zt|zi
t−1, yt)

(ii) Set zi
t ← m, xi

t ← xi,m
t .

Fig. 3. The one step lookahead particle filtering algorithm.

the set of weighted samples is converted into a set of samples
of uniform weight.

2.1 One Step Lookahead

A frequent problem when applying sample-based algorithms to
fault diagnosis is sample impoverishment. The problem is that
when faults occur there may be no samples in the fault state to
detect them, due to the very low prior probability of a transition
to a fault state. A number of approaches have been proposed
for dealing with this. One of the most effective is one step
lookahead (de Freitas et al. [2003]). In this approach, rather
than simply predicting future states for each sample, the set
of possible future discrete modes is enumerated, the sample’s
future value as if it had transitioned to that mode is computed,
and this is then compared with the observation to calculate the a
posteriori estimate of that mode’s likelihood. These a posteriori
estimates are then used to weight the samples, and resampling
is performed before the future state is calculated rather than
afterwards. Because of the enumeration of future steps, the
algorithm is much more expensive per sample than the standard
particle filter. However, the improvement in estimation accu-
racy means that fewer samples are needed so lookahead out-
performs the standard particle filter in both speed and accuracy
(de Freitas et al. [2003]). The algorithm is shown in Figure 2.1.

For hybrid systems we frequently have too many continuous
dimensions for a sampling-based approach to track without
needing huge numbers of samples. This problem is usually
overcome by using Rao-Blackwellisation, a technique which
in hybrid domains usually means tracking the continuous state
with a Kalman filter while sampling the discrete state. Again,
this makes the cost per-sample more expensive but allows
a reduction in the number of samples. It’s main advantage,
however, is to allow tracking of systems with many continuous

dimensions through the use of the Kalman filter. Purely sample-
based algorithms tend to fail in problems with more than six
continuous dimensions due to the number of samples needed.
For details of Rao-Blackwellisation, see de Freitas et al. [2003].
Since many domains of interest are non-linear we use an
unscented Kalman filter (Julier and Uhlmann [1997]) as they
tend to outperform the extended Kalman filter in practice, and
they allow us to use black-box models as we discuss in Section
4.

3. DETECTING UNKNOWN STATES

A naive implementation of detecting unknown faults in a par-
ticle filter approach might be to simply place a threshold on
the total weight of all the samples after the weighting step—if
the weight is too low, then none of the modes is doing a good
job of predicting the observations so the system must be in an
unknown fault mode. The problem with this is that it assumes
there are a significant number of samples in the true system
mode at any step. Since a typical fault mode has a very low
probability of occurring at any step, when the system does enter
a fault mode there may be very few samples (possibly even
none) that enter that mode at the same time step. Since samples
in other modes are unlikely to predict the observation well they
all get low weight and hence there is a risk the threshold may
not be met and the particle filter will detect an unknown mode
even though in fact it is in a modelled mode.

3.1 Detection with lookahead

In the one step lookahead particle filter (Figure 2.1) when we
enumerate all the future modes a sample pi

t−1 could move to,
we compute the likelihood of the observation yt given each pos-
sible next mode m of the system and the continuous state xi,m

t
we might expect to be in if we transitioned to m. Unlike the
total weight of the samples, this quantity P (yt|m,xi,m

t ) is quite
a good predictor of when the system has entered an unknown
state. This is because it ignores the transition probability, so it
isn’t affected by the low probability of transitions to fault states.
If this value is low it indicates that the mode is unlikely to be
the true mode the system is in, and if it is low for all modes,
this suggests that no reachable mode is the true state of the
system. For this reason, we assume a sample has transitioned to
an unknown mode whenever the following holds for a sample
pi

t−1 = (zi
t−1, x

i
t−1):

max
m∈succ(zi

t−1)
P (yt|m,xi,m

t ) < α

The modified version of the one step lookahead algorithm,
including the use of the UKF for Rao-Blackwellization, is given
in Figure 4.

This approach has another important advantage over the naive
approach above in that individual samples get assigned to the
unknown mode rather than the whole system being assigned to
it. This allows us to maintain belief states where the unknown
mode has a probability of other than zero or one.

When a sample fails this test there are three possible explana-
tions. Either the system is behaving normally but the sample
is doing a very poor job of tracking it (perhaps because the
observation is extremely noisy), or the system really has entered
an unknown mode, or the sample was in the incorrect mode
before the transition and the true current mode isn’t reachable
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(1) For N samples pi
0 = (zi

0, µ
i
0,Σ

i
0), sample discrete modes zi

0 from the prior P (Z0).
(2) Set µi

0 and Σi
0 to the prior mean and covariance for mode zi

0.
(3) For each timestep t do

(a) For each pi
t−1 do

(i) If zi
t−1 = unknown sample a new discrete mode: zi

t−1 ∼ P (Z0)
(ii) For each possible successor mode m ∈ succ(zi

t−1) do:
(A) Perform unscented Kalman update using the model of mode m:

(ŷi,m
t , Ŝi,m

t , µ̂i,m
t , Σ̂i,m

t )← UKF(µi
t−1,Σ

i
t−1, yt, θ(m))

(B) Compute the posterior probability of m:

P̂ ost(i,m)← P (m|zi
t−1, yt)

= P (m|zi
t−1)N(yt; ŷ

i,m
t , Ŝi,m

t )
(iii) Compute the maximum likelihood of the observation over the possible future modes:

lit = max
m∈succ(zi

t−1)
N(yt; ŷ

i,m
t , Ŝi,m

t )

(iv) Compute the weight of sample p̂i: wi
t ←

∑
m∈succ(zi

t−1)
P̂ ost(i,m)

(b) For each sample pi
t−1 with lit < α do

(i) Set zi
t ← unknown, µi

t ∼ yt, Σi
t ← Σi

t−1.
(c) For each sample pi

t−1 with lit ≥ α do
(i) Sample a new p̃i

t−1 where P (p̃i
t−1 = pj

t−1) ∝ wj
t .

(ii) Sample a new mode: m ∼ P (Zt|z̃i
t−1, yt)

(iii) Set zi
t ← m, µi

t ← µ̂i,m
t , Σi

t ← Σ̂i,m
t .

Fig. 4. The one step lookahead particle filter with unknown mode detection.

from the mode the sample was in. In the first case, there’s
relatively little we can do apart from selecting the threshold α
to reduce the likelihood of this happening. In the third case it
should be that other samples are in the correct mode and these
should get higher weight than this sample.

In the one step lookahead algorithm resampling occurs before
the system dynamics are applied to each sample, but is based on
the posterior probability of each sample. For samples where the
likelihood of the observation is low enough, we remove them
from the resampling and simply transition them to the unknown
mode (step 3(b) of the algorithm). However, we also need to
provide values for the continuous parameters. To do this we
sample the multivariate mean from the observation function,
and leave the covariance matrix unchanged from the previous
step. An argument can be made for increasing the covariance
on the grounds that we should be less certain about the value of
the continuous state variables after a transition to an unknown
mode. However, we have yet to come up with a principled
way to select the new covariance, and leaving the covariance
unchanged seems to work well in practice.

For samples which have at least one future mode with a higher
than α probability of the observation we resample them by
drawing from the distribution formed by the weighted set of
non-unknown-state samples. These samples are still at time
step t − 1, so as usual for the one step lookahead algorithm
we sample a new mode from the distribution formed by the
posterior probabilities of each enumerated mode (that is, from
P (Zt|zi

t−1, yt) where P (zt|zi
t−1, yt) = P̃ ost(i, zt) has already

been computed in finding the sample weight), and then assign
the sample the mean and covariance matrix computed for that
mode during the lookahead steps (step 3(c) of the algorithm).

After a sample has been assigned to the unknown mode we
need to determine its behaviour at subsequent steps. Since we
have no idea of the system dynamics in the unknown mode, it
is impossible to perform a prediction step in the particle filter.
The solution we have chosen is to assume the sample transitions
from the unknown mode to a mode sampled according to the
prior distribution. We do this before enumerating the possible
future modes using the UKF (step 3a(i) of the algorithm). This
increases the diversity of the set of samples and by forcing the
samples back into normal modes we reduce the likelihood of
the unknown mode being selected erroneously. If the system is
actually in an unknown mode then the samples should move
back into the unknown mode at the next time step as all the
successor modes will have low posterior probability.

3.2 Reporting a Maximum-likelihood Mode

We frequently want to report a most likely mode at each step,
and the presence of samples in the unknown mode causes a
problem with this. As we said above, samples may be assigned
to the unknown mode when they are in some mode m differ-
ent from the true mode m∗. If m∗ is not reachable from m,
these samples may satisfy the aboved threshold condition even
though the system is in a known mode. This phenomenon oc-
curs when there are gradual fault modes and more significantly
in the initial tracking of the system because of the sampling
from the prior. To alleviate this problem we add another pa-
rameter β to the algorithm which is the proportion of samples
that must be in the unknown mode before unknown is reported
as the most likely mode of the system. There is a relationship
between the values of α and β in that lower values of α make it
less likely that samples are assigned to unknown modes, so the
value of β can also be lower.
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Fig. 5. The Shark model used in the experiments.

Fig. 6. One of the discrete transition models from the Shark sys-
tem model. The values for Y4 and Y8 give the commanded
fin angles in each mode.

Reporting the most likely state of the system is particularly im-
portant in our approach because we want to learn the parameters
of unknown modes. Whenever the algorithm determines that
unknown is the most likely mode of the system we save the
observation data so that a learning algorithm can be applied to
it (see Section 5).

4. EXPERIMENTS

To evaluate the performance of the algorithm in practice we
applied it to a non-linear physics simulation of a underwater
vehicle in Matlab, the Shark model 1 . Figure 5 shows the struc-
ture of the vehicle being simulated. It has eight independently
movable fins and a propellor, but for this study we only model
two of the fins (Y 4 and Y 8 in Figure 5), the other fins are
permanently set at an angle of zero. We have modelled a control
system for the two controlled fins that has 12 discrete modes,
including 6 normal states and 6 fault states. Figure 6 shows one
of the discrete states and the possible transitions out of it. In
order to model the unknown state we add another state to the
simulation of the system, but not to the diagnosis model. The
vehicle is modelled as a rigid dynamic body in three dimen-
sional space so we have a six dimensional vector for the con-
tinuous state of the system, which consists of a 3 dimensional
transitional velocity V t and a 3 dimensional rotational velocity
V r. The system noise and observation noise are all independent
1 The Shark model, developed by Giampiero Campa, is available from
http://www.mathworks.com/matlabcentral/fileexchange/1207.

Fig. 7. A single run of the one-step look-ahead algorithm with
ten and 100 samples, compared with the true state of the
system.

Gaussian distributions with mean 0 and standard deviation 0.01.
While there are only twelve discrete modes in this problem,
the continuous behaviour in each mode is non-linear and quite
complex, so correctly identifying the fault modes is not a trivial
problem.

One important feature of the experiment is that the diagnosis
engine only has access to the forward model. That is, we treat
the model as a black box and only allow the particle filter to set
the inputs to the model and then observe the outputs. One of
the advantageous properties of the one step lookahead particle
filter is that through the use of sampled modes and the UKF it
doesn’t require access to the equations that make up the model.

4.1 Results

Figure 7 shows two typical runs of the algorithm, one with
ten samples in the particle filter and one with 100. Initially the
vehicle is in state 4, it then moves to the unknown state (13) at
step 30, and then moves to state 3 at step 35. With 100 samples
the algorithm detects the transitions in the same step that they
occur, while with only ten samples there are five steps at which
the algorithm makes an incorrect estimate of the stste. One of
these is at the very beginning where the algorithm erroneously
detected the unknown state at step 1. As we said above, this
is due to the prior distribution being non-zero in many of the
system states. This and the fact that not all states are reachable
in one step from all the others leads to many samples detecting
the unknown state because they were initially in states that
cannot reach state 4 in one step.

Figure 8 shows the number of steps in which the most likely
mode according to the algorithm differs from the true mode as
the number of samples used in the particle filter is changed,
averaged over ten runs. Even for as few as ten samples, the
system still tracks the state very well, making errors on just over
three steps out of 45 on average. This number is low partially
because there are typically only two to three transitions per
run, but demonstrates that even with small numbers of samples
the system detects a transition and correctly identifies the new
mode in at most two time steps, even when the new mode is
unknown.
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Fig. 8. Comparison of number of samples with number of times
the most likely state differed from the true state on a 44
step run of the algorithm.

Fig. 9. Error rates as a function of the algorithm parameters α
and β.

One important question is how to optimise the values of α and
β, the threshold parameters for detecting the unknown state.
Figure 9 shows the results of a small experiment comparing
the number of times the most likely state differed from the true
state for different values of α and β. As the figure shows, the
algorithm is relatively insensitive to the values of the parame-
ters as long as α (the minimum likelihood of the future system
modes) is less than 7 and β (the minimum proportion of the
samples that must be in the unknown mode) is less than 0.8.
Of course these values will depend on the model being used
as models with more sensor noise will require higher α values,
etc. We are currently looking at whether reasonable values for
the thresholds can be determined by analysis of the model.

5. LEARNING MODELS OF UNKNOWN STATES

As we monitor a running system over a long period, we would
like to be able to augment the system model by learning mod-
els of the behaviour in unknown modes. Given the stored se-
quences of observations for the periods when the state estima-

Fig. 10. Comparison of true and learned values of the fin angles,
averaged over 100 runs.

tion algorithm estimates the system is in the unknown mode,
we want to build a model which plausibly matches the obser-
vations. In the general case, this is a very hard problem. Ap-
proaches such as Lagramge (Todorovski and Džeroski [1997]
have been used to learn differential equation models of data,
but generally require a significant amount of knowledge en-
gineering in the form (in the case of Lagramge) of grammars
defining possible differential equations or other constraints on
the possible models. In our case, we have an existing model of
parts of the system, so we use that to constrain the space of
possible models.

In many systems a significant class of possible faults corre-
spond to single controllable parameters of the system becoming
stuck at a particular value. For example, in the model of a valve
in Figure 1 we modelled modes “open”, “closed”, “stuck open”
and “stuck closed”, leaving unknown modes to represent the
valve getting stuck partially open. If we restrict ourselves to
faults such as these in which a single input parameter is fixed at
a constant value, then the problem of learning a model is made
relatively straightforward but we can still handle quite a large
subset of possible faults.

We use a genetic algorithm to learn the model of the unknown
state. Since the model is that one or more of the control surfaces
is jammed at an unknown value, the space is encoded as an eight
bit string for each control surface, so allowing values between
-127 and 128 to be considered. To evaluate each candidate, the
parameter values are put into the forward model of the system
and the output is compared with the observations that were
saved when the state estimate entered the fault state. The quality
of the comparison was determined using the same observation
noise function as used in the weighting step in Figure 4.

The results of the learning algorithm are given in Figure 10
which compares the actual value (−π/6,−π/6) of the param-
eters with the mean and standard deviation of the estimated
parameter values, calculated over 100 runs of the learning al-
gorithm. As we can see from the figure, the learning algorithm
produces a very good estimate of the value of the parameters.

6. RELATED WORK

As we discussed above, one simple approach to detecting un-
known faults using a particle filter algorithm is to place a thresh-
old on the total weights of the samples. To overcome the prob-
lems we discussed in Section 3, Duan et al. [2006a] propose to
combine this with a threshold placed on the probability of the
maximum likelihood mode. Essentially, if the total weight of all
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samples is below some threshold α, and the probability of the
most likely mode after resampling is less than some threshold
β then they declare the system to be in an unknown mode.
However, this approach suffers from the problems we described
in Section 3, in particular the sample impoverishment problem,
which will lead to many low weights and no high probability
mode precisely because the true system mode has no samples
in it, even though it is a modelled fault.

In Duan et al. [2006b] the same authors propose a slightly
different second threshold, the KL-divergence between the tran-
sition prior and the posterior distribution. They argue that if the
system enters an unknown state then the difference between the
proposal distribution and the posterior distribution will be high
and the sample weights will be low. However, this still appears
to suffer from the same problems with sample impoverishment
as their other approach.

Hofbaur and Williams [2002] describe an approach for han-
dling unknown fault modes based on a decomposition of the
system model and the use of partial filters. The main contri-
bution of the paper is in how to handle the fact that once a
component is in an unknown fault mode we have no model of
its behaviour. They do this by replacing the tracked state of the
component with a noisy measurement of it. Mode identification
in this paper is performed using a bank of Kalman filters, and
the paper gives few details of how they actually detect the un-
known fault state in the first place. The decomposition approach
is rather orthogonal to this work, but it would be interesting to
see how the two could be combined.

An approach that has more in common with ours is proposed in
Tafazoli and Sun [2006]. Like us, they use one step lookahead
to compute the posterior probability of possible modes. How-
ever, their algorithm commits to a single most likely mode at
each time step and resamples all the samples into that mode.
This means they cannot represent belief states with a probabil-
ity of the unknown mode that is other than zero or one. They
also do not use our β parameter to prevent the system choosing
the unknown mode in cases where samples are spread over a
number of modes and many of them can’t reach the true fault
mode.

7. CONCLUSIONS AND FUTURE WORK

We have presented an algorithm to detect unknown or un-
modelled system modes in hybrid systems. Unlike previous
algorithms, our approach does not suffer from problems due
to the common situation of low probability transitions to fault
states. In practice our preliminary results show that it performs
well, detecting transitions to unknown states as soon as they
happen while generating only small numbers of false positives.
We have also made some first steps along the path of estimating
the parameters of the unknown mode for a class of common
faults.

There are a number of future directions we are examining for
this work. The first is to test the approach on a more realistic
and complex example domain with larger numbers of modes
and more interesting fault behaviour. In the longer term, we
hope to test it on an actual autonomous underwater vehicle,
Autosub6000.

There are a lot of improvements that could be made to the
model learning algorithm, which is very preliminary. At present
the system learns a new mode for every occurrence of the un-

known mode. This means that the system may learn a number of
models of the same unknown mode. We plan to improve on this
by recognising similar models and merging them together. This
gives us more data from a single unknown mode which means
we should be able to more accurately estimate its parameters.
Another improvement would be to learn the discrete transition
function as well as the continuous model (at present we simply
add a transition to the learned unknown mode with very low
probability). To make learned modes useful, we need a good
estimate of the transition probabilities into and out of them.

We also hope to extend the class of faults for which we can learn
a model by using a more sophisticated estimation algorithm. As
we noted above, approaches exist to learn arbitrary differential
equations from data and we plan to investigate how to apply
them to this domain.
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Abstract: Logic reasoning approaches to fault diagnosis account for the fact that a component cj may
fail intermittently by introducing a parameter gj that expresses the probability the component exhibits
correct behavior. This component parameter gj , in conjunction with a priori fault probability, is used in
a Bayesian framework to compute the posterior fault candidate probabilities. Usually, information on gj

is not known a priori. While proper estimation of gj can have a great impact on the diagnostic accuracy,
at present, only approximations have been proposed. We present a novel framework, BARINEL, that
computes exact estimations of gj as integral part of the posterior candidate probability computation.
BARINEL’s diagnostic performance is evaluated for both synthetic systems and the Siemens software
benchmark. Our results show that our approach is superior to approaches based on classical persistent
fault models as well as previously proposed intermittent fault models.

Keywords: Logic reasoning; software fault localization; program spectra.

1. INTRODUCTION

In model-based fault diagnosis (MBD) approaches faults are
typically assumed to be persistent. However, in many practical
situations faults manifest themselves intermittently, such as
in copiers where sometimes sheets may be blank, or where a
worn roller sometimes slips and causes a paper jam De Kleer
et al. [2008]. Intermittent behavior is also relevant in software
fault diagnosis, which is the primary context of this paper.
Although software is supposed to be inherently deterministic,
intermittent component models are often essential. This can
be due to non-determinism (e.g., race conditions) caused by
design faults related to properly dealing with concurrency. A
more compelling reason is the modeling abstraction typically
applied, where, for example, the software component’s input
and output values are abstracted in the model, such that a
component’s (abstracted) output may differ for the same (ab-
stracted) input. Although a weak fault model (that does not
stipulate particular faulty behavior) admits any output behav-
ior, applying classical (persistent fault) diagnosis to software
components that do not consistently exhibit failures results in
severely degraded diagnostic performance (as is also shown in
this paper).

A model for intermittent behavior De Kleer [2007] was in-
troduced as an extension of the GDE framework De Kleer and
Williams [1987], De Kleer et al. [1992]. Essentially, next to the
prior probability pj that a component cj is at fault, a parameter
gj is used to express the probability that a faulted component
exhibits correct (good, hence g) behavior. The model is incor-

⋆ This work has been carried out as part of the TRADER project under the

responsibility of the Embedded Systems Institute. This project is partially sup-

ported by the Netherlands Ministry of Economic Affairs under the BSIK03021

program.

porated into the standard, Bayesian framework that computes
the posterior probability of diagnosis candidates based on ob-
servations De Kleer and Williams [1987], De Kleer [2006].

The intermittency framework has been shown to yield signif-
icantly better results (e.g., in the diagnosis and replanning of
paper sheet paths in copiers with intermittent component fail-
ures Kuhn et al. [2008], and in software fault diagnosis Abreu
et al. [2008a]), compared to an approach based on a classi-
cal, persistent fault model. An important problem in using
the intermittency model, however, is the estimation of gj , as
calibration data on correct and incorrect component behavior
is typically not available. Estimating gj for each component
cj would be straightforward when (sufficient) system obser-
vations are available where only that single, intermittent com-
ponent is involved De Kleer [2007]. However, in a multiple-
fault context usually only system observations are available in
which multiple components are involved. Consequently, iso-
lating to what extent each individual component contributes to
the observed failure behavior is less straightforward. However,
as the influence of gj in the computation of the posterior
probability of each diagnostic candidate is significant, exact
knowledge of each gj can be critical to overall diagnostic
accuracy.

In De Kleer et al. [2008] as well as in Abreu et al. [2008a,b]
strategies have been proposed to estimate the gj in a multiple-
fault context. However, the approaches are essentially based
on an approximation. In this paper, we present a novel ap-
proach to the estimation of the gj in conjunction with a new
Bayesian approach towards the computation of the posterior
candidate probabilities using an intermittent fault model that
generalizes over classical, persistent MBD approaches. The
approach represents a departure from the current Bayesian
framework as used in current diagnosis approaches (e.g.,

DX-09, Stockholm, Sweden June 14-17, 2009

27



De Kleer et al. [2008] and Abreu et al. [2008a]) in the sense
that (1) the resulting gj are exact, maximum likelihood esti-
mators instead of approximations, and (2) the computation of
the posterior candidate probabilities is an integral byproduct
of the gj estimation procedure.

The paper makes the following contributions

• we present our new approach for the candidate probabil-
ity computation which features the algorithm to compute
the gj . The approach is coined BARINEL 1 , which is the
name of the software implementation of our method;
• we compare the accuracy and complexity of our method
to the current approaches in De Kleer et al. [2008]
and Abreu et al. [2008a] for observations series that are
synthetically generated for known gj setpoints;
• we describe the application of our approach to spectrum-
based software multiple-fault diagnosis and evaluate the
diagnostic performance using the well-known Siemens
suite of benchmark programs.

To the best of our knowledge, this approach has not been de-
scribed before. The results from the synthetic experiments, as
well as from the application to real software systems, confirm
that our new approach has superior diagnostic performance to
all Bayesian approaches to intermittent systems known to date.

The paper is organized as follows. In the next section we de-
scribe the current Bayesian approach using persistent and in-
termittent models. In Section 3 we describe our new approach
to fault diagnosis. Sections 4 and 5 present experimental re-
sults for synthetic observations and real codes, respectively.
Section 6 describes related work, while Section 7 concludes
the paper.

2. PRELIMINARIES

In this section we introduce existing concepts and definitions.

2.1 Basic Definitions

Definition 1. A diagnostic system DS is defined as the triple
DS = 〈SD ,COMPS ,OBS〉, where SD is a propositional
theory describing the behavior of the system, COMPS =
{c1, . . . , cM} is a set of components in SD , and OBS is a
set of observable variables in SD .

With each component cj ∈ COMPS we associate a health
variable hj which denotes component health. The health states
of a component are healthy (true) and faulty (false). In Sec-
tion 3 this definition will be extended.

Definition 2. An h-literal is hj or ¬hj for cj ∈ COMPS .
Definition 3. An h-clause is a disjunction of h-literals contain-
ing no complementary pair of h-literals.

Definition 4. A conflict of (SD ,COMPS ,OBS ) is an h-
clause of negative h-literals entailed by SD ∪OBS.

Definition 5. Let SN and SP be two disjoint sets of com-
ponents indices, faulty and healthy, respectively, such that
COMPS = {cj | j ∈ SN ∪ SP } and SN ∩ SP = ∅. We
define d(SN , SP ) to be the conjunction:

1 BARINEL stands for Bayesian AppRoach to dIagnose iNtErmittent fauLts.

A barinel is a type of caravel used by the Portuguese sailors during their

discoveries.

(
∧

j∈SN

¬hj) ∧ (
∧

j∈SP

hj)

A diagnosis candidate is a sentence describing one possible
state of the system, where this state is an assignment of the
status healthy or not healthy to each system component.

Definition 6. A diagnosis candidate for DS given an observa-
tion obs over variables in OBS , is d(SN , SP ) such that

SD ∧ obs ∧ d(SN , SP ) 2⊥

In the remainder we refer to d(SN , SP ) simply as d, which
we identify with the set SN of indices of the negative literals.
A minimal diagnosis is a diagnosis that is not subsumed
by another of lower fault cardinality (number of negative h-
literals, |d|).
Definition 7. A diagnostic report D = {d1, . . . , dk, . . . , dK}
is an ordered set of all K diagnosis candidates, for which

SD ∧ obs ∧ dk 2⊥

2.2 Computing Diagnoses

The Bayesian approach serves as the foundation for the deriva-
tion of diagnostic candidates, i.e.,

• deducing whether a candidate diagnosis dk is consistent
with the observations, and

• the posterior probability Pr(dk) of that candidate being
the actual diagnosis.

With respect to (1), rather than computing Pr(dk) for all
possible candidates, just to find that most of them have
Pr(dk) = 0, search algorithms are typically used instead,
such as CDA* Williams and Ragno [2007], SAFARI Feldman
et al. [2008], or just a minimal hitting set (MHS) algorithm
when conflict sets are available, e.g. De Kleer and Williams
[1987], but the Bayesian probability framework remains the
basis. In this section we will briefly describe the contemporary
approach to the derivation of candidates and their posterior
probability. In the following, we assume weak fault models.

Consider a particular process, involving a set of components,
that either yields a nominal result or a failure. For instance, in
a logic circuit a process is the sub-circuit (cone) activity that
results in a particular primary output. In software a process is
the sequence of software component activity (e.g., statements)
that results in a particular return value. The result of a process
is either nominal (pass) or an error (fail).

Definition 8. Let Sf = {cj |cj involved in a failing process},
and let Sp = {cj|cj involved in a passing process}, denote the
fail set and pass set, respectively.

Approaches for fault diagnosis that assume persistent, weak
fault models often generate candidates based on fail sets (aka
conflict sets), essentially using an MHS algorithm to derive
minimal candidates. Recent approaches that allow intermit-
tency also take into account pass sets. A fail set indicts compo-
nents, whereas a pass set exonerates components. The extent
of indictment or exoneration is computed using Bayes’ rule.
In the following we assume that a number of pass and fail
sets have been collected, either by static modeling (e.g., logic
circuits, where each primary output yields a pass or fail set) or
by dynamic profiling (e.g., software, where each run yields a
pass or fail set, both known as a spectrumAbreu et al. [2007]).
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Definition 9. Let N denote the number of passing and failing
processes. Let Nf and Np, Nf + Np = N , denote the number
of fail and pass sets, respectively. Let A denote the N ×
M activity matrix of the system, where aij denotes whether
component j was involved in process i (aij = 1) or not
(aij = 0). Let e denote the error vector, where ei signifies
whether process i has passed (ei = 0) or failed (ei = 1).

The observations (A, e) are input to the Bayesian probability
update process.

Ranking Diagnoses Let Pr(j) = pj denote the prior prob-
ability that a component cj is at fault. Assuming components
fail independently the prior probability of a candidate dk is
given by

Pr(dk) =
∏

j∈SN

Pr({j}) ·
∏

j∈SP

(1 − Pr({j}))

For each observation obsi = (Ai∗, ei) the posterior prob-
abilities are updated according to Bayes rule (naive Bayes
classifying)

Pr(dk|obsi) =
Pr(obsi|dk)
Pr(obsi)

· Pr(dk)

The denominator Pr(obsi) is a normalizing term that is iden-
tical for all dk and thus needs not be computed directly.
Pr(obsi|dk) is defined as

Pr(obsi|dk) =

{ 0 if obsi ∧ dk |=⊥
1 if dk → obsi

ε if dk → {obs1, . . . , obsi, . . . , obsN}
As mentioned earlier, rather than updating each candidate
only candidates derived from an MHS algorithm are updated
implying that the 0-clause need not be considered.

Many policies exist for ε De Kleer [2006]. Three policies

can be distinguished. The first policy, denoted ε(0) equals the
classical MBD policy for persistent, weak faults, and is defined
as follows

ε(0) =





EP

EP + EF
if ei = 0

EF

EP + EF
if ei = 1

(1)

where EP = 2M and EF = (2|dk| − 1) · 2M−|dk| are the
number of passed and failed observations that can be explained
by diagnosis dk, respectively. A disadvantage of this classical
policy is that pass sets, apart from making single faults more
probable than multiple faults, do not help much in pinpointing
the faults, in particular for weak fault models which do not
rule out any candidates (the 2M term in Eq. 1). In addition,
there is no way to distinguish between diagnoses with the
same cardinality, because the terms are merely a function of
the cardinality of the diagnosis candidate.

The next two, intermittent policies account for the fact that
components of pass sets should to some extent be exoner-
ated. In the following we distinguish between two policies,

ε(1) De Kleer [2007] and ε(2) Abreu et al. [2008a] which are
defined as

ε(1) =
{

g(dk) if ei = 0
1− g(dk) if ei = 1

ε(2) =
{

g(dk)m if ei = 0
1− g(dk)m if ei = 1

where m =
∏

j∈dk
[aij = 1] is the number of faulty compo-

nents according to dk involved in process i. Note that a term
g(dk) is used rather than the real individual component inter-
mittency parameters gj . As mentioned earlier, this is due to the
fact that obtaining gj from pass and fail sets where multiple
intermittent failures are involved was far from trivial. Instead,
an “effective” intermittency parameter g(dk) is estimated for
the candidate dk by counting how many times components of
dk are involved in pass and fail sets. In both strategies g(dk) is
approximated by

g(dk) =

∑

i=1..N

[(
∨

j∈dk

aij = 1) ∧ ei = 0]

∑

i=1..N

[
∨

j∈dk

aij = 1]

where [·] is Iverson’s operator Iverson [1962] ([true] = 1],
[false] = 0]).

Policy ε(2) is a variant of ε(1), which approximates the prob-
ability

∏
j∈dk

gj that all m components in dk exhibit good

behavior by g(dk)m assuming that all components of dk have
equal g values. This takes into account the fact that the fail-
ure probability changes when multiple intermittent faults are
involved.

3. BARINEL APPROACH

In this section we present our approach to compute the gj and
the associated, posterior candidate probabilities Pr(dk) given
a set of observations (A, e). In our approach we

• determine the real gj instead of g(dk), and
• apply the gj in an improved epsilon policy to compute

Pr(dk).

The key idea underlying our approach is that for each candi-
date dk we compute the gj for the candidate’s faulty compo-
nents that maximizes the probability Pr(e|dk) of the observa-
tions e occurring, conditioned on that candidate dk (maximum
likelihood estimation for naive Bayes classifier dk). For a
given process i, in terms of gj the epsilon policy is given by

ε =





∏

j∈dk∧aij=1

gj if ei = 0

1−
∏

j∈dk∧aij=1

gj if ei = 1

Thus, gj is solved by maximizing Pr(e|dk) under the above
epsilon policy, according to

G = arg max
G

Pr(e|dk)

where G = {gj|j ∈ dk}. This approach implies that for a
particular candidate dk the optimum gj values may differ with
those for another candidate d′k for the same components.

Generalizing over persistent and intermittent faults, with each
candidate dk each component cj is associated with a com-
puted gj value (which from now on we will denote hj for
health) which ranges from 0 (persistently failing) to 1 (healthy,
i.e., faulty without any failure). Consequently, each candi-
date diagnosis need only specify the set of component health
states hj , which represents a real-valued generalization over
the classical binary “normal/abnormal” entries. For example,
for an M = 4 component system our framework might

DX-09, Stockholm, Sweden June 14-17, 2009

29



yield the double and triple-fault candidates {0.33, 1, 1, 0}, and
{0.5, 0.66, 1, 0}, respectively, each of which has gj that opti-
mally explain the observations e, but differ for the same j (e.g.,
0.33 vs. 0.5).

Our approach, of which the implementation is coined BARINEL,
is described in Algorithm 1 and comprises three main phases.
In the first phase (line 2) a list of candidates D is computed
from (A, e) using a low-cost, heuristic MHS algorithm called
STACCATO that returns an MHS of limited size (typically, 100
multiple-fault candidates), yet capturing all significant proba-
bility mass van Gemund et al. [2008].

In the second phase dk is computed for each candidate in D
(lines 3 to 14). First, GENERATEPR derives for every candi-
date dk the probability Pr(e|dk) for the current set of observa-
tions e. As an example, suppose the following measurements
(ignoring healthy components):

c1 c2 e Pr(ei|{1, 2})
1 0 1 1− g1

1 1 1 1− g1 · g2

0 1 0 g2

1 0 0 g1

As the four observations are independent, the probability of
obtaining e given dk = {1, 2} equals

Pr(e|dk) = g1 · g2 · (1− g1) · (1− g1 · g2)
Subsequently, all gj are computed such that they maximize
Pr(e|dk). To solve the maximization problem we apply a sim-
ple gradient ascent procedure Avriel [2003] (bounded within
the domain 0 < gj < 1).

In the third and final phase, the diagnoses are ranked according
to Pr(dk|(A, e)), which is computed by EVALUATE according
to the usual, posterior update

Pr(dk|(A, e)) =
Pr(e|dk)
Pr(obs)

· Pr(dk)

where Pr(dk) is the prior probability that dk is correct, Pr(obs)
is a normalization factor, and Pr(e|dk) is the probability that e
is observed assuming dk correct.

In the following we illustrate that for single-fault candidates,
the maximum likelihood estimator for g1 equals the health
state h1 =

∑
i ei/N , which is the intuitively correct way

to estimate g1 (and has also been the basis for the previous
approximation of g(dk) shown in Section 2). Consider the
following (A, e) (only showing columns of c1 rows where c1

is hit), e, and the probability of that occurring (Pr):

c1 e Pr(ei|dk)
1 0 g1

1 0 g1

1 1 1− g1

1 0 g1

where g1 is the true intermittency parameter (g1 = 3
4 ).

Averaging e yields the estimate h1 = 3
4 . To prove this is a

perfect estimate, we show that h1 maximizes the probability of
this particular e (or any permutation with 1 fail and 3 passes)
to occur. As Pr(e|{1}) is given by Pr(e|{1}) = g3

1 · (1 −
g1), the value of g1 that maximizes Pr(e|{1}) is indeed 3

4 .

Consequently, the estimate for g1 is h1 = 3
4 .

Proof Let h1 = n10(1)/(n10(1) + n11(1)). denote our intu-
itive estimation of g1. Let N ′ = n10(1) + n11(1) denote the

Algorithm 1 Diagnostic Algorithm: BARINEL

Inputs: Activity matrix A, error vector e,
Output: Diagnostic Report D

1 γ ← ǫ
2 D ← STACCATO((A, e)) ⊲ Compute MHS
3 ∀dk∈D Pr[dk]← 0
4 for all dk ∈ D do
5 expr← GENERATEPR((A, e), dk)
6 i← 0
7 while Pr[dk]i−1 − ξ ≤ Pr[dk]i ≤ Pr[dk]i−1 + ξ do
8 i← i + 1
9 for all j ∈ dk do

10 gj ← gj + γ · ∇expr(gj)
11 end for
12 Pr[dk]i ← EVALUATE(expr, ∀j∈dk

gj)
13 end while
14 end for
15 return SORT(D, Pr)

number of runs in which c1 is involved. Thus n10 = N ′ · g1

and n11 = N ′ · (1− g1), respectively. Consequently, Pr(e|dk)
is given by

Pr(e|dk) = hN ′·g1
1 · (1 − h1)N ′·(1−g1)

Maximizing Pr(e|{1}) implies maximizing hg1
1 · (1−h1)1−g1

as N ′ is independent of h1. The value h1 that maximizes this
expression is the one for which its derivative to h1 equals zero.
Consequently,

h1 ·gh1−1
1 ·(1−g1)1−h1−hg1

1 ·(1−h1) ·(1−g1)(1−h1−1) = 0
which reduces to

h1 · (1− g1) = g1 · (1− h1)
yielding h1 = g1. 2

Finally, to illustrate the benefits of our approach, consider
the program spectra in Figure 1 (c1 and c2 faulty, ‘2’ means
that the component was actually responsible for the overall
failure). MHS computation yields

D = {{1, 2}, {2, 5}, {1, 5}, {4, 5}}
. As mentioned in the previous section, ε(0) does not distin-
guish between candidates with the same cardinality. Hence, as
they rank with the same probability, all candidates would have

to be inspected. This also holds for ε(1) since ∀dk∈D g(dk) =
Np

Np+Nf
= 1

6 . ε(2) distinguishes between the probabilities of

candidates with same cardinality, but it ranks {2, 5} at the first
place. BARINEL yields better results due to a better estimation
of the individual gs, ranking the true fault {1, 2} at the first
position.

c1 c2 c3 c4 c5 e
2 1 0 1 0 1
0 2 0 0 1 1
2 0 0 0 1 1
1 2 0 0 1 1
0 2 0 0 1 1
1 0 0 1 1 0

Fig. 1. Observation-matrix example

As the formulae that need to be maximized are simple and
bounded in the [0, 1] domain, the time/space complexity of our
approach is identical to the other reasoning policies presented
in Section 2 modulo a small, constant factor on account of the
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gradient ascent procedure, which exhibits rapid convergence
for all M and C (see Section 5).

4. THEORETICAL EVALUATION

In order to assess the performance improvement of our frame-
work we generate synthetic observations based on sample
(A, e) generated for various values of N , M , and number
of injected faults C (cardinality). Component activity aij is
sampled from a Bernoulli distribution with parameter r, i.e.,
the probability a component is involved in a row of A equals
r. For the C faulty components cj (without loss of generality
we select the first C components) we also set gj . Thus the
probability of a component being involved and generating a
failure equals r · (1 − g). A row i in A generates an error
(ei = 1) if at least 1 of the C components generates a fail-
ure (or-model). Measurements for a specific (N, M, C, r, g)
scenario are averaged over 1, 000 sample matrices, yielding a
coefficient of variance of approximately 0.02.

We compare the accuracy of our improved Bayesian frame-
work with the classical framework in terms of a diagnostic
performance metric W , that denotes the excess work incurred
finding the actual components at fault. The metric is an im-
provement on metrics typically found in software debugging
which measure the debugging effort associated with a par-
ticular diagnostic method Abreu et al. [2007], Renieris and
Reiss [2003]. For instance, consider a 4-component program
with a unique diagnosis d1 = {1, 2, 4} with an associated
h1 = {0.33, 0.5, 1, 0.25}, where c1, c2 are actually faulty. The
first component to be verified / replaced is the non-faulty c4,
as its health is the lowest. Consequently, W is increased with
1
4 to reflect that it was inspected in vain.

The graphs in Figure 2 plot W versus N for M = 20, r = 0.6
(the trends for other M and r values are essentially the same,
r = 0.6 is typical for the Siemens suite), and different values
for C and g. The plots show that W for N = 1 is similar
to r, which corresponds to the fact that there are on average
(M −C) · r components which would have to be inspected in
vain. For sufficiently large N all policies produce an optimal
diagnosis, as the probability that healthy diagnosis candidates
are still within the hitting set approaches zero.

For small gj W converges more quickly than for large gj

as computations involving the faulty components are much
more prone to failure, while for large gj the faulty components
behave almost similarly, requiring more observations (larger
N ) to rank them higher. For increasing C more observations
are required (N ) before the faulty components are isolated.
This is due to the fact that failure behavior can be caused
by much more components, reducing the correlation between
failure and particular component involvement.

The plots confirm that ε(0) is the worst performing policy,
mainly due to the fact that it does not distinguish between
diagnosis with the same fault cardinality. Only for C = 1 the

ε(2) and ε(1) policies have equal performance to BARINEL,
as for this trivial case the approximation for gj is equal.
For C ≥ 2 the plots confirm that BARINEL has superior
performance, demonstrating that an exact estimation of gj

is quite relevant. In particular, the other approaches steadily
deteriorate for increasing C.

5. EMPIRICAL EVALUATION

In this section we assess the diagnostic capabilities of our
approach for real programs. For this purpose, we use the well-
known Siemens set Do et al. [2005], which contains 132 faulty
versions (lines of code M - components in this context -
vary between 174 and 549) of 7 C programs with extensive
test suites (between 1, 052 and 5, 542 test cases). Table 1
summarizes the characteristics of the Siemens set, where M
corresponds to the number of lines of code (components in
this context).

For our experiments, we have extended the Siemens set with
program versions where we can activate arbitrary combina-
tions of faults. For this purpose, we limit ourselves to a se-
lection of 102 out of the 132 faults, based on criteria such as
faults being attributable to a single line of code, to enable un-
ambiguous evaluation. The observation matrices are obtained
using the GNU gcov 2 profiling tool.

Using this extended Siemens set, the diagnostic quality -
quantified by W - of BARINEL is compared to the three ε
strategies outlined in Section 2.2. Table 2 presents a summary
of the diagnostic quality of the different techniques.

Similar to Section 4, we aimed at C = 5 for the multiple
fault-cases, but for print tokens insufficient faults are
available. All measurements except for the four-fault version
of print tokens are averages over 100 versions, or over
the maximum number of combinations available, where we
verified that all faults are active in at least one failed run.

In agreement with in the previous section, the results for soft-
ware systems confirm that BARINEL outperforms the other
approaches, especially considering the fact that the vari-
ance of W is higher (coefficient of variance up to 0.5 for
schedule2) than in the synthetic case (1,000 sample ma-
trices versus up to 100 matrices in the Siemens case). Only
in 4 out of 21 cases, BARINEL is not on top. Apart from
the obvious sampling noise, just mentioned, this is due to
particular properties of the programs. For schedule2 with

C = 2 and C = 5, ε(0) is better due to the fact that almost all
failing runs involve all faulty components (highly correlated
occurrence). Hence, the program effectively has a single fault

spreading over multiple lines, which favors ε(0) since it ranks
candidates with cardinality one first. For tcas with C = 2
and C = 5, ε(2) marginally outperforms BARINEL (by less
than 0.5%) which we attribute to the fact that the program is
almost branch-free and small (M = 174) combined with the
sampling noise (σW of 5% for tcas).

In these experiments the average time cost of BARINEL is
2.8ms/obs, the differencewith the othermethods (0.2ms/obs)
being due to the (unoptimized) gradient ascent procedure.

6. RELATEDWORK

As mentioned earlier, in many model-based diagnosis ap-
proaches (e.g., GDEDeKleer andWilliams [1987]GDE+ Struss
and Dressler [1989], CDA* Williams and Ragno [2007], SA-
FARI Feldman et al. [2008]) faults are modeled to be per-
sistent. Consequently, they may not work optimally when
components fail intermittently. Recently, a model for inter-
mittent behavior was introduced as an extension of the GDE

2 http://gcc.gnu.org/onlinedocs/gcc/Gcov.html
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(a) C = 1 and g = 0.1
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(b) C = 2 and g = 0.1
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(c) C = 5 and g = 0.1
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(d) C = 1 and g = 0.5
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(e) C = 2 and g = 0.5
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(f) C = 5 and g = 0.5
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(g) C = 1 and g = 0.9
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(h) C = 2 and g = 0.9
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Fig. 2. Wasted effort W [%] for several settings

Program Faulty Versions M N Description

print tokens 7 539 4,130 Lexical Analyzer

print tokens2 10 489 4,115 Lexical Analyzer

replace 32 507 5,542 Pattern Recognition

schedule 9 397 2,650 Priority Scheduler

schedule2 10 299 2,710 Priority Scheduler

tcas 41 174 1,608 Altitude Separation

tot info 23 398 1,052 Information Measure

Table 1. The Siemens benchmark set

print tokens print tokens2 replace schedule schedule2 tcas tot info

M / N 539 / 4,130 489 / 4,115 507 / 5,542 397 / 2,650 299 / 2,710 174 / 1,608 398 / 1,052

C 1 2 4 1 2 5 1 2 5 1 2 5 1 2 5 1 2 5 1 2 5

#matrices 4 6 1 10 43 100 23 100 100 7 20 11 9 35 91 30 100 100 19 100 100

ε(0) 13.7 18.2 22.8 21.6 26.1 30.8 16.2 25.1 33.8 17.2 23.5 28.6 29.3 26.6 28.9 28.0 26.9 28.7 14.0 18.2 21.5

ε(1) 1.2 2.4 5.0 4.2 7.6 14.5 3.0 5.2 12.5 0.8 1.6 3.0 22.8 31.4 38.3 16.7 24.2 30.5 5.1 8.7 17.4

ε(2) 1.2 2.4 4.8 5.1 8.9 15.5 3.0 5.2 12.4 0.8 1.5 3.1 21.5 29.4 35.6 16.7 24.1 30.5 6.1 11.7 20.9

BARINEL 1.2 2.4 4.4 1.9 3.4 6.6 3.0 5.0 11.9 0.8 1.5 3.0 21.5 28.1 34.9 16.7 24.5 30.7 5.0 8.5 15.8

Table 2. Wasted effort W [%] on combinations of C = 1 . . . 5 faults for the Siemens set

framework De Kleer [2007], later extended by Abreu et al.
[2008a,b]. Our approach improves on the approximations
within these works, providing superior results. Furthermore,
unlike MBD approaches we only assume a very abstract com-
ponent model without even considering static system intercon-
nection topology.

In logic (model-based) reasoning approaches to automatic
software debugging, the model is typically generated from
the source code - see Mayer and Stumptner [2008] for an
evaluation of severalmodels. Themodel is generated bymeans
of static analysis techniques and is extremely complex. While
at this detailed level intermittency is not an issue, the level
of detail is such that the associated diagnostic complexity
prohibits application to programs larger than a few hundred

lines of code. As an indication, the largest program used
in Mayer and Stumptner [2008] is tcas (172 lines of code
only).

Our dynamic approach towards determining component in-
volvement and system failure (i.e., through (A, e)) is in-
spired by statistical approaches to automatic software debug-
ging, known as spectrum-based fault localization (each row
in A is a spectrum). Well-known examples include the Taran-
tula tool Jones and Harrold [2005], the Nearest Neighbor
technique Renieris and Reiss [2003], and the Ochiai coeffi-
cient Abreu et al. [2007]. These approaches rank components
in terms of the statistical similarity of component involvement
and observed program failure behavior. While attractive from
complexity-point of view, the approaches do not consider mul-
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tiple faults. Furthermore, the similarity metric has little value
other than for ranking, in contrast to our probability metric.

7. CONCLUSIONS

Intermittent fault models can be crucial when modeling com-
plex systems. Estimating the probability that a faulty compo-
nent exhibits correct behavior is an important step for logic
reasoning approaches to properly handle intermittent failures.
In contrast to previous work, which merely approximates such
probabilities for particular diagnosis candidates, in this paper
we present a novel approach (BARINEL) to compute the exact
probabilities per component at a complexity that is only a
constant factor greater than previous approaches.

We have compared the diagnostic performance of BARINEL

with the classical (Bayesian) reasoning approach, as well as
with three intermittent reasoning approaches. Synthetic exper-
iments have confirmed that our approach consistently outper-
forms the previous approaches, demonstrating the significance
of maximum likelihood estimation over approximation. Ap-
plication to the Siemens benchmark also suggest BARINEL’s
superiority (17 wins out of 21 trials), while the exceptions are
caused by component clustering in combinationwith sampling
noise.

Future work includes (1) extending the activity matrix from
binary to integer, allowing us to exploit component involve-
ment frequency (e.g., program loops), (2) reducing the cost of
gradient ascent by introducing quadratic convergence, and (3)
applying BARINEL to intermittent hardware.
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Abstract: In this paper we present an approach that relies on the representation of the
debugging problem as a constraint satisfaction problem. We show how arbitrary sequential
programs together with specification knowledge like invariants can be represented as a set of
constraints. We provide a formalization of the constraint representation and of the diagnosis
problem which clarifies and improves previously published ideas. We also correct a flaw in a
previously published paper which could lead to undesired diagnostic results. Moreover, based
on the constraint representation we explain how to use a fast constraint solver, which is freely
available, for computing diagnoses. Using such a constraint solver we obtain first experimental
results for a set of Java programs. The results indicate that the use of specification knowledge
reduces the number of diagnoses substantially. This shows that the integration of specifications
like pre- and postconditions or invariants, which can be provided as annotations in the program,
can significantly help to make model-based debugging applicable in practice.

1. INTRODUCTION

The use of model-based diagnosis (Reiter [1987], de Kleer
et al. [1987]) for fault localization in programs has been
an active research area for more than one decade (see,
e.g., Friedrich et al. [1999], Stumptner et al. [1999], Köb
et al. [2006]). Recent results indicate that model-based
debugging can be effectively used and provides comparable
or in many cases even more accurate results than other
approaches for programs of smaller size (Mayer [2007]).
In order to bring model-based debugging to a stage where
it can be used in practice there are still open research
problems to be solved. One problem, which we are not
tackling in this paper, are performance issues; in partic-
ular, the necessary running time for computing diagnoses
still prevents the approach from being used in an interac-
tive manner, especially in cases where programs of larger
size are considered. A solution to this problem might be
the use of appropriate abstraction mechanisms.

In this paper we focus on improving the precision of the di-
agnostic results. Debugging which is based on a single test
case often exhibits a bad discrimination among diagnosis
candidates; i.e., a large number of program statements
cannot be eliminated as potential fault candidates. Two
important approaches for tackling this problem are the
integration of multiple test cases (see Peischl et al. [2008])
and the utilization of additional specification knowledge.
Specifications can be provided by, e.g., assertion state-
ments in the program, pre- and postconditions, or class
and loop invariants. Previous papers suggested that the
use of specification knowledge may improve the results of
model-based debugging by reducing the number of diag-
noses or the number of statements considered as possibly
faulty (Ceballos et al. [2006], Nica et al. [2008]). How-

� This research has been funded in part by the Austrian Science
Fund (FWF) under grant P20199-N15. Authors are listed in alpha-
betical order.
��We thank Iulia Moraru for her support.

ever, those works did not provide any experimental results
which confirmed this claim.

In order to integrate specification knowledge into model-
based debugging we rely on a constraint representation
of programs. The debugging problem is reduced to a con-
straint satisfaction problem. The constraint representation
is able to express the full semantics of the specification
knowledge, and it allows us to use a state-of-the-art con-
straint solver for computing the diagnoses. Note that con-
straint representations of programs have been proposed
in literature for different purposes like verification (e.g.,
Collavizza et al. [2007]) and also for debugging (Ceballos
et al. [2006], Wotawa et al. [2008]).

In this paper we provide a formalization of the constraint
representation and of the diagnosis problem which clarifies
and improves previously published ideas. The formaliza-
tion also describes the integration of specification knowl-
edge. Moreover, note that we correct a flaw in a previously
published paper which could lead to undesired diagnostic
results (Nica et al. [2008]).

Based on the resulting constraint representation we further
describe the representation of the model in the language
used by the constraint solver MINION (Gent et al. [2006]),
and we show how MINION can be directly used to compute
diagnoses of a given cardinality. This can be done by
counting the fault assumptions during computation and
by specifying a constraint which restricts the number of
fault assumptions to a fixed value.

We also present first empirical results which compare
the precision of the diagnostic results with and without
specification knowledge. For this purpose we used a set of
programs which implement simple arithmetic operations,
and we defined assertions like invariants, pre- and post-
conditions for those programs. We manually injected bugs
into the programs, and we found test cases which are not
satisfied by the faulty programs. The obtained empirical
results are very promising. Using specification knowledge
we were able to further reduce the number of statements
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to be considered as possibly faulty by about 20% to 60%
in the single-fault case. The average reduction was about
30%. The results are even better in the double-fault case.

The paper is organized as follows. We start with a brief
description of how to obtain an intermediate representa-
tion for an arbitrary sequential program which is suitable
for the conversion to a constraint representation. Then
we formalize the constraint model and the corresponding
diagnosis problem, and we show how to perform fault local-
ization based on the constraint representation. Afterwards,
we integrate assertions, in particular loop invariants, into
our approach. Based on this general constraint model we
further describe its representation in the language used
by the constraint solver MINION, and we present first
empirical results. Finally we provide a conclusion.

2. BACKGROUND: CONVERSION OF SEQUENTIAL
PROGRAMS INTO A LOOP-FREE SSA FORM

Our work addresses sequential programs with a syntax and
semantics similar to well-known languages like Java, but
without object-oriented constructs. For simplicity we do
not consider procedure calls in this paper, but it should
be noted that procedures can be straightforwardly inte-
grated as shown in (Wotawa et al. [2008]). Our approach
supports assignments statements, conditional statements,
and loops. Figure 1 depicts a program which serves as
running example throughout this paper.
int power(int a, int exp)
1. int e = exp;
2. int res = 1;
3. while (e > 0) {
4. res = res * a;
5. e = e - 1;

}
Fig. 1. A program for computing aexp, where a and exp

are integers. Variable res denotes the result.

As loops cannot be directly converted to our constraint
representation, past works have proposed to unroll loops,
i.e., to create a loop-free program by replacing the loop
of the original program by a set of nested if-statements
(e.g., see Ceballos et al. [2006] and Nica et al. [2008]). If
the maximum number of iterations is known in advance,
then the loop-free program is equivalent to the original
program. Note that program debugging is based on one
or more test cases, and executing the program for those
test cases yields the maximum number of iterations in the
faulty program for the given test suite. A small number of
iterations is often sufficient for locating the fault(s) (see
Jackson [2006]). Figure 2 shows the loop-free version of
our example program for 2 iterations.

Our constraint representation requires that all left-side
variables in the program have unique names, i.e., each vari-
able should be defined only once. Hence, we use the Static
int power loopfree(int a, int exp)
1. int e = exp;
2. int res = 1;
3. if (e > 0) {
4. res = res * a;
5. e = e - 1;
6. if (e > 0) {
7. res = res * a;
8. e = e - 1;

}
}

Fig. 2. The loop-free version of the program in Fig. 1 for
2 iterations.

Single Assignment (SSA) form, which is an intermediate
representation of the program with the property that no
two left-side variables have the same name (see Cytron
et al. [1991], Brandis et al. [1994], Wegman et al. [1991]).
This is achieved by replacing each left-side variable with a
new variable whose name is composed of the name of the
original variable plus a unique index as suffix, see Fig. 3.

In order to obtain the SSA form of a program it is also
necessary to convert loops and conditional statements.
As loops are, in our approach, represented by nested if-
statements, we only need to consider the conversion of
conditional statements of the form

if(condexpr) then {...} else {...}
Note that the notation xexpr denotes a whole expression
rather than a single variable. In brief, this conversion works
as follows:

(1) The value of the evaluated condition condexpr is
stored in a new boolean variable cond i, where i is a
unique index.

(2) The if- and the else-branches are converted sepa-
rately. For both branches, new variables with unique
indexes are introduced. The statements of both
branches are concatenated; i.e., the program in SSA
form will execute the statements of either branch in
every run.

(3) New variables are added which have the value of
the corresponding variables in the original program
after the execution of the if- or else-branch, re-
spectively. The values of these new variables depend
on the indexed variables which were introduced for
the branches and on the boolean condition condexpr.
For the evaluation of those values we define the Φ-
function:

Φ(v j, v k, cond i) def=
{
v j if cond i = true
v k otherwise

For example, the corresponding SSA form of the program
fragment

if(condexpr) {x = e1expr;} else {x = e2expr;}
is given as follows:
cond i = condexpr;
x j = e1expr;
x k = e2expr;
x l = Φ(x j, x k, cond i);

The SSA representation for the program in Fig. 1 is
depicted in Fig. 3. A noteworthy statement is S′

6:
6. bool cond 1 = cond 0 ∧ (e 1 > 0);

The variable cond 1 is true iff e > 0 holds in the original
program after the first loop iteration, i.e., cond 1 is true
iff a second loop iteration is executed. This is the case iff
e 0 > 0 and e 1 > 0 holds.

Obviously, the conversion of the loop-free program into the
SSA form has, apart from variable renamings, no influence
on the actual program behavior. It can also be seen that
the SSA form of a sequential program comprises only
assignments of the general form

v = Eexpr

where v is a variable and Eexpr is either an expression in
the syntax of the sequential language or it is an expression
of the form Φ(...).
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int power SSA(int a, int exp)
1. int e 0 = exp;
2. int res 0 = 1;
3. bool cond 0 = (e 0 > 0);
4. int res 1 = res 0 * a;
5. int e 1 = e 0 - 1;
6. bool cond 1 = cond 0 ∧ (e 1 > 0);
7. int res 2 = res 1 * a;
8. int e 2 = e 1 - 1;
9. int res 3 = Φ(res 2, res 1, cond 1);
10. int e 3 = Φ(e 2, e 1, cond 1);
11. int res 4 = Φ(res 3, res 0, cond 0);
12. int e 4 = Φ(e 3, e 0, cond 0);

Fig. 3. The loop-free SSA form of the program in Fig. 1
for 2 iterations. Variable res 4 is the output of the
program (i.e., the final result).

3. FAULT LOCALIZATION BASED ON A
CONSTRAINT REPRESENTATION

We introduce some useful notations which we need for the
subsequent definition of our constraint representation:
Definition 1. (σ(S) - Mapping original program ↔ SSA).

A program is a sequence of statements. Let
Π be the original program in the sequential programming
language, and let Σ(Π) denote the program resulting from
the loop-unrolling and SSA-conversion of Π. Moreover, let
ΣΦ(Π) ⊆ Σ(Π) be the loop-free SSA form without those
statements which contain Φ. We define a (total) function
σ which maps every statement S′ ∈ ΣΦ(Π) backwards to
its corresponding statement S ∈ Π:

σ : ΣΦ(Π) �→ Π

More precisely, S′ has the general form v = Eexpr, and we
distinguish two cases:

(1) if Eexpr corresponds to the loop condition of a while-
statement Sw ∈ Π, then σ(S′) returns Sw.

(2) otherwise: Eexpr corresponds to the right-hand expres-
sion of an assignment statement Sa ∈ Π, and σ(S′)
returns Sa.

We also define a (total) function for the forward mapping:

σ : Π �→ 2ΣΦ(Π)

which returns for every S ∈ Π the set σ(S) def=
{S′ | σ(S′) = S}.
Example We consider the power(a, exp) program which
we introduced in Sec. 2. Π comprises 5 statements
〈S1, . . . , S5〉 (see Fig. 1), Σ(Π) contains 12 statements
〈S′

1, . . . , S
′
12〉 (see Fig. 3), and ΣΦ(Π) = 〈S′

1, . . . , S
′
8〉. We

obtain σ(S′
1) = S1, . . . , σ(S′

5) = S5, σ(S′
6) = S3, σ(S′

7) =
S4, σ(S′

8) = S5. Moreover, σ(S5) = {S′
5, S

′
8}, etc. �

An important point is that the set ΣΦ(Π) comprises ex-
actly those statements in the SSA form which our ap-
proach may consider as faulty, whereas the Φ-statements
cannot be faulty. As a statement in the original program
may correspond to several statements in the SSA form, a
single fault in the original program may lead to multiple
faulty statements in the SSA form. Considering the origi-
nal program, our approach is able to deal (a) with faults
in the boolean expressions of loop conditions and (b) with
faults in the expressions on the right side of assignment
statements.

Now we have the prerequisites needed for defining the
constraint representation of a sequential program. A con-
straint satisfaction problem (CSP) is a tuple (V, D, CO),

where V is a set of variables, each variable v ∈ V has
a domain D(v), and CO is a set of constraints. Each
constraint defines a relation between variables. A solution
of a CSP assigns values to all variables s.t. all constraints
are satisfied. For more details regarding CSPs we refer to
Dechter [2003].
Definition 2. (CSP (Π) - Constraint represenation of Π).
The constraint representation CSP (Π) of a sequential
program Π is a tuple (V, D, CO) with:

• V = V AR
(
Σ(Π)

)
∪ {ab(S) | S ∈ Π} where

· V AR
(
Σ(Π)

)
is the set of all variables in Σ(Π).

· ab(S) denotes a single boolean variable stating
whether statement S of the original program is
abnormal (i.e., faulty).

• the domain D(v) of a variable v ∈ V AR
(
Σ(Π)

)

is equivalent to the datatype of the variable in the
program, and D

(
ab(S)

)
= {true, false}.

• CO comprises exactly one constraint for every state-
ment in the SSA form. CO is created as follows:
· For every S′ ∈ Σ(Π):

(1) if S′ has the form v = Φ(. . .): add the
relation

v = Φ(. . .)
to CO.

(2) otherwise, S′ has the form v = Eexpr and
Eexpr does not contain Φ: add the relation

ab(S)∨
(
v = Eexpr

)

to CO, with S = σ(S′).

Clearly, a constraint of the form ab(S)∨ (v = Eexpr) could
also be written as ¬ab(S) → (v = Eexpr).

Example The following constraint representation is ex-
tracted from the SSA form in Fig. 3:

• V = {a, exp, e 0, . . . , e 4, res 0, . . . , res 4, cond 0,
cond 1} ∪ {ab(S1), . . . , ab(S5)}

• D(a) = Z, D(cond 0) = {true, false}, etc.
• constraints:

CO =

⎧
⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

ab(S1)∨ (e 0 = exp), [S′
1]

ab(S2)∨ (res 0 = 1), [S′
2]

ab(S3)∨
(
cond 0 = (e 0 > 0)

)
, [S′

3]
ab(S4)∨ (res 1 = res 0 ∗ a), [S′

4]
ab(S5)∨ (e 1 = e 0− 1), [S′

5]
ab(S3)∨(

cond 1 = (cond 0∧ (e 1 > 0))
)
, [S′

6]
ab(S4)∨ (res 2 = res 1 ∗ a), [S′

7]
ab(S5)∨ (e 2 = e 1− 1), [S′

8]
res 3 = Φ(res 2, res 1, cond 1), [S′

9]
. . .

⎫
⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎬
⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎭

�

The debugging process employs failed test cases for com-
puting the diagnoses. A test case is a specification of the
correct program behavior. It states the correct output for
a given input. When the program does not compute the
expected output, then the test case has failed, and the
program must contain at least one faulty statement. In
our context a test case is defined as follows:
Definition 3. (Test case T ). A test case T is a set of con-
straints which assign values to those variables in the SSA
form which correspond to input and output variables in
the original program (i.e, variables which represent values
passed to and values returned from the program, respec-
tively). Every constraint τ ∈ T has the form
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v in = value or v out = value

where v in ∈ V AR
(
Σ(Π)

)
) and v out ∈ V AR

(
Σ(Π)

)
).

The following notation is useful for the definition of
diagnosis below:
Definition 4. (Γ(Δ)). Let Δ ⊆ Π be a set of statements of
the original program. Then Γ(Δ) denotes the following set
of constraints:

Γ(Δ) def= {ab(S) = true | S ∈ Δ} ∪
{ab(S) = false | S ∈ Π \Δ}

The following definition is analogous to the definition of
diagnosis in Reiter [1987], but tailored to the context of
program debugging:
Definition 5. (Diagnosis). Given a sequential program Π
with CSP (Π) = (V, D, CO), a test case T , and the set of
statements Δ ⊆ Π. Then Δ is a diagnosis wrt (Π, T ) iff
the constraint satisfaction problem DIAG CSP (Π, T, Δ)
is satisfiable, where

DIAG CSP (Π, T, Δ) def= (V, D, CO′)
and

CO′ def= CO ∪ T ∪ Γ(Δ)
A diagnosis Δ is (subset-)minimal iff no proper subset
is a diagnosis. Moreover, a diagnosis Δ has a minimal
cardinality iff there is no diagnosis Δ′ with |Δ′| < |Δ|.
We observe that, analogous to Reiter’s definition of di-
agnosis, every superset of a diagnosis is also a diagnosis.
Moreover, note that there is always a diagnosis, given that
the test case T does not contradict itself. If there is no
contradiction within T , then CO ∪ T is satisfiable, hence
Δ = Π is a diagnosis.

The definition of diagnosis can be immediately applied
to create a simple algorithm which computes all single
diagnoses for a program Π and a test case T : for every
S ∈ Π, the algorithm generates DIAG CSP (Π, T, {S})
and employs a constraint solver which checks whether or
not this CSP has a solution. If yes, then Δ = {S} is a
single diagnosis, otherwise Δ is not a diagnosis.

Example We inject a fault in statement S1 of the program
in Fig. 1 by replacing e = exp with e = 0. The faulty
program is depicted in Fig. 4. Accordingly, statement S′

1
of the SSA form is changed to int e 0 = 0, and the
corresponding constraint in CSP (Π) is ab(S1)∨ (e 0 = 0).

We consider the test case T = {a = 2, exp = 2, res 4 =
4}, which would lead to 2 loop iterations in the correct
program. As the faulty program, which never executes the
loop body, returns res = 1 (res 4 = 1 in the SSA form,
respectively), this test case fails, and so the empty set {} is
not a diagnosis. The algorithm for finding all single-fault
diagnoses, which is described above, yields 3 diagnoses:
Δ1 = {S1}, Δ2 = {S2}, Δ3 = {S3}.
E.g., when the algorithm checks whether the candidate
Δ2 = {S2} is a diagnosis, then we have Γ({S2}) =
{ab(S1) = false, ab(S2) = true, ab(S3) = false, . . .}, and
the constraint solver can determine that the constraint
system CO ∪ T ∪ Γ({S2}) has a solution which assigns
the value res 0 = 4. Intuitively, S2 is a single diagnosis
because if we replaced S2 in the faulty program (Fig.
4) by int res = 4, then the resulting program would
satisfy the test case T . However, other test cases would
not be satisfied. Moreover, S3 is also a diagnosis, because
the constraint system has a solution with the assignment
cond 0 = true and cond 1 = true. In other words, S3 is a
diagnosis because the loop condition could be changed s.t.

int power faulty (int a, int exp)
1. int e = 0;
2. int res = 1;
3. while (e > 0) {
4. res = res * a;
5. e = e - 1;

}
Fig. 4. A faulty program for computing aexp. It is almost

equal to the (correct) program in Fig. 1, but statement
S1 was changed from e = exp to e = 0.

the resulting program has 2 loop iterations for the given
test case. �

4. IMPROVING THE DIAGNOSTIC PRECISION BY
INTEGRATING SPECIFICATION KNOWLEDGE

In the diagnosis example above we obtained 3 single-
fault diagnoses, i.e., less than half of the statements in
Fig. 4 could be eliminated as potential single-faults. It
is obvious that automated debugging should strive for a
higher diagnostic precision in order to be useful in practice.
The low precision in the example above results from the
fact that the correct program behavior is only specified
by a single test case, and that a test case is a black-box
specification, meaning that it defines only the input-output
behavior of a program, but does not specify expected
behavior within the program.

In this paper we tackle this problem by integrating as-
sertions and empirically investigating their benefit. With
assertions we denote specifications which state conditions
which must hold at specific locations within the pro-
gram. Many programming languages like C or Java have
assert(cond)-statements, which can be placed at arbi-
trary locations in the source code and which are checked
at runtime. In recent years the use of assertions has gained
wide acceptance among software developers, which has
also been fostered by growing tool support. Assertions
are also closely related to Design by Contract, see Meyer
[1997].

Although programmers often regard assertions as program-
ming-language constructs which are used for fault detec-
tion at runtime, the concept of assertions has originally
been introduced for the purpose of formal program spec-
ification and verification. In Hoare logic assertions are
utilized to prove the (partial) correctness of programs, see
Hoare [1969]. Common types of assertions are precondi-
tions, postconditions, and loop invariants. In the following
we briefly describe loop invariants, which represent prop-
erties of loops. Afterwards we will show that a loop in-
variant can eliminate diagnosis candidates in our example
program.

A loop invariant INV states a condition which must hold
before and after each iteration of the loop. More precisely,
the body of a while-loop preserves the invariant INV ,
given that the loop condition C holds before the execution
of the body. The following rule of inference, taken from
Hoare [1969], formalizes this concept, and it allows us to
conclude which conditions hold after the execution of the
loop is finished:

{C ∧ INV } body {INV }
{INV } while(C) do body {¬C ∧ INV }

This rule formalizes the following deductive inferrence:
if the Hoare triple {C ∧ INV } body {INV } holds, then
it can be concluded that the successful execution of
while(C) do body leads from a state in which INV
holds to a state in which ¬C ∧ INV holds (provided that
the loop terminates). A Hoare triple has the general form
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int power faulty annot(int a, int exp)
‖ PRE : exp ≥ 0 ‖

1. int e = 0;
2. int res = 1;
3. while (e > 0) {

‖ INV : (res == aexp−e)∧ (e ≥ 0) ‖
4. res = res * a;
5. e = e - 1;

}
‖ POST : res == aexp ‖

Fig. 5. The faulty program from Fig. 4 annotated with
three assertions: the program’s pre- and postcondition
and a loop invariant.

{P} stmt {Q}: if the condition P holds before the execu-
tion of stmt, then the execution of stmt establishes the
condition Q (provided that stmt terminates).

Our approach presumes that the loop invariant is correct,
i.e., it specifies the desired behavior of a loop, and a
correct implementation of the loop must conform to this
specification. For a given program, it can be proven by
induction over loop iterations that the program conforms
to the loop invariant; i.e., it has to be shown that the
loop body preserves the invariant, provided that the loop
condition holds. However, if the program contains a bug,
then the (correct) loop invariant may contradict the faulty
program. Hence, the intention is that a loop invariant is
defined before the loop’s body is implemented, because the
written code may be faulty, and deriving a loop invariant
from a faulty program can lead to an invariant which does
not express the desired behavior and which is useless for
debugging.

Also note that the invariant of a given loop is ambiguous
because a loop invariant does not need to state all condi-
tions which are preserved by the loop body. If INV1 and
INV2 are invariants of a given loop, we say that INV1 is
stronger than INV2 iff INV1 |= INV2 and INV2 �|= INV1.
For debugging purposes we desire invariants which are
as strong as possible in order to improve the diagnostic
precision. However, in practice it is often not possible
to find the strongest invariant, but our experience has
shown that even a ”weak” invariant can often be useful
to eliminate diagnosis candidates.

Example Figure 5 depicts the faulty example program
annotated with assertions. It can be seen that the chosen
invariant is strong enough to prove that the postcondition
POST holds after the loop, provided that the loop is
correctly implemented and that it terminates. More pre-
cisely, ¬C ∧ INV |= POST holds, where C is the loop
condition (e > 0), because ¬C ∧ INV |= (e == 0), and so
¬C ∧ INV |= (res == aexp). �

Fig. 6 sketches a schematic depiction of a loop invariant:
it can be seen that the invariant must hold before the
first iteration of the loop and after each executed iteration.
The formulation of a debugging problem as a CSP allows
for a utilization of the full semantics of assertions. The
integration of assertions in the loop-free SSA form is done
as follows. Every pre- or postcondition P of a program is
directly mapped to a single SSA-statement of the form

assert(Pexpr);

Moreover, for a loop invariant INV the loop-free SSA form
contains n + 1 additional assert-statements, where n is
the number of loop iterations considered in the SSA form:
regarding the general schema in Fig. 6, the assertion A1 is
mapped to the SSA form

assert(INV 0expr);

loop with invariant:
assert(INV); [A1]
while(C) {
... [ body ]
assert(INV); [A2]

}
Fig. 6. General schema showing how a loop invariant can

be represented by two assert(cond)-statements.
int power SSA annot(int a, int exp)
... ...
13. assert

(
exp ≥ 0

)
;

14. assert
(
(res 0 == aexp−e 0)∧ (e 0 ≥ 0)

)

15. assert
(
(cond 0 == false)
∨ (res 1 == aexp−e 1)∧ (e 1 ≥ 0)

)

16. assert
(
(cond 1 == false)
∨ (res 2 == aexp−e 2)∧ (e 2 ≥ 0)

)

17. assert
(
res 4 == aexp

)
;

Fig. 7. The loop-free SSA form from Fig. 3 enhanced with
the assertions from Fig. 5.

where INV 0expr represents the invariant INV referring to
the variable values before the first loop iteration. A2 is
mapped to

assert
(
(cond i = false) ∨ INVi+1,expr

)
;

where variable cond i corresponds to the loop condition
after i iterations (i.e., if cond i is true, then the (i + 1)th

loop iteration is executed), and INVi+1,expr refers to the
variable values after the (i + 1)th loop iteration. The SSA
form for the example program enhanced by assertions is
shown in Fig. 7.

The following definition deals with the integration of
assertions into the constraint representation:
Definition 6. (Integration of assertions into CSP (Π)).
The constraint representation CSP (Π), which was de-
fined in Def. 2, is extended as follows. The set of con-
straints CO comprises exactly one constraint for every
statement in the SSA form, including assert-statements.
If a statement S′ ∈ Σ(Π) of the SSA form has the form
assert(condexpr), then add the relation

condexpr

to CO. Otherwise, translate S′ as defined in Def. 2.

Example Integrating the assertions from Fig. 7 adds the
following constraints to CO:

CO =

⎧
⎪⎨
⎪⎩

. . . . . .
exp ≥ 0, [S′

13]
(res 0 = aexp−e 0)∧ (e 0 ≥ 0), [S′

14]
. . . . . .

⎫
⎪⎬
⎪⎭

�

In the following example we demonstrate the benefit of
assertions for improving the diagnostic precision:

Example As in the diagnosis example in Sec. 3, we use
the test case T = {a = 2, exp = 2, res 4 = 4}, which led
without the use of assertions to the single-fault diagnoses
Δ1 = {S1}, Δ2 = {S2}, Δ3 = {S3}. Remember that S3
was a diagnosis because the constraint system CO ∪ T ∪
Γ({S3}) has a solution with the assignment cond 0 = true
and cond 1 = true. However, if we integrate the loop
invariant as given in Fig. 5 into CO, then this constraint
system has no solution: if cond 0 = true, then the invariant
enforces the condition e 1 ≥ 0 (see statement S′

15 in
Fig. 7), which contradicts the constraints e 0 = 0 and
e 1 = e 0 − 1 (which correspond to statements S1 and
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S5 in the faulty program in Fig. 5). Hence, the candidate
{S3} is no longer a diagnosis, and only two single-fault
diagnoses remain (Δ1, Δ2).

Also note that the invariant INVw : (e ≥ 0), which is
weaker than the complete invariant as defined in Fig. 5,
was here sufficient to eliminate {S3} as diagnosis candi-
date. �

5. USING A STATE-OF-THE-ART CONSTRAINT
SOLVER FOR DEBUGGING

In this section we show how to apply a state-of-the-art
constraint solver to program debugging. For this purpose
we have chosen the MINION solver (Gent et al. [2006]).
MINION is an open-source constraint solver which, ac-
cording to the empirical results in Gent et al. [2006],
has exhibited a superior performance on a number of
large problem instances, compared with modern constraint
toolkits like ILOG or GeCode.

One particularity of MINION is that it does not perform
an in-between transformation of the input constraint sys-
tem; i.e., the constraint solving algorithms operate directly
on the input, whereas many other constraint toolkits trans-
form the input to an internal representation. This property
of MINION aims at increasing the performance, but it
also imposes some limitations on the way constraints are
modelled. E.g., nested quantifications are not supported.

Minion allows four type of variable domains. In our exper-
iments we use BOOL domains and DISCRETE domains.
The latter are specified as integer intervals. In our ex-
ample, we restrict the DISCRETE domains to the range
−1000.. + 1000. This is sufficient for covering all possible
combinations that arise in our test cases, and restricting
the domains in general improves the performance.

The SSA form of a program to be debugged comprises as-
signments, conditional statements, arithmetic and boolean
operations. In order to convert these programs into CSPs
we need arithmetic constraints, conditional constraints
and logical constraints. The MINION constraints library
provides an implementation of all arithmetic and logical
operators which are needed for our purposes. In addition,
the MINION library contains a constraint of the form

reify(Condexpr, Condvar)

where variable Condvar is of type BOOL and is true iff the
condition Condexpr is satisfied. We need this constraint for
converting conditional statements.

In Sec. 3 we introduced a boolean variable ab(S) for every
statement of the original program Π. In MINION we use
an array AB[..] containing boolean values which state the
abnormality of the corresponding statement; i.e., the size
of this array is equal to |Π|.
For example, the MINION syntax corresponding to state-
ment S′

3 of the program given in Fig. 3 is:
BOOL cond 0
BOOL AB[5]
DISCRETE e 0 {-1000..1000}
...
watched-or({element(AB,3,1),

reify(ineq(0,e 0,-1),cond 0)})

The above constraint is satisfied if the third element of the
AB array is 1 (true) or if cond 0 ↔ (e 0 > 0).

Every statement in the SSA form which contains the Φ-
function is expressed by 2 constraints in MINION. E.g.,
statement S′

9 in Fig. 3 becomes:
watched-or({eq(cond 1,0), eq(res 3,res 2)})
watched-or({eq(cond 1,1), eq(res 3,res 1)})

Minion does not support nested quantifications, hence we
have to subdivide such a constraint into two or more sim-
pler constraints. For example, for modelling statement S′

15
in Fig. 7 in MINION we need to introduce two auxiliary
variables power a and diff exp, and S′

15 is represented by
the following 4 constraints:
difference(exp, e 1, diff exp)
pow(a, diff exp, power a)
watched-or({eq(cond 0, 0), eq(res 1, power a)})
watched-or({eq(cond 0, 0), ineq(0, e 1, 0)})

For diagnosis we are interested in different combinations
of the boolean values in the AB[..] array. The MINION
command VARORDER[AB[ ]] forces the solver to compute
all possible solutions of the CSP with the restriction that
no two solutions have the same value assignments to the
AB[..] array; i.e., for two solutions at least one element
in this array must have a different value.

A common approach in model-based diagnosis is to focus
on (subset-)minimal diagnoses or on minimal-cardinality
diagnoses. Although a single call to the MINION solver
is not able to deliver all subset-minimal diagnoses, we
can achieve that MINION computes all diagnoses Δ with
a certain cardinality |Δ| = n in a single call. For this
purpose, we introduce an auxiliary variable sum which is
equal to the sum of the elements in the AB[..] array (each
boolean variable has the value 0 or 1). Then we can achieve
our goal by adding a constraint which specifies that sum
must be equal to n. The following MINION code leads to
the computation of all double-fault diagnoses (note that
the constraint sum = 2 must be mapped to two MINION
constraints):
sumleq(AB, sum)
sumgeq(AB, sum)
eq(sum, 2)

6. EXPERIMENTAL RESULTS

We evaluated our debugging approach on a set of small
Java programs which have the property that they contain
at least one while-loop. We annotated these programs
with pre- and postconditions and with loop invariants. We
investigated the benefit of assertions by performing the
diagnosis for the annotation-free programs as well as for
the annotated programs and by comparing the diagnostic
results afterwards.

For this purpose we performed the following steps:

(1) In every program we injected different single- and
double-faults (see below).

(2) For each faulty program we created two loop-free SSA
representations: one with and one without assertions.

(3) We converted the resulting programs into a constraint
system in MINION syntax.

(4) For each program we defined a test case which leads
to either 1 or 2 loop iterations. Based on this test case,
we computed the diagnoses using the implementation
provided at MINION [2009].

In the first set of experiments we injected 3 different single
faults in every program; i.e., there were three different
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faulty versions for each program. The experimental results
are given in Tbl. 1. Each fault changes either the right-
hand side of an assignment statement or the boolean
expression of a loop condition. In Tbl. 1 we use identifiers
to denote each fault (column Er). For example, in the
program power(a, exp) (see Fig. 1) we injected the faults
P1-P3, where P1 changes line 2 to int res = 0, P2
changes line 1 to int e = exp, and P3 changes line 4 to
res = res + a. Due to space reasons we do not describe
the injected faults for all test programs here.

When comparing the columns #D and #Dinv in Tbl. 1, it
can be clearly seen that the integration of loop invariants
significantly increases the diagnostic precision: on average,
only 1.8 single-fault diagnoses remain after integrating
the assertions. Moreover, we defined the metrics E% and
E%,inv which denote the percentage of statements which
are eliminated as potential faults by our debugging ap-
proach. In case of single-faults they can be simply com-
puted as follows:

E%
def= 100 ∗ LΠ −#D

LΠ
; E%,inv

def= 100 ∗ LΠ −#Dinv

LΠ

As average value of all experiments we obtained
avg(E%,inv − E%) = 30.6%; i.e., the integration of as-
sertions significantly improved the diagnostic precision
by further eliminating 30.6% of the statements as fault
candidates.

In all experiments it took less than 0.1 sec to compute all
solutions on a PC with a Pentium 4 2.0 GHz CPU.

In the second set of experiments we injected a double fault
in each program (one fault before the loop and another
one in the loop condition). The results are given in Tbl. 2.
A remarkable finding is that without using assertions we
obtained several single-fault diagnoses for every program,
although the programs contained two faulty statements.
The integration of loop invariants greatly improved the
diagnostic results: in all of those experiments, the invariant
was able to eliminate the single-fault diagnoses, and the
number of double-fault diagnoses was significantly smaller.
The integration of assertions improved the diagnostic
precision by further eliminating avg(E2

%,inv−E2
%) = 31.9%

of the statements as fault candidates.

7. CONCLUSIONS AND OPEN ISSUES

In this paper we provide a formalization of the constraint
representation of sequential programs, and we describe
debugging as a constraint satisfaction problem. In order to
improve the diagnostic precision we integrate specification
knowledge into our approach. Such knowledge is provided
by program annotations like pre- and postconditions or
loop invariants. We also show how the resulting CSP can
be modelled in a state-of-the-art constraint solver and how
to compute all diagnoses with a specific cardinality. Fi-
nally, we provide the first empirical results for model-based
debugging based on a constraint representation. In partic-
ular, we compare the diagnostic results obtained with and
without using loop invariants. Our results clearly demon-
strate the advantage of integrating specification knowledge
wrt the number of statements which are eliminated as
possible fault candidates.

This work focuses on the diagnostic precision rather than
the performance of our approach. An important open issue
it the application of our debugging technique to larger
programs in oder to investigate its scalability. In this
context it would also be interesting to compare different
constraint solvers. Moreover, we plan to compare the
results and performance of the constraint representation

with other modelling approaches which have been applied
to debugging.
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M. M. Brandis and H. Mössenböck. Single-pass genera-
tion of static assignment form for structured languages.
ACM TOPLAS, 16(6):1684–1698, 1994.

R. Ceballos and R. M. Gasca and C. Del Valle and D.
Borrego. Diagnosing Errors in DbC Programs Using
Constraint Programming. Lecture Notes in Computer
Science, Vol. 4177, Pages 200-210, 2006.

R. Cytron, J. Ferrante, B. K. Rosen, M. N. Wegman, and
F. Kenneth Zadeck. Efficiently computing static single
assignment form and the control dependence graph.
ACM TOPLAS, 13(4):451–490, 1991.

H. Collavizza and M. Rueher. Exploring Different
Constraint-Based Modelings for Program Verification.
In Principles and Practice of Constraint Programming
(CP 2007), pages 49–63,Providence, RI, USA, Septem-
ber 2007.

R. Dechter. Constraint Processing. Morgan Kaufmann,
2003.

J. de Kleer and B. Williams. Diagnosing Multiple Faults.
Artificial Intelligence, 32:97–130, 1 1987.

G. Friedrich, M. Stumptner, and F. Wotawa. Model-based
diagnosis of hardware designs. Artificial Intelligence,
111(2):3–39, July 1999.

I. P. Gent, C. Jefferson, I. Miguel. MINION: A Fast,
Scalable, Constraint Solver. 17th European Conference
on Artificial Intelligence (ECAI-06). Riva del Garda,
Italy, 2006.

D. Jackson. Software abstractions: logic, language, and
analysis. MIT Press, 2006.

C. A. R. Hoare. An Axiomatic Basis for Computer Pro-
gramming. Communications of the ACM, 12(10):576–
583, 1969.
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No Name LΠ #It LΣ(Π) Er #D E% #Dinv E%,inv E%,inv − E%

1. Division 8 1 12 D1 4 50.0 % 2 75.0 % 25.0 %
2. Division 8 1 12 D2 3 62.5 % 1 87.5 % 25.0 %
3. Division 8 1 12 D3 2 75.0 % 2 75.0 % 0.0 %
4. Division 8 2 18 D1 5 37.5 % 2 75.0 % 37.5 %
5. Division 8 2 18 D2 5 37.5 % 2 75.0 % 37.5 %
6. Division 8 2 18 D3 2 75.0 % 2 75.0 % 0.0 %
7. Mult 5 1 9 M1 4 20.0 % 1 80.0 % 60.0 %
8. Mult 5 1 9 M2 4 20.0 % 2 60.0 % 40.0 %
9. Mult 5 1 9 M3 2 60.0 % 1 80.0 % 20.0 %
10. Mult 5 2 15 M1 5 0.0 % 1 80.0 % 80.0 %
11. Mult 5 2 15 M2 5 0.0 % 2 60.0 % 60.0 %
12. Mult 5 2 15 M3 2 60.0 % 1 80.0 % 20.0 %
13. MultV2 8 1 16 M21 6 25.0 % 2 75.0 % 50.0 %
14. MultV2 8 1 16 M22 6 25.0 % 4 50.0 % 25.0 %
15. MultV2 8 1 16 M23 6 25.0 % 3 62.5 % 37.5 %
16. MultV2 8 2 41 M24 6 25.0 % 1 87.5 % 52.5 %
17. MultV2 8 2 41 M25 5 37.5 % 1 87.5 % 50.0 %
18. MultV2 8 2 41 M23 8 0.0 % 3 62.5 % 62.5 %
19. Sum 5 1 8 S1 4 20.0 % 1 80.0 % 60.0 %
20. Sum 5 1 8 S2 2 60.0 % 1 80.0 % 20.0 %
21. Sum 5 1 8 S3 2 60.0 % 1 80.0 % 20.0 %
22. Sum 5 2 14 S2 5 0.0 % 1 80.0 % 80.0 %
23. Sum 5 2 14 S3 2 60.0 % 1 80.0 % 20.0 %
24. Sum 5 2 14 S4 5 0.0 % 2 60.0 % 60.0 %
25. gCD 9 2 22 G1 3 77.7 % 1 88.8 % 11.1 %
26. gCD 9 2 22 G2 4 55.5 % 4 55.5 % 0.0 %
27. gCD 9 2 22 G3 5 44.4 % 4 55.5 % 11.1 %
28. Power 5 1 6 P1 2 60.0 % 1 80.0 % 20.0 %
29. Power 5 1 6 P2 3 40.0 % 2 60.0 % 20.0 %
30. Power 5 1 6 P3 2 60.0 % 1 80.0 % 20.0 %
31. Power 5 2 11 P1 2 60.0 % 1 80.0 % 20.0 %
32. Power 5 2 11 P4 5 0.0 % 2 60.0 % 60.0 %
33. Power 5 2 11 P3 2 60.0 % 1 80.0 % 20.0 %
34. sumPower 10 1 13 SP1 3 70.0 % 1 90.0 % 20.0 %
35. sumPower 10 1 13 SP2 3 70.0 % 2 80.0 % 10.0 %
36. sumPower 10 1 13 SP3 2 80.0 % 2 80.0 % 0.0 %
37. sumPower 10 2 21 SP1 3 70.0 % 1 90.0 % 20.0 %
38. sumPower 10 2 21 SP2 5 50.0 % 2 80.0 % 30.0 %
39. sumPower 10 2 21 SP3 8 20.0 % 6 40.0 % 20.0 %

average: 3.9 42.4 % 1.8 73.0 % 30.6 %

Table 1. Experimental results for the first set of experiments. For each program Name, LΠ is
the number of statements in the original program, #It denotes the number of considered loop
iterations, LΣ(Π) denotes the number of statements in the loop-free SSA form, Er identifies the
injected fault, #D is the number of single-fault diagnoses obtained without loop invariants and
#Dinv is the number of single-fault diagnoses when using loop invariants. Moreover, E% and
E%,inv denote the percentage of statements of the original program which do not occur in any
single-fault diagnosis without assertions (E%) or when using assertions (E%,inv); see the text
for details. Hence, the last column E%,inv −E% states the percentage of statements which can

be eliminated as single-fault candidates when integrating assertions.

Name LΠ #It LΣ(Π) Er #D2 E2
%

#D1 #D2
inv

E2
%inv

#D1
inv

E2
%inv

−E2
%

Division 8 2 18 D1 + D2 19 0.0 % 4 4 50.0 % 0 50.0 %
Mult 5 2 15 M1 + M2 7 0.0 % 2 3 40.0 % 0 40.0 %

MultV2 8 2 41 M21 + M22 25 0.0 % 5 7 0.0 % 0 0.0 %
Sum 5 2 14 S1 + S2 7 0.0 % 2 2 40.0 % 0 40.0 %
gCD 9 2 22 G1 + G2 21 0.0 % 3 6 33.0 % 0 33.8 %
Power 5 2 11 P1 + P4 7 0.0 % 2 3 20.0 % 0 20.0 %

sumPower 10 2 21 SP1 + SP2 27 0.0 % 3 5 40.0 % 0 40.0 %

average: 15.7 0.0 % 2.9 4.3 31.9 % 0 31.9 %

Table 2. Experimental results for the second set of experiments. #D1 and #D2 denote the
number of diagnoses with cardinality 1 and 2, respectively, when no loop invariants are used,
whereas #D1

inv and #D2
inv state the number of diagnoses when using loop invariants. E2

% and
E2

%inv denote the percentage of statements of the original program which do not occur in any
double-fault diagnosis without assertions (E2

%) or when using assertions (E2
%inv). The column

E2
%inv −E2

% states the percentage of statements which can be eliminated as candidates when
integrating assertions.
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Abstract: Self-healing software, and especially self-healing web services, is one of the chal-
lenging tasks for a next future. This paper is a step in this direction, insofar as it describes
a framework for monitoring and diagnosing web services. One of the main difficulties is that
faults may propagate from one service to another, which makes the diagnosis a crucial issue in
order to react properly. We propose to use a chronicle recognition approach, currently in use for
monitoring complex industrial systems. The challenge is to extend the existing approach to the
specific context of web services, the main point being to deal with highly distributed systems.
We focus in this paper on choreographed web services, whose choreography model is described
in a WS-CDL file.
We use a simplified example of an e-foodshop web service to illustrate our proposal. A monitoring
platform, named Matrac, has been developed and experimented in the context of e-commerce.
This work has been achieved in the framework of the WS-Diamond European project.

1. INTRODUCTION

The emerging paradigm of Service Oriented Computing
[14] consists in allowing the composition of existing web
services, thus providing value-added services. A big chal-
lenge towards a real use of web services is the ability to
monitor their execution and make them able to react to
unexpected failures thanks to adapted recovery strategies.

The Business Process Execution Language for Web Ser-
vices, known as as WS-BPEL, provides compensation
handlers to react in an hard-coded way to local specific
and foreseen problems. However, in a dynamic environ-
ment such as the Internet, web services can be subject
to unexpected failures for which detection mechanisms
and recovery strategies cannot be planned at design time.
Moreover, this kind of local fault management does not
span across individual services and thus limits the effec-
tiveness of recovery strategies. The difficult cases are those
where the fault propagates through services before being
detected. The fault cannot be handled in a correct way
without locating the primary cause and identifying the
faulty service.

For instance, let us consider an e-commerce context and
suppose a client orders a product via an a e-shop. If the
shop service has an inexact product code in its database,
the process goes on through the partner services until the
problem is detected. Then, a diagnosis has to be performed
to locate the erroneous service, here the shop service,
identify the database error and react properly, so that the
request is processed with the highest possible quality of
service.

In this paper, we propose a model-based diagnosis ap-
proach for handling unexpected failures at runtime. This

work has been achieved in the framework of the WS-
Diamond (Web Service DIAgnosability, MONitoring and
Diagnosis) European project [16]. We focus here on in-
stance monitoring, dealing with the execution of a single
instance of a service, whereas proposals for dealing with
aggregated information on a set of instances can be found
in [5]. We are mainly concerned with semantic faults, that
lead to unexpected results but can hardly be detected at
once by the service on which it occurs. Such faults can
be incorrect input data (the client types a wrong product
number, or the shop’s databases is defective and delivers
a wrong price for the ordered product) or also a human
failure (the wrong item is sent to the client).

Our proposal is to equip each service with a local diagnoser
facility, in charge of analysing the logs, detecting a fail-
ure and performing a local diagnosis. A global diagnoser
service is then in charge of coordinating the local diag-
nosers by exchanging messages and computing a diagnosis
identifying the service (and the activity) claimed to be
responsible for the fault.

The approach we adopt is a chronicle recognition ap-
proach, currently in use for monitoring complex industrial
systems. A chronicle describes a situation to monitor in
terms of a set of time-constrained events. The challenge
is to extend the existing approach to the specific context
of web services, the main point being to deal with highly
distributed systems. Two platforms have been designed.
The first one, named Matrac, is the subject of this pa-
per. It is dedicated to choreographed web services, whose
choreography model is described in a WS-CDL file. The
second one, named CarDeCRS, is described in [11] and
deals with web services, whose interaction model is not a
priori known.
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The paper is organised as follows. We start in Section 2 by
giving the main assumptions we make on the web services
we consider. We also introduce a running example from the
e-commerce domain that will be used all along this paper
in order to motivate and illustrate our proposal. Section
3 presents the main characteristics of the chronicle recog-
nition approach and describes the chronicle formalism. In
Section 4, we extend the chronicle recognition approach
to deal with distributed systems and give in a schematic
way the algorithms used to get the global diagnosis from
the local ones. In Section 5, we discuss our approach with
respect to related work and we conclude in Section 6.

2. APPLICATION CONTEXT

In the following, we consider closed environments, in which
a workflow-like description of each web service involved
in the composition, for instance the BPEL code, and a
description of the interactions of the composition, here in
a WS-CDL file, are available.

Let us consider an application that is simpler than the
one that was used as a testbed in WS-Diamond Euro-
pean project, but that keeps the essential properties of
the applications we aim to monitor. Three web services
that provide e-shopping capabilities to users (Figure 1)
take part in this composition, a shop, a supplier and a
warehouse.

Customer Shop Supplier Warehouse

1. order 2. reservation

4. confirmation/
cancellation

3. loop of
reservations

5. confirmation/
cancellation

Fig. 1. The foodshop example

A customer places an order on an online shop. This shop
forwards the order to its supplier in order to book the
appropriate goods. The supplier iterates on the customer’s
order, performing unitary reservations on its warehouse.
The state of those reservations is known by the supplier
that dynamically builds a list of the available items which
is forwarded back to the customer via the shop service.
In a last step, the customer looks at the reservation list
and confirms or cancels his order. In case of cancellation,
the reservations made by the supplier and the warehouse
must be cancelled too, but, for sake of simplification, this
process is not included in our example.

2.1 Faults and failures

As said before, in this paper, we are interested in faults
which can propagate through the services and are not
handled by exception mechanisms. We mainly consider
data semantic faults, i.e faults on input data, or database
contents, or even human faults as bad typing or wrong
handling. We also consider unexpected denial of services
detected as timeout failures.

Figure 2 illustrates the three faults, represented by pen-
tagons, we deal with in our example. First, when placing
his order onto the shop, the customer may make a data
acquisition error, resulting in unexpected or missing items

[yes] [no]

?ShopListOut

?ShopListIn

ReceiveOrder

ChkNReserve

SendBill

ReceiveConfirm

ForwardOrder CancelOrder

Confirmed?

[yes]

[no]

Available?[no]

[yes]

?SuppListOut

?SuppListIn

?SuppItemOut

?SuppItemIn

CheckNReserve

UpdateItemlist

ReturnItemlist

More items?

ChkNReserve

Available?

?WHitemIn

?WHitemOut

CheckNReserve

UpdateStock

[yes] [no]

ReplyOk ReplyUnavail

dataErr

t imeout

t imeout

realStockErr

stockErr

hardErr

Fig. 2. Shop (top left), Supplier (top right) and Warehouse
(bottom) web services

on the reservation list. The second and third faults con-
cern the warehouse. First, an item may be out of stock,
resulting in missing item on the reservation list. Then, an
internal error may happen, resulting in a denial of service.

Most of the time, the faults propagate from one service to
another. For instance, the internal error in the warehouse
causes a denial of service and results in a timeout, first on
the supplier, waiting for the warehouse’s answer, and con-
sequently on the shop, waiting for the supplier’s answer.
Moreover, two distinct faults that happen on two distinct
services can result in the same observable symptoms.

Figure 3 presents two processes that may result in the
same observation on the shop, i.e. a cancellation of the
order due to an not satisfying reservation list: (a) a data
acquisition error, ordering “eggs and teak” instead of “eggs
and tea”, for instance, and (b) a stock error happening on
the warehouse. Here, we notice that two distinct errors
that happen on two distinct services can result in the
same local symptom , hence the necessity of diagnosing the
system globally in order to repair it in an adequate way. In
the case of the data acquisition error, only an interaction
with the after-sales service can correct the mistake, but
in the second case, asking an alternate warehouse for the
missing item may prevent the customer from receiving an
incomplete parcel.

SHOP SUPP WH

{eggs}

avail

{teak}

avail

{eggs,teak}

(a)

SHOP SUPP WH

{eggs}

avail

{tea}

notAvail

{eggs}

(b)

{eggs,teak} {eggs,tea}

Fig. 3. Two scenarii that may result in a cancelled order
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2.2 Description of the interactions between services

We assume that the compositions we consider are de-
scribed in a WS-CDL file that defines an ordered set of ex-
changed messages and patterns of collaborative behaviours
shared by the different partners of the choreography. Each
partner is then able to develop his own service from scratch
or by generating the skeleton of a BPEL process from the
WS-CDL description.

Scheduling structures allow to express the flow of inter-
actions between partners as a standard workflow. The
sequence, the parallel branches and the exclusive choice
are the default structures provided by WS-CDL. However,
development tools such as PI4SOA define other control
structures such as the while loop or the when structure
[PI4SOA].

An interaction defines a collaboration between two part-
ners according to the messages they exchange, which in-
cludes information such as participants (a provider and a
consumer), exchanges (a request and a possible response)
and messages exchanged within each exchange, with their
names on each side.

A graphical representation of the interactions of the exam-
ple is given in Figure 4. The description contains the names
of the different participants, the flow of interactions of the
composition, and the names of the variables exchanged
between services.

?WHitemIn

?WHitemOut

Shop Supplier Warehouse

?ShopListOut

?ShopListIn

?SuppListIn

?SuppListOut

?SuppItemOut

?SuppItemIn

1 2

4 3

Fig. 4. Graphical view of the WS-CDL model of the
choreography

From a monitoring point of view, the interactions are
seen as synchronisation points between services. A syn-
chronisation point in a service (see 4.2.1) is defined
as the activity event that triggers the interaction, the
names of the variables that are exchanged, and the remote
service that take part in the interaction. For instance,
the list of ordered items is sent by the shop to the sup-
plier via the activity ChkNReserve− and thanks to the
variable ?ShopListOut. It corresponds to a synchronisa-
tion point between the shop and the supplier defined by
(ChkNReserve−, {?ShopListOut}, Supp).

3. CHRONICLE RECOGNITION APPROACH

To monitor a request and be able to diagnose a fault in
case of problem, we propose to model the behaviours of the
services as chronicles and to use a chronicle recognition
approach. This approach, first introduced in [9], relies
on a set of patterns, named chronicles, which constitutes
the chronicle base. Chronicles have been widely used in
industrial and medical domains and are currently one of
the most efficient approaches to monitor and diagnose
complex running systems. In this section, we introduce
the formalism of chronicles and the chronicle recognition
approach in a general way. In the following section, we

show how to extend it to deal with distributed systems as
web services.

3.1 Formalism of chronicles

A chronicle is a set of observable events which are time-
constrained and is characteristic of a situation.

An event type defines what is observed within the
system, for instance the name of an activity act, the
name augmented with the fact that the activity is starting
(namely act−) or ending (namely act+), the name enriched
with observable parameters act(?var1, . . . , ?varn) or a
combination of those possibilities. E denotes the set of
possible event types. An event is a pair (e, ?t) where e ∈ E
is an event type and ?t the occurrence date of the event.

A chronicle (model) C is a pair (S, T ) where S is a set of
events and T a set of constraints between their occurrence
dates. When its variables and its occurrence dates are
instantiated, a chronicle is called a chronicle instance.

3.2 Chronicle recognition

A chronicle recognition tool, called CRS 1 (Chronicle
Recognition System), has been developed by C. Dousson.
It is in charge of analyzing the input stream of events
and of identifying, on the fly, any pattern matching a
situation described by a chronicle. Chronicles are compiled
into temporal constraint networks which are processed by
efficient graph algorithms. CRS is based on a complete
forecast of the possible dates for each event that has not
occurred yet. This set (called temporal window) is reduced
by propagation of the dates of observed events through the
temporal constraint network. When a new event arrives in
the input stream, new instances of chronicles are generated
in the set of hypotheses, which is managed as a tree. In-
stances are discarded as soon as possible, when constraints
are violated or when temporal windows become empty.

a b
[1,3] Chronicle model

time(a,1) (a,3) (b,5)

(a,1) b,[2,4] (a,1) b,[3,4] - Discarded -

b,[4,6](a,3) (a,3) b,[5,6]

(a,3) (b,5)

I2

I1

I3

Fig. 5. Principle of chronicle recognition

Figure 5 shows the principle of the recognition algorithm
on a very simple example: a single chronicle model is
defined, containing only two events: (a, ?ta) and (b, ?tb),
with ?ta + 1 ≤?tb ≤?ta + 3. When event (a, 1) is received,
instance I1 is created, which updates the temporal window
of the related b node. When a new event (a, 3) occurs, a
new instance I2 is created and the forthcoming temporal
window of I1 is updated. When event (b, 5) is received,
instance I3 is created (from I2) and I1 is destroyed as no
more event (b, ?tb) could match the temporal constraints
from now on. Instance I2 is still waiting for another
potential event (b, ?tb) before ?tb > 6. As all the events
of I3 are instantiated, this instance is recognised.
1 http://crs.elibel.tm.fr/

DX-09, Stockholm, Sweden June 14-17, 2009

45



4. EXTENDING THE CHRONICLE RECOGNITION
APPROACH TO DISTRIBUTED ENVIRONMENTS

Up to now, the chronicle recognition approach has been
mainly used in centralised environments. To deal with
web services, it is then essential to extend it in order to
deal with distributed environments. We start by describing
the architecture of our system in which a local chronicle-
based diagnoser is added to each web service. Then, we
show that the chronicles themselves must be enriched
with synchronisation constraints, which are checked by
the broker (global diagnoser) to discard the inconsistent
hypotheses and build the global diagnosis. Lastly, we
give the general working of our approach and illustrate
it on the example. A platform, named Matrac, has
been implemented and has allowed us to experiment our
proposal.

4.1 Architecture

Figure 6 summarises our chronicle-based approach archi-
tecture. This decentralised system is composed of a global
diagnoser (or broker) in charge of merging the local diag-
noses sent by each service and sending global diagnoses to
a repair module. Services are composed of the web service
itself, logs generated in real time by the web service, a
base of distributed chronicles generated off-line, a local
diagnoser that uses the logs to instantiate chronicles from
the base.

Broker
(global diagnoser)

Local diagnoser 1

logs 1 base of chronicles 1

...

Web service 1

Local diagnoser 2

logs 2 base of chronicles 2

Web service 2

...

base of
chronicles

Fig. 6. General architecture of our diagnosis approach

4.2 Extending the chronicle formalism to deal with distributed
systems

As a fault occurring on a service often propagates to other
services, we base our approach on the synchronisation of
local diagnoses. As a consequence, we enrich the initial
formalism of chronicles with synchronisation constraints
that allow the broker to spot chronicles from interacting
services and check their compatibility through their syn-
chronisation points.

4.2.1 Synchronisation point

Before defining a distributed chronicle, we define what a
synchronisation point is.

The status of a variable is a Boolean that denotes
if the value of a chronicle variable is normal (¬err) or
abnormal (err). A synchronisation variable is a pair
(?var, status) where ?var is a (non temporal) chronicle
variable and status the status of this variable inside a given
chronicle model.

A synchronisation point is a tuple (e, {vars}, servtype)
where e is an event type identifying an activity that
supports an interaction , {vars} a set of synchronisation
variables corresponding to the exchanged variables and
servtype a type of remote service the local service commu-
nicates with. An instance of a synchronisation point
is a synchronisation point in which status of variables are
instantiated, and servtype is instantiated as the effective
address of the remote service.

A synchronisation point is incoming if it corresponds to a
servremote → servlocal communication, outgoing for the
contrary (see example chronicle in Section 4.2.2).

Referring to Figure 2 and Figure 4, here is the incoming
one of the two synchronisation points of the SHOP, which
is instantiated as follows, in the execution case of an
external error :
(ChkNReserve+, {(?ShopListIn, err)}, Supp).
It expresses the fact that an error is coming from the sup-
plier, through the ?SHOPlistIn variable, which is received
by the SHOP at the end of the ChkNReserve activity.

4.2.2 Distributed chronicle

A distributed chronicle is a classical chronicle enriched
with a “colour” and a “synchronisation” part, so that it
can merge with chronicles from interacting services.

The colour of a chronicle K represents the degree of
importance of a chronicle and its capacity to trigger a
global diagnosis process. Two colours are used: red for
faults that may trigger the broker and green for normal
behaviours and non critical faults.

Distributed chronicle: a distributed chronicle is a tuple
CD = (S, T ,O, I,K) where S is a set of events, T a graph
of constraints between their occurrence dates, O and I are
respectively two sets of outgoing and incoming synchroni-
sation points, and K is the colour of the chronicle.

Let us consider the chronicle describing the external error
case on the shop. In this case, a customer places an order
onto the Shop web service, but an error occurs during the
processing of this order by the partner services of the Shop.
Then, after having checked the list of available products,
the customer cancels his order. We have the distributed
chronicle model CD = (S, T ,O, I,K):
S = { (ReceiveOrder, ?t1),

(ChkNReserve−(?ShopListOut), ?t2),
(ChkNReserve+(?ShopListIn), ?t3),
(SendBill, ?t4),
(ReceiveConfirm, ?t5),
(CancelOrder, ?t6)

}
T = {?t1 <?t2, ?t2 <?t3, ?t3 <?t4, ?t4 <?t5 <?t6}
O = {(ChkNReserve−, {(?ShopListOut,¬err)}, Supp)}
I = {(ChkNReserve+, {(?ShopListIn, err)}, Supp)}
K = red

This chronicle represents an abnormal execution case,
hence its red colour. The two synchronisation points
(outgoing and incoming, respectively) express that in the
case of an external error from a shop point of view,
the shop sends a non erroneous list of items to the
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supplier (?ShopListOut,¬err) and gets an erroneous list
of available items back (?ShopListIn, err).

Having defined chronicles for each behaviour of each ser-
vice taking part in the foodshop orchestration, we have the
chronicles shown in Table 1, for which we only give the
synchronisation part. Red chronicles are written in bold
case.

4.3 Using synchronisation chronicles to assess the local
diagnoses

In order to compute a global diagnosis from several local
diagnoses by merging distributed chronicles from interact-
ing services , we introduce the notions of “chronicle digest”
and “synchronisation chronicle”.

A chronicle digest summarises the information of a
distributed chronicle in order to permit its synchronisation
with chronicles frominteracting services. It is defined as
an event idevt[K, idc, {statusvar}] emitted by a distributed
chronicle after its recognition, where idevt is a unique
identifier, K is the colour of the chronicle, idc its name
and {statusvar} the list of the status of its synchronisation
variables. The chronicle digest of the previous distributed
chronicle may be defined as dsh[red, CD, {¬err, err}].
A synchronisation chronicle is in charge of merging
distributed chronicles from interacting services according
to the status of their synchronisation variables. It is defined
as a chronicle C = (S,M) where S contains a chronicle
digest template for each service of the choreography and
M is a set of matching constraints between the status of
all the variables listed in S. A possible synchronisation
chronicle model for our example could be Csync = (S,M):
S = { dsh[Ksh, Csh, {?ShopListOut, ?ShopListIn}]

dsu[Ksu, Csu, {?SuppListIn, ?SuppItemOut,
?SuppItemIn, ?SuppListOut}]

dwh[Kwh, Cwh, {?WHitemIn, ?WHitemOut}]
}
M = { match[?ShopListOut, ?SuppListIn]

match[?SuppItemOut, ?WHitemIn]
match[?SuppItemIn, ?WHitemOut]
match[?ShopListIn, ?SuppListOut]

}
This synchronisation chronicle is composed of three events:
a chronicle digest template dsh sent by the shop, another
template dsu sent by the supplier, and a third one dwh sent
by the warehouse, each template listing the names of the
input and output variables of the associated service.

The match constraints listed in the second part of the
synchronisation chronicle specify that the status of a
variable, ?ShopListOut for instance, must be the same as
the status of the corresponding variable on the partner
service, ?SuppListIn in this case. If, at runtime, the
status sent in the chronicle digests do not match, the
synchronisation chronicle will not be recognised.

4.4 General working of the approach

The approach presented in this document consists in merg-
ing local diagnoses in order to compute a set of candidate
global diagnoses. This set of diagnoses is represented by

a diagnosis tree internally built by a chronicle recognition
system embedded on the global diagnoser, as explained in
Section 4.4.2. There are two steps in the global diagnosis
process (Figure 7). In a first step, at “push” time, local
diagnosers send chronicle digests of recognised chronicles
to the broker, which triggers the global diagnosis process.
In a second step, at “pull” time, i.e. when the global diag-
noser needs information, it queries local diagnosers about
their chronicles recognised previously or in future. This
push-pull mechanism is implemented through an internal
mechanism called focusing [8], as explained below.

logs base of chronicles

Chronicle buffer

Instances of applicant
chronicles (CRS)

integrat ion

push pull

Global diagnoser

Diagnosis tree

graft ing

push pull

(a) (b)

Fig. 7. Operation of the (a) local and (b) global diagnosers

4.4.1 Local diagnosis and filtering

A local diagnoser is supposed to trigger the global di-
agnoser, in a first time, only when a red chronicle is
recognised. In a second time, when a diagnosis process
is already running, all the recognised chronicles have to
be sent to the global diagnoser. The focusing mechanism
proposed by CRS and detailed in [8] perfectly fits this
need (Figure 8). By configuring the Buffer so as to let
only digests of red chronicles pass trough it, digests of
green chronicles are stored in this Buffer. Then, during a
global diagnosis process, a focus(green) call sent by the
global diagnoser flushes the Buffer and lets digests of green
chronicles go. In the future, both red and green chronicle
digests will be sent to the broker.

f low of
events

signatures
red, green

focus()

Local diagnoser
RecogEngine Buffer

Global diagnoser
RecogEngine

Fig. 8. Focusing mechanism

The filtering mechanism as it is used in our approach is
described in Algorithm 1. In this algorithm, F contains
the colours of the chronicles on which to focus. This set is
modified dynamically. Cbuf contains the buffered chronicle
digests.

As an instance of a local diagnoser is created for each
instance of a web service, a local diagnoser is never reset.

4.4.2 Global diagnosis and focusing

As explained in Section 4.4.1, each local diagnoser is
equipped with a Buffer which temporises the sending of
chronicle digests to the global diagnoser. At runtime, when
the global diagnoser receives a red chronicle digest from a
local diagnoser (push operation), a series of pull operations
begins. For this purpose, the chronicle recognition engine
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Init: Cbuf := ∅, F := {red}
on event digest dc received do

if (dc.colour ∈ F) then
release(dc)

else
Cbuf := Cbuf ∪ {dc}

fi
done
on event focus(colour K) do

foreach digest (dc ∈ Cbuf ) do
if (dc.colour = K) then

release(dc)
Cbuf := Cbuf\{dc}

fi
done
F := F ∪ {K}

done

Algorithm 1. Management of a local diagnoser

of the global diagnoser sends a focus(green) command
to each local diagnoser communicating with the triggering
local diagnoser (Figure 8), which provokes, on the local
diagnoser side:

• a sending of all the buffered green chronicle digests ;
• a reconfiguration of the Buffer which will also let

green chronicle digests pass from now on (see Algo-
rithm 1).

The global diagnoser, composed of a unique CRS module,
builds an internal tree Dt that contains synchronisation
chronicles instantiated from compatible received chronicle
digests. A global diagnosis is produced when a synchroni-
sation chronicle is fully recognised. Algorithm 2 describes
the high level working of the global diagnoser through the
grafting of new nodes in the diagnosis tree and the focusing
on green chronicles.

Init:Dt := {emptynode}
on event digest dc received do

foreach instance i of Dt do
if dc compatible with i then
Dt := Dt ∪ {(i, dc)}

fi
done
foreach LocalDiagnoser ld do

ld.focus(green)
done

done

Algorithm 2. Management of the global diagnoser

4.5 Illustration on the example

In order to be functional, Matrac requires an off-line
definition of the diagnosis models corresponding to the
web services of the composition: synchronisation chronicle
models extracted from the WS-CDL description of the
choreography, distributed chronicle models and associated
chronicle digests elaborated from the individual workflow
of each web service (which are summed up in Table 1).
Once both local and global diagnosers have been fed with
the appropriate models, the system is ready for running.

SHOP ?ListOut ?ListIn

normal ¬errgoal ¬errgoal

dataAcqErr errgoal errgoal

extErr ¬errgoal errgoal

timeout ¬errgoal timeout

SUPP ?ListIn ?ItemOut ?ItemIn ?ListOut

normal ¬errgoal ¬errgoal ¬errgoal ¬errgoal

fwdErr errgoal ¬errgoal ¬errgoal errgoal

extErr ¬errgoal ¬errgoal errgoal errgoal

timeout ¬errgoal ¬errgoal timeout timeout

Warehouse ?itemIn ?itemOut

normal ¬errgoal ¬errgoal

fwdErr errgoal errgoal

nullCptStock ¬errgoal errgoal

hardErr ¬errgoal timeout

Table 1. Synchronisation part of the chronicles
of the three web services

We consider a customer placing an order on the SHOP,
order which is forwarded to the SUPPlier. For each prod-
uct of the item list, the SUPP calls the WareHouse so
as to book the corresponding product. Unfortunately, a
product is missing which provokes the recognition of the
WH:nullCptStock chronicle, the colour of which is green,
because the WH doesn’t consider being out of stock as an
error. The chronicle digest is buffered, the broker is not
triggered and the execution goes on. But when the SUPP
receives the negative answer of the WH, the red chronicle
SUPP:extErr is recognised and the SUPP “pushes” the
corresponding chronicle digest towards the broker, trig-
gering a global diagnosis process while the execution goes
on.

Dt only contains the root node, at this point, which is
compatible with the constraints of SUPP:extErr, listed
in Table 1: a new node containing SUPP:extErr and
its constraints is grafted under the root. After this, the
broker sends a focus(green) call to the WH, “pulling”
the previously buffered WH:nullCptStock chronicle digest
towards it.

Dt now contains two nodes. WH:nullCptStock is com-
patible with the root node, which results in the graft-
ing of a child node under the root, containing the
WH:nullCptStock digest. WH:nullCptStock is also com-
patible with SUPP:extErr, as the homologous variables
have the same status: ?SuppItemOut and ?WHitemIn
are ¬err, ?SuppItemIn and ?WHitemOut are err. This
way, a child node is grafted under SUPP:extErr, con-
taining WH:nullCptStock and the remaining unchecked
constraints (Figure 9).

WH:stockErr
?WH:itemIn(notErr)
?WH:itemOut(err)

WH:stockErr+SUPP:extErr
?SUPP:listIn(notErr)
?SUPP:listOut(err)

SUPP:extErr
?SUPP:listIn(notErr)

?SUPP:itemOut(notErr)
?SUPP:itemIn(err)
?SUPP:listOut(err)

[ ]

Fig. 9. Intermediate diagnosis tree

The “pulling” process goes on, interrogating the SHOP
and waiting for its recognised chronicles. At the end of
the composition execution, Dt exhibits a single constraint-
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less node, which is then the unique candidate diagnosis:
SHOP:extErr, SUPP:extErr, WH:nullCptStock. This diag-
nosis is intended to be sent to a repair module that will
compute an ad hoc repair plan in order to get the system
back to a normal working mode.

5. RELATED WORK AND DISCUSSION

Run-time monitoring of web service compositions has
been widely acknowledged as a significant and challenging
problem, both in the software engineering community and
the model-based diagnosis community. We discuss in the
following a few works that are tightly linked with ours.

In [4], the authors present an approach towards dynamical
monitoring. Monitoring rules, governing the degree of
runtime checking, are expressed as WS-CoL assertions,
in an explicit and external way. These rules are then
blended, as a proxy service called monitoring manager,
with the WS-BPEL process at deployment-time. The main
advantage of this external definition is that the designer
can tailor the degree of control to a specific execution
context without authoring the business process again.

[15] proposes to extend the ActiveBPEL engine and inte-
grate dedicated ”SelfHeal-BPEL” engines, that implement
a self-healing policy. This engine interacts with each Ac-
tiveBPEL management module and is in charge of moni-
toring, diagnosing, and repairing the running process.

In these two cases, the self-healing mechanisms are in-
trinsic part of the BPEL engine: the monitors are BPEL
services that can run on standard engines. When a problem
is detected, i.e when a monitored property fails, it is then
easier to influence the running BPEL process, e.g. by
forcing a termination or applying a recovery strategy.

On the other hand, [3] and [13], who also deal with runtime
monitoring of BPEL services, propose to use externalised
monitor engines, working in parallel with the BPEL pro-
cess. In [13], the monitoring requirements are expressed
as event-calculus formulæ. In [3], they are expressed in
RTML as Past LTL formulæ. Both approaches are less
intrusive than the two former ones and allow to capture
more sophisticated properties, thanks to an expressive
specification language, enabling for instance the expression
of statistical or time-related properties as in [3].

We also propose to have a clear separation between the
business logic and the monitoring task. In our case, the
monitoring model is expressed as a set of chronicles, and
relies on abstract events such as the start and end of
activities and the messages exchanged between services.

[1, 6] proposes a model-based monitoring approach close
to ours. A first common point regards the propagation
of faults through services. Moreover, the architecture is
similar to the one we propose, i.e. a decentralised approach
where each web service is equipped with a local diagnoser.
These local diagnosers generate diagnosis hypotheses from
a local model and logged observations, and trigger, if
needed, a global diagnoser. The global diagnoser is in
charge of merging the local diagnoses to compute a global
one by querying the related services and checking the
hypotheses. Similarly to what we proposed in [7, 11], the
connections between subsystems only need to be known at

runtime, thus allowing for dynamic (re)configuration of the
system. The main difference is that they aim at explaining,
a posteriori, the locally detected alarms. Consequently, the
model they use expresses the data dependencies between
inputs and outputs of activities. On the contrary, our aim
is to monitor, on-line, the normal or faulty behaviours of
the services. The model we use expresses the workflow in
terms of start/end events and exchanged messages.

More recently, in the framework of the WS-Diamond
project, the authors of [2] proposed to rely on the interac-
tion model extracted from a JBPM choreography descrip-
tion. The interaction model is expressed as a Petri Net,
copying the workflow structure, and is used to monitor
the process, at a global level, by analysing the messages
exchanged between services, and assessing whether the
choreography runs as expected or not. A Monitor Web
Service tracks the execution of the cooperating Web Ser-
vices by analyzing their conversational behavior. It is thus
quite similar to the way our global diagnoser exploits the
WS-CDL interaction model through the synchronisation
chronicles. However, their approach only considers the
interactions of a choreography and does not monitor the
internal workflow of each web service.

[12, 17] also deal with monitoring orchestrated web ser-
vices, but with a different approach. In both cases, the idea
is to generate automatically a diagnosis model, from BPEL
code. In [17], the Web service orchestration language,
BPEL4WS, is converted into synchronized automata, to
get a formal description of the topology and variable de-
pendency of the business process. The faulty Web services
are then deduced from the variable dependency on the
execution trajectory. In [12], BPEL activities are first
translated into Petri nets, places being used to represent
data and transitions to represent activities. Each transi-
tion of the Petri net is enriched with a set of basic data
dependency relations. An algorithm is designed that builds
the data dependency model of an orchestrated BPEL ser-
vice from this Petri Net model.

Let us stress that we proposed in [7, 11] another ap-
proach that solves the same problem, when the interaction
model is not a priori known. This alternative approach has
been implemented and a platform, named CarDeCRS,
experimented on the same e-commerce application. The
main issue, when the interaction model is not known in
advance, is that the synchronisation chronicles, used by the
global diagnoser, must be built on-line, according to the
actual exchanged messages. Unlike Matrac which takes
advantage of having a WS-CDL model of the interactions
(see Section 2), using CarDeCRS requires the respect
of a protocol for describing synchronization points [10] at
design time, which may be constraining for the web service
designer. From a strict diagnosis point of view, both Ma-
trac and CarDeCRS have exactly the same diagnosis
capabilities. Both were demonstrated within the context of
the WS-Diamond project on a more realistic application
composed of four web services whose behaviours were
described by about fifty distributed chronicles.

Finally, let us mention that the focusing mechanism devel-
oped in Section 4.4.2 was used in our approach as a means
of dealing with chronicles in distributed environments,
thanks to a collaboration with Dousson and Le Maigat.
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6. CONCLUSION

This paper has presented a model-based approach for mon-
itoring web services. Our goal is to deal with propagating
faults, and to be able to diagnose the service responsible for
the failure, even if it is detected later, on another service.

We propose to extend the chronicle recognition approach,
which is used for monitoring complex systems, to the
distributed case of web services. A local diagnoser is added
to each web service. It is in charge of analysing the logged
events in order to recognise one of the normal/abnormal
behaviours described in the local base of chronicles. A
global diagnoser is in charge of receiving diagnosis hy-
potheses from a local diagnoser and to confirm/infirm
them by querying the related services.

In this paper, we suppose that the interaction model is
described as a choreography in a WS-CDL formalism.
This interaction model is used to automatically build
synchronisation chronicles, used by the global diagnoser
to assess the global consistency of the local diagnosis
hypotheses and discard the inconsistent ones.

This decentralised architecture allows us to rely on the
CRS engine, a chronicle recognition system, both at the
local and global levels, to monitor the behaviour of the
interacting instances of services and localise the faults.

A monitoring platform, named Matrac, has been de-
signed to implement this approach. It has been experi-
mented in the context of e-commerce in the framework
of the WS-Diamond European project. An alternative
approach described in [7, 11], and a monitoring platform
named CarDeCRS , has been designed to deal with the
cases where the interaction model is not a priori known.

The formalism of chronicles has already been used in
medical and industrial domains but, as far as we know,
no distributed chronicle recognition approach has been
proposed before. Even if they were developed in the
context of web services, both approaches are generic and
could be applied to other domains, as far as the monitored
system is a distributed one. The choice between the two
monitoring platforms (Matrac and CarDeCRS) mainly
depends on the existence of an explicit interaction model.

We are currently working in two directions. The first one
consists in working on the recovery process in order to take
profit of the diagnosis to react in an adequate way. The
second one consists in facilitating the chronicle acquisition
task which is up to now made by hand. The idea is to start
from an abstract model of the BPEL code and enrich it
with the possibly faulty behaviours of the services.
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hancing web services with diagnostic capabilities. In
ECOWS’05 (3rd European Conference on Web Ser-
vices), 2005.

[2] L. Ardissono, R. Furnari, A. Goy, G. Petrone, and
M. Segnan. An event-based model for the man-
agement of choreographed services. In EC-Web’08
(International Conference on E-Commerce and Web
Technologies), 2008.

[3] F. Barbon, P. Traverso, M. Pistore, and M. Trainotti.
Run-time monitoring of instances and classes of web
service compositions. In ICWS’06 (IEEE Interna-
tional Conference on Web Services), 2006.

[4] L. Baresi and S. Guinea. Towards dynamic monitor-
ing of WS-BPEL processes. In International Confer-
ence on Service-Oriented Computing, 2005.

[5] R. Ben Halima, K. Drira, and M. Jmaiel. A QoS-
oriented reconfigurable middleware for self-healing
web services. In ICWS’08 (IEEE International Con-
ference on Web Services), 2008.

[6] L. Console, C. Picardi, and D. Theseider Dupré. A
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Abstract: Generating minimal hitting sets of a collection of sets is known to be NP-
hard, necessitating heuristic approaches to handle large problems. In this paper a low-cost,
approximate minimal hitting set (MHS) algorithm, coined Staccato, is presented. Staccato
uses a heuristic function, borrowed from a lightweight, statistics-based software fault localization
approach, to guide the MHS search. Given the nature of the heuristic function, Staccato is
specially tailored to model-based diagnosis problems (where each MHS solution is a diagnosis to
the problem), although well-suited for other application domains as well. We apply Staccato
in the context of model-based diagnosis and show that even for small problems our approach
is orders of magnitude faster than the brute-force approach, while still capturing all important
solutions. Furthermore, due to its low cost complexity, we also show that Staccato is amenable
to large problems including millions of variables.

Keywords: Minimal hitting set; statistical approach.

1. INTRODUCTION

Identifying minimal hitting sets (MHS) of a collection of
sets is an important problem in many domains, such as
in model-based diagnosis (MBD) where the MHS are the
solutions for the diagnostic problem. Known to be a NP-
hard problem (Garey and Johnson [1979]), one

(1) desires focusing heuristics to increase the search
efficiency and/or

(2) limits the size of the return set. Such strategies
have the potential to reduce the MHS problem
to a polynomial time complexity at the cost of
completeness.

In this paper, we present an algorithm, coined Stac-
cato 1 , to derive an approximate collection of MHS.
Staccato uses a heuristic borrowed from a statistics-
based software fault diagnosis approach, called spectrum-
based fault localization (SFL). SFL uses sets of com-
ponent involvement in nominal and failing program ex-
ecutions to yield a ranking of components in order of
likelihood to be at fault. We show that this ranking
heuristic is suitable in the MBD domain as the search is
focused by visiting solutions in best-first order (aiming to
capture the most relevant probability mass in the shortest
amount of time). Although the heuristic originates from
the MBD domain, it is also useful in other domains. We

⋆ This work has been carried out as part of the TRADER project
under the responsibility of the Embedded Systems Institute. This
project is partially supported by the Netherlands Ministry of
Economic Affairs under the BSIK03021 program
1 Staccato is an acronym for STAtistiCs-direCted minimAl hiT-
ing set algOrithm.

also introduce a search pruning parameter λ and a search
truncation parameter L. λ specifies the percentage of top
components in the ranking that should be considered in
the search for true MHS solutions. Taking advantage of
the fact that most relevant solutions are visited first,
the search can be truncated after L solutions are found,
avoiding the generation of a myriad of solutions.

In particular, this paper makes the following contribu-
tions:

• We present a new algorithm Staccato, and derive
its time and space complexity;

• We compare Staccato with a brute-force approach
using synthetic data as well as data collected from a
real software program;

• We investigate the impact of λ and L on Staccato’s
cost/completeness trade-off.

To the best of knowledge this heuristic approach has not
been presented before and has proven to have a significant
positive effect on MBD complexity in practice (Abreu
et al. [2009]).

The reminder of this paper is organized as follows. We
start by introducing the MHS problem. Subsequently,
Staccato is outlined, and a derivation of its time/space
complexity is given. The experimental results using syn-
thetic data and data collected from a real software system
are then presented, followed by a discussion of related
work. Finally, we close this paper with some concluding
remarks and directions for future work.
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2. MINIMAL HITTING SET PROBLEM

In this section we describe the minimal hitting set (MHS)
problem, and the concepts used throughout this paper.

Let S be a collection of N non-empty sets S =
{s1, . . . sN}. Each set si ∈ S is a finite set of elements
(components from now on), where each of the M elements
is represented by a number j ∈ {1, . . . , M}. A minimal
hitting set of S is a set d such that

∀si ∈ S, si ∩ d 6= ∅ ∧ 6 ∃d′ ⊂ d : si ∩ d′ 6= ∅
i.e., each member of S has at least one component of
d as a member, and no proper subset of d is a hitting
set. There may be several minimal hitting sets for S,
which constitutes a collection of minimal hitting sets D =
{d1, . . . , dk, . . . , d|D|}. The computation of this collection
D is known to be a NP-hard problem (Garey and Johnson
[1979]).

In the remainder of this paper, the collection of sets S
is encoded into a N ×M (binary) matrix A. An element
aij is equal to 1 if component j is a member of set i, and
0 otherwise. For j ≤ M , the row Ai∗ indicates whether
a component is a member of set i, whereas the column
A∗j indicates which sets component j is a member. As an
example, consider the set S = {{1, 3}, {2, 3}} for M = 3,
represented by the matrix

1 2 3
1 0 1 first set
0 1 1 second set

A naive, brute-force approach to compute the collection
D of minimal hitting sets for S would be to iterate
through all possible component combinations to (1) check
whether it is a hitting set, and (2) and (if it is a hitting
set) whether it is minimal, i.e., not subsumed by any other
set of lower cardinality (cardinality of a set dk, |dk|, is the
number of elements in the set). As all possible combina-
tions are checked, the complexity of such an approach is
O(2M ). For the example above, the following sets would
be checked: {1}, {2}, {3}, {1, 2}, {1, 3}, {2, 3}, {1, 2, 3} to
find out that only {3} and {1,2} are minimal hitting sets
of S.

3. STACCATO

As explained in the previous section, brute-force algo-
rithms have a cost that is exponential in the number
of components. Since many of the potential solution
candidates turn out to be no minimal hitting set, a
heuristic that focuses the search towards high-potentials
will yield significant efficiency gains. In addition, many
of the computed minimal hitting sets may potentially
be of little value for the problem that is being solved.
Therefore, one would like the solutions to be ordered in
terms of relevance, possibly terminating the search once
a particular number of minimal hitting sets have been
found, again boosting efficiency. In this section we present
our approximate, statistics-directed minimal hitting set
algorithm, coined Staccato, aimed to increase search
efficiency.

The key idea behind our approach is the fact, that
components that are members of more sets than other

components, may be an indication that there is a minimal
hitting set containing such component. The trivial case
are those components that are involved in all sets, which
constitute a minimal hitting set of cardinality 1. A simple
search heuristic is to exploit a ranking based on the
number of set involvements such as

H(j) =
N∑

i=1

aij

To illustrate, consider again the example above. Using
the heuristic function H(j), it follows that H(1) = 1,
H(2) = 1, and H(3) = 2, yielding the ranking < 3, 1, 2 >.
This ranking is exploited to guide the search. Starting
with component 3, it appears that it is involved in the
two sets, and therefore is a minimal hitting set of minimal
cardinality. Next in the ranking comes component 1. As
it is not involved in all sets, it is combined with those
components that are involved in all sets except the ones
already covered by 1 (note, that combinations involving 3
are no longer considered due to subsumption). This would
lead us to find {1,2} as a second minimal hitting set.

Although this heuristic avoids having to iterate through
all possible component combinations (O(2M )), it may
still be the case that many combinations have to be
considered. For instance, using the heuristic one has to
check 3 sets, whereas the brute-force approach iterates
over 8 sets. Consequently, we introduce a search pruning
parameter λ that contains the fraction of the ranking that
will be considered. The reasoning behind this parameter
is that the components that are involved in most sets
(ranked high by H) are more likely to be a minimal
hitting set. Clearly, λ cannot be too small. In the previous
example, if λ would be set to λ = 1/3, only element
3 would be considered, and therefore we would miss
the solution set {1,2}. Hence, such a parameter trades
efficiency for completeness.

3.1 Approximation

While the above heuristic increases search efficiency, the
number of minimal hitting sets can be prohibitive, while
often only a subset need be considered that are most
relevant with respect to the application context. Typi-
cally, approaches to compute the minimal hitting set are
applied in the context of (cost) optimization problems. In
such case, one is often interested in finding the minimal
hitting set of minimal cardinality. For example, suppose
one is responsible for assigning courses to teachers. In par-
ticular, one proposes to minimize the number of teachers
that need to be hired. Hence, one would like to find the
minimal number of teachers that can teach all courses,
which can be solved by formulating the problem as a
minimal hitting set problem. For this example, solutions
with low cardinality (i.e., number of teachers) are more
attractive than those with higher cardinality. The brute-
force approach, as well as the above heuristic approach
are examples of approaches that find minimal hitting sets
with lower cardinality first.

In many situations, however, obtaining MHS solutions in
order of just cardinality does not suffice. An example is
model-based diagnosis (MBD) where the minimal hitting
sets represent fault diagnosis candidates, each of which
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has a certain probability of being the actual diagnosis.
The most cost-efficient approach is to generate the MHS
solutions in decreasing order of probability (minimizing
average fault localization cost). Although probability typ-
ically decreases with increasing MHS cardinality, cardi-
nality is not sufficient, as, e.g., there may be a significant
probability difference between diagnosis (MHS) solutions
of equal cardinality (of which there may be many). Conse-
quently, a heuristic that predicts probability rather than
just cardinality makes the difference. The fact that the
MHS solutions are now generated in decreasing order of
probability allows us to truncate the number of solutions,
where, e.g., one only considers the MHS subset of L
solutions that covers .99 probability mass, ignoring the
(many) improbable solutions. This approximation trades
limited cost penalty (completeness) for significant effi-
ciency gains.

3.2 Model-Based Diagnosis

In this section we extend our above heuristic for use
in MBD. In the context of MBD a diagnosis is de-
rived by computing the MHS of a set of so-called con-
flicts (de Kleer and Williams [1987]). A conflict would be
a sequence of probable faulty components that explain
the observed failure (this set explains the differences
between the model and the observation). For instance,
in a logic circuit a conflict may be the sub-circuit (cone)
activity that results in an output failure. In software a
conflict is the sequence of software component activity
(e.g., statements) that results in a particular faulty return
value (Abreu et al. [2008]).

In MBD the MHS solutions dk are ranked in order of
probability of being the true fault explanation Pr(dk),
which is computed using Bayes’ update according to

Pr(dk|obsi) =
Pr(obsi|dk)
Pr(obsi)

· Pr(dk|obsi−1) (1)

where obsi denotes observation i. In the context of the
presentation in this paper, an observation obsi stands for
a conflict set si that results from a particular observation.
The denominator Pr(obsi) is a normalizing term that is
identical for all dk and thus needs not be computed di-
rectly. Pr(dk|obsi−1) is the prior probability of dk, before
incorporating the new evidence obsi. For i = 1 Pr(dk) is
typically defined in a way such that it ranks solutions (di-
agnosis candidates) of lower cardinality higher in absence
of any observation. Pr(obsi|dk) is defined as

Pr(obsi|dk) =

{ 0 if obsi ∧ dk |=⊥
1 if dk → obsi

ε otherwise

In MBD, many policies exist for ε based on the chosen
modeling strategy. See (Abreu et al. [2008], de Kleer
[2006, 2007]) for details.

Given a sequence of observations (conflicts), the MHS
solutions should be ordered in terms of Eq. (1). However,
using Eq. (1) as heuristic is computationally prohibitive.
Clearly, a low-cost heuristic that still provides a good
prediction of Eq. (1) is crucial if Staccato is to be useful
in MBD.

3.3 An MBD Heuristic

A low-cost, statistics-based technique that is known to
be a good predictor for ranking (software) faults in
order of likelihood is spectrum-based fault localization
(SFL) (Abreu et al. [2007]). SFL takes the set of conflicts
S (corresponding to erroneous system behavior) as well
as information collected during nominal system behavior
(again, set of components involved), and produces a rank-
ing of the components in order of fault likelihood. The
component ranking is computed using a statistical simi-
larity coefficient that measures the statistical correlation
between component involvement and erroneous/nominal
system behavior. To comply with SFL, we extend A into
a pair (A, e) (see Figure 1), where e is a binary array
which indicates whether the Ai∗ corresponds to erroneous
system behavior (e = 1) or nominal behavior (e = 0).

M components conflict

N sets




a11 a12 . . . a1M

a21 a22 . . . a2M

.

..
.
..

. . .
.
..

aN1 aM2 . . . aNM







e1

e2

.

..
eN




Fig. 1. Encoding for a collection of sets

Many similarity coefficients exist for SFL, the best one
currently being the Ochiai coefficient known from molecu-
lar biology and introduced to SFL in (Abreu et al. [2007]).
It is defined as follows

s(j) =
n11(j)√

(n11(j) + n01(j)) ∗ (n11(j) + n10(j))
(2)

where
npq(j) = |{i | aij = p ∧ ei = q}|

A similarity coefficient indicts components using n11(j),
and exonerates components using n10(j) and n01(j).
In (Abreu et al. [2007]) it has been shown that similarity
coefficients provide an ordering of components that yields
good diagnostic accuracy, i.e., components that rank high
are usually faulty. This diagnostic performance, combined
with the very low complexity of s(j) is the key motivation
to use the Ochiai coefficient s(j) for H. If (A, e) only
contains conflicts (i.e., 6 ∃ei = 0), the ranking returned by
this heuristic function reduces to the original one

H(j) =
N∑

i=1

aij = n11(j)

and, therefore, classic MHS problems are also adequately
handled by this MBD heuristic.

3.4 Algorithm

Staccato uses the SFL heuristic Eq. (2) to focus the
search of the minimal hitting set computation (see Al-
gorithm 1). To illustrate how Staccato works, consider
the following (A, e), comprising two (conflict) sets origi-
nating from erroneous system behavior and one set cor-
responding to component involvement in nominal system
behavior.
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1 2 3 ei

1 0 1 1 first set (error)
0 1 1 1 second set (error)
1 0 1 0 third set (nominal)

From (A, e) it follows H(1) = 0.5, H(2) = 0.7, and
H(3) = 1, yielding the following ranking < 3, 2, 1 >. As
component 3 is involved in all failed sets, it is added to the
minimal hitting set and removed from A using function
Strip Component, avoiding solutions subsumed by {3}
to be considered (lines 5–12). After this phase, the (A, e)
is as follows

1 2 ei

1 0 1
0 1 1
1 0 0

Next component to be checked is component 2, which
is not involved in one failed set. Thus, the column for
that component as well as all conflict sets in which it
is involved are removed from (A, e), using the Strip
function, yielding the following

1 ei

1 1
1 0

Running Staccato with the newly generated (A, e)
yields a ranking with component 1 only (line 15 – 18),
which is a MHS for the current (A, e). For each MHS
d returned by this invocation of Staccato, the union
of d and component 2 is checked ({1, 2}), and because
this set is involved in all failed sets, and is minimal, it is
also added to the list of solutions D (lines 18–24). The
same would be done for component 1, the last in the
ranking, but no minimal set would be found. Thus, Stac-
cato would return the following minimal hitting sets
{{3}, {1, 2}}. Note that this heuristic ranks component
2 on top of component 1, whereas the previous heuristic
ranked component 1 and 2 at the same place (because
they both explained the same number of conflicts).

In summary, Staccato comprises the following steps

• Initialization phase, where a ranking of components
using the heuristic function borrowed from SFL is
computed (lines 1–4 in Algorithm 1);
• Components that are involved in all failed sets are

added to D (lines 5–12);
• While |D| < L, for the first top λ components in the

ranking (including also the ones added to D, lines
13-25) do the following: (1) remove the component j
and all Ai∗ for which ei = 1 ∧ aij = 1 holds from
(A, e) (line 17), (2) run Staccato with the new
(A, e), and (3) combine the solutions returned with
the component and verify whether it is a minimal
hitting set (lines 17–24).

3.5 Complexity Analysis

To find a minimal hitting set of cardinality C Staccato
has to be (recursively) invoked C times. Each time it (1)
updates the four counters per component (O(N ·M)), (2)
ranks components in fault likelihood (O(M · log M)), (3)
traverse λ components in the ranking (O(M)), and (4)
check whether it is a minimal hitting set (O(N)). Hence,

Algorithm 1 Staccato

Inputs: Matrix (A, e), number of components M , stop
criteria λ, L

Output: Minimal Hitting set D

1 TF ← {Ai∗|ei = 1} ⊲ Collection of conflict sets
2 R← rank(H, A, e)
3 D ← ∅
4 seen← 0
5 for all j ∈ {1..M} do
6 if n11(j) = |TF | then
7 push(D, {j})
8 A← Strip Component(A, j)
9 R← R\{j}

10 seen← seen + 1
M

11 end if
12 end for
13 while R 6= ∅ ∧ seen ≤ λ ∧ |D| ≤ L do
14 j ← pop(R)
15 seen← seen + 1

M
16 (A′, e′)← Strip(A, e, j)
17 D′ ← Staccato (A′, e′, λ)
18 while D′ 6= ∅ do
19 j′ ← pop(D′)
20 j′ ← {c} ∪ j′

21 if is not subsumed(D, j′) then
22 push(D, j′)
23 end if
24 end while
25 end while
26 return D

due to the tail recursion, the overall time complexity
of Staccato is merely O(C ·M · (N + log M)). (Note
that a proper recursion would imply a time complexity of
O((M · (N + log M))C).)

With respect to space complexity, for each invocation of
Staccato, it has to store four counters per component
to create the SFL-based ranking (n11, n10, n01, n00). As
the recursion depth is C to find a solution of the same
cardinality, Staccato has a space complexity of O(C ·
M).

4. EXPERIMENTAL RESULTS

In this section we present our experimental results using
synthetic data and data collected from a real software
program.

4.1 Synthetic Diagnosis Experiments

In order to assess the performance of our algorithm
we use synthetic sets generated for diagnostic algorithm
research, based on random (A, e) generated for various
values of N , M , and the number of injected faults C
(cardinality). Component activity aij is sampled from a
Bernoulli distribution with parameter r, i.e., the proba-
bility a component is involved in a row of A equals r. For
the C faulty components cj (without loss of generality we
select the first C components, i.e., c1, . . . , cC are faulty).
We also set the probability a faulty component behaves
as expected hj . Thus, the probability of a component j
being involved and generating a failure equals r · (1−hj).
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h 0.1 0.9
C 1 5 1 5

B
-F

|D| 355 508 115 286
T (s) 25.5 54.3 0.27 5.72
W (%) 0.0 13 14 21

S
t
a
c
c
a
t
o

λ = 0.1

|D| 63 127 10 46
T (s) 0.006 0.007 0.001 0.003
ρ (%) 0/0/0/65/87/0 0/0/41/95/60/82 0/44/100/0/0/0 0/0/42/88/0/0
W (%) 0.0 10.7 0.0 12.9

λ = 0.2

|D| 86 181 16 63
T (s) 0.008 0.009 0.02 0.003
ρ (%) 0/0/0/54/87/0 0/0/30/87/59/70 0/31/100/0/0/0 0/0/36/88/0/0
W (%) 0.0 9.2 0.0 13.9

λ = 0.3

|D| 112 232 26 75
T (s) 0.009 0.010 0.003 0.004
ρ (%) 0/0/0/30/74/0 0/0/21/87/53/65 0/25/73/0/0/0 0/0/26/75/0/0
W (%) 0.0 9.1 0.0 14.4

λ = 0.4

|D| 175 276 47 83
T (s) 0.011 0.012 0.004 0.004
ρ (%) 0/0/0/26/75/0 0/0/21/87/18/64 0/6/72/0/0/0 0/0/10/63/0/0
W (%) 0.0 9.2 0.0 13.8

λ = 0.5

|D| 218 300 67 146
T (s) 0.013 0.018 0.004 0.007
ρ (%) 0/0/0/23/66/0 0/0/10/87/6/65 0/0/64/0/0/0 0/0/5/56/0/0
W (%) 0.0 9.0 0.0 14.3

λ = 0.6

|D| 253 372 83 180
T (s) 0.015 0.019 0.004 0.008
ρ (%) 0/0/0/20/61/0 0/0/0.08/65/0/65 0/0/39/0/0/0 0/0/0/46/0/0
W (%) 0.0 8.8 0.0 14.7

λ = 0.7

|D| 293 425 87 199
T (s) 0.019 0.025 0.005 0.008
ρ (%) 0/0/0/11/50/0 0/0/0.06/54/0/55 0/0/39/0/0/0 0/0/0/44/0/0
W (%) 0.0 8.6 0.0 14.4

λ = 0.8

|D| 343 449 109 228
T (s) 0.023 0.028 0.06 0.009
ρ (%) 0/0/0/7/26/0 0/0/0.02/38/0/24 0/0/24/0/0/0 0/0/0/32/0/0
W (%) 0.0 8.8 0.0 14.8

λ = 0.9

|D| 355 508 115 270
T (s) 0.024 0.034 0.08 0.012
ρ (%) 0/0/0/0/0/0 0/0/0/15/0/10 0/0/0/0/0/0 0/0/0/13/0/0
W (%) 0.0 9.0 0.0 14.8

λ = 1

|D| 355 508 115 286
T (s) 0.025 0.041 0.010 0.016
ρ (%) 0/0/0/0/0/0 0/0/0/0/0/0 0/0/0/0/0/0 0/0/0/0/0/0
W (%) 0.0 9.0 0.0 14.9

Table 1. Results for the synthetic matrices

A row i in A generates an error (ei = 1) if at least
1 of the C components generates a failure (or-model).
Measurements for a specific scenario are averaged over
500 sample matrices.

Table 1 summarizes the results of our study for r = 0.6
(typical value for software), M = 20 and N = 300, which
is the limit for which a brute-force approach is feasible.
Per scenario, we measure the number of MHS solutions
(|D|), the computation CPU time (T , measured on a
2.3 GHz Intel Pentium-6 PC with 4 GB of memory),
the completeness ρ per C (the ratio of solutions with
cardinality C found using Staccato and the brute-force
approach, and the diagnostic performance (W ) for the
brute-force approach (B-F) and Staccato with several
λ parameter values. The completeness ρ values presented
are per cardinality - separated by a ‘/’ - where the
last value is the percentage of solutions missed with
C ≥ 6. Diagnostic performance is measured in terms
of a diagnostic performance metric W that measures

the percentage of excess work incurred in finding the
actual components at fault, a typical metric in software
debugging (Abreu et al. [2007]), after ranking the MHS
solutions using the Bayesian policy described in (Abreu
et al. [2008]). For instance, consider a M = 5 component
program with the following diagnostic report D =<
{4, 5}, {1, 2} >, while components 1 and 2 are actually
faulty. The first diagnosis candidate leads the developer
to inspect components 4 and 5. As both components are
healthy, W is increased with 2

5 . The next components to
be inspected are components 1 and 2. As they are both
faulty, no more wasted effort is incurred. After repairing
these two components, the program would be re-run to
verify that all test cases pass. Otherwise, the debugging
process would start again until no more test cases fail.

As expected, |D| and the time needed to compute D
decrease with λ. Although some solutions are missed for
low values of λ, they are not important for the diagnostic
problem as W does not increase. This suggests that our
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heuristic function captures the most probable solutions
to be faulty. An important observation is that for λ = 1,
the results are essentially the same as an exhaustive
search but with several orders of magnitude speed-up.
Furthermore, we also truncated |D| to 100 to investigate
the impact of this parameter in the diagnostic accuracy
for λ = 1. Although it has a small negative impact on W ,
it reduces the time needed to compute W by more than
half. For instance, for C = 5 and h = 0.1 it takes 0.008
s to generate D, requiring the developer to waste more
effort to find the faulty components, W = 10%.

We have not presented results for other settings of M, N
because the brute-force approach does not scale. However,
as an example, for M = 1, 000, 000, N = 1, 000, and
C = 1, 000, the candidate generation time rate with
Staccato is still only 88.6 ms on average (22.1 ms for
C = 100).

4.2 Real Software Diagnosis

In this section we apply the Staccato algorithm in the
context of model-based software fault diagnosis, namely
to derive the set of valid diagnoses given a set of observa-
tions (test cases). We use the tcas program which can
be obtained from the software infrastructure repository
(SIR, (Do et al. [2005])). TCAS (Traffic Alert and Collision
Avoidance System) is an aircraft conflict detection and
resolution system used by all US commercial aircraft.
The SIR version of tcas includes 41 faulty versions of
ANSI-C code for the resolution advisory component of
the TCAS system. In addition, it also provides a correct
version of the program and a pool containing N = 1, 608
test cases. tcas has M = 178 lines of code, which, in the
context of the following experiments, are the number of
components. In our experiments, we randomly injected C
faults in one program. All measurements are averages over
100 versions, except for the single fault programs which
are averages over the 41 available faults. The activity
matrices are obtained using the GNU gcov 2 profiling
tool and a script to translate its output into a matrix. As
each program suite includes a correct version, we use the
output of the correct version as reference. We characterize
a run/computation as failed if its output differs from the
corresponding output of the correct version, and as passed
otherwise.

Table 2 presents a summary of the results obtained
using a brute-force approach (B-F) and Staccato with
different λ parameter values. Again, we report the size
of the minimal hitting set (|D|), the time T required
to generate D, and the diagnostic performance incurred
by the different settings. As expected, the brute-force
approach is the most expensive of them all. The best
trade-off between complexity and the diagnostic cost W
is for λ ≈ 0.5, since Staccato does not miss important
candidates - judging by the fact that W is essentially the
same as the brute-force approach - and it is faster than
for other, higher λ.

Although Staccato was applied to other, bigger soft-
ware programs (Abreu et al. [2009]), no comparison is
given as the brute-force algorithm does not scale. As an

2 http://gcc.gnu.org/onlinedocs/gcc/Gcov.html

tcas

C 1 2 5
#matrices 41 100 100

B
-F

|D| 76 59 68
T (s) 0.98 2.1 11.2
W (%) 16.7 23.7 29.7

S
t
a
c
c
a
t
o

λ = 0.1
|D| 30 35 61
T (s) 0.11 0.16 0.22
W 15.2 29.3 37.1

λ = 0.2
|D| 34 39 62
T (s) 0.15 0.17 0.25
W 15.2 29.3 37.0

λ = 0.3
|D| 50 44 63
T (s) 0.18 0.18 0.26
W 16.2 28.8 37.1

λ = 0.4
|D| 51 58 65
T (s) 0.19 0.19 0.27
W 16.3 23.7 32.1

λ = 0.5
|D| 76 58 66
T (s) 0.20 0.20 0.30
W 16.7 23.7 30.1

λ = 0.6
|D| 76 59 67
T (s) 0.22 0.22 0.31
W 16.7 23.7 29.7

λ = 0.7
|D| 76 59 68
T (s) 0.23 0.25 0.34
W 16.7 23.7 29.7

λ = 0.8
|D| 76 59 68
T (s) 0.24 0.26 0.35
W 16.7 23.7 29.7

λ = 0.9
|D| 76 59 68
T (s) 0.27 0.27 0.37
W 16.7 23.7 29.7

λ = 1
|D| 76 59 68
T (s) 0.30 0.28 0.48
W 16.7 23.7 29.7

Table 2. Results for tcas

indication, for a given program, space (Do et al. [2005]),
with M = 9, 564 lines of code and N = 132 test cases,
Staccato required roughly 1 s to compute the relevant
MHS solutions (for λ = 0.5 and L = 100). In these
experiments, using the well-known Siemens benchmark
set of software faults and the space program, L = 100
was proven to already yield comparable results to those
obtained for L =∞ (i.e., generating all solutions).

5. RELATED WORK

Several exhaustive algorithms have been presented to
solve the MHS problem. Since Reiter (Reiter [1987])
showed that diagnoses are MHSs of conflict sets, many ap-
proaches to solve this problem in the model-based diagno-
sis context have been presented. In (Greiner et al. [1989],
de Kleer and Williams [1987], Reiter [1987], Wotawa
[2001]) the hitting set problem is solved using so-called
hit-set trees. In (Fijany and Vatan [2004, 2005]) the
MHS problem is mapped onto an 1/0-integer program-
ming problem. Contrary to our work does not use any
other information but the conflict sets. The integer pro-
gramming approach has the potential so solve problems
with thousands of variables but no complexity results
are presented. In contrast, our low-cost approach can
easily handle much larger problems. In (Zhao and Ouyang
[2007]) a method using set-enumeration trees to derive
all minimal conflict sets in the context of model-based
diagnosis is presented. The authors just conclude that
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this method has an exponential time complexity in the
number of elements in the sets (components). The Quine-
McCluskey algorithm (Quine [1955], Mccluskey [1956]),
originating from logic optimization, is a method for deriv-
ing the prime implicants of a monotone boolean function
(a dual problem of the MHS problem). This algorithm is,
however, of limited use due to its exponential complexity,
which has prompted the development of heuristics such
as Espresso (discussed later on).

Many heuristic approaches have been proposed to render
MHS computation amenable to large systems. In (Lin and
Jiang [2002]) an approximate method to compute MHSs
using genetic algorithms is described. The fitness function
used aims at finding solutions of minimal cardinality,
which is not always sufficient for MBD as even solutions
with similar cardinality have different probabilities of
being the true fault explanation. Their paper does not
present a time complexity analysis, but we suspect the
cost/completeness trade-off to be worse than for Stac-
cato. Stochastic algorithms, as discussed in the frame-
work of constraint satisfaction (Freuder et al. [1995]) and
propositional satisfiability (Qasem and Prügel-Bennett
[2008]), are examples of domain independent approaches
to compute MHS. Stochastic algorithms are more efficient
than exhaustive methods. The Espresso algorithm (Bray-
ton et al. [1984]), primarily used to minimize logic cir-
cuits, uses a heuristics to guide the circuit minimization
that is inspired by this domain. Originating from logic
circuits, it uses a heuristic to guide the circuit minimiza-
tion that is specific for this domain. Due to its efficiency,
this algorithm still forms the basis of every logic synthesis
tool. Dual to the MHS problem, no prime implicants
cost/completeness data is available to allow comparison
with Staccato.

To our knowledge the statistics-based heuristic to guide
the search for computing MHS solutions has not been
presented before. Although the heuristic function used
in our approach comes from a fault diagnosis approach,
there is no reason to believe that Staccato will not work
well in other domains.

6. CONCLUSIONS AND FUTURE WORK

In this paper we presented a low-cost approximate hitting
set algorithm, coined Staccato, which uses a heuristic
borrowed from a low-cost, statistics fault diagnosis tool,
making it especially suitable to the model-based diagnosis
domain. Moreover, the very low time/space complexity
of the algorithm allows dealing with large-size problems
with millions of variables.

Our experiments have demonstrated that even for small
problems our heuristic approach is orders of magnitude
faster than exhaustive approaches, even when the algo-
rithm is set to be complete (λ = 1). Furthermore, the
experiments have shown that the search can be further
focused using λ, where completeness is hardly sacrificed
for λ ≈ 0.5 (i.e., reduce search space). Compared to λ, the
potential impact of truncating the number of solutions
L in the set on cost is much greater. As most relevant
solutions are visited first, the number of solutions re-
turned to the user can be suitably truncated (e.g., only
returning 100 candidates in the context of our model-

based diagnosis experiments). Hence, a very attractive
cost/completeness trade-off is reached by setting λ = 1
while limiting L.

Future work includes extending the parameter range for
our experiments (e.g., investigate the impact of truncat-
ing the number of returned solutions). Furthermore, we
plan to quantitatively compare the efficiency of Stac-
cato to other approaches to compute minimal hitting
sets. In particular, we intend to compare the efficiency
of our approach to SAT approaches, which also handle
problems with millions of variables.

7. ACKNOWLEDGMENTS

We gratefully acknowledge the fruitful discussions with
our TRADER project partners from NXP Research, NXP
Semiconductors, Philips TASS, Philips Consumer Elec-
tronics, Embedded Systems Institute, Design Technology
Institute, IMEC, Leiden University, and Twente Univer-
sity.

REFERENCES

R. Abreu, P. Zoeteweij, and Arjan J. C. Van Gemund.
On the accuracy of spectrum-based fault localization.
In Proceedings of the Testing: Academia and Industry
Conference - Practice And Research Techniques (TAIC
PART’07), Windsor, UK, September 2007.

R. Abreu, P. Zoeteweij, and A. J. C. Van Gemund.
A dynamic modeling approach to software multiple-
fault localization. In Proceedings of the Internation
Workshop on Principles of Diagnosis (DX’08), Blue
Moutains, Australia, September 2008.

Rui Abreu, Peter Zoeteweij, and Arjan J. C. Van
Gemund. Spectrum-based multiple fault localization.
Technical Report TUD-SERG-2009-006, Software En-
gineering Research Group, Delft University of Technol-
ogy, 2009. Submitted to an international conference
(under review).

Robert King Brayton, Alberto L. Sangiovanni-
Vincentelli, Curtis T. McMullen, and Gary D.
Hachtel. Logic Minimization Algorithms for VLSI
Synthesis. Kluwer Academic Publishers, Norwell, MA,
USA, 1984. ISBN 0898381649.

Johan de Kleer. Getting the probabilities right for mea-
surement selection. In Proceedings of the Internation
Workshop on Principles of Diagnosis (DX’06), Burgos,
Spain, May 2006.

Johan de Kleer. Diagnosing intermittent faults. In
Proceedings of the Internation Workshop on Principles
of Diagnosis (DX’07), Nashville, TN, USA, May 2007.

Johan de Kleer and Brian Williams. Diagnosing multiple
faults. Artificial Intelligence, 32(1):97–130, 1987.

Hyunsook Do, Sebastian G. Elbaum, and Gregg Rother-
mel. Supporting controlled experimentation with test-
ing techniques: An infrastructure and its potential im-
pact. Empirical Software Engineering: An Interna-
tional Journal, 10(4):405–435, 2005.

A. Fijany and F. Vatan. New high performance algorith-
mic solution for diagnosis problem. In Proceedings of
the IEEE Aerospace Conference (IEEEAC’05), March
2005.

Amir Fijany and Farokh Vatan. New approaches for
efficient solution of hitting set problem. In Proceedings

DX-09, Stockholm, Sweden June 14-17, 2009

57



of the winter international synposium on Information
and communication technologies (WISICT’04), Can-
cun, Mexico, 2004. Trinity College Dublin.

Eugene C. Freuder, Rina Dechter, Matthew L. Ginsberg,
Bart Selman, and Edward P. K. Tsang. Systematic
versus stochastic constraint satisfaction. In Proceed-
ings of the International Joint Conference on Artificial
Intelligence (IJCAI’95), pages 2027–2032, 1995.

M R Garey and D S Johnson. Computers and Intractabil-
ity — A Guide to the Theory of NP-Completeness.
W.H. Freeman and Company, New York, 1979.

Russell Greiner, Barbara A. Smith, and Ralph W. Wilk-
erson. A correction to the algorithm in Reiter’s theory
of diagnosis. Artificial Intelligence, 41(1):79–88, 1989.

Li Lin and Yunfei Jiang. Computing minimal hitting sets
with genetic algorithms. In Proceedings of the Inter-
nation Workshop on Principles of Diagnosis (DX’02),
Semmering, Austria, 2002.

E. J. Mccluskey. Minimization of boolean functions.
The Bell System Technical Journal, 35(5):1417–1444,
November 1956.

Mohamed Qasem and Adam Prügel-Bennett. Complexity
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Abstract: Structural analysis is a simple but efficient method in the field of Fault Detection
and Isolation (FDI), to determine system properties such as observability, fault detectability
or diagnosability. Our method is based on the study of a bipartite graph derived from the
behavioral model of the system, which represents the links between the variables of the
system. A graph-decomposition tool, known as the Dulmage-Mendelsohn decomposition (also
named canonical decomposition) is used in order to determine the monitorable and observable
subsystems. Additionally, a structural analysis can be performed with the objective of designing
fault indicators, i.e. residuals, which are used for FDI. Invertibility constraints of the relations
of the behavioral model, are used to determine the calculability of the residuals. These
invertibility constraints are not considered to derive the canonical decomposition. Consequently,
some structurally monitorable subsystems may correspond to non-realizable (non-computable)
residuals. In this paper, we propose a new canonical decomposition algorithm which takes into
account the invertibility constraints: our modified decomposition redefines the monitorable and
observable part of the system, so that each of these parts do not contain elements which would
turn out to be unusable, from a calculability standpoint.

Keywords: Fault detection and diagnosis, structural analysis, model decomposition,
invertibility

1. INTRODUCTION

In the field of model-based Fault Detection and Isolation
(FDI) methods, Structural Analysis is a simple but ef-
ficient method to determine the system properties such
as observability or controllability, fault detectability or
isolability by means of graph-based tools (see Blanke et al.
[2006]). Our method is based on a bipartite graph that
is derived from the behavioral model of the system and
considers only the links between the variables of the sys-
tem. From a general point of view, these links are called
structural constraints. No precise knowledge about these
constraints or the values of the parameters is required;
Linear or nonlinear functions, lookup tables as well as
qualitative relations may be considered.
A graph decomposition tool, known as the Dulmage-
Mendelsohn (DM) decomposition (Dulmage and Mendel-
sohn [1958]), identifies the parts of the system on which
fault indicators (residuals) can or cannot be designed.
Residuals are functions of known variables, i.e. measure
and control variables. The residuals are derived from the
behavioral model, and are used to check the consistency of
known variables with a part of the model. An inconsistency

⋆ This work was supported in part by the Association Nationale de
la Recherche Technique (ANRT), and PSA Peugeot Citroën

yields information on the occurrence of a fault and on its
localization (see for instance Düstegör [2005], Ploix et al.
[2003]). For more information on structural analysis for
FDI, the reader may also refer to Maquin et al. [1997], or
Izadi-Zamanabadi and Staroswiecki [2000].
Structural Analysis allows to find all sets of constraints
from which a residual may be obtained. Efficient algo-
rithms have been proposed to find these monitorable sub-
graphs, as for instance in Düstegör et al. [2004], Krysander
et al. [2008], although, for the largest models, their com-
plexity can be an issue. Each monitorable subsystem cor-
responds to a subpart of the physical system, and possibly
yields a residual. A residual can be obtained through
different FDI techniques: observer-based or parity space-
based methods (Gertler [1998], Chen and Patton [1999]),
or elimination techniques (Frisk [2000]). Structural models
and graph-based tools may assist the residual generator
design, using the notion of matching.
A matching indicates the way that each behavioral con-
straint has to be used, i.e. it gives the way to derive
the residuals as oriented computation paths on the struc-
tural model. If a non invertible constraint, for instance
an hysteresis function, has to be inverted when following
the computation path, this path, and the corresponding
matching will be said to be non realizable. To determine
realizable computation paths, invertibility possibilities of
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the relations has thus to be considered.
Industrial models we are currently working on are com-
posed of thousands of relations, are written in a simu-
lation software, and involve non-analytical relations such
as maps, tables, or conditional relations. Considering the
particularities of our models, we are interested in:

• reducing the size of our monitorable systems accord-
ing to a computability criterion, in order to limit the
complexity of the exhaustive search for monitorable
subgraphs.

• using numerical computation, and possibly simula-
tion tools to compute the residuals.

To sum up: in a classic approach (as in Svärd and
Wassén [2006] for instance), we would:

(1) take a behavioral model of the system to monitor;
(2) extract a structural model, in the form of a bipartite

graph;
(3) perform the DM decomposition to determine the

monitorable subsystem;
(4) consider a matching to derive computation paths for

residuals. Several matchings can be used to derive
residuals with different structures, hence the complex-
ity;

(5) use invertibility knowledge a posteriori to validate or
not the chosen matching. The remaining matchings
must be considered because they may correspond to
realizable residuals.

The objective of this paper is to take invertibilities into
account to perform the DM decomposition (step 3 in the
classic approach). As a result, subsystems which are not
effectively monitorable are discarded. By reducing the size
of the monitorable subsystem, we are able to reduce the
number of possible matchings, and consequently, to reduce
the complexity of the exhaustive search for monitorable
subgraphs.
The modified DM decomposition is proposed considering
that residuals are computed following the computation
paths given by the realizable matching. In the following,
the expression effectively monitorable, referring to a con-
straint or a subsystem, means monitorable for the modified
DM decomposition.
Other works taking invertibility information into account
a priori concern the exhaustive search itself (Pulido and
Gonzalez [2004], Trave-Massuyes et al. [2006]).
In Section 2, Structural Analysis is briefly reminded, as
well as the notion of invertibility. The notion of realizable
matching (realizable computation paths) will be discussed.
Section 3 presents the modified canonical decomposition.
An academic example is provided in Section 4 to illustrate
the method.

2. STRUCTURAL ANALYSIS FOR FDI

2.1 Bipartite Graph

Let a physical system modelled by relations:{
c1(x1, . . . , xm, z1, . . . , zk) = 0
. . .
cn(x1, . . . , xm, z1, . . . , zk) = 0

(1)

{ci}i=1...n may be any kind of constraints : analytical,
dynamical or static relations, look-up tables, maps, qual-

itative relations . . . These relations can be written in a
simulation software, or explicitely.
Its structural model can be represented by a bipartite
graph G = (C, V = X ∪ Z, Γ), where:

• C is the set of vertices corresponding to the con-
straints, {ci}i=1...n,

• V is the set of vertices corresponding to variables,
{vi}i=1...m+k. V is partitioned into:
· X , the set of vertices corresponding to the un-

known variables, {xi}i=1...m,
· Z, the set of vertices corresponding to the known

variables, {zi}i=1...k,
• Γ = {(ci, vj)|vj appears in ci} is the set of edges.

The corresponding incidence matrix S is a boolean matrix
where rows correspond to C, columns to V , and defined
by:

S = {sij |sij = 1 if (ci, vj) ∈ Γ, 0 otherwise}. (2)

In the following, we consider the structural graph where
vertices in Z have been deleted.

2.2 Canonical Decomposition

The Dulmage-Mendelsohn decomposition (Dulmage and
Mendelsohn [1958], Figure 1) decomposes the graph in
three parts; the meaning of each is given in Declerck and
Staroswiecki [1991]:

• S+ is the over-constrained part, or monitorable part
of the system.

• S0 =
p⋃

i=1

S0
i is the just-constrained part, or observable

part of the system.
• S− is the under-constrained part.

Fig. 1. Canonical Decomposition of a Structural Model

2.3 Matching

Let us recall some definitions (Declerck and Staroswiecki
[1991]):
Definition 1. (Matching). A matching is a set of non ad-
jacent edges, i.e. without common vertices. Because the
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graph is bipartite, a matching corresponds to a set of
couples (constraint, variable).
Definition 2. (Maximal matching). A maximal matching
is a matching of maximal size.
Definition 3. (Complete matching). A complete matching
on a set of vertices V is a matching which covers all the
vertices in V . It is said that all vertices in V are matched.

The structural analysis approach finds all possible resid-
uals’ structures by exploring all complete matchings on
X+, the set of variables in the over-constrained part. The
existence of a complete matching is a structural condition
for computing unknown variables in X+ (Murota [1987]).
The matching (ci(xj , xk 6=j), xj) is interpreted in the fol-
lowing way: xj is computed thanks to ci, all the other
xk being known. Therefore a matching yields a directed
graph, which gives a computation path for the unknown
variables.

• if the edge (ci, xj) belongs to the matching, it is
oriented from ci to xj

• otherwise, it is oriented from xj to ci

A residual can be obtained by following a computation
path given by a complete matching on X+. This com-
putation path theoretically allows to determine the un-
known variables in X+, from known variables, using the
explicit constraints of the model. The expression of un-
known variables can be carried into unmatched redundant
constraints, so that a residual is found. By doing so, we
check the consistency of the computation with the redun-
dant constraint. The structure of a residual is the set of
constraints used to construct it. We call the subgraph
corresponding to this set of constraints a monitorable
subgraph. To obtain the exhaustivity of the monitorable
subgraphs, all the matchings must be searched. This is
the principle of the algorithm in Düstegör et al. [2004], the
objective of which is the exhaustive search for monitorable
subgraphs.

2.4 Invertibility constraints

Let a constraint ci(..., xj , ...) = 0, if xj can be determined
using ci, the other variables in ci being known, then ci is
invertible with respect to xj . Such a property is noted
in the incidence matrix with sij = +1, meaning the
constraint ci is invertible with respect to xj , or sij = −1,
meaning the constraint ci is not invertible with respect
to xj . The notion of invertibility is used in a structural
analysis to describe that some constraints must be used in
a given way, e.g. hysteresis, maps . . .
Invertibility must also be related to causality: differential
causality means that the derivative of x can be computed
if x is known, but the contrary is not possible. Integral
causality corresponds to the the opposite.
Invertibilities partially direct the bipartite graph, in the
following manner: if the edge (ci, xj) is non-invertible, it
is oriented from xj to ci, meaning that xj cannot be com-
puted through ci, but can be injected into ci. Matchings
consistent with this orientation are said realizable, while
matchings not consistent with this orientation are said non
realizable. In other words:
Definition 4. (Realizable matching). The matching (ci,
xj) is realizable if the edge (ci, vj) is invertible.

Classically, invertibilities are used a posteriori to validate
the matching.

2.5 Reachable vertices

In this section, a notion of reachability for the vertices
is presented. It relies on the notion of just-determined
subgraph. In the following definition, we will use the
operators:

• V , applied to a subset CS ⊂ C, represents the set of
unknown variables appearing in CS ;

• Card, applied to a subset T , represents the cardinal-
ity of T .

Definition 5. (Just-determined subgraph). A just-deter-
mined subgraph is a subgraph (CS , V (CS), ΓS), where:

(1) CS ⊂ C is a subset of constraints;
(2) V (CS) ⊂ X is the set of unknown variables appearing

in CS ;
(3) ΓS is the set of edges Γ restricted to CS and VS ;
(4) Card(CS) = Card(V (CS)).
Definition 6. (Reachable vertex). A vertex (constraint or
variable) is said reachable if there exists a just-determined
subgraph (CS , V (CS), ΓS) of the bipartite graph which:

(1) contains the vertex;
(2) has a complete realizable matching on its unknown

variables V (CS).

2.6 Realizable Monitorable Subgraph

In this section, a definition stating the realizability of
a monitorable subgraph MSi is given. A monitorable
subgraph MSi is a subgraph of p + 1 constraints linking
p unknown variables. Subsection 2.7 provides a discussion
around this definition.
Definition 7. (Realizable monitorable Subgraph) Let the
following behavioral model of a monitorable subgraph
MSi: {

c1(x1, . . . , xp, z1, . . . , zk) = 0
. . .
cp+1(x1, . . . , xp, z1, . . . , zk) = 0

(3)

(3) is realizable if there exist a realizable complete match-
ing on unknown variables x1, . . . , xp.

In accordance with subsection 2.5, unknown variables
x1, . . . , xp are reachable.
The orientation of the subgraph induced by a complete
realizable matching is consistent with the pre-orientation
induced by non-invertible edges. A realizable monitorable
subgraph is, in other words, a subgraph which can be
oriented consistently with the non-invertibilities, thanks
to a complete matching. This oriented subgraph has zi

for inputs, and a residual r for output. The residual is
obtained from the unmatched constrained (since perform-
ing a complete matching on the unknown variables of the
monitorable subgraph leaves one constraint unmatched).
The resulting oriented subgraph may contain loops. The
decomposition of a complete matching (i.e. a computation
path) into König-Hall components allows to identify these
loops. A loop in the computation path corresponds to a
system of constraints that must be manipulated together
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(Düstegör et al. [2004]). The following subsection discusses
this issue.

2.7 Loops

When the oriented subgraph induced by a complete re-
alizable matching is loop-less, a residual can always be
computed. However, when there are loops in the subgraph,
the calculability of a residual depends on the solvability of
loops. A loop can be:

• algebraic: it represents a system of algebraic relations.
In the non-linear case, algebraic loops have generally
many solutions, but one of them must be chosen.

• differential: it represents an Ordinary Differential
Equation or a Differential Algebraic Equation. In-
tegral causality is compulsory inside such a loop.
Readers interested in the solvability of differential-
algebraic systems, in a mixed causality approach to
residual generation, can refer to Svärd and Nyberg
[2008].

A realizable monitorable subgraph is a subgraph which
has known variables for inputs, which outputs a residual,
and which can be oriented. Directing a loop is not, by
any mean, a condition of solvability: algebraic loops which
cannot be directed (i.e. there is no realizable matching)
and yet are solvable may exist, though we have never
encountered one. On the contrary, algebraic loops which
can be directed are not necessarily solvable. It can be said
anyway that:

(1) directing a loop allows to build a simulation scheme
of the loop. We can then use numerical tools (DAEs
solvers, algebraic loops solvers) to solve a loop.

(2) directing an algebraic loop allows to realize successive
eliminations, formally, which lead to one equation of
one variable.

(3) directing an algebraic loop allows to write the equa-
tions of the loop in the form x = F (x, z). The unicity
of the solution can be proven with a fixed-point-like
theorem.

As a result of this discussion, when the system is loop-less,
the notion of realizability corresponds to solvability, and
our decomposition is strictly valid. When it is not loop-less,
the notion of realizability corresponds to the possibility
of directing monitorable subgraphs (including directing
loops) leading to residuals, and our decomposition is
modified accordingly.

3. MODIFIED CANONICAL DECOMPOSITION

3.1 Objectives

Classically, the Dulmage-Mendelsohn decomposition does
not use the invertibilities information. Consequently, some
parts of the system are said monitorable or observable,
despite the fact that they are practically not. The canon-
ical decomposition over-estimates the monitorable and
observable subsystems. We propose to highlight the over-
estimated parts.
Objectives of a modified canonical decomposition thus are,
given the original Dulmage-Mendelsohn canonical decom-
position (S+, S0, S−), to redefine each of the three parts

of the system, according to the realizability definition, and
so that the resulting decomposition meet the following
requirements:

(1) the modified monitorable part of the system S+
mod

only contains the constraints which can be used in
a realizable monitorable subgraph;

(2) the modified observable part S0
mod only contains the

constraints and variables reachable from known vari-
ables, and not effectively monitorable;

(3) the modified non-observable part contains all the
remaining constraints.

Accordingly, we have S+
mod ⊆ S+, and S−mod ⊇ S−.

3.2 Identification of the Effectively Monitorable Subsystem
S+

mod

Let us first give a basic algorithm (Algorithm 1) for
computing S+

mod, which proceeds in two steps:

(1) Canonical decomposition and exhaustive search of
monitorable subgraphs MSi.

(2) Exclusion from S+ of the constraints which do not
appear in any realizable MSi

Algorithm 1 RedefineMonitorableSubsystem1
1: Compute S+

2: Find all Monitorable Subgraphs MSi in S+

3: MS = φ
4: for all MSi do
5: if MSi is realizable then
6: MS = MS

⋃
MSi

7: end if
8: end for
9: Form C+

mod =
⋃

MSj∈MS C(MSj), where C(MSj)
represents the set of constraints in the monitorable
subgraph MSj

10: Construct V +
mod as the set of variables appearing in

C+
mod

11: Return S+
mod = (C+

mod, V
+
mod)

This algorithm uses invertibilities a posteriori, that is to
say that once all the monitorable subgraphs MSi have
been found, we test their realizability. In the following, we
propose a method to find the same S+

mod as in Algorithm
1, but by using invertibilities a priori.
Let us define S+,∗, the overconstrained subsystem S+,
where non-invertible edges have been deleted.
Let (S+,∗

+ , S+,∗
0 , S+,∗

− ) be the DM decomposition of S+,∗.
S+,∗
− gives some information on the reachability of the

unknown variables of S+.
Lemma 8. If S+,∗

− = φ,

(1) all unknown variables of S+ are reachable;
(2) S+

mod = S+.

Proof. If S+,∗
− = φ, a complete realizable (using only

invertible edges) matching on the unknown variables of
S+ exists. Therefore we have found a just-determined
subsystem with a complete realizable matching containing
every variable: this means every variable is reachable. This
complete matching on invertible edges yields (n − m)
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realizable monitorable subgraphs MSj, where n, m are
respectively the number of constraints and the number of
variables in S+. Each constraint of S+ appears at least in
one realizable monitorable subgraph, i.e., with algorithm
1’s notations,

⋃
j C(MSj) = C(S+). 2

Lemma 8 states that it is sufficient to find one realizable
complete matching so that the over-constrained part is
not modified. Generally, the matching constructed by
following integral causality meets this requirement. Cases
when the over-constrained part is modified are thus when
there are unknown input parameters, or unknown initial
conditions.
Proposition 9. If S+,∗

− 6= φ, if x ∈ S+,∗
− , then x is not

reachable from known variables.

Proof. If x ∈ S+,∗
− were reachable from a subset of known

variables, a square just-determined system of the following
form would exist:




x1 = f1(x2, . . . , x, z1, . . . , zk)
. . .
xp−1 = fp−1(x1, . . . , xp−2, x, z1, . . . , zk)
x = fp(x1, . . . , xp−1, z1, . . . , zk)

(4)

Removing non-invertible edges and performing a canonical
decomposition would result in x belonging to S+,∗

0 or
S+,∗

+ . 2

Note that a constraint in which a non reachable variable
appears is unusable. These two theorems being stated, the
complete algorithm for modifying the overconstrained part
S+ = (C+, V +, E+) follows (see Algorithm 2).

Algorithm 2 RedefineMonitorableSubsystem2
1: Compute S+ (figure 1)
2: Compute S+,∗ by deleting non-invertible edges
3: Compute the Dulmage-Mendelsohn decomposition of

S+,∗

4: if S+,∗
− = φ then

5: S+
mod = S+

6: else
7: Identify the set of variables which are not reachable

VNR

8: Identify the unusable set of constraints CNR associ-
ated to VNR

9: Form the decomposition of S+ into S+
R =

(C+\CNR, V +\VNR), and S+
NR = (CNR, VNR) (fig-

ure 2){Let us note that this decomposition is an
inferior block-triangular decomposition}

10: S+
mod = RedefineMonitorableSubsystem2(S+

R)
(figure 3)

11: end if
12: Return S+

mod

When calling recursively the function RedefineMoni-
torableSubsystem2 with S+

R (step 9), it is important to
perform step 1 again because S+

R is not necessarily an over-
constrained subsystem.
At the end of this algorithm, we have not only defined
S+

mod, but also decomposed S+ in S+
mod

⋃
i S+

i , which is an
inferior block-triangular decomposition (figure 3). The S+

i

subsystems are either an unusable block S+
NR (step 8 of the

Fig. 2. RedefineMonitorableSubsystem2: step 8

Fig. 3. RedefineMonitorableSubsystem2: step 9

algorithm, figure 2), or a just-determined or even under-
determined block resulting from the DM decomposition of
S+

R (step 1, figure 3).

3.3 Identification of the new Observable Subsystem S0
mod

Once the system is decomposed in the inferior block-
triangular form given by RedefineMonitorableSubsystem2,
the modified observable part is obtained by:

(1) decomposing the classic observable part in König-Hall
components (this decomposition is unique) S0

i ;
(2) testing the reachability of each block, by constructing

the Hasse Diagram of the decomposition;
(3) testing the reachability of variables inside each block.

Let us clarify these points:
Definition 10. (Observable block). A block S+

i or S0
i is

observable (for the modified decomposition) if the follow-
ing two requirements are met:
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• there exists a complete realizable matching on its
unknown variables (reachability of variables inside
the block);

• the unknown variables entering the block are them-
selves reachable (reachability of the block).

In order to define the Hasse Diagram, let us define
first the order relation ≻ on the sets of blocks Bk =
(∪iS

+
i )

⋃
(∪jS

0
j ) ∪ S−: we note Bk1 ≻ Bk2 if there is an

edge linking one variable in Bk1 to one constraint in Bk2 .
The Hasse Diagram is a diagram:

• with vertices Bk;
• with an edge from Bk1 to Bk2 if Bk1 ≻ Bk2 .

In other terms, the Hasse Diagram is an ordering of the
blocks and indicates the order of their resolution.
Proposition 11. If a block Bk1 is not observable then every
block Bk2 such that Bk1 ≻ Bk2 is not observable.

Proof. Obviously, this corresponds to the second item in
definition 10. 2

An algorithm for redefining the observable part of the
system is given (see Algorithm 3).

Algorithm 3 RedefineObservableSubsystem
Require: Previous computation of S+

mod and identifica-
tion of the Bk’s

1: S0 = φ, S− = φ
2: R =

⋃
k Bk

3: while R 6= φ do
4: Pick the first Bk

5: Test the observability of Bk

6: if Bk is observable then
7: S0 = S0

⋃
Bk

8: else
9: Identify all the Bl such that Bk ≻ Bl

10: S− = S−
⋃

(∪lBl)
11: R = R\(∪lBl)
12: end if
13: end while
14: Return S0, S−

4. EXAMPLE

Let us consider a physical system, whose structural model
is given in figure 4.

The graphical representation of this model is given in
figure 5. Non-invertible edges partially direct the graph.

This model is entirely over-constrained (classical decom-
position), except c9 and x7 which are in the observable
subsystem. By looking at the over-constrained part, three
monitorable subgraphs can be found using classical algo-
rithms: these three monitorable subgraphs correspond to
three potential residuals: one linking u and y1, one linking
u and y2, and the last linking y1 and y2. It is easy to
see that the first two are not realizable. Therefore, the
only effectively monitorable constraints are those used to
construct the last residual (c7 and c8). Intuitively, we can
also assert that:

Fig. 4. Structural model

C1 C2 C3 C4 C6C5

C9

C7x1 x2 x3 x4 x5

x7 C8

x6 y1

y2

u

Fig. 5. Bipartite graph of model 4

• unknown variables x1 and x5 are observable because
they can be reached from, respectively, u, and y1 or
y2;

• unknown variables x2, x3, x4, x7 are not observable,
because reaching them implies using c2 or c5 to
compute x2 or x4, which is impossible.

In the following subsection, we will apply our method to
show how to find this decomposition we made intuitively.

4.1 Redefinition of the monitorable part

First, we see on figure 4 that, for S+, there is no complete
matching on invertible edges, therefore the monitorable
part must be redefined. Removing invertible edges and
performing a canonical decomposition (figure 6) allows to
identify some non reachable variables: x2, x3, x4.

The over-constrained part can thus be decomposed into
S+

R and S+
NR (figure 7), S+

NR being composed of:

• non reachable variables: x2, x3, x4;
• constraints in which a non reachable variable appears

(also previously called unusable constraints): c2, c3,
c4, c5.

Now, we apply recursively the method on S+
R : it is

composed of an over-constrained part (c7, c8), and of
two unconnected observable parts c1, then c6. The over-
constrained part need not be modified. Our final decom-
position is consequently given in figure 8.
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Fig. 6. Canonical decomposition of S+,∗

Fig. 7. Decomposition of S+ into S+
R and S+

NR

Fig. 8. Final decomposition of S

4.2 Redefinition of the observable part

Let us name S+
mod, B0, B1, B2, B3 the five blocks defined

by the decomposition in figure 8.

• S+
mod is the modified over-constrained part, made of

constraints c7 and c8, with variable x6;

• B0 is the block made of the constraint c1 and the
variable x1;

• B1 is the block made of the constraint c6 and the
variable x5;

• B2 is the block made of constraints c2, c3, c4, c5, and
variables x2, x3, x4;

• B3 is the block made of c9 and x7.

B0 is obviously observable. B1 is observable because:

(1) there is a realizable matching, complete with respect
to the variables of B1;

(2) S+
mod ≻ B1, and S+

mod is observable.

B2 is not observable because there is no realizable com-
plete matching in it. B3 is therefore not observable because
B2 ≻ B3. B2 and B3 constitute the under-constrained part
of the model.

5. CONCLUSION

The original motivation of this paper is the reduction
of the complexity of an exhaustive search for moni-
torable subgraphs. We have proposed a modified Dulmage-
Mendelsohn decomposition algorithm that integrates the
non invertibilities information on model constraints. This
may result in particular in a reduced monitorable sub-
system, which means that we have lowered the number
of matchings. Consequently, complexity for an exhaustive
search of effectively monitorable subgraphs can be lowered.
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Abstract: This paper addresses the problem of diagnosability analysis, which allows a system
designer to anticipate the performance of a model based diagnosis (MBD) algorithm for a given
system. Such analysis requires a formal description of the system behavior, called model, which
can be very difficult to establish, especially when faults occur in the system. Despite this, all
known diagnosability frameworks rely on some specification of the system behavior under the
absence and presence of faults.
This paper presents a diagnosability analysis algorithm related to a diagnosis approach in which
the model of faulty system components is unspecified. Diagnosis is based on the description of
the normal behavior as well as a decomposition of the system into components, and assesses
which components cannot be behaving normally. Diagnosability is defined in a way that copes
with the capabilities of such diagnosis approaches. An algorithm for checking diagnosability
incrementally or hierarchically is described and illustrated.

Keywords: Model-Based Diagnosis, Diagnosability analysis, Software debugging

1. INTRODUCTION

Model-Based Diagnosis has received an increasing interest
during recent years, and has been successfully applied
many times. Experience has proved that diagnosis provides
better results when taken into account as early as the
system design stage. The problem of estimating at design
time the performance that a given diagnosis algorithm
will provide at run time is known as diagnosability anal-
ysis. This particular problem of diagnosability analysis
has received a significant interest from the model based
diagnosis community, in particular by Dressler and Struss
[2003], Sampath et al. [1995], Travé-Massuyès et al. [2006],
Pencolé and Cordier [2005], Cordier et al. [2006], yet all
known diagnosability analysis approaches rely on some
specification of the system behavior under the presence of
faults. This requirement is particularly difficult to fulfill,
since fault models are often difficult to establish in real sys-
tems. As a consequence, diagnosis approaches relying only
on normal behavior model are commonly used, although
diagnosability analysis is impossible in such a situation.

Diagnosis approaches using only a normal behavior model
are among the most classical of their fields. In the FDI
community, the constraints that define the normal behav-
ior are derived into a set of consistency tests, that are
informally associated to different system faults. In DX
approaches, the system is decomposed into components,
and diagnosis traditionally identifies the smallest sets of
components that cannot all behave normally, named mini-
mal conflict sets. Cordier et al. [2004] proved that by defin-
ing components in FDI approaches and associating the

1 This work was supported by the Australian Research Council
under grant DP0881854.

consistency tests to sets of components, both approaches
could lead to the same results. Consequently, the efficient
constraint combination techniques from FDI can be used
to build a complete list of potential minimal conflicts
and diagnoses. This work provides essential grounds for
diagnosability analysis in the absence of fault models.

Some diagnosis approaches indirectly specify fault mod-
els. In particular, FDI approaches that rely on a fault
signature matrix strongly associate a fault to the viola-
tion of some constraints on observable variables. This is
equivalent to constraining the faulty behavior with the
negation of these constraints. In some DX approaches, the
component exoneration assumption states that a faulty
component necessarily exhibits a different behavior from
its normal behavior. This is equivalent to constraining the
faulty behavior by the negation of the normal behavior
constraints. These models can be addressed with existing
diagnosability approaches, and are not considered in this
paper.

This paper establishes definitions that allow to character-
ize the diagnosability of systems in the absence of fault
models. We argue why existing approaches are inadequate
when applied directly under these assumptions, and adapt
definitions to suit the modified context. The main aspect
of the adaptation is that when the faulty behavior is
not specified, the number of diagnosis candidates gets
very large, and the diagnosis process arbitrarily eliminates
some unlikely candidates for the sake of tractability and
usability; the most common way to do so is to eliminate
non-minimal diagnoses. A definition of discriminability of
two combinations of faults is established, and diagnos-
ability is characterized by the set of all discriminability
results. An algorithm is described, that allows to analyze
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the diagnosability of subsystems and aggregate the results
in order to obtain diagnosability for the whole system.
This algorithm offers early detection of non-diagnosable
fault combinations, and provides a great flexibility in the
choice of subsystems and merging sequence. Analysis can
be performed incrementally or hierarchically, according to
the user preference or to the system’s natural structure.

This paper is organized as follows: first the diagnosis
approach, inspired from Hamscher et al. [1992], is recalled
is section 2, then definitions for diagnosability adapted for
our approach are given in section 3. An incremental algo-
rithm is described and illustrated in section 4. Comparison
with other diagnosability analysis approaches and related
work is discussed in section 5.

2. MODEL-BASED DIAGNOSIS

The diagnosis approach considered in this paper is the so-
called conflict based approach [Hamscher et al., 1992], of
which we recall the most important definitions. A system
is represented by a finite set V of variables, each variable
ranging over a finite domain. The system is decomposed
in a set COMPS of components, each component ci ∈
COMPS is associated with a model written in first order
logic. Faults are modeled by the predicate ABmeaning
“abnormal”: AB(ci) means that a fault has occurred in
component ci. The system description SD is assumed to
be expressed in the following form:

SD ≡
∧

ci∈COMPS

¬AB(ci)⇒ Model(ci), (1)

where Model(ci) is a conjunction of first order logic sen-
tences constraining the values of some variables in V .
These variables are constrained only when the component
ci is behaving normally (that is, ¬AB(ci) holds). When
AB(ci) holds, these variables range unrestricted over their
respective domains.

The interaction between components is represented by
shared variables: let sco(Mi) denote the set of variables
constrained by Mi. Two components ci and cj are con-
nected if and only if sco(Mi) ∩ sco(Mj) is not empty.

A diagnosis is represented by the sets of suspected com-
ponents. More precisely, for a set of components ∆ ⊆
COMPS, let:

D(∆) ≡
∧

ci∈∆

(
AB(ci)

)
∧

∧

ci∈COMPS\∆

(
¬AB(ci)

)
(2)

Let obs be an assignment to some variables representing
an observation. Then ∆ is a diagnosis if and only if:

SD ∧ obs ∧D(∆) is satisfiable
Since components assumed to be faulty do not constrain
the values of variables in the system model, any super-set
∆′ of ∆ is also a diagnosis. A set of components ∆ is a
minimal diagnosis if and only if ∆ is a diagnosis and every
∆′ ⊂ ∆ is not a diagnosis. Most algorithms aim at finding
minimal diagnoses.

3. DIAGNOSABILITY

Although there is great diversity among existing diag-
nosability definitions and algorithms, most rely on the
same principles and can be expressed under a common

framework [Cordier et al., 2006]. In particular, all known
approaches to diagnosability analysis rely on the specifica-
tion of the system’s normal behavior, as well as its behavior
when faults occur. In such approaches, fault candidates
can be eliminated if assuming their presence contradicts
the observation. Diagnosability analysis aims at finding
observations that are consistent with several combinations
of faults. If such observations exist, then the system is not
diagnosable, as some combinations of faults may not be
distinguishable from others given the observations avail-
able in the system.

In our approach, such reasoning is impossible because
faulty behavior is not specified. When faulty, a component
may adopt any behavior, including its normal behavior. As
a consequence, it is impossible to discard a fault hypothesis
because it is inconsistent with the observations. In particu-
lar, COMPS is a diagnosis for any observation. Diagnosis
approaches deal with this issue by looking for minimal
diagnoses, discard faults when their absence is consistent
with the observation. This requires to adapt well-known
notions of diagnosability to suit the consistency based
diagnosis framework.

In the remaining section, we adapt diagnosability def-
initions to suit the consistency-based framework. First,
the notion of diagnosability is introduced and formalized.
We then present a modified framework for diagnosability
that does not require strong component fault models and
explore its characteristics.

3.1 General concepts

Various concepts used in diagnosability analysis are still
useful in this approach. In particular, the concepts of fault
mode and observable are directly adaptable. A fault mode
is a behavioral mode of the system that is associated with
the presence of some faults and the absence of the other
faults. It can be represented by the set containing the
faults present in the system. The normal mode is the fault
mode that corresponds to the absence of all faults, and
represented by ∅. The set of all fault modes is denoted F .

Formally, a fault mode is represented as a set of faults,
which, in our approach, is equivalent to a set of compo-
nents. Although a fault mode appears to be similar to
a diagnosis, they should not be interpreted in the same
way. A diagnosis is an explanation of a given observation,
while a fault mode is a behavioral mode of the system
that may be associated with observables. Consequently,
F = 2COMPS. When the system is in fault mode f , its
behavior is represented by the constraint SD ∧D(f).

Some variables of the model SD are considered to be
observable, which means that their value is known when
the system is running. It is assumed that every execution of
the system leads to an observation represented by a value
tuple (“observable”) for the observable variables. The set
of all reachable value tuples is called the set of observables
and denoted OBS.

Fault modes are related to observables via a signature
function:

Sig : F → 2OBS

The signature of a fault mode f is the set of observables
that are reachable when the system is in mode f .
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The set of observable variables is denoted VOBS. The
diagnosability approach relies on a projection operation
POBS, that projects constraints on observable variables. As
a constraint describes a set of system states, its projection
describes the corresponding set of observations. Formally,
if C is a constraint, the projection on observable variables
POBS(C) is the smallest constraint with sco(POBS(C)) =
VOBS such that if an assignment γ to all the system
variables satisfies a constraint C then the restriction of
γ to observable variables satisfies POBS(C).

Consequently OBS is the set of value tuples for observable
variables satisfying POBS(SD). Moreover the signature of
a fault mode can then be defined as follows:

∀vo ∈ OBS,∀f ⊆ COMPS,

vo ∈ Sig(f)⇔ vo satisfies POBS

(
SD ∧D(f)

)
(3)

3.2 Signature lattice

The previous definitions hold for every diagnosability
approach. When faulty behavior is specified, one can hope
that for two different fault modes f1 and f2, the system
behaviors SD∧D(f1) and SD∧D(f2) are different enough
to lead to different observations, hence Sig(f1)∩Sig(f2) =
∅. There is no a priori reason for two fault modes to share
common behaviors.

In our case, the behavior of a faulty component is not
specified, which means that the component may adopt any
behavior when faulty. As a consequence, as faults appear,
the constraints defining the system behavior simply loosen.
More precisely, for any fault mode f , we have (by equations
(1) and (2)):

SD ∧D(f) ≡
∧

ci∈COMPS\f
Model(ci)

The behavior of the system under a fault mode f is defined
as the conjunction of the constraints associated with the
components that behave normally. As a consequence, for
all fault modes f1 and f2,

f1 ⊂ f2 ⇒
((

SD ∧D(f1)
)
⇒
(
SD ∧D(f2)

))

holds. The implication A⇒ B means that the set of tuples
representing observables satisfying A is a subset of the
tuples satisfying B. It follows that

f1 ⊂ f2 ⇒ Sig(f1) ⊆ Sig(f2) (4)

All signatures are partially ordered by set inclusion, and
form a complete lattice with Sig(∅) as lower bound, and
Sig(COMPS) as upper bound.

This result is significant, since it implies that all signatures
are super-sets of Sig(∅), and no two signatures are disjoint.
The definition of diagnosability given in Pucel [2008]
cannot apply in our context.

In order to suit our context, we need to take into account
that the diagnosis process does not consider all diagnoses,
but only minimal diagnoses. Indeed, if the signature of
a fault mode f contains an observable o, this means
that when the system produces the observation o, f is
a diagnosis. However, this does not guarantee that f is a
minimal diagnosis for o.

M1

M2

M3

a

e

c

b

d

A1 f

A2 g

x

y

z

Fig. 1. A simple example composed of three multipliers
and two adders.

3.3 Example

To illustrate the concepts above, let us introduce an old
fashioned yet illustrative example. The system represented
in figure 1 is modeled as follows:

V = {a, b, c, d, e, x, y, z, f, g}
COMPS = {M1,M2,M3, A1, A2}
SD ≡ ¬AB(M1) ⇒ (x = a · c)

∧ ¬AB(M2) ⇒ (y = b · d)
∧ ¬AB(M3) ⇒ (z = c · e)
∧ ¬AB(A1) ⇒ (f = x+ y)
∧ ¬AB(A2) ⇒ (g = y + z)

In this system, all variables are integers, and addition
and multiplication are standard arithmetic operations.
We suppose that only input and output variables are
observable, i.e. VOBS = {a, b, c, d, e, f, g}. Let us build the
model for the normal mode:

SD ∧D(∅) ≡ SD ∧ ¬AB(M1) ∧ ¬AB(M2)
∧ ¬AB(M3) ∧ ¬AB(A1) ∧ ¬AB(A2)
≡ (x = a · c) ∧ (y = b · d) ∧ (z = c · e)
∧ (f = x+ y) ∧ (g = y + z)

By projecting on observable variables and considering the
set of solutions, we get:

Sig(∅) = {(a, b, c, d, e, f, g)|
(f = a · c+ b · d) ∧ (g = b · d+ c · e)}

The signature of the normal mode is the smallest one.
Indeed, by introducing faults in the system, we relax the
constraints on the variables, allowing them to range more
freely over their respective domains. For example, let us
consider fault mode {M1}, for which component M1 is
faulty while other components are normal. We have:

SD ∧D({M1}) ≡ (y = b · d) ∧ (z = c · e)
∧ (f = x+ y) ∧ (g = y + z)

Sig({M1}) = {(a, b, c, d, e, f, g)| g = b · d+ c · e}
By applying the same reasoning to all the fault modes, we
find that:

Sig({M1}) = Sig({A1}) = Sig({A1,M1})
= {(a, b, c, d, e, f, g)| g = b · d+ c · e}

Sig({M3}) = Sig({A2}) = Sig({A2,M3})
= {(a, b, c, d, e, f, g)| f = a · c+ b · d}

Sig({M2}) = {(a, b, c, d, e, f, g)| f − a · c = g− c · e}
In all the other fault modes, observable variables are not
constrained and range over their full integer domains. The
signatures form a lattice as illustrated in figure 2.
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∅

{A1}, {M1},
{A1,M1} {M2} {A2}, {M3},

{A2,M3}

{A1, A2}, {A1,M2}, {A1,M3},
{A2,M1}, {A2,M2}, {M1,M2}
{M1,M3}, {M2,M3}, . . .

Fig. 2. Fault modes of the system partially ordered by
inclusion of their signatures. Fault modes with iden-
tical signatures are assigned to the same node. Fault
modes involving three components or more belong to
the upper bound and are not enumerated.

This lattice is to be interpreted as follows: with this system
and some observation obs, whenever a fault mode f is a
diagnosis, then every fault mode in the same lattice node
and in every upper node is also a diagnosis.

The lattice of signatures can also be used to deduce
information about minimal diagnoses. For example, it
is easy to deduce that {A1,M1} cannot be a minimal
diagnosis, since when it is a diagnosis, then {A1} and {M1}
also are diagnoses. This result is particularly interesting:
we know that a diagnosis algorithm will never output
{A1,M1} as a minimal diagnosis for this system, for any
observation. The same result holds for {A2,M3} and for
all fault modes containing three or more faults.

3.4 Diagnosability definitions

The previous example illustrates that although the faulty
behavior of components is not specified, it is still possible
to compute at design time important information about
the diagnosis capabilities. The concept of signature pro-
vides information about the situations in which a fault
mode will be a diagnosis, which is sufficient in classical di-
agnosability approaches. However, when we are concerned
about minimal diagnoses, additional reasoning is needed.

This section introduces the concept of minimal signature,
that describes the situations in which a fault mode is a
minimal diagnosis. The minimal signature function as-
sociates each fault mode f to the set of observables for
which f would be a minimal diagnosis. It can be defined
as follows:

MinSig(f) = Sig(f) \
⋃

f ′⊂f

Sig(f ′) (5)

This definition expresses the reasoning that f is a minimal
diagnosis for the observables for which f is a diagnosis
minus the observables for which some f ′ ⊂ f is a diagnosis.

In the formalism used, a minimal signature can be com-
puted directly from the model, by considering observables
that satisfy POBS

(
SD ∧ D(f)

)
for the considered fault

mode f , and that satisfy ¬POBS

(
SD ∧D(f ′)

)
for smaller

fault modes f ′ ⊂ f .

∀vo ∈ OBS,∀f ⊆ COMPS,

vo ∈MinSig(f)⇔ vo satisfies

POBS

(
SD ∧D(f)

)
∧
∧

f ′⊂f

¬POBS

(
SD ∧D(f ′)

)
(6)

This property can be helpful since it allows to check
whether a given fault mode has a non-empty minimal
signature without actually building it. The same principle
can be applied to check whether two minimal signatures
intersect.

The designer of a system is generally not interested in the
contents of minimal signatures, only in specific properties
of the sets:

MinSig(f) = ∅ means that f cannot be a minimal diag-
nosis. Even if the system really is in this fault mode,
the diagnosis algorithm will output smaller minimal
diagnoses. f is not diagnosable.

MinSig(f1) = MinSig(f2) then f1 is a minimal diagnosis
if and only if f2 is. f1 and f2 are not discriminable.

MinSig(f1) ⊆MinSig(f2) with f1 6⊂ f2, then whenever
f1 is a minimal diagnosis, so is f2. f2 is weakly discrim-
inable from f1, and f1 is not discriminable from f2.

MinSig(f1) ∩MinSig(f2) = ∅ means that f1 and f2 can-
not be both minimal diagnoses at the same time (i.e.,
for the same observation). f1 and f2 are mutually dis-
criminable.

The definitions of non-discriminability, weak discrim-
inability and (strong) discriminability are inspired by
Travé-Massuyès et al. [2006], although not equivalent (see
section 5 for details).

These properties characterize diagnosability for diagnosis
approaches where faulty behavior is not specified. Estab-
lishing diagnosability early in the system design phase is of
particular significance if it is required that a certain level
of diagnosability must be achieved for (a sub-set) of all
components.

4. INCREMENTAL ANALYSIS

This section presents an incremental algorithm for com-
puting minimal signatures, or more precisely the con-
straints of which minimal signatures contain the solutions.
Small sets of components are analyzed separately, and the
results of connected sets of components are aggregated one
by one, discarding information at each operation.

An incremental approach is particularly helpful in the case
of distributed systems, since diagnosability analysis can be
performed on local sites before merging the local results
in order to obtain an analysis for the whole system. In
the case of modular systems, where a subsystem can be
replaced or reused in another environment, the analysis
can provide information about the diagnosability of this
subsystem.

This algorithm first analyzes disjoint sets of components,
and then aggregates the results until all the components
have been considered by the analysis. There is no re-
striction on the order in which components should be
analyzed, but the principle of incremental or hierarchical
analysis suggests that the more strongly connected two
components are, the sooner their combination should be

DX-09, Stockholm, Sweden June 14-17, 2009

70



considered. This is however not an intrinsic requirement
in our framework, where components may be combined in
any order.

4.1 Local analysis and merging

Local analysis requires the introduction of concepts to
reason on only some components or subsystem of the
system. The concepts of local model, local fault mode and
interface variable are introduced in the following.

Let S ⊆ COMPS be a set of components to be analyzed
locally. The model of the subsystem containing the com-
ponents of S, also called local model and denoted SDS is
equal to:

SDS ≡
∧

c∈S

¬AB(c)⇒Model(c) (7)

Analysis of the local model only considers fault modes
associated with components in S, formally represented by
subsets of S. The translation of a local fault mode f ⊆ S
as a constraint is written as:

DS(f) ≡
∧

ci∈f

(
AB(ci)

)
∧

∧

ci∈S\f

(
¬AB(ci)

)
(8)

For every local fault mode f ⊆ S the behavior of the
subsystem S is modeled by SDS ∧DS(f).

Local analysis exploits interface variables in addition to
observable variables to discriminate fault modes. The set of
interface variables of S, denoted itf(S), is defined as the set
of variables that connect components in S to components
outside of S:

itf(S) = sco(S) ∩ sco(COMPS \ S)

=
( ⋃

c∈S

sco(c)
)
∩
( ⋃

c∈COMPS\S
sco(c)

)

We define the set of relevant variables rel(S) = itf(S) ∪
(VOBS ∩ sco(S)) that contains interface and observable
variables in S. Note that rel(COMPS) = VOBS, since the
whole system has no interface variables.

The projection operation on observable variables POBS is
extended for any target set of variables. For any set of
variables var, Pvar is defined as follows: an assignment γ of
all variables in V satisfies a constraint C if and only if the
restriction of γ to the variables in var satisfies Pvar(C). We
pay particular attention to the projection of local models
on their relevant variables Prel(S)

(
SDS ∧DS(f)

)
.

These projected local models are then combined with the
projection of other local models. Let S1 and S2 be two
subsystems, disjoint (S1∩S2 = ∅) and connected (itf(S1)∩
itf(S2) 6= ∅). For every local fault modes f1 ⊆ S1 and
f2 ⊆ S2, the behavior of the subsystem S1 ∪ S2 under the
local fault mode f1 ∪ f2 has the following property:

SDS1∪S2 ∧DS1∪S2(f1 ∪ f2) ≡(
SDS1 ∧DS1(f1)

)
∧
(
SDS2 ∧DS2(f2)

)

This is due to the fact that both SDS and DS are
conjunctions of clauses as indicated in equations (7) and
(8).

Moreover, since rel(S1) and rel(S2) both contain all the
variables common to both S1 and S2 (i.e., sco(S1) ∩
sco(S2) ⊂ rel(Si), i ∈ {1, 2}), it is true that:

Prel(S1∪S2)

(
SDS1∪S2 ∧DS1∪S2(f1 ∪ f2)

)
≡

Prel(S1∪S2)

(
SDS1∧DS1(f1)

)
∧Prel(S1∪S2)

(
SDS2∧DS2(f2)

)

(9)

Since rel(COMPS) = VOBS, the combination of the local
behavior models for all the system components establishes
the signature of the combined fault mode.

4.2 Minimal signatures

As explained in section 3.4, we are not interested in sig-
natures, or at least not as much as in minimal signatures.
The minimal signatures can be built from the signatures
constructed incrementally, a more efficient detection can
be done at the local level.

During local analysis of a subsystem S, it is possible that
two local fault modes f1, f2 ⊆ S have equivalent projected
behavioral models. In this case, let S′ = COMPS \ S and
f ′ be a local fault mode for S′. Then f1∪f ′ and f2∪f ′ are
fault modes for the system, and their signatures contain
the solutions for:

POBS

(
SD ∧D(f1 ∪ f ′)) ≡
Prel(S∪S′)

(
SDS∪S′ ∧DS∪S′(f1 ∪ f ′)

)
≡

Prel(S)

(
SDS ∧DS(f1)

)
∧ Prel(S′)

(
SDS′ ∧DS′(f ′)

)

And similarly for f2:

POBS

(
SD ∧D(f2 ∪ f ′)) ≡

Prel(S)

(
SDS ∧DS(f2)

)
∧ Prel(S′)

(
SDS′ ∧DS′(f ′)

)

Consequently, since the projected local models Prel(S)

(
SDS∧

DS(f1)
)

and Prel(S)

(
SDS∧DS(f2)

)
are equivalent, Sig(f1∪

f ′) = Sig(f2 ∪ f ′) for every f ′ ⊂ S′.
From this result, it is possible to take decisions at the local
level. If two local fault modes f1 and f2 have the same local
projected model, then:

• if f1 ⊂ f2, then for any f ′ ⊂ COMPS \ S, we have
MinSig(f2 ∪ f ′) = ∅, since f1 ∪ f ′ has the same
signature, and is included in f2 ∪ f ′.

• if f1 ⊃ f2 the same result holds for f1.
• if f1 and f2 are not related by inclusion, then for

every f ′ ⊂ COMPS \ S, we have MinSig(f1 ∪
f ′) = MinSig(f2 ∪ f ′). The two local fault modes
are aggregated and analyzed together.

In our experience, fault modes involving many components
are not diagnosable. Detection of non-diagnosable fault
modes at the local level can be of interest for identifying
poorly diagnosable subsystems, or for checking the suit-
ability of a component hierarchy for hierarchical diagnosis.

4.3 Example

Revisiting our example, let us assume that the components
are combined in the following order: first A1 and M1 are
aggregated, then M2 is added. A2 and M3 are combined
together, then combined with the rest of the components.
Diagnosability analysis is performed incrementally, and
the diagnosable fault modes that are not yet known to
be (non-)discriminable are checked for discriminability.
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Diagnosability The first subsystem to be analyzed is
{A1,M1}. The possible local fault modes for this sub-
system are ∅, {A1}, {M1} and {A1,M1}. The relevant
variables of {A1,M1} are {a, c, y, f}. We have:

f P{a,c,y,f}
(
SD{A1,M1} ∧D{A1,M1}(f)

)

∅ (f = a · c+ y)
{A1} >
{M1} >
{A1,M1} >

(10)

Here > is the true constraint, meaning that variables a,
c, y and f range freely over their respective domains. At
this stage, it is already possible to discard {A1,M1}, since
no fault mode containing these two components can ever
be a minimal diagnosis for this system. {A1}, {M1} are
aggregated to be further analyzed in tandem. They are
jointly referred to by the symbol [A1,M1].

Then M2 is combined with A1 and M1. We note
S = {A1,M1,M2}, the relevant variables for S are
{a, b, c, d, y, f} and we have:

f Prel(S)

(
SDS ∧DS(f)

)

∅ (y = b · d) ∧ (f = a · c+ y)
{M2} (f = a · c+ y)

{[A1,M1]} (y = b · d)
{[A1,M1],M2} >

(11)

At this stage, nothing can be discarded or aggregated.
The analysis of A2 and M3 leads to the following re-
sult, in which {A2} and {M3} have been aggregated,
and {A2,M3} has been discarded. Relevant variables are
{c, e, y, g}.

f P{c,e,y,g}
(
SD{A2,M3} ∧D{A2,M3}(f)

)

∅ (g = c · e+ y)
{[A2,M3]} >

(12)

Finally, the results in tables (11) and (12) are combined
line by line, and projected on the set of relevant variables:

rel({A1, A2,M1,M2,M3}) = rel(COMPS)
= VOBS = {a, b, c, d, e, f, g}

f POBS

(
SD ∧D(f)

)

∅ (f = a · c+ b · d) ∧ (g = b · d+ c · e)
{M2} (f − a · c = g − c · e)

{[A1,M1]} (g = b · d+ c · e)
{[A1,M1],M2} >
{[A2,M3]} (f = a · c+ b · d)
{[A2,M3],M2} >

{[A1,M1], [A2,M3],M2} >
(13)

In table (13), the first three lines are obtained from the
combination of table (12)’s first line with table (11), and
the three last rows from table (12)’s second line. It is
possible to discard from this table all the fault modes
represented by the last line, i.e., those that contain M2

and one of A1 or M1 and one of A2 or M3. It is also
possible to aggregate lines 3 and 5 and obtain the table:

f POBS

(
SD ∧D(f)

)

∅ (f = a · c+ b · d) ∧ (g = b · d+ c · e)
{M2} (f − a · c = g − c · e)

{[A1,M1]} (g = b · d+ c · e)
{[A2,M3]} (f = a · c+ b · d)

{[A1, A2,M1,M3],M2} >
(14)

Table (14) reproduces the signature lattice illustrated in
figure 2, except that non-diagnosable fault modes have
been discarded. A fault mode is diagnosable if and only
if it is mentioned in table (14).

Discriminability Table (14) provides some results about
discriminability: fault modes represented by the same line
are not discriminable. However, more information can be
extracted from the system analysis. We use equation (6) to
compute the constraints MinC(f), the solutions of which
form MinSig(f).

f MinC(f)
∅ (f = a · c+ b · d) ∧ (g = b · d+ c · e)
{M2} (f − a · c = g − c · e 6= b · d)

{[A1,M1]} (g = b · d+ c · e) ∧ (f 6= a · c+ b · d)
{[A2,M3]} (f = a · c+ b · d) ∧ (g 6= b · d+ c · e)

{[A1, A2,M1,M3],M2} AllDifferent(f − a · c, g − c · e, b · d)
In this example, pairwise comparison of the constraints
shows that none of the fault modes listed in the table
is weakly discriminable from another fault mode. Two
diagnosable fault modes are then either non-discriminable
or discriminable.

Performance The algorithm has been designed under
the hypothesis that constraints can be manipulated effi-
ciently. We believe that the decision diagrams described
in Sasao and Fujita [1996], in particular arithmetic deci-
sion diagrams, offer efficient tools for implementing this
algorithm.

5. RELATED WORK

To our knowledge, diagnosability definition has always
relied on faulty behavior specifications, whether direct or
indirect as explained in the introduction. Work addressing
the diagnosis capabilities of systems without fault speci-
fications exist only for theoretic comparison of diagnosis
approaches, or for sensor selection. However, all known
definitions of diagnosability assume the presence of fault
models, and are irrelevant as they would indicate the
lowest possible degree of diagnosability for every system
in our framework.

The closest work to our approach is described in Cordier
et al. [2004], in which diagnosis algorithms from DX
and FDI communities are compared. Correspondences
are established between Analytical Redundancy Relations
(ARRs) and potential conflicts. The study of potential
conflicts provides almost directly information about diag-
nosability, in particular when restricted to minimal con-
flicts. An efficient and complete algorithm for computing
minimal diagnoses by combining the model constraints
is described. In our approach, we entrust the constraint
computation to tools designed by the constraint solving
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community. These tools are more generic and may be less
efficient; however, they provide additional constraint types
that may ease the modeling.

The concepts of non-discriminability, weak discriminabil-
ity and strong discriminability have been introduced by
Travé-Massuyès et al. [2006]. This paper also introduces
the idea that the normal mode is one of the many fault
modes, and that detectability can be defined as discrim-
inability from the normal mode. This paper reuses the
hybrid framework of components and ARRs introduced
by Cordier et al. [2004], with the same ability to deal
with unspecified faulty behavior. However, these defini-
tions are stated with respect to the set of all the possible
observations under a fault mode f , which corresponds to
our normal signature. Hence, a direct application of the
definitions of Travé-Massuyès et al. [2006] would give the
lowest possible level of diagnosability for every system, i.e.,
no pair of fault mode is discriminable, since all signatures
overlap. Our definitions allow to distinguish between a
system with poor observation features from a system with
good ones, and offers better support for the optimization
of a system for diagnosis at design time.

The incremental approach for checking diagnosability pre-
sented here is inspired by Pencolé and Cordier [2005] in
which an incremental algorithm for checking diagnosability
is described. The discrete event models of subsystems are
aggregated one by one, and information not relevant to
diagnosability is discarded after each aggregation. The
algorithm precisely identifies the situations in which diag-
nosis is unable to discriminate faults. Yet, this approach
requires the specification of the faulty behavior as part
of the component model, as do all event-based diagnosis
approaches we are currently aware of.

Dressler and Struss [2003] and Pucel et al. [2007] provide
diagnosability analysis approaches for models using con-
straints over discrete variables. Both rely on a specification
of faulty behavior. Dressler and Struss [2003] introduce
the properties of necessary and possible discriminability,
the purpose being to identify operating commands that
allow to discriminate faults. Pucel et al. [2007] describe a
hierarchical approach to diagnosability, and a hierarchical
algorithm for checking it. The concept of partial fault
mode used in that approach is similar to the local fault
modes presented in this paper, as both describe the fault
mode of a subsystem.

6. CONCLUSION

This paper addresses the problem of diagnosability analy-
sis using constraint based models, with unrestricted faulty
behavior. Diagnosis relies on the decomposition of the
system into components to infer from symptoms which
parts of the system comply to their normal behavior
and which do not. Diagnosability is defined with respect
to this diagnostic reasoning, and predicts which sets of
components can be minimal diagnoses for some possible
observation.

When a fault mode is not diagnosable, this means that
when the system is in this fault mode, a diagnosis algo-
rithm will generally suspect smaller but incomplete sets of
faults. It is up to the system designer to accept a given de-

gree of diagnosability, or to modify the system or the model
in order to increase diagnosability. Our approach also iden-
tifies minimal diagnoses that are non-discriminable. Such
information can be a useful input for model abstraction,
which has been linked to potential conflicts by Perrot and
Travé-Massuyès [2007].

Our diagnosability approach is unique since it assumes
that diagnosis may output an incorrect explanation when
the system is in a non-diagnosable fault mode. This
impacts strongly on the decisions that follow diagnosis,
and self-healability as defined in Cordier et al. [2007] needs
to be adapted to account for such a diagnosis approach.

In the domain of software programming, model-based di-
agnosis can be performed on an abstract representation of
a software program as described by Mayer and Stumptner
[2008]. A comfortable range of abstraction techniques are
available, offering various degrees of precision and com-
putational cost. Faulty behavior is not available in such
context, and diagnosability analysis can be used to help
choosing a suitable abstraction among the possible ones.
In this context, our work should be seen as the first step
of an approach to assess diagnosability of programs with
respect to a library of models in order to select a suitable
abstraction for automated debugging, tailored to the pro-
gram under consideration. This is a significant problem
that has so far not been addressed adequately.
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versité de Toulouse ; 7, avenue du Colonel Roche, F-
31077 Toulouse, France, December 2008.

Xavier Pucel, Stefano Bocconi, Claudia Picardi,
Daniele Theseider Dupré, and Louise Travé-Massuyès.
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Abstract: Lots of diagnosis approaches proposed in the literature are based in the assumption of single 
faults. This assumption may result to erroneous diagnosis statement in case where multiple faults occurs.  
Thus multiple fault diagnosis is a challenging field particularly in the control of large scale complex 
systems that can be viewed as hybrid systems. The main reason is that multiple faults are hard to detect 
because their consequences can mask or compensate to each other. The goal is to detect multiple faults as 
early as possible and provide a timely warning. A key issue is to prevent local faults to be developed into 
system failures that may cause safety hazards, stop temporarily the production and possible detrimental 
environment impact. In this paper we discuss the notion of multiple faults diagnosability of Hybrid 
Systems in the framework of Hybrid Input Output Automata (HIOA). We present a methodology for 
multiple faults diagnosis imposing the conditions for a Hybrid System to be diagnosable. The proposed 
approach can be applied to a wide rage of systems since Hybrid Systems involve both continuous and 
discrete dynamics. The proposed method is tested on a two tank system. 

 

1. INTRODUCTION 

The issues of safe operation in all real large scale complex 
systems such as power systems (Fourlas et al., 2004a; 
Hiskens and Pai, 2000), air traffic management systems 
(Lygeros et al., 1998a; Tomlin, et al., 1998), automated 
highway systems (Lygeros et al., 1998b; Varaiya 1993), 
manufacturing systems (Cassandras and Pepyne, 1997), are 
of major importance and require their supervision in order to 
timely handle the occurrence of faults. Such systems can be 
viewed as hybrid systems and therefore fault diagnosis is a 
challenging task in the control of hybrid systems. Hybrid 
systems include both continuous and discrete dynamics 
influencing each other (Branicky, 1995), and therefore the 
global dynamics. The main feature in fault detection is how 
to characterize a transition from the normal to a faulted state. 
Faults are detected using thresholds on residuals generated 
from differences between sensors measurements and 
computed values (Chen and Patton, 1999; Fourlas, 2007; 
Gertler, 1998; Iserman, 2006). The aim of timely handling 
the multiple fault occurrences is to constrain their 
consequences in order to maintain acceptable system 
operation avoiding damages or accidents. To that 
achievement the notion of multiple fault diagnosability 
through a systematic approach is essential. 

The problem of multiple faults diagnosis is complicated 
mainly for two reasons (Daigle et al., 2006). First the effects 
of a fault could be masked or compensated by the effects of 
another fault. Second, the same multiple faults can manifest 
in different ways, depending on which fault occurs first, and 
on the fault propagation delays in the system.  

In this paper, following our previous contributions (Fourlas et 
al., 2003; 2004b) which include the notion of diagnosability 
for single faults in hybrid systems, the necessary and 

sufficient condition for single fault diagnosis of hybrid 
systems as well as the fault diagnosis of power systems, we 
focus our attention to the problem of fault diagnosis for 
hybrid systems presenting multiple faults. We present several 
notions as measurable adjacent, indistinguishable fault, fault 
influence path while the foremost is the multiple faults 
diagnosability for hybrid systems. We discuss a methodology 
for multiple faults diagnosis imposing the conditions that 
ensures the diagnosability for a hybrid system. Although we 
share some ideas with (Daigle et al., 2006) our approach is 
different in the sense that it addresses hybrid systems and not 
discrete event or continuous systems. In this framework both 
discrete and continuous dynamics are formally described. 
This approach is applicable to a wide rage of systems since 
hybrid systems involve both continuous and discrete 
dynamics.  

We start by presenting the methodology of the fault diagnosis 
procedure in section II. In section III we discuss the 
diagnosability criteria and to section IV we present the 
structure of the diagnoser. Section V presents an application 
of the proposed method to a two tank system. Finally section 
VI draws conclusions and directions for future research. 

2. METHODOLOGY FOR MULTIPLE FAULT 
DIAGNOSIS 

At this section we describe the fault diagnosis procedure of 
multiple faults. The whole system is modelled by a hybrid 
input output automaton HIOA (Lynch et al., 1996), which 
captures both continuous and discrete behavior. It is 
considered to consist of several distinct parts, each of them 
modelled by a (HIOA). The overall model is the composition 
of a number of automata containing the dynamics of all parts. 
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2.1 Overview of the HIOA Model 

The whole system is modelled by HIOA, which capture both 
continuous and discrete behavior. Based on (Lynch et al., 
1996), we consider a hybrid automaton A, for the description 
of systems, which include both continuous and discrete 
behavior. This automaton is a dynamic system that describes 
the evolution of a finite collection of variables, V, and allows 
shared variables as well as shared actions. Within this model 
it is allowed to describe the continuous behavior of hybrid 
systems separately from the discrete behavior. 

Variables are typed, where for each Vυ ∈ , let ( )type υ  
denote the type of υ . For each VΖ ⊆ , a valuation of Z is a 
function that to each υ ∈ Ζ  assigns a value in ( )type υ . Let 
Z  denote the set of valuations of Z. Often, valuations will be 
referred to as states. We refer to s ∈ V as a system state. The 
evolution of variables involves both continuous and discrete 
dynamics. 

The continuous time evolution of the valuations of the 
variables in V is described by a trajectory ω  over V that is a 
function that maps interval of { }0 | 0T t t≥ = ∈ℜ ≥  to V. The 
first state of a trajectory ω  is denoted by ω .fstate, and the 
last state is denoted by ω .lstate. 

Discrete dynamics are encoded by actions. Upon the 
occurrence of an action the system state instantaneously 
“jumps” to a new value. The set of actions that affect the 
evolution of A is denoted by Σ . A hybrid input output 
automaton ( )int, , , , , , , ,in outU X Y D WΑ = Σ Σ Σ Θ  consists of: 

− Three disjoint sets U, X and Y of variables, called input, 
internal and output variables, respectively. We set 
V U X Y= ∪ ∪ . 

− Three disjoint sets inΣ , intΣ  and outΣ of actions called 
input, internal and output actions, respectively. We set 

intin outΣ = Σ ∪ Σ ∪ Σ . 

− A non-empty set Θ ⊆ V  of initial states. 

− A set D ⊆ V × Σ ×V of discrete transitions. 

− A set W of trajectories over V. 

A hybrid execution α, of A is an alternating infinite or finite 
sequence of trajectories and actions 0 1 1 2 2 ...α ω α ω α ω= , and 
the first state of α  is an element of Θ . If α is a finite 
sequence then it ends with a trajectory and if ωi  is not the 
last trajectory its domain is right-closed and the discrete 
transition (ωi .lstate, αi+1, 1ω +i .fstate) ∈ D. A state s is 
defined to be reachable if there exists a finite hybrid 
execution and s is the last state. Two HIOA, A1 and A2, are 
compatible if 

int
1 2 2 1 2 1 1 2

int
2 1 1 2

out out

X V X V Y Y∩ = ∩ = ∩ = Σ ∩ Σ =

= Σ ∩ Σ = Σ ∩ Σ = ∅  

which means they have no output actions or output variables 
in common and no internal variable of either is a variable of 
the other. If A1 and A2 are compatible then they can be 
composed. Thus, it is possible to model complex hybrid 
systems. Their composition 1 2A A×  is defined to be a new 
HIOA 

( )int, , , , , , , ,in outU X Y D WΑ = Σ Σ Σ Θ  
given by 

( ) ( )1 2 1 2 1 2 1 2, ,U U U Y Y X X X Y Y Y= ∪ − ∪ = ∪ = ∪  
( ) ( ) int int int

1 2 1 2 1 2

1 2

, ,in in in out out

out out out

Σ = Σ ∪ Σ − Σ ∪ Σ Σ = Σ ∪ Σ

Σ = Σ ∪ Σ
 

Θ , D are W, are such that the executions of 1 2A A×  are also 
executions of each automaton when restricted to the 
corresponding variables and actions. 

The hybrid trace of a hybrid execution α of A, denoted by 
htrace(α), records the visible behavior of the execution and is 
the sequence obtained by projecting α onto the external 
variables of A and subsequently removing all inert internal 
and environment actions. The set of all hybrid traces of A, 
denoted by h-traces(A) is the set of hybrid traces that arise 
from all finite and admissible hybrid executions of A and 
describe the external behavior of a HIOA. 

2.2 Fault Modeling 

Faults are modelled as abrupt changes in parameters values of 
components, causing discrete transitions from normal to a 
faulted state, affecting both the continuous and the discrete 
evolution of the hybrid system. Depending on which 
behavior they influence, there exist various types of faults 
(Cocquempot et al., 2004). Each of the aforementioned 
system parts can be affected directly by a fault and is 
considered as a component. Thus, a number of faults may 
occur for each of these components. These faults can be 
classified into different fault modes. Suppose that there are n 
fault modes 1, , nF F E∈K , where E  is the set of all fault 
modes. The system can be found either to normal mode N  or 
to a combination of faults modes (including a single fault 
mode). 

Definition 1 (Operation Mode): Operation mode is an 
element of a set O , named operation set, that contains the 
normal mode N  and all possible combination of fault modes.  

If 3n =  the operation set is 
{ }1 2 3 12 13 23 123, , , , , , ,O N F F F F F F F= , as example 12F  refers to 

the operation that both 1F  and 2F  fault modes have occurred. 

In our work we assume that abrupt faults cause persistent 
change in a component operation. Therefore, it has no sense 
to consider that a component undergo to multiple changes. As 
consequence for each component only one fault mode may 
occur at a time. 
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2.3 Diagnosability 

The basic diagnosis procedure is based on a new framework 
called hybrid structure hypothesis testing which has no 
restrictions on the type of faults (Fourlas et al., 2003). Its 
mathematical foundation lies on hypothesis testing and 
mathematical logic. Although we share some ideas with 
(Nyberg 1999) and (Sampath et al., 1996), our approach is 
more general in the sense that it addresses hybrid systems and 
not merely discrete events or continuous systems. The 
development of hypothesis tests depends on the partition of 
the state space into different fault modes. 

The methodology of fault diagnosis proposed in the above 
framework is based on variables called faulty guards which 
are described below. When there is a fault, the system enters 
to a certain partition of the faulty state space. Consequently, 
the faults could be detected from the transitions to the faulty 
state space. Generally, the discrete transitions take place 
whenever some conditions on the variables are satisfied, 
which determine whether a transition is enabled. These 
variables are called guards. Therefore, the problem of 
diagnosis consists of the measurement problem of faulty 
transition guards called faulty guards. Generally faults are 
unobservable actions. The statement about a fault occurrence 
will be based on the measurable quantities which are the 
inputs and the outputs of the hybrid system. 

According the definition of HIOA the guards are defined as 
following (Fourlas et al.,  2002): 

 
( ){ }| , , ,G v V v v D for some vα ′ ′= ∈ ∈  

 
The meaning of the guard is that a discrete transition is 
enabling when the guard is satisfying. 

Definition 2 (Faulty Guard): The faulty guard is defined as 
following: 

 
( ){ }| , ,F FG v V v v D for some vα ′ ′= ∈ ∈  

 
where the subscript F refers to faulty operation. 
These guards are the variables which valuations will give 
transitions to the faulty space. 

At each guard is associated a variable. Given that every fault 
produces a transition to faulty mode at every fault we can 
associate a faulty guard. The main problem is that since faults 
are unobservable actions, the corresponding faulty guard it 
might be not observable. To face up this situation, to each 
faulty guard associated a measurable adjacent. 

Definition 3 (Measurable Adjacent): ,F F Fg g V′∀ ∈  we say 

Fg ′  is measurable adjacent to Fg  with respect to OBSa ∈ Σ  
and a

F Fg g ′⎯⎯→  if  Fg ′  can be reached from Fg  using a 
sequence of transitions in which a  is the only last observable 
action in the sequence. 

In the above definition FV  is the fault state and OBSΣ  is the 
set of observable actions. 

According to the above definition there is the case where it is 
impossible to associate a measurable adjacent to a faulty 
guard. This can arise in case where OBSa ∈ Σ  doesn’t’ exist, 
that is the only last observable action, or the same Fg ′  can be 
associate to more than one faulty guards. 

To describe this situation we give the next definition. 

Definition 4 (Indistinguishable Fault): A fault is 
indistinguishable if its corresponding faulty guard is not 
observable or it has not a measurable adjacent. 

During the diagnosis process in a system it is possible that 
there exist fault the existence of which does not influence the 
system behavior.  In order to describe this situation we 
introduce the following definition. 

Definition 5 (Inactive Fault): A fault is inactive if its 
existence does not influence the systems behavior.  

The malfunction of a switch (as example an inverse time 
relay that is used as protection devise against overcurrent of 
transmission line) as long as it remains inactive and is not 
required its activation by the system operation, is such type of 
fault. As consequence the corresponding fault it is possible to 
be detected only if it is required the switch activation. 

The above cases of indistinguishable and inactive faults are 
under investigation and constitute our future directions of 
research. 

The measurable adjacent definition provides an estimation of 
the fault influence to a measurement. Given that every fault 
may affect one or more measurements it is useful to 
determine the influence of every fault at each measurement as 
explained afterwards.  

Definition 6 (Faulty Trace): The faulty trace denoted by 
( )iFtrace F  is the minimal finite sequence of trajectories and 

actions that starts from 
iFg  when a fault iF  occurs and ends 

at 
iFg ′ . 

First, we present the notion of distinguishability for two 
singles faults in hybrid systems. 

Definition 7 (Distinguishability): Two fault modes 
,i jF F E∈  are distinguishable if   

( )
( ) ( ) ( )( )

|
i j

i i j j

F i F j

F F F F i j

g a g a

g V g V htrace a htrace a

∃ ∈ ∧ ∃ ∈

∈ ≠ ∈ ∧ ≠
 

 
or 

( )
( ) ( ) ( )( )

|
i ij

i i j j

F i F j

F F F F i j

g a g a

g V g V Ftrace F Fhtrace F

′ ′∃ ∈ ∧ ∃ ∈

′ ′∈ ≠ ∈ ∧ ≠
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Now we can define the notion of diagnosability of hybrid 
systems. Generally speaking, a system is said to be 
diagnosable, if it is possible to detect the occurrence of a fault 
in a short period of time. 

Definition 8 (Diagnosability): A Hybrid System H is to be 
diagnosable if ,i jF F E∀ ∈ , iF  and jF  are distinguishable. 

As was mentioned the multiple fault diagnosis is a complex 
task due to the compensation of faults effects and the 
different ways of the same multiple faults manifestation. 

To go through these difficulties it is important to determine 
the influence of every fault to each measurement. At this 
point we assume that the occurrence of a fault affects the 
measurements with different order (Daigle, 2008). 

Definition 9 (Fault Influence Path): It is the order with 
which all possible measurements are influenced by the 
occurrence of a fault, i.e. ,1 ,2 ,:

i i i ii F F F kfp g g g′ ′ ′→ →L , where 

ik  is the number of effected measurements from fault iF . 

For every fault we compute its influence path. Therefore we 
construct the set ( )1, , nFP fp fp= L  that contains the 
influence paths for all n  single faults. 

Definition 10 (Fault Influence Path Distinguishability): 
Two fault influence paths are distinguishable if 

,1 ,2 , ,1 ,2 ,: :
i i i i j j j ii F F F k j F F F kfp g g g fp g g g′ ′ ′ ′ ′ ′→ → ≠ → →L L . 

Definition 11 (Minimal Fault Influence Path 
Distinguishability): Two fault influence paths are minimal 
distinguishable if we remove the measurements that are 
affected by the same order in the original fault influence 
paths. 

3. DIAGNOSABILITY CRITERIA 

When a multiple fault occurs there are different cases that the 
diagnosis procedure should take into account. The faults 
could be masked or compensate while they can occur at the 
same time or one after other. The key point through our 
analysis is the fault effects on measurements. We distinguish 
two main cases that are presented in the next sections. For 
space reasons we limit our approach to 2n = , but it can be 
expanded for more faults. 

3.1 Different effect Approach 

Supposing first that 2n =  and the two single faults affect 
different measurements (measurements that can not masked 
or compensate each other). According to the definition of 
operation mode we have { }1 2 12, , ,O N F F F= .   

Assuming therefore that the corresponding fault influence 
paths are 

1 1 11 ,1 ,2 ,3: F F Ffp g g g′ ′ ′→ →  and 
2 22 ,4 ,5: F Ffp g g′ ′→ . 

Beyond the fact that faults may occurs simultaneously or 
manifested by different ways, as long as the affected 
measurements are different and the two fault influence paths 

are distinguishable the diagnosis procedure accomplished as 
single faults have occurred. 

Assuming now that 2n =  and the fault influence paths are 

2 2 2 2

3 3 3 3

2 ,2 ,1 ,3 ,4

3 ,3 ,1 ,2 ,4

:

:
F F F F

F F F F

fp g g g g

fp g g g g

′ ′ ′ ′→ → →

′ ′ ′ ′→ → →
 

respectively for the two faults. We observe that 
measurements 1 and 4 are affected by the same order. As the 
faults effect on these measurements can masked or 
compensated these measurements are removed from the 
corresponding fault influence paths. Thus we gone have 

2 2

3 3

2 ,2 ,3

3 ,3 ,2

:

:
F F

F F

fp g g

fp g g

′ ′→

′ ′→
 

The above means that faults 2 3,F F  or 23F  may have 
occurred. Now we can distinguish two subcases, the faults 
may have occurs simultaneously or no. 

If they occurs simultaneously, 
2 ,2Fg ′  and 

3 ,3Fg ′  manifest 

together while fault influence paths 2fp  and 3fp  exclude the 
occurrence of 2F  or 3F . As consequence the only possibility 
is that multiple fault 23F  have occurred. 

If faults 2F  and 3F  occurs sequentially we distinguish two 
subcases. Let 3F  occurs first, then the fault influence paths 

2fp  excludes the occurrence of 2F  and the possible faults 
are 3F  and 23F . According to fault influence paths if we 
observe only 

3 3,3 ,2F Fg g′ ′→  fault 3F  is the only fault, while 

the observation 
3 3 2,3 ,2 ,3F F Fg g g′ ′ ′→ →  results that multiple 

fault 23F  have occur.  

Remark 1: The above analysis shows that in case of multiple 
faults with 2n =  it is required that at least two pairs of 
successive measurable adjacent should exist. 

Theorem 1 (Multiple Fault Diagnosability): A hybrid 
system with multiple faults of size n  with minimal fault 
influence path distinguishable is diagnosable if there exist n  
fault influence paths that contains 1L n≠ −  pairs of 
successive measurable adjacent. 

Proof: Assume that 2n = . We have to show that for 2L ≥  
and for 0L =  the system is diagnosable. If 0L =  each 
influence path contains only one measurable adjacent. 
According to minimal fault path influence distinguishability, 
these measurable adjacent are different. As consequence the 
two faults, affect different measurements and the diagnosis is 
obvious. In case of 2L ≥  we have shown through the 
explanation relative to remark 1 that the diagnosis procedure 
gives a unique fault statement. By contradiction assume now 
that 1L = . In that case, if we observe 

2 2,2 ,3F Fg g′ ′→  from the 

fault influence path of 2F  and 
3 ,3Fg ′  from the fault influence 

path of 3F , the possible faults are 2F  and 23F  and there isn’t 
fault isolation.  
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3.2 Interaction effect Approach 

Throughout this section we focus our attention to the case of 
interaction among fault effects, trying to establish the 
required framework modifying the aforementioned theorem 
1.  

According to this approach we take into account the masking 
and the compensation between faults, while it is crucial to 
have information relative to the type of fault effects on 
measurements. 

The occurrence of a single fault causes deviation in 
measurements values. This influence consists of deviations in 
magnitude (increment or decrement) while we can take 
derivative values (Mosterman and Biswas, 1999). According 
to the type of deviation we have the following definition. 

Definition 12 (Type of Fault Effect): It is the way that a 
fault influences a measurement and can cause the increase or 
the decrease of its value.  

Due to the above definition there are two types of deviations, 
increment and decrement. For each one of them it is 
associated a corresponding symbol { },↑ ↓ . 

When multiple faults occurs, it is required to define the first 
common measurement that affected by the above multiple 
faults. This demand gives rise to the following definition.  

Definition 13 (Joint Affected Measurement): It is the 
measurable adjacent 

1...nF Fg V′ ∈  which is affected by more 
than one faults (multiple fault).  

For every measurable adjacent 
iFg ′  we compute the 

estimation error ˆ
i ii F Fe g g′ ′= − . This error can be taken as 

residual i ir e= . When abrupt and permanent fault occur, the 
estimation error will deviate from zero. We can also calculate 
the residuals for every joint affected measurement that 
correspond to each single fault, as well as the total residual 

1

n

t i
i

r r
=

= ∑ . 

Theorem 2 (Interacted Multiple Fault Diagnosability): A 
hybrid system with multiple fault of size n  and interactions 
among fault effects, is diagnosable if: 

A joint affected measurement 
1...nFg ′  exists 

All single faults present the same type of fault effect. 

Proof: Assume that 2n = . We have to show that if 
12Fg ′  

exists the system is diagnosable. Given that, the fault effects 
are of the same type, if the first fault causes a deviation of 
type ↑  (increment) to the joint affected measurement, the 
same deviation will also cause the second fault. As 
consequence the total deviation will be higher than both of 
the separate deviations. Using the diagnostic variable 

( )
0
1

t t
t

t t

if r T
s r

if r T
⎧ ≤⎪= ⎨ >⎪⎩

 the diagnosis is obvious.  

Based on this approach we construct for every measurable 
adjacent (including the joint affected measurements) a 
corresponding residual, respectively for continuous and 
discrete behavior, as well as the total residual. Also it is 
specified the faulty traces, the fault influence paths and the 
minimal influence paths for every fault, i.e. the visible 
behavior of the faults effect. 

4. DIAGNOSER 

To perform diagnosis we use a diagnoser which is a hybrid 
automaton that generates a signal whenever a fault occurs. Its 
role is to observe and check the behavior of the system 
automaton and to compare its evolution with the predefined 
acceptable behavior. Moreover, whenever it detects a fault it 
generates a diagnostic statement S, indicating the 
malfunctioning component, and providing information about 
the fault mode responsible for the behavior of the process. 

The diagnoser is considered to be passive, which implies that 
it does not affect the system to be diagnosed. Also it is 
assumed to be static, that is, the same observations always 
give the same diagnostic result (statement). 

The diagnoser (Fig. 1) consists of three parts: the discrete 
diagnoser, the continuous diagnoser and the mechanism of 
decision logic. 

 

1q iq

1,1δ 1,nδ ,1iδ ,i mδ

1,1S 1,nS ,1iS ,i mS

1δ iδ

 

Fig. 1.  General structure of diagnoser. 

 
The discrete component offers estimation for the discrete 
state of the hybrid system as well as the fault diagnosis at the 
level of discrete event. The continuous part provides the fault 
diagnosis of continuous behavior of the hybrid system. 

Then, the decision logic mechanism is used to produce the 
final diagnosis statement expressed as  
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i ji D j CS S S= I I  

 
i.e., it is a combination of discrete and continuous sub-
statements. 

According to the aforementioned approach, a flow chart of 
the fault diagnosis procedure is depicted in Fig. 2.  

Fig. 2. Flow chart of diagnosis procedure 

5. TWO TANK SYSTEM EXAMPLE 

In this section a detailed application example of the multiple 
fault diagnosis procedure is presented. The system used to 
this purpose is a two tank system as depicted at Fig. 3 and it 
is a modification of the system present in (Capiluppi, 2007). 

 

1H

2IQ

2H

2IQ

1OQ 2OQ

1HS

2HS

1V 2V

1P 2P

 

Fig. 3. Two tank system representation. 

The system is consisted of two tanks supplied by two pumps 
( 1P  and 2P ) with flow rates 

1I
Q  and 

2IQ  respectively. The 

output flows 
1OQ  and 

2OQ of the tanks are mixed through 

valves 1V  and 2V . The tanks are equipped with levels sensors 

1HS  and  
2HS  measuring liquid heights 1H  and 2H . There 

are also four sensors measuring flows 
1I

Q , 
2IQ , 

1OQ  and 

2OQ .  

The system equations are 

 

1 1

2 2

1 1

2 2

I O

I O

S H Q Q

S H Q Q

= −

= −

&

&
 (1) 

 
where 

1 1 1OQ R H=  (2) 

 
2 2 2OQ R H=  (3) 

 
where 1S  and 2S  are the sections of the two tanks 
respectively and 1R  is the throttling of valve 1V  and 2R  is 
the throttling of valve 2V . Then the mathematical model of 
the system is 

 

1

2

1 1 1 1

2 2 2 2

I

I

S H Q R H

S H Q R H

= −

= −

&

&
 (4) 

 
Flows 

1I
Q  and 

2IQ  are considered as control inputs, while as 

controlled outputs are considered the total output flow 1y  and 
the mixing 2y  of the flows, 

 

1 21 1 1 2 2O Oy Q Q R H R H= + = +  (5) 

 

1

2

1 1
2

2 2

O

O

Q R H
y

Q R H
= =  (6) 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Definition of variables, guards & 
association of measurable adjacent 

Identification of subsystems and components 

Definition of faulty traces 

Definition of fault influence paths 

Specification of faults 

Definition of minimal fault influence paths 

Residuals production and threshold checking 

Diagnosability checking 

Diagnosis statement 

Actions of faults handling 

Definition of joint affected measurements 
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The above outputs are required to follow two desired set 
points. 

In order to study the notion of multiple faults diagnosability 
we consider some realistic system faults as listed below: 

• 1F  - pump 1 stuck to a constant value 

• 2F  - leakage of tank 1 due to a hole 

• 3F  - pump 2 stuck to a constant value 

• 4F  - leakage of tank 2 due to a hole 

 We now proceed to the diagnosis of the two tank system. 
Given that 4n =  the operation set is 

 

1 2 3 4 12 13 14 23 24 34

123 124 234 1234

, , , , , , , , , , ,
, , ,

N F F F F F F F F F F
O

F F F F
⎧ ⎫

= ⎨ ⎬
⎩ ⎭

 (7) 

 
In our analysis we consider only multiple faults of size 2. 
However the proposed method can be applied for more faults. 

According to the definition of diagnosability and the 
correspondence theorem for multiple fault diagnosability, the 
main step concerns the checking of diagnosability of the 
system. This requires first the determination of the 
measurement adjacent. The variables that used as 
measurement adjacent are the four flow rates and the two 
liquid heights. These variables are measurable through the 
corresponding sensors. 

Afterward we determine the fault influence paths which are 
listed at table I. 

Table 1. Fault Influence Paths  

Fault Fault Influence Paths 

1F  
1 11 1: I Ofp Q H Q→ →  

2F  
12 1: Ofp H Q→  

3F  
2 23 2: I Ofp Q H Q→ →  

4F  
24 2: Ofp H Q→  

 

Due to the fact that 2n = , the operation set is reduced to 

 
{ }1 2 3 4 12 13 14 23 24 34, , , , , , , , , ,O N F F F F F F F F F F=  (8) 

 
Lets consider first that multiple fault 12F  has occurred. In that 
case we have the following influence paths 

 

1 1

1

1 1

2 1

:

:
I O

O

fp Q H Q

fp H Q

→ →

→
 (9) 

 

We observe that measurements 
11, OH Q  are affected by the 

same order. As the faults effect on these measurements can 
masked or compensated these measurements are removed 
from the corresponding fault influence paths. Thus we have 
the following minimal influence path,  

 

11 : Ifp Q  (10) 

 
and fault 1F  may have occurred. Through the above analysis 
we conclude that it isn’t feasible to diagnose the occurrence 
of multiple fault 12F  if we don’t have information relative to 
the type of fault effects. This result was predictable according 
to the theorem 1. According to the theorem 2 if the pump 
stack to a constant value below the normal and a leakage of 
tank 1 due to a hole appears, the multiple fault 12F  can be 
detected since the both faults presents the same type of fault 
effects. 

Consider now that multiple fault 23F  has occurred. In that 
case we have the following influence paths 

 

1

2 2

2 1

3 2

:

:
O

I O

fp H Q

fp Q H Q

→

→ →
 (11) 

 
As we observe the affected measurements are different and 
the two fault influence paths are distinguishable. As 
consequence the diagnosis procedure is accomplished as 
single faults have occurred and the multiple fault 23F  can be 
detected. 

In case that multiple fault 34F  has occurred, we are following 
the same analysis as in case of multiple fault 12F , so the 
system is not diagnosable,  according theorem 1 but it is 
diagnosable if both faults presents the same type of fault 
effects (theorem 2). 

In all the other cases where one of the multiple faults 13 14,F F  
or 24F  has occurred the system is diagnosable, given that the 
affected measurements are different and the corresponding 
fault influence paths are distinguishable. 

 

6.  CONCLUSIONS 

The notion of diagnosability of hybrid control systems with 
multiple faults is an important problem to deal with, since 
multiple faults appearance is inevitable in all real systems and 
especially in hybrid systems. The most significant challenge 
arises from the complexity of the system, which forces 
designers to develop more sophisticated schemes. 

In this paper we have introduced the underlying concepts for 
our approach to fault diagnosis of hybrid control systems 
focusing our attention mainly to the multiple fault diagnosis 
of hybrid systems. We describe the notion of multiple fault 
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diagnosability providing the conditions that ensures the 
isolation of multiple faults. The proposed approach was 
illustrated through an application to a two tank system with 
multiple faults of size 2 (due to limited space reasons). 

Current research includes the study of indistinguishable and 
inactive faults and the fault propagation. Also it is under 
development a formal and detailed analysis of fault tolerant 
mechanism that allows retaining acceptable performance 
under systems faults. An important issue for investigation is 
the algorithmic complexity, in cases where large number of 
components and subsystems are present. 
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Abstract: The paper describes an application of component-oriented consistency-based diagnosis to the 
domain of bottle-filling plants. The task is to localize the causes for stops of the central aggregate, the 
filler, based on recorded operation data of a plant. A model-based solution is challenging in several 
respects, especially due to high uncertainty in the transportation processes to be modeled, the nature of 
the available data, and the relevance of numerical temporal information. We give a short description of 
the application and its requirements and summarize essential characteristics of the solution. We focus on 
the evaluation of the first demonstrator and a discussion of some challenges for future work, which 
include questioning the “classical” notion of a fault in component-oriented diagnosis. 

 

1. INTRODUCTION 

Most of the academic work in model-based diagnosis 
([Struss 08]) is based on a number of simplifying 
assumptions and restrictions, including, as the most 
fundamental ones, that the system to be diagnosed is 
composed of a fixed set of components in a fixed structure 
and that the reasons for a misbehavior are faults in 
individual components. Besides this, some of the most 
popular ones are 
• The behavior of the components is deterministic and can 

easily be modeled. 
• The available observations are reliable and accurate.  
• Time can be ignored (because the system is static or in a 

steady state), or evolution over time can be adequately 
described using an ordering on discrete time steps.   

This is why digital circuits establish a highly popular 
“application” domain for this kind of research. While such a 
divide-and-conquer tactics regarding the problem 
dimensions of diagnosis can be justifiable for research 
purposes, it becomes an ostrich-like tactics when trying to 
solve diagnosis problems in the real world.  
In our project on fault localization in bottling plants1, we 
found the abovementioned and some more assumptions 
violated.  In such plants, objects, especially bottles, are 
transported and processed in ways that are not precisely 
predictable. Data are sparse, represent mainly indirect, 
interpreted observation of behavior, and are inaccurate, often 
unreliable and even erroneous. The objects, and also effects 
of disturbances, such as tailbacks due to a blockage, are 
propagated with delays of unrestricted and uncertain 
temporal extent.  
We addressed some of these challenges by exploiting 
qualitative behavior models stated at a high level of 

                                                 
1  The LineMod project was partially funded by the German Federal 
Minister of Economics and Technology (BMWi) through the German 
Federation of Industrial Research Associations (AiF) under FV-Nr.233 
ZBG 

abstraction, as described in [Struss et al. 08a]. The 
architecture and principles of the diagnostic solution were 
outlined in [Struss et al. 08b]. The first demonstrator aims at 
solving a major class of diagnostic problems in this 
application, namely localization of hard machine failures 
causing an interruption of the filling process. In this paper, 
we present more details about this solution and the results of 
its evaluation on data from three plants. Besides the success 
part, which already triggered activities in commercial 
exploitation of the project results, we present some of the 
problems and requirements that will be addressed in a 
follow-on project. Some of them challenge quite 
fundamental concepts in model-based diagnosis, including 
even the notion of a component fault! 
We give a brief characterization of the application task and 
its requirements in the following section and then describe 
the first demonstrator solution. Section 4 summarizes the 
evaluation results. Finally, we discuss those challenges for 
future work that we consider of general interest. 

2. DISTURBANCES IN BOTTLING PLANTS 

A bottling plant for filling beverages into returnable bottles 
is an assembly of a number of quite different types of 
specialized machines and conveyors that automatically 
handles the complete process from supplied pallets with 
crates containing empty bottles to the final output of pallets 
with (cleaned) crates and filled and labeled bottles. The 
plants can be large, distributed over several big halls and 
have a complex three-dimensional layout, as illustrated by 
Figure 1. 
From an abstract point of view, which reflects flows and 
manipulation of different types of objects, the basic 
schematic topology can be simplified as indicated in Figure 
2: there are lines for primary packaging (beverages into 
bottles), the top section in Figure 2, secondary packaging 
(into crates), shown as the middle section, and tertiary 
packaging (e. g. pallets), all organized as an automated 
branching, but directed flow. Certain backward loops, such 
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as re-submission of improperly cleaned or filled bottles to previous steps, are omitted in the figure. Besides the 
conveyors and the central filling aggregate, there are 
machines for de-palletizing and unpacking of returnable 
bottles, cleaning, inspection, and sorting out of improper 
objects.   
To prevent oxygen intake or microbiological contamination 
of the beverage, a major objective is to prevent interruptions 
of the filling process. Besides for internal reasons, the filling 
aggregate will stop operation if there is a lack of input, i.e. 
bottles (apart from the beverage itself and caps), or a 
tailback of filled bottles preventing further output, i.e. 
disturbances caused by other machines downstream or 
upstream, resp. Because of the high speeds and output rates 
(up to 100.000 packages per hour), machines and conveyors 
are failure-sensitive with an availability degree of 92-98 
percent. In order to avoid that each disturbance of single 
machines in the line results in a filler stop, several conveyor 
belts are designed as buffers, which can provide a 
continuous supply and output of other machines and, in 
particular, the filler, in conjunction with a general operation 
principle: machines and conveyors upstream and 
downstream from the filler operate at higher throughput 
rates than the filler. This principle is usually the only global 
one; there is no global control, and the machines are 
controlled individually (or, sometimes, as small aggregates).  
However, in practice, these measures cannot guarantee 
avoidance of unwanted idle time of the filler, and 
(unplanned) downtime of the plant can lie in the range of 10-
30 percent. Taking steps to reduce downtime by identifying 
frequent causes requires statistics and an analysis based on 
the recorded operating data supplied by (some of) the 
machines. Because of the interlaced flows of the various 
object types, time offsets, the large scale of the plants, and 
the amount and often fragmentary nature of the data this can 
be difficult and time-consuming. In consequence, bottle 
filling and packaging industries is highly interested in an 
automated diagnosis tool for their plants that produces 
information that helps to identify bottlenecks and 
weaknesses in the plant, related to both the physical 
performance and configuration and the control principles 
and parameters. Providing such a tool is the goal of the 
LineMod project described here and its follow-on project. 

Because many of the potential end users, e.g. breweries, are 
small or medium enterprises, which could not afford 
spending many resources on the establishment or adaptation 
of a tailored diagnosis system for their plant, a model-based 
solution to diagnosis was chosen, which allows performing 
adaptation to a plant or modification simply by (re-
)specifying the plant structure. This also provides a flexible 
solution that derives the best diagnosis from whatever data 
is available (in contrast, for instance, to decision trees based 
on a fixed set of observables), which is important, because 
usually a plant is a combination of machines from various 
manufacturers with different instrumentation and available 
data and there may be temporarily missing data due to 
technical problems.  
Heterogeneity and changes of the set of machines also 
establishes a requirement on the model: firstly, it has to be 
machine-centered and compositional; secondly, it has to be 
stated at a level of abstraction that covers types of 
machines, independently of specificities and the 
manufacturer. 

3. POST-MORTEM DIAGNOSIS OF BOTTLING 

PLANTS BASED – A MODEL-BASED SOLUTION 

The first demonstrator of the tool addresses the needs 
explained above by localizing those interruptions of 
transportation that caused downtime of the filler based on 
the available recorded data of the machines (over a period of 
days to months) collected in a data base. In this section, we 
discuss aspects of this data base, present the architecture and 
the modules of the analysis system, and summarize the 
modeling approach. 

3.1 The Available Data 

As we pointed out before, a plant usually comprises 
machines from different suppliers, all coming with their own 
control system and specific data. Since it is not feasible for 
end users to generate a homogeneous set of data from theses 
different sources, there has been an effort undertaken by one 
of the project partners to establish a standard for data for 
production data acquisition (PDA) in bottling plants, the so-
called "Weihenstephaner Standard 2005" (WS2005, [Kather 

 
Figure 1. Conveyors of a bottling plant for returnables 
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Figure 2. Generic structure of a bottling plant for returnable 
bottles 

 

DX-09, Stockholm, Sweden June 14-17, 2009

84



et al. 05]), which has meanwhile been widely accepted. This 
was an essential pre-requisite for a successful solution, and 
one of the project’s objectives was an extension of this 
standard for diagnosis purposes.  
The extended WS2005 standard includes data points like: 
• Operating states of machines according to WS2005 
• Maximal output rate setting of machines 
• Object counters (input, output, or rejection) 
• Information about mechanical barriers 
• Assignment of jam switches or buffer filling degrees, if 

available 
• Transportation or machine speeds, if available. 
The standard specifies an optimal set of data, and in practice, 
many machines provide only a small subset or nothing at all, 
different suppliers may interpret and handle the data 
differently (e.g. counters in a cumulative or incremental 
way), and even erroneous data may be present. 

3.2 Architecture of the Solution 

The data base is large and will contain reflections of many 
disturbances and machine stops that are irrelevant for the 
overall performance of the plant. Feeding all data to a 
diagnostic analysis is prohibitive and not interesting. Rather, 
the diagnostic tool scans the data base for the relevant 
disturbances to be explained (see Figure 3). In the first 
version, the only symptom considered is a stop of the filler.  
Whenever the presence of a symptom is confirmed by the 
data for some time period, a run of the diagnosis module is 
performed using the symptom (and its temporal extent) as 
the initial observation. Diagnosis is performed in a cycle of 
prediction, observation, and computation of diagnoses 
(using RAZ’R ([RAZ’R 09]), a consistency-based diagnosis 
engine ([Struss 08])). Since the control stopped the filler 
either due to a lack at the input or because of a tailback at 
the output, this information is (usually) represented in the 
data (otherwise, both hypotheses would have to be 
analyzed). This information is propagated to the adjacent 
component models and triggers queries to the data base in 
order to find data that confirm a disturbance of the 
respective component or refute it. In the latter case, the 
model of correct behavior generates predictions concerning 
the behavior of the next machine(s), which are then checked 
against data retrieved from the data base. Propagation is also 
continued if there is no information available or if it is too 
weak.  
Whenever refuting or confirming observations are found, 
they and their temporal extensions are used for the next 
prediction step, replacing the original predictions. This is 
important, since model-based temporal prediction has to be 
very conservative, i.e. generate large intervals due to the 
uncertainty in the delays of propagated effects in order to 
guarantee that no evidence is missed. Using the observed 
time periods wherever available restricts widening of the 
time intervals significantly. Performing a complete 
prediction would quickly lead to large intervals and create 
overly ambiguous and spurious results.  
Figure 3 shows a data interpreter mediating between the 
diagnosis module and the data base. This module is essential 

to the objective of creating a flexible, extensible, and 
adaptable solution. It organizes two important mappings: 
• It maps fairly abstract and high-level concepts (called 

features) the diagnostic model uses to characterize 
behavior (such as flow, buffer filling degree, lack, 
tailback) and state queries to the basic and generic 
quantities represented by the operation data supplied by 
the machines (see section 3.1). 

• In a second step, these generic operation data (such as 
machine states, counter data, speeds) are mapped to the 
specific records in the data base, which is needed to 
generate the queries and ensures the adaptation of the 
tool to a customer-specific data base by simply 
specifying this mapping, without having to touch the 
definition of higher-level features in the first mapping. 

In the simplest case, high-level features may correspond 
directly to (conjunctions or disjunctions of) values assigned 
to operation data records, e.g. “machineX.lack=T” maps to 
“machineX.status=Lack”, and this in turn is mapped to 
“machineId.typeId=<code for lack>”. As discussed in 
section 5, more complex features will be needed in an 
extended solution, e.g. “stuttering” of a machine, i.e. 
frequent oscillation between operating and stops. 

3.3 Models 

The model used for diagnosis has to be  
• compositional and component-oriented to allow for an 

easy configuration of the model according to the specific 
plant topology, 

• abstract in order to cover general classes of machines, 
rather than a zoo of different variants from different 
suppliers, 

• qualitative in order to cope with the uncertainties and 
non-determinism of the behavior. 

They mainly capture the flows of objects, their separation 
and combination and how interruptions of the flow 
propagate across the machines. We developed a numerical 
model, implemented and validated it as a Matlab model, and 
then abstracted it to a qualitative diagnosis model. For more 
details, see [Struss et al. 08]. Figure 4 displays the model of 
two basic elements of the model, a transportation element 
with a buffer and the virtual component that connects two 
machines.  
 

Figure 3. The architecture of the tool 
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3.4 Generating an Application System 

A major requirement was to limit the efforts needed for 
adaptation to a new or modified plant. This is met by the 
model-based solution. Firstly, the topology has to be 
entered, mapping the existing machines to component types, 
which have an associated model in the library. Due to a 
common typology of machines based on their basic function 
(washers, inspectors, buffers …) and the genericity of the 
models in the library, this has been found to be 
straightforward. 
Additionally, some parameters have to be obtained: 
• parameters of single machines, as nominal output rate, 

capacity, time needed to run empty or full, or reaction 
times 

• parameters of single transporters, such as capacities, 
reaction times, or information about their geometry, if 
available, 

which are currently exploited for temporal prediction only.  

4. RESULTS OF THE FIRST DEMONSTRATOR 

4.1 Evaluation Method 

We followed two ways to evaluate the diagnostic results of 
the tool. One was by comparison with the fault localization 

on two real plants performed by human experts. Since it is 
difficult and time-consuming for them to do this based on 
the recorded data (which is actually what motivated the 
project!), the reference diagnoses were obtained by direct 
on-site observation: a number of experts observed the plant 
and immediately tried to identify the causes for filler stops. 
Thus, a protocol was created that contains disturbances of 
the Bottle Filler as symptoms Sref with relevant time 
intervals, and with manually associated causes Cref(s) for 
each symptom s∈Sref . This protocol serves as reference 
diagnosis result resultref  for assessing the quality of the 
diagnosis core result resultcore produced by the LineMod 
tool. Obviously, this could not be done for longer periods 
than a few days, but, nevertheless, produced a set of several 
hundred relevant cases for the evaluation.  
Because one cannot expect to encounter all kinds of 
interesting cases in a limited time (and in the chosen plants), 
the second way of evaluation was performed by simulation. 
For this purpose, a model of one of the real plants was 
created for discrete event simulation, which generated a set 
of 80 cases of disturbances for comparison with the output  
resultcore of the tool. It consists of a list of detected 
symptoms Score with relevant time intervals and with an 
associated list of pairs of possible causes Ccore(s) and 
relevant time intervals for each symptom s∈Score generated 
by the diagnosis solution. 
The causes per symptom instance s∈Sref are called real 
causes Creal(s), which were always singletons in our case. 
The evaluation checked for what we call compliance, i.e. 
whether exactly the relevant symptoms (filler stops) were 
detected and whether the real (observed or simulated) causes 
were included in the diagnostic result:  

Score = Sref 
and  

∀ s∈Score : Creal(s )⊆ Ccore(s) . 
Except for individual cases, we could not perform a 
complete check for false positives, again because this would 
have required a detailed, time-consuming analysis by 
experts. However, in general, additional diagnoses generated 
by the tool were caused by incomplete discrimination due to 
lacking operation data in some areas of the plants. 
One may regret the dependency of the evaluation on the 
expert diagnostics and their potential faults. Indeed, the 

Transportation Element with Buffer 
State variables 
B(t)  # objects in buffer 
Bout(t)        # objects buffered for immediate output 
vin(t)         velocity of  input transportation means 
vout(t)         velocity of  output transportation means 
td(t)    minimal transportation time  

Parameters 
d0 diameter of transported object (in transportation plain) 
C  Capacity (as number of objects) 

Interface variables 
in.qpot(t)        potential inflow [objects/s] 
out.qpot(t)    potential outflow [objects/s] 
in.qact(t)      actual inflow [objects/s] 
out.qact(t)  actual outflow [objects/s] 
Equations 
(1) in.qpot(t) = vin(t) / d0         if B(t)<C  
  in.qpot(t) = min (vin(t) /d0, out.qact(t))    if B(t)=C 
(2) dB/dt = in.qact(t) - out.qact(t)  
(3) out.qpot(t)= vout(t) /d0         if Bout(t)≥ 1 
  out.qpot(t)= min (in.qact(t - td) , vout(t) /d0)   else 
(4) dBout(t) /dt = in.qact(t - td) - out.qact(t)  

Connector between Transportation Elements  
Interface variables 
TEn+1.in.qpot(t)     potential inflow of upstream element TEn+1 
TEn.out.qpot(t)    potential outflow of downstream element TEn 
TEn+1.in.qact(t)    actual inflow of upstream element TEn+1 
TEn.out.qact(t) actual outflow of downstream element TEn 

Equations 
(5) TEn.out.qact(t) = min (TEn+1.in.qpot(t) , TEn.out.qpot(t)) 
   TEn.out.qact(t) = TEn+1.in.qact(t)  

Figure 4. Equations of buffer and connector 

Figure 5. Failure propagation (red arrows) via 
sub-branch of production line causing a lack of 

bottles at the Filler. 
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automatically obtained results raised doubts for some of the 
reference diagnostics. Nevertheless, compliance with 
existing expertise is probably the most important criterion 
for the quality and acceptance of the tool. This issue is 
actually deeper than one may expect, as discussed in section 
5. 

4.2 Sample Scenarios 

To illustrate the task, we present two scenarios from the 
evaluation, which are considered as non-trivial by the 
experts. While blockage of machines or transportation 
elements directly downstream or upstream from the filler are 
frequent causes of lacks or tailbacks, disturbances may 
propagate via several machines and transportation elements 
not only on the main-branch of the production line 
(involving the bottles), but also via its sub-branches.  
In a first scenario taken from the simulated plant (“plant C”), 
a disturbance at the crate washer was the origin of a lack 
of bottles at the bottle filler via the following causal chain 
displayed in Figure 5 (since, for the real plant A, there is no 
operation data available for components upstream from the 
crate unpacker and downstream from the crate packer and, 
hence, no detailed localization was possible in these parts of 
the plant, they are represented as aggregates upstream 
processes and downstream processes, resp.): 
• the disturbance at the crate washer causes a tailback of 

crates, which ultimately reaches and stops the crate 
unpacker 

• the stopped crate unpacker interrupts the flow of bottles, 
causing a lack which propagates successively to sniffer 
block, bottle washer, empty bottle inspector and, finally, 
bottle filler . 

Figure 6 shows a gantt chart of the failure scenario. This is 
the main support for the experts in the diagnosis process. 
Every line represents the operating states of a certain 
machine within a defined time interval. Especially the lines 
marked with arrows are of interest, because they show the 
failure propagation through the plant. 
The manual localization is considered complicated because 

the disturbance originated from the crate line up to the bottle 
filler. The diagnosis demonstrator correctly localized the 
crate washer as the origin of the symptom. 
The second scenario (shown in Figure 7)  is taken from the 
diagnostic data of the real plant A, which provided quite bad 
data quality. It illustrates the capabilities of the model-based 
diagnosis solution even under such conditions. A defective 
checkmat (a crate inspection machine) upstream from the 
crate unpacker caused a tailback of bottles at the bottle filler 
as follows: 
• a lack of crates propagates, successively stopping crate 

unpacker, crate washer, crate magazine, and crate 
packer 

• the stopped crate packer produces a tailback of bottles, 
which propagates via labeling machine to bottle filler.  

The respective gantt chart is shown in Figure 8. Despite the 
completely non-observable crate line between crate 
unpacker and crate packer (grey-shaded components in the 
figure), the system model produced predictions for this part 
and enabled the diagnosis system to produce a proper fault 
localization, namely the upstream processes component, 
which contains the defective checkmat, but does not allow 
for further discrimination due to the lack of data. This 
example shows that the diagnosis solution provides best 
possible results, even if the available data is incomplete or 
not available for some components. 

4.3 Statistics 

Plant A was not designed according to the data standard 
WS2005, but according to the predecessor, and produced a 
fairly insufficient data base. Only 65% of the original 
amount of symptoms was considered valid, altogether 49 
disturbances of the Bottle Filler, whereof 30 were self-
caused faults and 19 were caused by other machines or 
transportation elements (see Fehler! Verweisquelle konnte 
nicht gefunden werden.). Bad data included even erroneous 
state messages of machines, which were eliminated from the 
reference diagnosis results. 

Figure 6. Gantt chart of failure scenario1. Legend: red = failure, yellow = tailback, blue = lack 
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Despite this, Figure 10 shows compliance of 88% of the 
diagnosis results resultcore with the reference diagnosis 
results resultref. The remaining 12% can mainly be ascribed 
to missing data making a correct diagnosis impossible.  
Plant B was designed according to the data standard 
WS2005, which resulted in much better statistical evaluation 
of the diagnosis results. Nevertheless, even for this plant the 
amount of bad data is significant (17%), as shown in Fehler! 
Verweisquelle konnte nicht gefunden werden.. Most of 
the bad data deleted from resultref were imprecision or 
questionable results in the manually obtained localization, or 
unusable data produced during maintenance, cleaning, or 
grade change. After deletion of bad data, 416 symptoms 
were left in resultref , whereof 265 disturbances were self-
caused faults, and 151 disturbances were caused by other 

machines or transportation elements. 
Because of the available data of four production days, the 
statistical evaluation of the diagnosis results of plant B can 
be seen as a representative example indicating the quality of 
results based on an appropriate data base. Figure 10 shows 
the statistical evaluation of the diagnosis results. The 
diagram shows that resultcore complies with resultref in most 
of the cases. 
All of the 80 simulated disturbance cases of plant C were 
correctly diagnosed. 
Still there are misdiagnoses, and in case of missing or 
corrupted data, their number may not be small. However, 
one has to keep the purpose of the analysis in mind:  
providing evidence for potential deficiencies of the plant 
and, hence, possible steps to improving the overall 
performance. A certain error in the statistics will not trigger 
a major remedial measure and usually be validated by a 
more detailed observation and analysis, anyway. This is 
quite different from, say, diagnosis in a workshop, which is 
guided by the objective of precisely and unambiguously 
identifying broken components in order to replace them. 

Figure 7. Failure propagation via sub-branch of 
production line causing a tailback of bottles at the 

Filler 

Figure 8. Gantt chart of failure scenario 2. Legend: yellow = tailback, blue = lack, light blue = lack branch line (crate line) 

 

Figure 9. Data quality of the diagnostic data of 
plant A (left) and B (right) 
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4.4 Commercial Exploitation 

The results obtained from the first demonstrator have 
triggered significant interest of both end users (breweries 
etc.) and suppliers. Two of the latter have started to include 
results from the project in their analysis tools, which are 
essentially based on decision trees. A third one is forming a 
joint venture with a software company to extend its tools by 
exploiting the model-based solution described in this paper. 
It is expected that even under the limited scope of the 
current demonstrator (diagnosing “hard” reasons for filler 
stops only), a commercial benefit will be obtained.  
The following section discusses the practical importance of 
widening this scope and the resulting challenges to model-
based diagnosis, which has lead to a follow-on project.  

5. CHALLENGES 

5.1 Indexing with Metric Temporal Scopes 

As discussed in section 3, the data as well as the high-level 
features used in the models need to be indexed with intervals 
of absolute time. Without obtaining and processing this 
temporal information, no proper diagnosis can be obtained. 
The problem is that there is no finite (or relatively small) 
universe of relevant time points that enables the exploitation 
of previous qualitative temporal indexing schemes (e.g. 
[Williams 86], [Dressler-Freitag 94]), because the temporal 
granularity of data is small compared to the time span 
between a bottle entering and leaving the plant (seconds to 
an hour or so).  
The demonstrator used an ad-hoc solution that separated a 
specialized model for the temporal inferences from a model 
with time stripped off, which is used in the consistency-
based diagnosis engine. For a future system, a principled 
solution has to be developed that avoids the double work of 
maintaining two closely related models. 

5.2 Erroneous Data 

In our application domain, erroneous data will inevitably 
occur. The problem for a straight-forward consistency-based 
solution is that wrong observations cause spurious 
inconsistencies, which bears a high risk of missing the 
proper diagnosis. The only way out is not treating 
observations as true propositions. When evaluating the 
current demonstrator, we would usually detect the presence 

of corrupted operation data though the generation of highly 
implausible or unlikely diagnoses (or none at all). In fact, 
one can extend the approach to include the “diagnosis of 
data”, which has actually been proposed some 20 years ago 
([Struss 88]).  
A fairly principled way to realize this is by introducing 
components that represent either the ultimate source 
generating some observation (sensors) or the control 
software processing and supplying the data, which appears 
more appropriate in our application. The diagnosis algorithm 
generates diagnostic hypotheses that may include such data 
sources. As a result, a highly unlikely combination of faults 
of physical components may compete with the combination 
of a single (or even no) fault and one or more incriminated 
data, providing hints for erroneous data.  
A quick demonstration of this approach was found highly 
attractive by the experts, and, hence, a tool for detecting 
erroneous operation data as a spin-off solution. While it may 
be an overload during the routine diagnostic analysis, it 
should be a useful tool during the installation phase of a new 
plant or the adaptation of the diagnostic system. 

5.3 Complex Faults 

The diagnostic task solved by the current demonstrator 
(finding the machine whose interrupted operation caused the 
filler to stop) appears to be straightforward. In reality, there 
are cases in which such an answer is at least questionable or 
even misleading. This has to do with the fact that the plant 
achieves some tolerance with respect to limited disturbances 
of individual machines through buffer elements. 
To illustrate this, we consider a sequence of three machines 
M i with two intermediate buffers Bj (Figure 11). If buffer B2 
is filled to some extent, it will prevent that some short 
interruption of output from M2 will cause missing input to 
M3. Now assume that M1 experienced a series of several 
small disturbances over a longer period of time 
(“stuttering”), none of which caused a lack of input to M2 or 
M3.  
However, as an accumulated effect of this stuttering, the 
amount of objects buffered in B2 has been reduced 
significantly, affecting its capability to compensate for 
further interruption of flow.  As a result, a fairly short fault 
in M2, which would have had no serious effect under 
“normal” circumstances, now causes a lack at M3, and the 
algorithm described would actually detect this and blame 
solely M2 for the stop of M3.  
In order to properly understand the origin of the symptom 
and for determining appropriate remedies, it would be 
necessary to reveal the role of M1 as the originator of or, at 
least, one contributor to the problem. While it is possible to 
extend the time windows and the observed behavior patterns 
in the tool to detect the “stuttering”, it is not obvious 
whether and how to distribute the blame among the 
components, even more if there are more complex situations 
of disturbances in several machines.  
The core of this problem lies in the fact that there is an 
element of the designed plant behavior that is not captured 

Figure 11. Three machines Mi with buffers Bj in between 

Figure 10. Compliance of core diagnosis 
results with corrected  reference diagnosis 

results of plant A (left) and B (right) 
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by the local component models: although there is no global 
control, there do exist some principles and intentions how to 
run the plant properly. For instance, as mentioned in section 
2, the output rates of the machines should increase both 
upstream and downstream from the filler (to avoid filler 
lacks and tailbacks, respectively). For the same reason, the 
filling degree of buffers should be “neither too high nor too 
low”. Unfortunately, this healthy degree is not fixed and, 
more importantly, cannot be measured directly or 
appropriately estimated from other sensor data. 
A solution to this problem is one of the main targets of the 
follow-on project. Besides a principled way to assess the 
contribution of several machines, this will require the 
representation of more complex behavior patterns, such as 
“stuttering” of machines. The current demonstrator has 
already been designed to support this by enabling the 
definition of complex features via more low level variables. 
Stuttering, for instance, can be specified as the presence of 
an oscillation between different status values.  
Another challenge arises from the fact that, sometimes, the 
ultimate cause of a problem lies beyond the boundaries of 
the physical plant, which is captured by the current model. 
For instance, the logistics (e.g. delivering pallets with 
improper bottles or with delay), manual intervention (sorting 
out improper bottles), or maintenance schedule may be 
inappropriate. In the follow-on project, we will attempt to 
extend the model to include such aspects, although there are 
usually few related observations available.  
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Abstract: In this paper, the problem of robust fault diagnosis in a PEM Fuel Cell (PEM FC) system is
addressed. Fault detection is based on a LPV interval observer able to face the variations of parameters
with the operating while preserving the linear structure of the model. At the same time, this approach
addresses the robustness problem against modeling uncertainty included as unknown parameters whose
value is bounded by intervals. Parametric uncertainty effects are propagated to the observer output using
a zonotope representation to approximate and propagate the set of possible states. Fault isolation is based
ona set of structured residuals that are analysed using a relative fault sensitivity analysis approach. The
proposed methodology of fault diagnosis is applied to a PEM Fuel Cell system.

1. INTRODUCTION

PEM fuel cells are considered to have the highest energy den-
sity due to the nature of the reaction and the quickest start
up time (≤1 sec) without pollution. These are the main rea-
sons for being used in applications such as automotive en-
gines, portable and backup power applications. Recent years
have seen a proliferation of PEM FC system optimization and
control applications, where the aim is to obtain a better pro-
cess performance. Nowadays increases in safety, reliability and
uptime process operation are requiring the inclusion of fault
diagnosis algorithms. Because of the lack of space for physical
redundancy and cost reduction in automotive applications, the
automotive industry is pushing and facing better techniques
for fault diagnosis that makes its products compatible in the
markets offering to the final costumer not only the best quality
but also a reliable product. In this case an alternative technique
to hardware renduncancy is the analytical redundancy which
uses a mathematical model in conjunction with input and output
measurements as monitored system signals in order to generate
a fault diagnosis. Analytical rendundancy can also allow in-
creasing the fault tolerance, as described in Blanke et al. (2003),
using the recent methods of Fault Tolerant Control (FTC).

The energy generation systems based on fuel cells are com-
plex since they involve thermal, fluidic and electrochemical
phenomena. Moreover, they need a set of auxiliary elements
(valves, compressor, sensors, regulators, etc.) to make the fuel
cell working at the pre-established optimal operating point.
Since the PEM FC model is complex and highly non-linear, the
classical FDI tools that are mainly developed for linear systems
can not be applied (Willsky, 1976) (Gertler, 1978) (Isermann,
1984) (Isermann, 1993) (Gertler, 1998) (Frank, 1990) (Chen
and Patton, 1999) (Patton et al., 2000). Recently, several ex-
tensions to classical linear methods ranging from the direct use
? This work was supported in part by the Research Commission of the
Generalitat of Catalunya (Grup SAC ref. 2005SGR00537) and by Spanish
Ministry of Education (CICYT projects ref. DPI-2005-05415, ref. DPI2007-
62966 and ref. DPI2008-01996) and Consejo Nacional de Ciencia y Tecnología
(CoNACYT) and cooperation with Department of Universities, Research and
Society of Information.

of non-linear models to the use of neural networks, TS fuzzy
systems and neuro-fuzzy systems (Chen and Patton, 1999) have
been proposed. Alternatively, FDI research community has
been focused on Linear Parameter Varying (LPV) models. Such
models can be used efficiently to represent some non-linear sys-
tems. This methodology has motivated some researchers from
the FDI community to develop model-based methods using
LPV models (see J. Bokor and Stikkel (2002), among others).
But even with the use of LPV models, modeling errors and
disturbances are inevitable in complex engineering systems. In
order to increase reliability and performance of model-based
fault detection, a robust fault detection algorithms should also
be addressed in this case. The robustness of a fault detection
system means that it must be only sensitive to faults, even in the
presence of model-reality differences (Chen and Patton, 1999).
One of the approaches to robustness, known as passive, is based
on enhancing the robustness of the fault detection system at the
decision-making stage. The aim with the passive approach is
usually to determine, given a set of models, if there is a member
in the set that could explain the measurements. A common
approach to this problem is the propagation of the model uncer-
tainty to generate the alarm limits (threshold)of the residuals.
When some of the residuals are outside of the alarm limits, it is
argued that model uncertainty alone can not explain the residual
and therefore a fault must have occurred. This approach has the
drawback that faults that produce a residual deviation smaller
than the residual uncertainty due to parameter uncertainty will
not be detected. Another approach to the passive robust fault
detection problem is to explicitly calculate the set of states that
are consistent with the measurements. When a measurement
is found to be inconsistent with this set, a fault is assumed to
have occurred. As an exact representation of the set of states
consistent with the measurements is hard to calculate, thus
approximating sets that provide outer bounds are often used
instead.

This paper proposes a robust model-based fault diagnosis
method for non-linear systems that can be approximated using
an LPV model. This is the case of a fuel cell system. Robust
fault detection is based on the use of an interval LPV observer
that bounds the effect of parametric uncertainty in the resid-
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ual (or predicted) output using zonotopes. Model consistency
is verified by intersecting the measurement intervals with the
set of possible outputs considering parametric uncertainty and
noise bounds. Robust fault isolation is based on using a set of
structured residuals that are evaluated using LPV observers and
provideing the observed fault signature matrix. The novelty of
the proposed approach is the use of zonotopes to deal with
model uncertain parameters in case of using an intervar LPV
observer. A zonotope is defined as an affine transformation of
a unitary hypercube. Another contribution is the fault isola-
tion using the relative sensitivity analysis of tha residuals that
does not require the fault magnitude knowlegde. The proposed
methodology is applied to a Polymer Electrolyte Membrane
Fuel Cell system.

The structure of the paper is the following: Section 2 introduces
an overview of the proposed fault diagnosis methodology. Sec-
tion 3 presents the LPV robust fault detection approach. Section
4 presents the implementation of a LPV observer and associated
fault detection tests using zonotopes. Section 5 LPV fault isola-
tion is presented. Section 6 the PEM fuel cell application case
study is shown and finally the Section 7 presents the conclu-
sions.

2. OVERVIEW OF THE PROPOSED FAULT DIAGNOSIS
METHODOLOGY

2.1 Introduction

The task of fault diagnosis consists of determining as much
details as possible about the fault as fault location, time and
size. The proposed methodology of fault diagnosis which is
used in this paper is mainly based on standard FDI theory
of model-based diagnosis. This theory can be divided in two
subtasks: fault detection and fault isolation. The core of model-
based fault detection is to check the consistency of observed
behaviour. The consistency check is based on computing resid-
uals rk. The residuals are obtained from the discrepancy of
measured signals input (uk) and outputs (yk) at operating point
(ϑk) using the set of sensors installed in the process with an
analytical relationship which are obtained by system modelling,
as follows:

r(k) = ψ (yk,uk, ϑk) (1)

where ψ is the residual generator function that depends on the
type of detection strategy used parity equation (Gertler, 1998)
or observer (Chen and Patton, 1999). At each instant, k, the
residual is compared with a threshold value (zero in ideal case
or almost zero in real case).

Robust residual evaluation allows obtaining a set of fault signa-
tures, φ(ϑ) =

[
φ1(ϑ), φ2(ϑ), ..., φnφ(ϑ)

]
where each indicator

of fault is obtained as follows:

φi(ϑ) =
{

0 if |ri| ≤ τi
1 if |ri| > τi

(2)

where τi is the threshold associated to the residual ri(k). Fault
isolation consists in identifying the fault that affects the system.
It is carried out using the fault signatures, φ (generated by the
detection module) and its relation with all the considered faults,
f(k) =

{
f1(k), f1(k), ..., fnf (k)

}
. The method most often

applied is a relation defined by the Cartesian product of the
set of faults FSM ⊂ φ × f , where FSM is the theoretical

fault signature matrix (Gertler, 1998). An element FSMij

of this matrix will be one, if a fault fj(k) is presented in the
process affecting the residual ri(k). Thus, in this case, the value
of the fault indicator φi(k) must be equal to one when the
fault appears in the monitored system. Otherwise, the element
FSMij will be zero.

One way to deal with robustness with respect to uncertainty
(parameter uncertainty, disturbances and noise) present in a
real application, is not only at the residual generation stage but
also at the decision-making process. The decision-making stage
normally involves a thresholding stage. When fixed thresholds
are used, the sensitivity to faults will be intolerable reduced if
the threshold is chosen too high, whereas the false alarm rate
will be too large when the threshold is chosen too low. For
these reasons the proper choice of the threshold is a not a trivial
problem. In order to solve this problem, a LPV observer with
zonotope approach is proposed to compute residual evaluation,
where the LPV observer is capable to cope with the operation
point changes and model uncertainty.

3. LPV ROBUST FAULT DETECTION

3.1 Linear Parameter Varying Model

There exists different ways to obtain LPV models. Some meth-
ods use nonlinear equations of the system to derive a LPV
model such as state transformation, substitution of functions
and methods using the well known Jacobian linearization. An-
other kind of methods uses multi-model identification that con-
sists basically in two different steps. First a set of LTI models
is identified at different equilibrium points by classical meth-
ods (on-line or off-line). As second part of this methodology,
a multi-model is obtained by using an interpolation law that
commutes the local LTI model according to the operating point
(Murray-Smith and Johansen (1997) and Barahyi et al. (2003)).
A LPV system in discrete time state space in a fault free case is
represented by

xk+1 = A(ϑk)xk + B(ϑk)uk + wk (3)

y = C(ϑk)xk + D(ϑk)uk + vk

where xk ∈ Rnx , uk ∈ Rnu and yk ∈ Rny are, respectively,
the state, input, and output vectors. The process and measure-
ment noises are wk ∈ Rnx and vk ∈ Rnv , respectively, that
are considered unknown but bounded, that is, vk ∈ V and W
which are interval boxes. The type of LPV systems considered
in this paper assumes an affine dependence within the parameter
vector Θ space

Θ =
{
ϑk ∈ RΘ

∣∣ϑk ≤ ϑk ≤ ϑk
}

Linear Parameter Varying Observer

A Linear Parameter Varying (LPV) Observer for the state esti-
mation of the system (3) is given by the following Luenberger
observer structure

x̂k+1 = A(ϑk)x̂k + B(ϑk)uk + L(ϑk)(yk − ŷk) + wk(4)

ŷk = C(ϑk)x̂k + D(ϑk)uk + vk

where L is the observer gain to be designed to guarantee
stability for ϑk ∈ Θ. This gain is computed at operating point
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ϑk using LMI formulation for Pole-Placement within a wide
class of pole clustering regions that is founded in an extended
Lyapunov Theorem (see Chilali (1996)). The motivation for
seeking pole clustering in specific regions inside the unitary
circle is to obtain a fast observer dynamics for all considered
operating points.

3.2 LPV interval observer

Definition 1. Consider the state estimator given by Eq. (4),
an initial compact set X0 and a sequence of measured inputs
(uj)k−1

0 and outputs (yj)k0 . The exact uncertain estimated
state set at time k is expressed by

Xk = {x̂k : (x̂j = A(ϑj−1)x̂j−1 + B(ϑj−1)uj−1

+wj−1 + L(yj−1 − ŷj−1))kj=1,

(ŷj−1 = Cx̂j−1 + vj−1)kj=1| x0, x̂0 ∈ X0,

(ϑj−1 ∈ Θ,wj−1 ∈Wj−1,vj−1 ∈ Vj−1)kj=1

}
(5)

The uncertain state set described in Definition 1 at time k can be
computed as approximation of uncertain state set at time k− 1.
A exhaustive computing process could be presented if the exact
set of estimated states is required. In order to reduce complexity
a bounded set could be used such as a box (interval hull) or
other geometric regions easy to compute. Before introducing
such algorithm, an additional definition should be introduced.

Definition 2. Consider the state estimator given by Eq. (4), the
set of uncertain states at time k-1, Xk−1 and the input/ouput
values (uk−1,yk−1,yk). Then, the approximated set of esti-
mated states at time k based on the measurements up to time
k-1 is defined as

Xek = {x̂k : A(ϑk−1)x̂k−1 + B(ϑk−1)uk−1 + wk−1

+L(yk−1 − ŷk−1), ŷk−1 = Cx̂k−1 + vk−1

| x̂k−1 ∈ Xk−1, ϑk−1 ∈ Θ, w̄k−1 ∈Wk−1,vk−1 ∈ Vk−1}
(6)

Analogously, considering a measurement equation in (4) the
approximated set of estimated outputs Yek can be determined.

Using previous definition, the set of estimated states (or out-
puts) introduced in Definition 1 will be approximated iteratively
using zonotopes. From these zonotopes, an interval for each
state variable can also be obtained by computing the interval
hull of the zonotope. The sequence of interval hulls 2Xek with
k ∈ [0, N ] will be called the interval observer estimation of the
system given by Eq. (4). Analogously, the sequence of interval
hulls 2Yek can be obtained. Following previous idea, Algorithm
1 is proposed to determine an approximation of set of uncertain
estimated states.

3.3 Fault detection

The application of observers to fault detection consists in test-
ing whether the measured output is consistent with the one
given by an observer using a faultless model. If an inconsistency
is detected, the existence of a fault is proved. In case of mod-
eling a dynamic system using an interval model, the predicted
output ŷ(k) is described by a set that can be bounded using an
interval. Then, the fault detection test can be stated as:

y(k) /∈ 2Yek (7)

Algorithm 1 Fault Detection using LPV observer
1: fault← FALSE
2: k ← 0
3: Xek ⇐ X0

4: while fault = FALSE do
5: Obtain input-output data {uk,yk}
6: Compute the approximated set of estimated states, Xek
7: Compute the approximated set of estimated outputs, Yek
8: Compute the interval hull of the approximated set of

estimated states, 2Xek = [xk,xk]
9: Compute the interval hull of the approximated set of

estimated outputs, 2Yek =
[
y
k
,yk
]

10: if [yk] ∩ Yek = ∅ then
11: fault← TRUE
12: end if
13: k ← k + 1
14: end while

where Yek is the set of predicted outputs that can be obtained
using Algorithm 1 and 2Yek = [y

1
, y1]× · · · × [y

ny
, yny ].

Alternatively, a fault detection based on generating a residual
can be used. The residual is generated by comparing the mea-
surements of physical variables y(t) of the process with their
estimation ŷ(k) provided by the associated system model:

r(k) = y(k)− ŷ(k) (8)
where r(k) ∈ <ny is the residual set. Then, the fault detection
test can be expressed as follows:

0 /∈ [Rk] (9)

4. IMPLEMENTATION OF LPV OBSERVERS USING
ZONOTOPES

4.1 Introduction

In this paper, zonotopes are used for guaranteed state estimation
in the case of non-linear discrete systems with bounded uncer-
tain parameter. At each sampling time, a guareanteed bound
(zonotope) of the uncertain trajectory of the system parame-
ters is calculated using interval arithmetic Moore (1966). A
zonotope is an affine transformation of an unitary hypercube.
Zonotopes are proposed by V. et al. (2001) to build a state
bounding observer. Let us introduce zonotopes.

Definition 3. The Minkowski sum of two sets X and Y is defined
by X⊕ Y = {x + y : x ∈ X,y ∈ Y}.
Definition 4. Given a center vector p ∈ Rn and a matrix H
∈ Rn×m the Minkowski sum of the segments defined by the
columns of matrix H, is called a zonotope of order m. This set
is represented as:

X = p⊕HBm = {p + Hz : z ∈ Bm}
where: Bm is a unitary box, composed by m unitary intervals.

Then, a zonotope X of order m can be viewed as the Minkowski
sum of m segments. The order m is a measure for the geomet-
rical complexity of the zonotopes.

Definition 5. The interval hull 2X of a closed set X is the
smallest interval box that contains X.

Given a zonotope X = p ⊕ HBm, its interval hull can be
easily computed by evaluating p ⊕ HBm, for all i = 1..n:
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2X = {x : |xi − pi| ≤ ‖Hi‖1} where Hi is ith-row of H,
and xi and pi are ith components of x and p, respectively.

4.2 Implementation of LPV observers using zonotopes

To implement interval observers using zonotopes, it should be
noticed that using Eq. (26) as the expression of the estimator
model, it can be viewed as a discrete-time system with one input
that can be reorganized as:

x̂k+1 = Ao(ϑk)x̂k + Bo(ϑk)uok (10)
where:
Ao = A(ϑk)−KC, Bo = [ B(ϑk) −D(ϑk)/L(ϑk) I K K ]
and u0

k = [ uk yk+1 wk yk vk ]t.

Then, the problem of interval observation can be formulated as
a problem of interval simulation and requires characterizing the
set Xek. This set can be viewed as the direct image evaluation of
Eq. (10) and can be implemented using zonotopes.

According to Algorithm 1, interval observers involves a bound-
ing operation applied to the set of estimated states Xek.

4.3 Implementation of prediction set step

The prediction set step requires characterizing the set Xek.
This set can be viewed as the direct image evaluation of
f(xk, ϑk,wk) = Ao(ϑk)x̂k + B(ϑk)uok + wk. There are
different algorithms to bound such an image using ellipsoids
(see Maksarov and Norton (1996)) or zonotopes (see Kühn
(1998)). To bound such image using zonotopes the following
result is used:

Theorem 1. "Zonotope Inclusion" (see Alamo et al. (2005)).
Consider a family of zonotopes represented by X = p⊕MBm

where p ∈ Rn is a real vector and M ∈ In×m is an interval
matrix. A zonotope inclusion �(X) is defined by:

�(X) = p⊕ [mid(M G)]
[

Bm

Bn

]
= p⊕ JBn+m

where G ∈ Rn×n is a diagonal matrix that satisfies: Gii =
m∑
j=1

diam(Mij)
2 , i = 1, 2 . . . n with mid denotes the center and

diam the diameter of the interval according to Moore (1966).
Under this definition, X ⊆ �(X).

This prediction step aims at computing the zonotope Xek+1 that
bounds the trajectory of the system at instant k+1, from the
previous approximating zonotope at time instant k, Xk, using
the natural interval extension in (10) as suggested by Moore
(1966) and the zonotope inclusion operator, as a generalization
of Kühn’s method (see Kühn (1998)):

Xek+1 = pk+1 ⊕Hx
k+1B

r (11)
where:

pk+1 = mid(Ao(ϑk))pk + mid(Bo(ϑk))uo
k

and
Hx
k+1 = [Jx

1 Jx
2 Jx

3]
Jx
1 = �(Ao(ϑk)Hx

k+1)
Jx
2 = pk(diam(Ao(ϑk))/2)

Jx
3 = uo

k(diam(Bo(ϑk)−L(ϑk)·D(ϑk))/2 diam(L(ϑk))/2)

Jx
1 is calculated using the zonotope inclusion operator. It is

important to notice that the set of estimated states has an
increasing number of segments generating the zonotope Xek+1
using this method. Analogously, it is possible to compute the
estimate set of output value Yek.

Yek = pk ⊕Hy
kB

r (12)

where:

Hy
k = [Jy

1 Jy
2 Jy

3 ]
Jy
1 = �(Co(ϑk)Hx

k)
Jy
2 = pk(diam(Co(ϑk))/2)

Jy
3 = uo

k(diam(B(ϑk)) diam(yiop(ϑk)/2)

and the operating point is bounded by the upper and lower
bounds denoted as (ymop) and (ynop) respectively yop(ϑk).

4.4 Checking for intersection emptiness

Compute the set of estimated output Yek , requires to check if
the intersection of [yk]∩Yek, is not the empty set, before intro-
ducing such operation, an additional definition is introduced.

Definition 6. Given the zonotope Yek = p ⊕ HBr, the strip
[yk] = {x ∈ Rn|cTx-d| ≤ σ}, a hyperplane S = {x :
cTx = q} is a supporting hyperplane of a zonotope Yek if either
cTx ≤ q,∀x ∈ Yek or else cTx ≥ q,∀x ∈ Yek with equality
occurring for some x ∈ Yek. The two constants qu and qd
characterizing the supporting hyperplanes are easily calculated
as:

qu = cTp +
∥∥HTc

∥∥
1

(13)

qd = cTp−
∥∥HTc

∥∥
1

(14)
where ‖.‖1 is the 1-norm of a vector. Then, the intersection
check is very easy to perform considering that each new mea-
surement defines a set of consistent states is given by

Fk = {xk ∈ Rn : −σ ≤ yk −Cxk ≤ σ} (15)
where Fk is the region between two hyperplanes and the output
yk is considered component-wise. The normalized form of this
strip is written as

F̄k = {xk ∈ Rn : |yk

σ
− cTxk| ≤ 1} (16)

Calculating the supporting hyperplane constants qu and qd, the
intersection is empty if and only if:

qu <
yk

σ
− 1 or qd >

yk
σ

+ 1 (17)

This condition of inconsistency for a SISO model was reported
in Vicino and Zappa (1996).

5. LPV FAULT ISOLATION

5.1 Fault Sensitivity Analysis

The isolation approach presented in Section 2 uses a set of
binary detection (Boolean) tests to compose the observed fault
signature. However, the use of binary codification of the resid-
ual produces a lack of information that can lead to wrong
diagnosis when applied to dynamic systems. This derives in
some faults that are not isolable because they present the same
theoretical binary fault signature (Puig et al., 2006). To avoid
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this problem is possible to use other additional information as-
sociated with the relationship between the residuals and faults,
such as sign, sensitivity, and order or activation time, to improve
the isolation results (Puig et al., 2006).

In this work, a new method for fault diagnosis that tries to
better exploit the information provided by the fault residual is
proposed for diagnosis system designing. According to Gertler
(1998), the sensitivity of the residual to a fault is given by

Sf =
∂r

∂f
(18)

which is a transfer function that describes the effect on the
residual (r) of a given fault (f ). Sensitivity provides quantita-
tive information about the effect of the fault on the residual
and qualitative information in their sense of variation (sign).
The use of this information at the stage of diagnosis allows
separating faults that although show the same theoretical bi-
nary fault signature, they present different sensitivity values.
In order to perform diagnosis, the algorithm will use a theo-
retical fault sensitivity matrix FSMsensit. Each value of this
matrix, denoted as Srifj , contains the sensitivity of the residual
ri to the fault fj . Although sensitivity depends on time in
case of a dynamic system, here the steady-state value after a
fault occurrence is considered as it is also suggested in Gertler
(1998). However several simulation results show a dynamic
dependency on operating points for Srifj matrix elements. In
order to perform real time diagnosis, the observed sensitivity
Sorifj should be computed using the current value of the residual
ri(k) at operating point ϑk when a fault f(k) is detected.

ri(k) = Sori (ϑk) f(k) (19)

5.2 Relative fault sensitivity approach

From (18), it is possible to observe that using FSMsensit,
in real time requires the knowledge of the fault magnitude or
an estimation of it at a specific operating point. To solve this
problem, this paper attempts to design the diagnosis using a
new concept called relativity sensitivity rather than absolute
sensitivity given in (20). The observed relative fault sensitivity
is defined as:

Srel,orirl
=
Sorifj (ϑk)

Sorlfj (ϑk)
=
ri(ϑk)
rj(ϑk)

(20)

which corresponds to the ratio of one residual ri(k) with
respect to another specific one (rl). Then, the relative sensitivity
will be insensitive to the unknow magnitude of the fault. A
new FSM , called FSMsensitrel (see Escobet et al. (2009)),
which corresponds to theoretical fault signature matrix based
on relative sensitivity is then introduced. The elements of this
matrix Srel,trirlfj

, is given by

Srel,trirl,fj
=
Strifj (ϑk)

Strlfj (ϑk)
=
∂ri(k)/∂fj(k)(ϑk)
∂rl(k)/∂fj(k)(ϑk)

(21)

In this case, for a set of n faults, a relative fault sensitivity
matrix FSMsensitrel should be used as shown in Table 2.

f1 f2 · · · fn

r2/rl Srel,t
r2rl,f1

Srel,t
r2rl,f2

· · · Srel,t
r2rl,fn

r3/rl Srel,t
r3rl,f1

Srel,t
r3rl,f2

· · · Srel,t
r3rl,fn

· · · · · · · · · · · · · · ·
rm/rl Srel,t

rmrl,f1
Srel,t

rmrl,f2
· · · Srel,t

rmrl,fn

Table 1. Theoretical fault signature matrix using
relative sensitivity respect to rl at ϑk

The diagnostic algorithm used to assess real-time observed
relative sensitivities using (20), is based on a ratio of residuals,
will provide a vector in relative sensitivities space. The vector
generated will be compared with vectors of theoretical fault
places stored into the relative sensitivity matrix FSMsensitrel .
The theoretical fault signature vector with a minimum distance
with respect to the fault observed vector is postulated as the
possible fault:

min =
{
dsf1(k), . . . , dsfn

}
(22)

where the distance is calculated using the Euclidean distance
between vectors

dsfn (k) = sqrt




(
Srel,or2r1,f1

(ϑk)− Srel,tr2r1,f1
(ϑk)

)2

+ ...

+
(
Srel,ormr1,fn

(ϑk)− Srel,trmr1,fn
(ϑk)

)2




(23)

Algorithm 2 summarizes the fault isolation procedure.

Algorithm 2 Fault Isolation
1: fault← TRUE
2: k ← k + 1
3: while fault = TRUE do
4: Obtain input-output data {uk,yk}
5: Compute the approximated set of estimated outputs,

using Algorism 1 step: 6 to 9.
6: Compute the Theoretical Sensitivity Dynamic for pro-

cess output yn at fj , Strlf1(ϑk)
7: Compute the Observed Sensitivity Dynamic for process

output yn at fj , Sorlf1(ϑk)
8: Compute the Euclidean distance between

Theoretical and Observed Sensitivity, dsfn(k) ={
Strlfn(ϑk), Sorlfn(ϑk)

}

9: Fault isolation→ f
10: end while

6. CASE STUDY

6.1 Introduction

Fuel Cells are electrochemical devices that not only convert
the chemical energy of a gaseous fuel directly into electricity
and are widely regarded as a potential alternative stationary and
mobile power source but also are environmentally friendly Ya-
cobucci and Curtright (2004). Polymer Electrolyte Membrane
Fuel Cells (PEM FC) are at developement stage for automotive
applications because of its capability in high power density,
solid electrolyte, long cell and stack life. The overall reaction
of the fuel cell is described by
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2H2 +O2 ⇒ 2H2O (24)

6.2 PEM Fuel Cell System

In this paper, a PEM FC model developed by Pukrushpan
(2002) is used as case study for fault diagnosis. The overall FC
system could be partitioned in two subsystems, fuel cell stack
and auxiliary components. Each subsystem has submodels:
compressor, supply and return manifold, cooling and Humidi-
fier models, all of them as auxiliary components. Stack voltage,
anode and cathode flow, membrane hydration models belong
to fuel cell stack subsystem. Figure 1 presents a conceptual
diagram of the FC system.

Fig. 1. PEM FC Process Block diagram

A model-based dynamic analysis shows an insight of the sub-
system interaction and control design limitation (Pukrushpan,
2002), because of different control objective and also subsys-
tems interaction between themselves.

6.3 PEM FC Dynamic Model

For simulation purpose the model proposed in Pukrushpan
(2002) will be used. The non-linear parameter model depends
on state variables, which infers a high level of non-linear model,
for that reason an observer approach is proposed. This model
has the following:

Characteristics:

• The law of mass conservation is used for mass balance
estimate.
• Physics laws and some empirical equations are used.
• The properties are based on electrochemical, thermody-

namic and zero-dimensional fluid mechanics principles.

Assumptions:

• Cathode and Anode volume are taken as single volume.
• Perfect temperature control at cooling system.
• Stack temperature is constant.
• The electrochemical reaction at membrane is performed

instantaneously.

The resulting dynamic model equation is described by

ṁO2 = WO2,i −WO2,o −WO2,r

ṁH2 = WH2,i −WH2,o −WH2,r

ṁN2 = WN2,i −WN2,o

ω̇cp = 1
Jcpωcp

(Pcm − Pcp)
Ṗsm = γRa

Vsm
(WcpTcp −Wsm,oTsm)

ṁsm = Wcp −Wsm,o

ṁw,an = Wvan,i −Wvan,o −Wvmbr

Ṗom = RairTrm
Vrm

(Wca,o −Wrm,o)

(25)

where the subindex i,o, represent inlet and outlet flow re-
spectably and subindex an, rm, mbr, sm, cp means anode,
return manifold, membrane, supply manifold and compressor,
respectively.

6.4 Faulty PEM FC scenarios implementation

In order to test the proposed methodology in the PEM FC
system, a set of commons possible fault in the sensors was
selected and implemented in simulation as a Fault Generator
Block (FGB)(see Figure 2). Through this block it is possible to
select and simulate the effects that cause each of the proposed
faults over the system regards to each fault acts over a specific
output sensor as additive fault. Note that interaction could be
appear in process dynamic when the fault acts over the system
because of sensor dynamics discrebed in equation (26). The
Table 2 describe the set of fault which were considered as
additive and abrupt faults.

Fig. 2. Fault Generator Block (FGB) and Fault Diagnosis Sys-
tem (FDS) implementation diagram

ID Fault Description
f1 The speed sensor (ωcp) presents suddenly

an offset value. Unitary step (kRPM).
f2 Suddenly change in the Oxygen

ratio measurement because of a sensor offset. Step of 0.5

f3 The stack voltage (vst) measurement suffers
a suddenly an offset . Unitary step (V olts)

f4 The Supply manifold pressure sensor (Psm)
measurement suffers a suddenly an offset. Step of 0.8(bar)

Table 2. Description of the additive fault scenarios
already implemented in FGB.

6.5 Problem Set up

In state space form, the array of the PEM FC linear model
including model uncertainty is described in (26), where each
ij-th varying parameter of (ϑk) model is bounded by its re-
spcectively uncertanty. This task was done using the required
tool as: Matlab (Linearization Toolbox) and Intlab v.5.
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For fault detection previous model will be approximated by a
LPV model, illustrate by (4), where the schedrualing variable is
the stack current (Ist) along the operating range of interest (190
to 205 Amp with a ∆ of 2.5 Amp).

A(ϑk) =




∗a11(ϑk) 0 ∗a13(ϑk) 0 ∗a15(ϑk) 0 0 ∗a18(ϑk)
0 ∗a22(ϑk) 0 0 ∗a25(ϑk) 0 ∗a27(ϑk) 0

∗a31(ϑk) 0 ∗a33(ϑk) 0 ∗a35(ϑk) 0 0 ∗a38(ϑk)
0 0 0 ∗a44(ϑk) ∗a45(ϑk) 0 0 0

∗a51(ϑk) 0 ∗a53(ϑk) ∗a54(ϑk) ∗a55(ϑk) ∗a56(ϑk) 0 0
∗a61(ϑk) 0 ∗a63(ϑk) ∗a64(ϑk) ∗a65(ϑk) 0 0 0

0 ∗a72(ϑk) 0 0 ∗a75(ϑk) 0 ∗a77(ϑk) 0
∗a81(ϑk) 0 ∗a83(ϑk) 0 0 0 0 ∗a88(ϑk)




B(ϑk) =




0 ∗b12(ϑk)
0 ∗b22(ϑk)
0 0

∗b41(ϑk) ∗b42(ϑk)
0 0
0 0
0 0
0 0




(26)

C(ϑk) =




0 0 0 1 0 0 0 0
∗c21(ϑk) 0 ∗c23(ϑk) 0 ∗c24(ϑk) 0 0 0

0 0 0 0 1 0 0 0
∗c41(ϑk) ∗c42(ϑk) ∗c43(ϑk) 0 0 0 0 0


 ; D(ϑk) =




0 0
0 ∗d22(ϑk)
0 0
0 ∗d42(ϑk)




where x = [mO2 mH2 mN2 ωcp Psm msm mw,an Prm]T ,
u = [vcm Ist]T and y = [ωcp rO2 Psm vst], the units of states
and outputs are compatible magnitudes (gr, bar, Krpm, Amper,
Volt).

The model uncertainty appears because of the linearization
process. In some cases this part of model contains an important
characteristic needed for fault diagnosis. In order to solve this
problem, a robust observer is computed using the zonotope
approach, where the specific uncertainty value is unknown, but
it is possible to bound it as shown in Eq.(27).

∗aij = aij(ϑk) +
[
amij (ϑk)
anij(ϑk)

]
; ∗bij = bij(ϑk) +

[
bmij (ϑk)
bnij(ϑk)

]

∗cij = cij(ϑk) +
[
cmij (ϑk)
cnij(ϑk)

]
; ∗dij = dij(ϑk) +

[
dmij (ϑk)
dnij(ϑk)

] (27)

With the last, it is possible to obtain a model array. In this case,
the array has seven models which are used for fault detection
using Algorithm 1. Figure 3 shows the process performance
during a faultless scenario and a set of operating point changes.
Here the adaptive threshold value and observer performances
follow the process output when an operating point change is
applied.

Fig. 3. Faultless mode Process Performance for operating point
changes.

In order to test the proposed methodology, a fault in motor
speed sensor is selected (f1), the fault is a additive and abrupt
fault, table 2 describes the fault properties.

6.6 Simulation Results

The following results were obtained in simulation environment.
Figure 4 shows the process output performance, where set of
step changes in operating point is applied at 20Ts, 50Ts, the
abrupt fault is presented at 130Ts where ωcp crosses the upper
threshold value. At this time the observer dynamic is afected by
the sensor fault. The fault signature time evolution is presented
in Figure 5 and it is computed using Eq. (2), where the binary
value in steady state is [1, 1, 0, 1].

Fig. 4. Model process output performance during a trend of
operating point change and Fault 1 occurance.

Fig. 5. Fault Signature time evolution

Figure 6(a) shows the dynamic evolution of theoretical and
observed relative fault sensitivity in the space of ratios (3D),
in the case of fault 1, which has been computed using Eq.
(20). Note that the dynamic sensitivity has been computed as
soon as the fault is detected. This is one contribution of this
work avoiding the need of waiting to reach the steady state to
diagnose the fault. Moreover, the fault magnitude information
is not required in this approach because the sensitivity is treated
as a ratio. Note that the observed sensitivity ratio evolution
keeps within the threshold boundary of f1, then the distance
to theoretical sensitivity ratio to fault 1 is almost 0 as soon the
fault is presented in the system.

To compute a dynamic theoretical sensitivity ratio a LPV sen-
sitivity model is necessary to know the theoretical sensitivity
across of operating point range of interest. When the sensi-
tivity is taken as ratio of one of those, the fault magnitude
does not affect the isolation process. Figure 6(b) shows the
isolation process based on Euclidean distance between both
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theoretical and observed relative fault sensitivity. In this case,
the isolation process takes into account the minimum distance
between observed and theoretical sensitivity ratio. The isolation
process is capable to predict the fault at 132Ts. At this time
the distance vector of fault 1 between both sensitivity is the
minimum value. After 133Ts the distance vectors achieve the
steady state because of the theoretical sensitivity has reach the
steady state as well as the observed sensitivity does not change
any more. Table 3 shows the theoretical fault signature matrix
which is the place of the theoretical place of the each fault in
space of ratios.

Fig. 6. A) Relative Sensitivity Dynamic Evolution for fn in
the space of ratios; B)Euclidian dynamic distance between
Relativity Sensitivity

Srel
1,4 Srel

2,4 Srel
3,4

f1 -1.5041 0.0488 0.0205
f2 -0.1882 -0.5686 -0.0213
f3 -3.833 0.03020 0.1473
f4 -0.0122 -0.006 -0.002

Table 3. Theoretical fault signature matrix using
relativite sensitivity respect to r4 in steady state

7. CONCLUSION

In this paper, the problem of robust fault diagnosis in a PEM
Fuel Cell (PEM FC) system has been addressed. Fault detection
is based on a LPV interval observer able to face the variations
of parameters with the operating while preserving the linear
structure of the model. At the same time, this approach ad-
dresses the robustness problem against modeling uncertainty
by including unknown parameters whose value is bounded by
intervals. Parametric uncertainty effects are propagated to the
observer output using a zonotope representation to approximate
and propagate the set of possible states. Fault isolation is based
on set of structured residuals that are analysed using a relative
fault sensitivity approach. The proposed methodology of fault
diagnosis was applied to a PEM Fuel Cell system obtaining
satisfactory results.
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Diagnosing Automotive Control Systems
Using Abstract Model-Based Diagnosis
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Abstract: The increasing complexity of automotive control systems causes a problem with
locating faults during system failures. One reason for this problem is that system components
that receive abnormal input data from other components may also output abnormal data,
even if they are not in abnormal modes, and consequently many redundant faults are detected
in the system. In this paper, we present a diagnosis method for locating the origin of faults
automatically in systems where fault propagation may occur. We use a model-based diagnosis
scheme and abstract behavior modeling technique to deal with complex software components.
We propose a new approach to diagnose systems that have data flow loops. Finally, we propose
a one-stage approach for solving the abstract model-based diagnosis based on its formulation
into the partial maximum satisfiability problem.

Keywords: Automobiles; Fault location; Diagnosis; Boolean logic.

1. INTRODUCTION

Automotive control systems are getting increasingly large-
scaled and complex each day. Dozens of electronic control
units (ECUs) equip small-class vehicles, and for luxury-
class vehicles this number reaches 100 or more. These
ECUs communicate with one another via automotive net-
works such as CAN, LIN, and FlexRay. Increasing de-
mands on vehicle safety, driver comfort, and environmental
protection will continue to drive this trend. Furthermore,
after product launch, it becomes more difficult to locate
faults during system failures. In this paper, we tackle the
latter problem. Locating faults becomes difficult especially
in systems that include complex software components,
because, unlike most hardware faults, software faults can-
not be found simply by looking. Furthermore, software
components that receive abnormal input data from other
components may also output abnormal data, even if they
are not themselves in an abnormal mode. Consequently,
many redundant faults are detected making the analysis
to find the root cause more difficult. This problem, called
the “fault-propagation” problem, becomes ever more likely
in automotive control systems where many ECUs col-
laborate closely or where many tasks collaborate on an
integrated ECU with real-time operating systems such as
OSEK/VDX OS.

We aim to develop a diagnosis method to locate the origin
of faults automatically in a system where fault propaga-
tions may occur. We use a model-based diagnosis (MBD)
scheme developed in the field of artificial intelligence (de
Kleer and Williams [1987] and Reiter [1987]). Unfortu-
nately, however, the original MBD scheme is inadequate
for diagnosing systems with complex software components
such as ECUs because it is almost impossible to model
ECU behavior completely. Therefore, we apply the ab-
stract behavior modeling technique proposed by Friedrich

et al. [1999] and by Steinbauer and Wotawa [2005], which
enables us to handle complex software components within
the MBD scheme without modeling their concrete behav-
ior. Instead, unlike for the original MBD, we need some
criteria to judge whether or not data flows in a system
are normal. Hereafter, we refer to such MBD as “abstract
MBD” (AMBD).

Although the original AMBD can be applied to a system
that has no data flow loops, problems occur when it
is applied to a system with them. The original AMBD
detects no faults when all data flows on a loop are
abnormal, because all components on the loop can claim
that they output abnormal data due to the abnormal input
data. Automotive systems that include ECU components
may have data flow loops because most communications
among ECUs are mutual and not one-way. In this paper,
we propose a modified AMBD to overcome this problem
and enable a diagnosis that at least one of the components
on a loop is abnormal, even when all data flows on the loop
are abnormal.

Traditionally, MBD employs a two-stage approach based
on the notions of conflict and diagnosis. First, conflicts are
calculated using a theorem prover (Reiter [1987] and Stein-
bauer and Wotawa [2005]) or constraint propagation (de
Kleer and Kurien [2003]). Second, diagnoses are calculated
from conflicts using a hitting set algorithm (Reiter [1987]
and Steinbauer and Wotawa [2005]) or a prime implicant
algorithm based on boolean decision diagrams (de Kleer
and Kurien [2003]). In this paper, we formulate AMBD
into a partial maximum satisfiability problem that can be
solved efficiently using state-of-the-art solvers. Compared
with traditional approaches, ours is one-stage and straight-
forward, but is applicable only to AMBD. Moreover, we
extend our method so as to get diagnoses in the order of
their occurrence probabilities.
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Fig. 1. Example of an abstracted system.

This paper is organized as follows: Section 2 describes
the existing AMBD. Section 3 discusses a drawback of
the existing AMBD and presents our modified approach.
Section 4 describes how we formulate AMBD into the
partial maximum satisfiability problem and proposes some
extensions. Section 5 shows some experimental results.
Section 6 summarizes this work and discusses future work.

2. ABSTRACT MODEL-BASED DIAGNOSIS

The abstract behavior modeling technique in MBD was
first introduced by Friedrich et al. [1999] for the purpose of
VHDL debugging. Steinbauer and Wotawa [2005] extended
it to diagnose robotic control systems that include complex
software components. We define terms and review AMBD
below.

2.1 Terms

First, we define terms required to explain AMBD.
Definition 1. COMP is a set of components in the system,
and DF is a set of data flows that includes both com-
munication signals among components and input/output
signals of the system. OUT (c) is a function that returns
a set of output data flows of component c, and IN(c, s)
is a function that returns a set of input data flows of
component c related to output s.
Example 2. Fig. 1 is an example of an abstracted system
where COMP is {C1, C2, C3} and DF is {a, b, c, d, e, f}. In
the figure, OUT (C1) is {c, d}, and IN(C1, d) is {a, b} for
example.

For an automotive system, we can regard ECUs and signals
communicated via networks as components and data flows,
respectively. Moreover, for an integrated ECU system with
an operating system, we can regard tasks and messages
among them as components and data flows, respectively.

2.2 System Description and Observations

We use the notions of system description (SD) and obser-
vations (OBS) in AMBD as in the original MBD.
Definition 3. SD is a set of first-order sentences that
represents obvious relationships among components and
data flows in a system. OBS is a set of first-order sentences
that represents observations of a system.

In AMBD, SD is basically derived in the following manner:

SD =
∧

c∈COMP

∧

s∈OUT (c)
ok(c) ∧

∧

s′∈IN(c,s)

ok(s′) → ok(s)


 ,

(1)

where a predicate ok(x) means that x is normal. The
idea behind (1) is, if both a component and its input

data flows are normal, the corresponding output data
flow must be normal. The main difference between the
original MBD and AMBD is that there is no need to
describe components’ concrete behavior in AMBD while
it is essential to describe every component’s behavior in
the original MBD.

OBS is defined as a function of ok(s) where s ∈ DF
in AMBD. Unlike for the original MBD, we need some
criteria to judge whether or not data flows in the sys-
tem are normal for AMBD. For example, Steinbauer and
Wotawa [2005] used a criterion based on a periodic feature
that data flow s1 must be produced every n milliseconds.
Furthermore, Peischl et al. [2006] introduced a notion of
property to describe SD and OBS in AMBD more flexibly.
Example 4. SD for Fig. 1 is given by (1) as:

SD = {ok(C1) ∧ ok(a) ∧ ok(b) → ok(c)}
∧ {ok(C1) ∧ ok(a) ∧ ok(b) → ok(d)}
∧ {ok(C2) ∧ ok(c) → ok(e)}
∧ {ok(C3) ∧ ok(d) → ok(f)} .

(2)

And if we observe that data flows {a, b, f} are normal,
{c, e} are abnormal, and {d} is unknown in Fig. 1, we get
the following OBS:

OBS = ok(a) ∧ ok(b) ∧ ¬ok(c) ∧ ¬ok(e) ∧ ok(f). (3)

2.3 Diagnoses

We first define a function D in order to define diagnoses.
Definition 5. D is a function that assigns every component
in a system as either normal or abnormal. D is given as
follows:

D(Cf ) =


 ∧

c∈Cf

¬ok(c)


 ∧


 ∧

c∈COMP\Cf

ok(c)


 , (4)

where Cf is a set of components assigned to abnormal.

We define a diagnosis as follows:
Definition 6. Cf ⊆ COMP is a diagnosis if the following
is satisfiable:

SD ∧OBS ∧ D(Cf ). (5)

Given both SD and OBS, we calculate diagnoses from
them using (5). However, there may be an exponential
number of diagnoses (2|COMP|). We define a minimal
diagnosis as follows:
Definition 7. A diagnosis Cf is a minimal diagnosis if no
subset of Cf is a diagnosis.
Example 8. Let OBS in Fig. 1 be (3). Then we obtain
{C1} as a minimal diagnosis by using (2), (3), and (5).
Thus, it is possible to locate the origin of a fault in a
system where a fault that occurs in C1 propagates to c
and e through C2.

2.4 AMBD with Time Consideration

It is possible to incorporate the notion of time in AMBD.
Let TIME be a set of descrete time points to be considered,
e.g., TIME = {0, . . . , T}. Then, we can derive SD that
includes delays between input and output as follows:
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SD=
∧

t∈TIME

∧

c∈COMP

∧

s∈OUT (c)
ok(c, t)∧

∧

s′∈IN(c,s)

ok(s′,t)→ok (s,t+δ(s, c))


 ,

(6)

where a predicate ok(x, t) means that x is normal at time t
and δ(s, c) means a delay of output s in component c. OBS
is extended to include time and defined as a function of
ok(s, t) where s ∈ DF and t ∈ TIME. We also need to
update D as:

D(Ct
f )=


 ∧

{c,t}∈Ct
f

¬ok(c, t)


∧


 ∧

{c,t}∈CT\Ct
f

ok(c, t)


 , (7)

where CT = {{c, t}|c ∈ COMP, t ∈ TIME} and Ct
f ⊆ CT.

Then, we can calculate diagnoses based on (5) where Cf

is replaced with Ct
f .

Considering time in AMBD has an advantage that we can
deal with intermittent faults because component faults are
detected with time-indices. However, we need information
about delays between input and output and time-indexed
observations to incorporate time in AMBD as mentioned
above. For an automotive system, it is quite difficult
to estimate input-output delays in each ECU because it
changes depending on a lot of factors. Moreover, if we use
a periodic feature to judge whether or not data flows in
the system are normal, it is not easy to assign the result
to particular time point observations. For that reason, we
do not consider time in AMBD in following sections.

3. DIAGNOSING SYSTEMS WITH LOOPS

AMBD without time consideration works well when a
system has no data flow loops, as in Fig. 1. However, a
problem can arise when using AMBD to diagnose systems
that have data flow loops. In this section, we explain the
problem and propose a modified approach to overcome it.

3.1 Problem with Existing Methods

Fig. 2 is an example of a system that has data flow loops.
By using (1), we calculate SD for Fig. 2 as follows:

SD = {ok(C1) ∧ ok(a) ∧ ok(e) ∧ ok(f) → ok(b)}
∧ {ok(C2) ∧ ok(b) → ok(c)}
∧ {ok(C2) ∧ ok(b) → ok(e)}
∧ {ok(C3) ∧ ok(b) → ok(d)}
∧ {ok(C3) ∧ ok(b) → ok(f)} .

(8)

Now, assume that we have the following OBS:
OBS =ok(a)∧¬ok(b)∧ok(c)∧ok(d)∧¬ok(e)∧ok(f). (9)

Then, we get an empty set as a minimal diagnosis from (5),
(8), and (9). However, it is inappropriate to conclude that

Fig. 2. Example of a system with data flow loops.

no components are abnormal even though abnormal data
flows are observed in the system. As this example shows,
AMBD described in section 2 does not work well when the
system has a data flow loop and all data flows on the loop
are abnormal.

3.2 Modified Approach

We first define a nonrecurrent loop, and then propose our
modified approach. A path p in the system is denoted as:

p = (s1, c1, s2, c2, . . . , sk), (10)
where si ∈ DF and ci ∈ COMP. A loop is a path such
that s1 = sk in (10). For example, (b, C2, e, C1, b) is a loop
in Fig. 2. We define a nonrecurrent loop as follows:
Definition 9. A nonrecurrent loop is a loop that does not
contain the same loop more than once.
Example 10. In Fig. 2, the path (b, C2, e, C1, b, C3, f, C1, b)
is a nonrecurrent loop, whereas the path (b, C2, e, C1, b,
C2, e, C1, b) is not one because it contains the loop
(b, C2, e, C1, b) twice.
Definition 11. Let Ln be a set of all nonrecurrent loops in
the system. For l ∈ Ln, π(l) is a function that returns a set
of unique components in l, φ(l) is a function that returns a
set of unique data flows in l, and in(l) is a function defined
as follows:

in(l) =
∩

c∈π(l),s∈φ(l)

IN(c, s) \ φ(l). (11)

Example 12. In Fig. 2, there are three nonrecurrent loops:
l1 = (b, C2, e, C1, b), l2 = (b, C3, f, C1, b), and l3 =
(b, C2, e, C1, b, C3, f, C1, b). For example, π(l1) = {C1, C2},
φ(l1) = {b, e}, and in(l1) = {a, f}.

In order to overcome the problem mentioned above, we
derive SD as:

SD = Φc ∧ Φl, (12)
where Φc is given by the right side of (1) and Φl is given
as follows:

Φl =
∧

l∈Ln


 ∧

c∈π(l)

ok(c) ∧
∧

s∈in(l)

ok(s) →
∧

s′∈φ(l)

ok(s′)


 . (13)

The idea behind (13) is, if all components on a loop
and input data flows into the loop are both normal,
all the data flows on the loop must be normal. While
Φc represents obvious relationships that hold in each
component, Φl represents obvious relationships that hold
in each nonrecurrent loop.
Example 13. SD for Fig. 2 is given as follows by us-
ing (12):

SD = (the right side of (8))
∧ {ok(C1) ∧ ok(C2) ∧ ok(a) ∧ ok(f)

→ ok(b) ∧ ok(e)}
∧ {ok(C1) ∧ ok(C3) ∧ ok(a) ∧ ok(e)

→ ok(b) ∧ ok(f)}
∧ {ok(C1) ∧ ok(C2) ∧ ok(C3) ∧ ok(a)

→ ok(b) ∧ ok(e) ∧ ok(f)}.

(14)

Let OBS be (9). Then we obtain {{C1}, {C2}} as a set
of minimal diagnoses from (5), (9), and (14). Thus, when
all data flows on a loop are abnormal, at least one of the
components on the loop is abnormal.
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It is essential to take nonrecurrent loops into consideration,
otherwise problems occur when a system has overlapping
elementary loops and all data flows on those loops are
abnormal. We show this through the following example.
Example 14. Let SD for Fig. 2 be (15), where clauses
related to nonrecurrent loops are removed from (14):

SD = (the right side of (8))
∧ {ok(C1) ∧ ok(C2) ∧ ok(a) ∧ ok(f)

→ ok(b) ∧ ok(e)}
∧ {ok(C1) ∧ ok(C3) ∧ ok(a) ∧ ok(e)

→ ok(b) ∧ ok(f)}.

(15)

Assume that we have the following OBS:
OBS =ok(a) ∧ ¬ok(b) ∧ ok(c)

∧ ok(d) ∧ ¬ok(e) ∧ ¬ok(f).
(16)

Then, we get an empty set as a minimum diagnosis
from (5), (15), and (16). This happens because each el-
ementary loops can claim that they output abnormal data
due to the abnormal input data from other elementary
loops.

3.3 Finding All Nonrecurrent Loops

In our modified approach, it is necessary to find all
nonrecurrent loops in a system. In this section, we propose
an algorithm to find all nonrecurrent loops in a system
based on the notion of an elementary loop.
Definition 15. An elementary loop is a loop that does not
contain the same data flow more than once except for the
beginning and the end of the loop.
Example 16. In example 12, l1 and l2 are elementary
loops, but l3 is not an elementary loop because it contains
data flow b more than once.

We propose an algorithm for finding all nonrecurrent
loops in Fig. 3. We first find all elementary loops in the¶ ³

Step 1. Let Le be a set of all elementary loops in the
system.

Step 2. Let Ge be a graph where each node repre-
sents an elementary loop in Le. For every node pairs
{li, lj} (i 6= j) in Ge, add an edge between them if
φ(li) ∩ φ(lj) 6= ∅.

Step 3. Calculate all connected subgraphs in Ge,
and denote the set of those subgraphs as Sn.

Step 4. For each subgraph Gn ∈ Sn, calculate π and
φ of the corresponding nonrecurrent loop ln as:

π(ln) =
∪

le∈N(Gn)

π(le), φ(ln) =
∪

le∈N(Gn)

φ(le), (17)

where a function N(Gn) returns a node set of Gn.µ ´
Fig. 3. Algorithm: Find all nonrecurrent loops.

system, which is done effectively using the BACKTRACK
algorithm proposed by Tarjan [1973]. Then we express the
overlapping of elementary loops as a graph in Step 2 and
calculate connected subgraphs of that graph in Step 3.
Note that each connected subgraph corresponds to a
nonrecurrent loop in the system. Finally we calculate a
component set and a data flow set of the corresponding
nonrecurrent loop as (17).

4. FORMULATION INTO THE PARTIAL MAXIMUM
SATISFIABILITY PROBLEM

Two-stage approaches based on the notions of conflict
and diagnosis are used traditionally to diagnose systems
in MBD (de Kleer and Kurien [2003] and Reiter [1987])
and in AMBD (Friedrich et al. [1999] and Steinbauer and
Wotawa [2005]). In this section, we propose a new one-
stage approach for AMBD. We formulate the problem of
diagnosing systems into the partial maximum satisfiability
problem that can be solved effectively using state-of-the-
art solvers.

4.1 Maximum Satisfiability Problems and Extensions

The maximum satisfiability problem (MAXSAT) is an
optimization problem of assigning variables so as to satisfy
as many clauses in a given boolean formula as possible.
The input boolean formula is given in conjunctive normal
form (CNF). The partial MAXSAT (PMAXSAT) is an
extension of MAXSAT where a certain subset of clauses
in a given formula is treated as a hard constraint that
must be satisfied. In PMAXSAT, unsatisfiable (UNSAT)
is returned as a solution if it is impossible to satisfy all
hard constraints simultaneously. The weighted MAXSAT
(WMAXSAT) is another extension of MAXSAT where
each clause has a weight and variables are assigned so as
to maximize the sum of weights of satisfied clauses. The
weighted partial MAXSAT (WPMAXSAT) is a problem
where both hard constraints and weights are considered.
Example 17. Let us consider the following formula with
four clauses:

(a ∨ ¬b) ∧ (¬a ∨ c) ∧ (b ∨ c) ∧ ¬c.

Assume that the first and second clauses are hard con-
straints, and the weights of the third and fourth clauses
are 3 and 4 respectively. Then, the assignment (a, b, c) =
(0, 0, 0) is a solution of WPMAXSAT where the first,
second, and fourth clauses are satisfied.

MAXSAT is an NP-hard problem, so it would be in-
tractable as the size of the input formula gets larger.
However, due to technical advancements based on the
Davis-Putnam-Logemann-Loveland algorithm (Davis and
Putnam [1960]) and its recent extensions, state-of-the-
art MAXSAT solvers can solve large practical problems
strictly. We used YICES (Dutertre and de Moura [2006])
as a MAXSAT solver in our experiments in section 5. Note
that YICES is a solver for the satisfiability modulo theories
problem, which is a generalization of the boolean satisfia-
bility problem, but can also deal in MAXSAT (including
PMAXSAT, WMAXSAT, and WPMAXSAT).

4.2 Formulate AMBD into PMAXSAT

We first need to convert (5) into CNF because the input
formula of MAXSAT must be in CNF. Suppose that OBS
is given in CNF as (3). Then we need only to convert
SD into CNF because D(Cf ) is already CNF. We easily
convert SD into CNF using the following equation:

∧

x∈X

x →
∧

y∈Y

y =
∧

y∈Y

[ ∨

x∈X

¬x ∨ y

]
, (18)
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where X and Y are arbitrary sets of variables. We denote
the CNF conversion of SD as SDc.

Now, define ∆ as:
∆ = SDc ∧OBS ∧ D(∅), (19)

where clauses in both SDc and OBS are treated as hard
constraints. Let x∗ be a solution of PMAXSAT of ∆. Then
a set of components that are assigned to ¬ok in x∗ is a
minimal diagnosis of the corresponding AMBD because
x∗ is a solution that satisfies (5) and in which as many
components are assigned to ok as possible.

However, we can get only one of the whole minimal
diagnoses by solving (19) as PMAXSAT. Hence we propose
an algorithm to get all minimal diagnoses with PMAXSAT
solvers in Fig. 4. A new clause is added in (20) as a hard¶ ³

Step 1. Let Ca = ∅ and ∆′ = ∆.
Step 2. Solve ∆′ as PMAXSAT and denote the so-

lution as x∗.
Step 3. If x∗ 6= UNSAT, then go to Step 4, else go

to Step 5.
Step 4. Let C∗ be a set of components assigned to
¬ok in x∗. Update Ca as:

Ca = Ca ∪ C∗.

Update ∆′ as:

∆′ = ∆′ ∧
[ ∨

c∈C∗

ok(c)

]
, (20)

where the added clause in (20) is treated as a hard
constraint. Then go back to Step 2.

Step 5. Output Ca as a set of minimal diagnoses.µ ´
Fig. 4. Algorithm: Calculate all minimal diagnoses with

PMAXSAT solvers.

constraint to prevent us from getting the same diagnoses
more than once. If we need not to get all minimal diagnoses
but only a subset of them, we can add a condition to Step 3
such as “go to Step5 if the size of Ca exceeds the given
threshold.” Furthermore, if we would like to get not only
the minimal diagnoses but also all possible diagnoses, it is
enough to modify (20) only as follows:

∆′ = ∆′ ∧


 ∨

c∈COMP\C∗

¬ok(c)


 . (21)

4.3 Consider the Fault Probabilities

Suppose that a system has n components Ci (i = 1, . . . , n)
and the fault probability of Ci is pi. Define xi as:

xi =
{

1 if ok(Ci),
0 otherwise.

(i = 1, . . . , n) (22)

If each component is assumed to break down indepen-
dently, then the occurrence probability of x = (x1, . . . , xn)
is given as follows:

P (x) =
n∏

i=1

(1− pi)
xi p1−xi

i . (23)

By taking logarithms of both side of (23) and transforming
its right side, we obtain the following equation:

log P (x) =
n∑

i=1

{
log

1− pi

pi

}
xi + Const, (24)

where Const =
∑n

i=1 log pi. From (22), (24), and the fact
that log is a monotone increasing function, it follows that
we can get the diagnosis that has the highest occurrence
probability by setting the weights of clauses ok(Ci) (i =
1, . . . , n), which appears in D(∅) of (19), as

log
1− pi

pi
(i = 1, . . . , n)

respectively and solving (19) as WPMAXSAT. Moreover,
we can get diagnoses in the order of their occurrence
probabilities by applying the algorithm in Fig. 4 where
PMAXSAT is replaced with WPMAXSAT.

5. EXPERIMENTS

In this section, we present experimental results to show
how the proposed method works.

5.1 System Overview

We assume the automotive control system in Fig. 5,
which is quoted from Sano et al. [2004] and modified
herein for the sake of simplicity. There are 8 ECUs in
the system and they communicate with one another via
the controller area network (CAN), which is one of the
commonly used automotive networks. The system has
20 data flows, labeled 9 to 28, which are shown in the
figure as the numbers on the arrows. The dashed lines
in each ECU in the figure indicate dependencies between
the input data and the output data of the ECU; however,
we can only presume them because we could not extract
information about them from the cited article (Sano et al.
[2004]).

5.2 Observations and Fault Probabilities

Assume that we observe the abnormalities of the data
flows in the system as shown in Fig. 5 where solid,
dashed, and dotted arrows mean that the data flow is
normal, abnormal, and unknown, respectively. Then, OBS
is derived in a form such as (3). And we assume that the
fault probability of ECU i (i = 1, . . . , 8) equals 0.001 ×
i (i = 1, . . . , 8) respectively.

5.3 Deriving the System Description

We implement the algorithm to derive SDc automatically
from (COMP, DF, IN , OUT ) in the system according
to (12), (18), and the algorithm in Fig. 3. We find 10 el-
ementary loops and 77 nonrecurrent loops for the system
in Fig. 5, resulting in an SDc with 946 clauses. SDc

becomes large for the size of the system because the system
has many overlapping elementary loops. If the elementary
loops were less overlapped, SDc would be much smaller.

5.4 Diagnosing the System

We implement the diagnosing algorithm described in sec-
tion 4 and calculate the minimal diagnoses of the system
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Fig. 5. Automotive control system that has 8 ECUs and 20 data flows (labeled 9 to 28). The solid arrow means that
the data flow is normal, the dashed arrow means that it is abnormal, and the dotted arrow means that its status
is unknown.

in Fig 5. The result is shown in Table 1 where minimal
diagnoses are sorted in the order of their occurrence prob-
abilities. We can get minimal diagnoses in the same order

Table 1. Result of Diagnosis

Minimal Diagnosis Probability

{ECU1, ECU8} 7.8× 10−6

{ECU1, ECU7} 6.8× 10−6

{ECU1, ECU5} 4.9× 10−6

as in Table 1 one after another using the proposed algo-
rithm. All minimal diagnoses in the table contain ECU1
because the abnormalities of the data flows {10, 16} can
be explained by fault propagation from the abnormality
of ECU1. Conversely, the abnormalities of the data flows
{24, 25, 26, 28} can be explained by fault propagation from
either ECU7 or ECU8. Moreover, ECU5 can be the origin
of fault propagation through the data flows {24, 25, 26, 28}
if we assume that data flow 21 is abnormal. So {ECU1,
ECU5} is also regarded as a minimal diagnosis.

The computational time required to get each minimal
diagnosis by solving WPMAXSAT is about 0.2 second
on a Microsoft R© Windows R© XP machine with an Intel R©

Pentium R© 4 CPU (3.20 GHz, 2 GB RAM). Consequently,
it takes about 0.6 second in total to get all minimal
diagnoses of the system in Fig. 5 because there are three
minimal diagnoses as in Table 1. It would take around 0.2
second to get only the most probable diagnosis.

6. SUMMARY AND FUTURE WORK

In this paper, we propose a method for diagnosing au-
tomotive control systems based on the abstract model-
based diagnosis for use in systems that have complicated
software components such as ECUs. We modified the
existing method for deriving the system description in
order to diagnose systems that have data flow loops. We
also propose a one-stage approach for solving the abstract

model-based diagnosis based on its formulation into the
partial maximum satisfiability problem and solve it with
state-of-the-art solvers.

In using the abstract model-based diagnosis, we need cri-
teria to judge whether or not data flows in a system are
normal. Therefore it is necessary to develop methods to
derive these criteria effectively. One possible approach is to
log the data communicated among components and derive
the criteria from them using data mining, machine learn-
ing, or statistical methods. Another possible approach is to
model software components using the framework of formal
methods and certify the criteria using software verification
methods. Consequently, the abstract model-based diagno-
sis can be a bridge between AI-based diagnosis methods
and other methodologies. Conversely, the result of system
reliability analysis, such as failure mode and effect analysis
(FMEA) or fault tree analysis (FTA), can be used to derive
criteria practically.

We need information about the system architecture to
derive the system description using the abstract model-
based diagnosis. There are several languages to describe
the system architecture, such as EAST-ADL (Debruyne
et al. [2004]) or architecture analysis and design language
(AADL) (Feiler et al. [2006]). Therefore it would be useful
to develop tools to extract the system description auto-
matically from source files written in such architecture
description languages. Moreover, some of these languages
have error modeling functions (Feiler and Rugina [2007]),
making it possible to construct the diagnosis system auto-
matically from source files that include information about
both system architecture and system errors.

The partial maximum satisfiability problem cannot be
applied to the original model-based diagnosis (de Kleer
and Kurien [2003]) because it can only deal in boolean
formulas. However, it is possible to formulate the origi-
nal model-based diagnosis into the satisfiability modulo
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theories problem, which is a generalization of the boolean
satisfiability problem, and to solve it with the state-of-the-
art solvers, such as YICES (Dutertre and de Moura [2006])
and Z3 (de Moura and Bjørner [2008]), in a similar manner
to the proposed method.
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Abstract:
This paper presents a data driven solution of the Fault Identification approach Connected to
Subspace Identification (FICSI) for Linear Parameter Varying (LPV) systems. The proposed
solution links system identification to fault detection and estimation in affine LPV systems.
As an extension of the model-based FICSI-LPV, the data driven solution is also formulated based
on the affine LPV model structure. Recently developed closed-loop LPV subspace identification
method can be applied in estimating the Markov parameters required by the data-driven FICSI-
LPV. The batchwise identified Markov parameters can then be used to create the output
observer of an LPV system, instead of using the Markov parameters computed from its state-
space realization.
Furthermore, a contribution of this paper is the verification of the elaborated method on a
real-life setup, a DC motor with an unbalanced disc, in pseudo realtime environment.

Keywords: Linear Parameter Varying System (LPV); Fault detection and identification; Data
driven; Model-free FDI.

1. INTRODUCTION

During the last two decades, the Fault Detection and
Identification (FDI) attracted much attention in safety
oriented control design Isermann (2006); Blanke et al.
(2003). Among the alternative way of FDI, the Parity
Space Approach (PSA) for Linear Time Invariant (LTI)
was one of the pioneer tool for fault recognition. In the
PSA framework, the residual generation is based on the
analytic description of the system along a finite past win-
dow. In order to make the fault indicator, i.e. the residual,
independent from the initial state of the past window, a
projection operator is defined in the kernel of the column
space of the extended observability matrix. Hence, the par-
ity projection reduces the dimension of the residual space.
On the other hand, robust PSA algorithm cancels not
only the effect of the initial state but also the exogenous
disturbance, diminishing the degree of freedom (DOF)
in the residual Chen and Patton (1999). Consequently,
the parity space projection could hide important, fault
related information. In the Fault Identification Connected
to Subspace Identification for LTI systems (FICSI-LTI)
Dong and Verhaegen (2009), the authors, instead of giving
an estimate on the past initial state, express the product of
the extended observability matrix times the initial state;
which preserves the full DOF in a residual vector.

For nonlinear plants, state affine systems were compared
in terms of parity relations and observer based methods
Kabore et al. (1999). For linear but periodic systems, a ro-
bust PSA based algorithm is developed in Zhang and Ding

(2007) fully decoupling the disturbance effect throughout
the appropriate selection of the parity projector. A peri-
odic parity vector is created and the relation between the
periodic PSA and the periodic observers is pointed out.

Often, a linearized model is not a valid description because
of the nonlinear components existing in the system. A rea-
sonable modeling compromises is formulated between the
complexity and the accuracy with the Linear Parameter
Varying (LPV) framework. A powerful formalism is there-
fore the LPV state-space models, Shamma and Athans
(1991). This family of nonlinear systems, preserves the
linear structure of the state space, but the parametric ma-
trices are no more LTI. A scheduling vector is introduced
to assign the nonlinearity in the description of the state-
space matrices. However, the scheduling parameter vector
is a continuously time dependent known function, allow-
ing the evaluation of the transformed nonlinear system
at every single instant k. Several non-unique ways exist
to create LPV models from nonlinear plants ex. Marcos
(2004). Within the LPV framework, the affine dependency
is a way to describe the linear and independent effect
of the scheduling parameters on the model. The analysis
Bokor and Balas (2004), identification Verdult (2002);
van Wingerden (2008), and control synthesis Wu (1995)
become much simpler for such kind of systems than in the
case of a generalized parameter dependency.

For LPV systems, the FICSI-LTI technique of Dong and
Verhaegen (2009) has been extended in Dong et al. (2009)
with time-varying Markov parameters. The system de-
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scription is supposed to be given in terms of closed-loop ob-
server and affine in the scheduling parameters. The paper
clearly states the relation between general state transition
matrices and their LPV form, where all measured infor-
mation is factorized out. Fault detection is carried out by
a χ2 hypothesis test, examining the changes in the mean
of the residual vector. Moreover, asymptotically unbiased
fault estimation algorithm is proposed.

The current work uses the optimal LPV-PBSID techniques
to build up and identify the macroscopic model parameters
of an affine parameter dependent system. Based on the
identified Markov parameters, a data driven FICSI LPV
residual is generated. The main difference compared to
the paper Dong et al. (2009) stays in the formulation
of the Markov parameters, allowing to build up a model
independent residual for fault detection and identification.

This paper is organized as follows. The residual observer in
the FICSI framework is first formulated for generic Linear
Time Invariant systems, which is then expressed explicitly
in terms of the scheduling parameters, utilizing the affine
LPV model structure. Sections 3, 4, 6, and 7 review the
key points in the residual observer of FICSI LPV and fault
detection and estimation algorithms. Section 5 presents
the algorithm for identifying the Markov parameters in the
affine LPV framework from closed-loop measurements. A
detailed implementation of the data driven FICSI LPV for
online FDI is carried out in Section 8 for the an unbalanced
DC motor. Future work concludes the paper.

2. PROBLEM STATEMENT

In this paper, we consider the following innovation type
LPV model under the affine form,

x(k + 1) =
nµ∑

i=1

µ
(i)
k

(
A(i)x(k) + B(i)u(k) + E(i)f(k)

+K(i)e(k)
)

(1)

y(k) = Cx(k) + Du(k) + Gf(k) + e(k) (2)

where x(k) ∈ Rn, y(k) ∈ R`, and u(k) ∈ Rm. The
innovation signal e(k) is a zero-mean white noise with a
non-singular covariance of EET . f(k) ∈ Rnf represents the
faults at time k. µ

(i)
k ∈ Pc are the weights (or scheduling

parameters, coming from a compact polytope, Pc) of the
local models, {A(i), B(i), E(i), K(i)}. nµ is the number of
these local models. The time varying state-space matrices
can now be defined as,

Ak =
nµ∑

i=1

µ
(i)
k A(i). (3)

The following assumption is made on the LPV system.
Assumption 1. A(i), B(i), C, D, E(i), G, K(i) are real boun-
ded matrices, ∀i. Moreover, the parameter dependent
observer gain is quadratically stabilizing the plant Φk ,
Ak −KkC =

∑nµ

i=1 µ
(i)
k (A(i) −K(i)C).

Remark 1. For instance, we assume the existence of such
a gain K(i). If the affine LPV system is quadratically
detectable, K(i) exists. The only additional requirement
with respect to the filter gain is structural, the affinity.

The closed-loop observer form of the system, (1) and (2),
can be derived by replacing the innovation signal e(k) with
y(k)− Cx̂(k)−Du(k)−Gf(k); i.e.

x̂(k + 1) = Φkx̂(k) + B̃ku(k) + Ẽkf(k) + Kky(k), (4)

y(k) = Cx̂(k) + Du(k) + Gf(k) + e(k), (5)

where B̃k = Bk −KkD, Ẽk = Ek −KkG.

Based on this closed-loop observer form, identification
methods have been developed in the literature, which
are categorized as predictor-based subspace identification
(PBSID) methods Chiuso (2007); van Wingerden and
Verhaegen (2009). These methods start from identifying
an output predictor from data, which are parameterized
by the Markov parameters of a closed-loop observer form.
Then the product of the extended observability matrix
and the unknown state sequence can be estimated by the
so-called oblique projection, i.e. mapping the past I/Os
to the future outputs. After applying a singular value
decomposition and solving a least-squares problem, these
methods finally lead to state-space models; e.g. in the
form of (1) and (2). The identified state-space model can
of course be applied in implementing a fault detection
algorithm. However, considering the direct identification of
an output predictor by the PBSID methods, we have been
inspired to develop such detection algorithms (FICSI) that
are directly formulated by an identified output predictor,
Dong and Verhaegen (2009); Dong et al. (2009). Since the
realization of a state-space model is avoided, the FICSI
fault detectors can be directly identified from data. It is the
objective of this paper to implement and verify the FICSI
fault detection algorithm for LPV systems from data. More
precisely, the problem handled by this paper is stated as
follows.
Problem 1. Given a sequence of I/Os and measured (or
computed) scheduling parameters, i.e. {u(k), y(k), µ(k)|k =
0, · · · , N−1}; directly identify a fault detector for an LPV
system.

3. FINITE HORIZON RESIDUAL GENERATION

The classic parity space analysis is based on batches
of I/O data along a detection window, defined as the
sampling interval from the time instant k − L + 1 to k;
i.e. [k − L + 1, k + 1), whose length is denoted by L.
Based on the closed-loop observer equations, the past L
outputs up to the current time instant k, y[k−L+1,k+1) =[
yT (k − L + 1) · · · yT (k)

]T can be constructed as follows.
y[k−L+1,k+1) = OL · x̂(k − L + 1) + TL,u · u[k−L+1,k+1)

+TL,f · f[k−L+1,k+1) + TL,y · y[k−L+1,k+1) + e[k−L+1,k+1),
(6)

where the parametric matrices are defined in (7). The state
transition matrix is defined as Ψj,k−j , Πj−1

τ=0Φk−j+τ .
Ψ0,k , I.

The classic PSA eliminates the influence of the initial state
x̂(k−L+1) by projecting y[k−L+1,k+1) defined in (6) onto
the left null space of OL; i.e. the space spanned by the
columns of (U⊥)T , which is computed by the following
singular value decomposition (SVD), 1

1 Note that the PSA-LPV here is defined in the closed-loop observer
form. The extension of the classic PSA in the open-loop observer form
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OL =




C
CΨ1,k−L+1

...
CΨL−1,k−L+1


, TL,u =




D

CB̃k−L+1 D

CΨ1,k−L+2B̃k−L+1 CB̃k−L+2 D
...

...
. . .

. . .

CΨL−2,k−L+2B̃k−L+1 CΨL−3,k−L+3B̃k−L+2 · · · CB̃k−1 D


,

TL,y =




0
CKk−L+1 0

CΨ1,k−L+2Kk−L+1 CKk−L+2 0
...

...
. . .

. . .

CΨL−2,k−L+2Kk−L+1 CΨL−3,k−L+3Kk−L+2 · · · CKk−1 0


,

TL,f =




G

CẼk−L+1 G

CΨ1,k−L+2Ẽk−L+1 CẼk−L+2 G
..
.

..

.
. . .

. . .

CΨL−2,k−L+2Ẽk−L+1 CΨL−3,k−L+3Ẽk−L+2 · · · CẼk−1 G


.

(7)

OL =
[
U U⊥] [

Σ
0

]
V T .

The columns of (U⊥)T spans the parity space insensitive
to the initial state. The residual vector for fault detection
is then defined as
rp,k = (U⊥)T ·

[
(I−TL,y)y[k−L+1,k+1)−TL,u·u[k−L+1,k+1)

]
.

(8)
rp,k ∈ RL`−n has a reduced degree of freedom compared
with y[k−L+1,k+1) ∈ RL`, indicating that the residual may
be insensitive to some useful information in the measured
data.

An alternative approach to avoid projecting y[k−L+1,k+1)

onto the parity space is proposed in Törnqvist (2006);
where O†L ·

[
(I − TL,y)y[k−L+1,k+1) − TL,u · u[k−L+1,k+1)

]

is used as an estimate of x̂(k − L + 1), which is unbiased,
when no fault is present. It is proven that using this state
estimate, the residual boils down to that of the classic
PSA. This is understandable, since no new information
beyond the detection window is used; and the state is
estimated in an anti-causal way. This paper then proposed
to use “smoothed” state estimate by taking into account
the estimate from a Kalman filter. However, it is explicitly
assumed that in estimating the “a priori” initial state,
there is no fault in the system. This makes the approach
very restrictive.

In fact, for the purpose of fault detection and estimation,
it is not necessary to construct the initial state itself. The
product, OL · x̂(k−L+1), takes the influence of x(k−L+
1) into account. In the subspace identification literature,
OL · x̂(k − L + 1) can be constructed in the following
fashion, Verhaegen and Verdult (2007); van Wingerden
and Verhaegen (2009),

OLx̂(k − L + 1) =




Ξ0

...
ΞL−1




︸ ︷︷ ︸
Hs,z

Z[k−L−s+1,k−L+1) +




Ξf,0

...
Ξf,L−1




︸ ︷︷ ︸
Hs,f

·

f[k−s−L+1,k−L+1) + bx,

where ZT
[k−L−s+1,k−L+1) = [uT (k−L− s + 1), yT (k−L−

s + 1), · · · , uT (k− L), yT (k −L)]; and ∀i = 0, · · · , L− 1,

to LPV systems is straightforward; and shall be omitted due to the
page limitation.

Ξi =
[
0, · · · , 0, CΨs−1,k−s−L+1+iB̃k−s−L+1+i,
CΨs−1,k−s−L+1+iKk−s−L+1+i, · · · ,

CΨi,k−LB̃k−L, CΨi,k−LKk−L

]
,

Ξf,i =
[
0, · · · , 0, CΨs−1,k−s−L+1+iẼk−s−L+1+i, · · · ,
CΨi,k−LẼk−L

]
.

Like in the LTI case, the bias term, bT
x = [(CΨs,k−s−L+1 ·

x̂(k−L− s + 1))T , · · · , (CΨs,k−sx̂(k− s))T ], is negligible;
provided ‖x̂(k − L − s + i)‖2 < ∞, i = 1, · · · , L, and s is
so large that ‖Ψs,τ‖2 < ε � 1, ∀τ , due to the stability of
Φτ , Dong et al. (2008). Summarizing these two conditions
into the following assumption.
Assumption 2. The system, (1) and (2), is internally sta-
ble under the control action u(k). Besides, the past horizon
s satisfies ‖Ψs,τ‖2 < ε � 1, ∀τ .

With Assumption 2, the data equation (6) can be rewritten
as
y[k−L+1,k+1) = Hs,z · Z[k−L−s+1,k−L+1) + TL,u·

u[k−L+1,k+1) + TL,y · y[k−L+1,k+1) +Hs,f ·
f[k−s−L+1,k−L+1) + TL,f · f[k−L+1,k+1) + e[k−L+1,k+1).

(9)
Note that besides the fault detection horizon, [k − L +
1, k+1), there is another horizon, [k−L−s+1, k−L+1),
with a length of s; to which we shall refer as the initial-
state-to-fault parametrization window (or IS2F window).

Define the residual vector as

rk , (I − TL,y)y[k−L+1,k+1) −Hs,z · Z[k−L−s+1,k−L+1)

− TL,u · u[k−L+1,k+1) (10)

= [Hs,f TL,f ] · f[k−s−L+1,k+1) + e[k−L+1,k+1). (11)

rk ∈ RL` has the same degree of freedom as y[k−L+1,k+1).
Note that, in (11), Hs,f ∈ RL`×snf and TL,f ∈ RL`×Lnf .
However, rank(Hs,f ) ≤ n and rank(TL,f ) ≤ min{L`, Lnf}.
Therefore, rank([Hs,f TL,f ]) ≤ n + min{L`, Lnf} ≤ n +
Lnf ≤ (s + L)nf .

4. THE EXPLICIT FORM OF THE LPV PREDICTOR
PARAMETERS

The LPV model structure is hidden in the Markov param-
eters in the data equation, (9). In this section, we shall
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derive an explicit form of these parameters, manifesting
the parametric dependence on the scheduling parameters.

Denote the scheduling parameter vector by µk = [µ(1)
k , · · · ,

µ
(nµ)
k ]T . Define the matrix ∀i = 1, · · · , L− 1; j = 1, · · · , s,

P ?
j|k+i−j = µk+i−1 ⊗ µk+i−2 ⊗ · · · ⊗ µk+i−j ⊗ In?

,




k+i−1⊗

τ=k+i−j

µτ


⊗ In? ∈ Rnj

µ·n?×n? ,

where for “?” standing for “z, u, y, f”, n? is respectively
m+`, m, `, nf . Collect the nj

µ possible products of the local
parametric matrices, Φ(n1) · · ·Φ(nj−1) ·Υ(nj) (Υ(nj) stands
for

[
B̃(nj), K(nj)

]
, B̃(nj), K(nj), Ẽ(nj)), into L?

j , which can
be constructed from the recursion,

L?
j =

[
Φ(1)L?

j−1 Φ(2)L?
j−1 · · · Φ(nµ)L?

j−1

]
,

with L?
1 =

[
Υ(1) · · · Υ(nµ)

]
. The following lemma ex-

presses the Markov parameters in (9) with a compact form
explicitly in the scheduling parameters.
Lemma 1. ∀i = 1, · · · , L− 1; j = 1, · · · , s, the Markov pa-
rameters in the LPV data equation, (9), take the following
form,

CΨj−1,k−L+2+i−jΥk−L+1+i−j = CL?
j · P ?

j|k−L+1+i−j ,

where for Υk−L+1+i−j standing for “
[
B̃k−L+1+i−j ,

Kk−L+1+i−j

]
, B̃k−L+1+i−j , Kk−L+1+i−j , Ẽk−L+1+i−j”, “?”

respectively represents “z, u, y, f”.
Proof 1. See Dong et al. (2009) for details.

5. IDENTIFICATION OF THE MARKOV
PARAMETERS

Another advantage of the explicit form in terms of the
scheduling parameters is that the Markov parameters,
CL?

j , j = 1, · · · , s can be directly identified from the
closed-loop plant using subspace identification methods,
van Wingerden and Verhaegen (2009). In this section ?
stands for z 2 .

Denote by Yt =
[
y(t) y(t + 1) · · · y(t + N − 1)

]
and

Et =
[
e(t) e(t + 1) · · · e(t + N − 1)

]
, respectively the

future output and innovation sequence. Define the follow-
ing information matrix, collecting the past I/Os and the
scheduling parameters,

Z[t−p,t) = [Np
t−pZ[t−p,t), Np

t−p+1Z[t−p+1,t+1), · · ·
Np

t−p+N−1Z[t−p+N−1,t+N−1)],

where ∀i = 0, · · · , N − 1

Np
t−p+i =




P z
p|t−p+i

P z
p−1|t−p+i+1

. . .

P z
1|t+i−1


.

where p is the past horizon for PBSID LPV identification.
The choice of p is connected to the detection window size
at FICSI LPV. Namely, p ≥ max{s, L}.

2 The derivation of CLu
j and CLy

j is obvious from CLz
j and it is also

straightforward for CLf
j in case of actuator or sensor fault

Based on the fault free closed loop observer equation (5)
with f = 0, Yt can be expressed in the following form,

Yt = Ξ0Z[t−p,t) + Et, (12)
the solution of which is the first step in identifying the
local state-space matrices in (4) and (5). Assume Z[t−p,t)

has full row rank. The least squares solution is then given
by

Ξ̂0 = YtZ†[t−p,t) =
[
CLp · · · CL1

]
,

which, together with the scheduling parameters, com-
pletely defines the output equation, (5). We shall hence use
Ξ̂0 to construct the I/O observer defined in the previous
section.

6. FAULT DETECTION BASED ON FICSI

Due to the assumption on e, the distribution of the
FICSI residual belongs to the following parametric family,
[Basseville (2001).

r(k) ∼
{ N (0, Ce), fault free,
N (̃fs+L, Ce), faulty.

(13)

whereN stands for normal distribution. We shall make the
following assumption on the statistics of the fault signals.
Assumption 3. The fault signals are bounded and uncor-
related with the innovation signals; i.e. 0 ≤ ‖f(k)‖2 <
∞, ∀k ≥ kf and E(f(k) · eT (j)) = 0, ∀k, j. Moreover, the
scheduling parameters, µ

(i)
k , i = 1, · · · , nµ, are fault free.

Theorem 1. Let Assumptions 2 and 3 hold. The FICSI
residual (10) has a sensitivity to fault not lower than that
of the PSA residual (8), in the following sense; ∀k ≥ kf ,

E
(
‖r(k)‖2

2 − ‖eL‖2
2

)
≥ E

(
‖rp(k)‖2

2 − ‖(U⊥)T eL‖2
2

)
.

Proof 2. The proof follows from the derivation of Theorem
1 in Dong and Verhaegen (2009). 2

Whiten (11) with C−1/2
e = IL⊗E−1. Denote r̄k = C−1/2

e ·rk.
Then with the unknown fault sequence f[k−s−L+1,k+1), the
hypothesis test for fault detection can be formulated as

H0 : r̄k ∼ N (0, I);
H1 : r̄k ∼ N (C−1/2

e · [Hs,f TL,f ] · f[k−s−L+1,k+1), I).

The test statistic is therefore TR = ‖r̄k‖2
2 ∼ χ2

L`, where χ2
L`

is the central χ2 distribution with L` degrees of freedom.
The fault detection test can hence be summarized in the
following proposition.
Proposition 1. The additive faults f in the LPV system,
(1) and (2), are detectable by testing the following hy-
potheses.

H0 : TR < tχ2
L`

,α, under nominal condition;
H1 : TR > tχ2

L`
,α, under a faulty condition.

(14)

TR = ‖r̄k‖2
2 ∼ χ2

L`. α = P (H1|H0) = P (Tglr > tχ2
L`

,α|H0)
is the false alarm rate. The threshold, tχ2

L`
,α, is determined

from α =
∫∞

t
χ2

L`
,α

f(x; L`)dx, where f(x; L`) is the density

function of χ2
L`.

7. FAULT ESTIMATION BASED ON FICSI

Obviously, (11) defines the transitions from faults to
residuals, which can be used to estimate the faults in a
least-squares (LS) sense. In fact, the matrix [Hs,f TL,f ] has
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no full column rank; sinceHs,f never has such a property, if
s > 1. However, if TL,f has full column rank (e.g. under the
rank conditions presented later in Theorem 2), then the
fault sequence in the detection window, i.e. f[k−L+1,k+1),
may be estimated via a well-posed LS problem, with the
equality constraint that f[k−s−L+1,k−L+1) = 0. Such a
solution can be written as

f̂[k−L+1,k+1) = (T T
L,fC−1

e TL,f )−1T T
L,fC−1

e · rk, (15)

with a covariance matrix of Σf , (T T
L,fC−1

e TL,f)−1. Ob-
viously, due to the constraint, f[k−s−L+1,k−L+1) = 0,
f̂[k−L+1,k+1) is biased. However, the unbiasedness of the
estimate, f̂(k) as its last nf entries, can be established in
the following sense.
Definition 1. (asymptotic unbiasedness). The estimate
f̂(k), as the last nf entries of f̂[k−L+1,k+1) is said to be
asymptotically unbiased, if limL→∞ ‖f(k)−E(f̂(k))‖2 = 0.
Theorem 2. Let Assumptions 2 and 3 hold. If Ak, ∀k, is
stable; and if any of the following rank conditions holds,

r1. rank(G) = nf = `, and G−1 is bounded;
r2. rank(CẼτ ) = nf = `, ∀τ = k−L+1, · · · , k, (CẼτ )−1

bounded;
r3. or rank(CE(1)) = nf = ` and E(i) = 0, i ≥ 2,

(CE(1))−1 bounded;

then f̂(k) as the last nf entries of the estimate f̂[k−L+1,k+1)

in (15) is an asymptotically unbiased estimate of f(k), with
a covariance matrix as the last nf -by-nf diagonal block of
the bounded matrix, Σf .
Proof 3. See Dong et al. (2009).

However, when L is large, the computational burden
is heavy. Fortunately, one does not have to estimate
the faults along the entire horizon of [k − L, k + 1).
The most recent one, f(k), is most interesting. To es-
timate f(k), one only needs to use the last nf rows of
(T T

L,fC−1
e TL,f)−1T T

L,fC−1
e , denoted by F ∈ Rnf×L`. Then

the asymptotically unbiased estimate of f(k) is computed
by,

f∗(k) = F ·[−Hs,z I − TL,y −TL,u]·




Z[k−L−s+1,k−L+1)

y[k−L+1,k)

u[k−L+1,k)


 .

(16)

8. EXPERIMENTAL SETUP

To underline the importance of the FICSI LPV, online
fault detection and identification of actuator fault is pre-
sented for a nonlinear DC motor setup.

First, the nonlinear nature of the DC motor with unbal-
anced disk is shown and an exact LPV model transforma-
tion is suggested. It is then assumed that the DC motor
operates in closed loop environment and the control aim
is to track the rotation speed of the disk. The synthesis
steps of the data driven FICSI LPV is given hereafter. The
DC motor’s Markov parameters are identified (batchwise).
Afterwards, the only real time computation task is to
build up the residual vector given in eq. (10) for possible
actuator faults. Numerical aspects and real time detection
and identification results concludes the section.

Fig. 2. The schematic view of the DCSC DC motor with
unbalanced disk

Fig. 3. The schematic view of the DCSC DC motor with
unbalanced disk

8.1 Nonlinear DC motor model

Figures 2 and 3. depict the schematic draw and the picture
of the Delft Center for Systems and Control (DCSC) DC
motor with unbalanced rotation disc. Using first principle
modeling aspects, the nominal parametric model of the DC
motor can be transformed to an exact and affine parameter
dependent plant given by (x(t) = [θ(t) ω(t) I(t)]T and
µ(t) = sin(θ(t))/θ(t)):


θ̇(t)
ω̇(t)
İ(t)


 = (A0 + µ(t)A1) ·

[
θ(t)
ω(t)
I(t)

]
+

[ 0
0

1/L

]
u(t) (17)

y(t) =
[
1 0 0
0 1 0

] [
θ(t)
ω(t)
I(t)

]
(18)

A0 =

[0 1 0
0 −b/J K/J
0 −K/L −R/L

]
, A1 =

[ 0 1 0
Mg`/J 0 0

0 0 0

]
.

where the states are the shaft angle [rad], speed [rad/s],
and armature current [mA], the control input u[V ], with
known nominal parameters such as motor torque con-
stant K[Nm/A], motor resistance and impedance R[Ω],
L[H ], complete unbalanced disk inertia J [Nm2], friction
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Fig. 1. Measurement results

coefficient b[Nms/rad], additional mass M [kg] and mass
distance from the origin `[m]. The nonlinear model is full
state controllable and observable which can be tested by
computing the associated invariant subspaces and checking
their dimensions Bokor and Balas (2004). The continuous
time LPV system can then be discretized Tóth et al.
(2007). Hence, a third order LPV model can represent the
system behavior of the unbalanced DC motor Kulcsár et al.
(2008).

8.2 Pseudo real time environment

A pseudo real time environment has been created for the
Delft Center for System and Control DC motor. The DC
motor is set up in MATLAB/SIMULINK environment
under Microsoft Windows XP(SP2). The communication
is handled through an USB port. Pseudo real-time condi-
tion under Simulink environment is ensured by RealTime
Toolbox(v 4.0), sampling rate can be set up to 200Hz
depending on the computational burden of the real time
task to be performed.

8.3 Rotation speed tracking and data acquisition

The FICSI LPV methodology uses closed loop subspace
predictive identification results. The closed loop terms
does not only stand for the closed loop observer form
of the innovation type of predictor, see eq. (4)., but also
for the controller in the loop case. To justify it, a simple
minded PI controller is implemented in the loop to track a
series of ramp speed reference signal. Attention was paid
to properly excite the scheduling parameter, Kulcsár et al.
(2008).

The implementation of the FICSI LPV was pre-processed
by data acquisition and off-line identification of the macro-

scopic parameters. From the detection point of view, the
length of the IS2F (s) and the fault detection windows (L)
has to be large. The first is necessary to decrease the effect
of the bias on the fault estimation. On the other hand,
the latter requirement is of high importance to achieve
acceptable detection as well as estimation performance.
The predictor based closed loop identification (PBSID
LPV) technique gives accurate estimate of the macroscopic
parameters if the length is approximately equals to the
dimension of the system van Wingerden (2008). Conse-
quently, there might be a trade-off in estimating the LPV
Markov parameters and in the use of FICSI LPV in terms
of the number of the identified macroscopic parameters
(windows length). Even if the accuracy of the Markov
parameters can be increased by regularization, Verhaegen
and Verdult (2007), the FDI performance could become
unacceptable especially if large predictor windows (p) is
applied for relatively small dimensional state space repre-
sentations with high regularization component. Moreover,
the off-line identification step using PBSID LPV suffers
from curse of dimensionality when p goes to large, van
Wingerden (2008).

Therefore, the system’s Markov parameters are identified
using least squares fitting (p = 3 with N = 1500 and
γ = 10−1 samples and Ts = 0.075s) and the estimated
system parameters are derived using the PBSID principles.
This intermediate step is then followed by building a
(reasonably) large detection windows as detailed in the
next Section.

8.4 On-line FDI by means of FICSI LPV

A fault corrupted closed loop scenario has been created for
the unbalanced DC motor setup. The IS2F windows was
set to s = 5 and the fault estimation one to L = 11.
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In the Figure 1. one can see the measurement results. The
first two rows in the Figure are the measured outputs,
namely the shaft angle (θ) and rotation speed (ω). The
latter is plotted jointly with the reference signal; a series of
ramp reference signal are applied. The third row shows the
control input sequence. Finally, the scheduling parameter
µ (based on the measured shaft angle) is depicted.

Previously identified and created Markov parameters (see
Section 8.3) are estimated and the given I/O output ob-
server for LPV systems is evaluated at every single sample
time using the actual scheduling parameter sequence by
the Section (4). Moreover, the FICSI LPV residual is fed
by the measured control input and output, respectively.

An offset type additive fault is emulated in the system
at the plant input. The malfunction of the actuator is
detected by FICSI LPV as shown in the Figure 4. The
following fault signals are considered.

f(k) =





0V, k ≤ 20sec,
+4V, 20sec < k ≤ 40sec
−4V, 40sec < k ≤ 60sec
0, 60sec < k.

(19)

The accuracy of the fault estimation is shown in the Figure
4 where the relative mean square error (between the 20sec
and 40sec) was found to be

800∑

k=400

(f∗(k)− f(k))2/
800∑

k=400

f2(k) = 0.0712.
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Fig. 4. FICSI LPV estimation results of actuator fault

The covariance of the innovation, e(k), is assumed to be
SST = 9 · I2. The threshold tχ2

L`
,α in FICSI is computed

with a false alarm rate of α = 0.5 · 10−3. The false
alarm classification rate was computed by considering the
missed detections. This consists of false alarms, when the
detection signal is higher than the threshold if no fault is
present, and missed alarm if the detection signal does pass
the threshold but there is a fault. The successful rate was
83.64% along the entire scenario. Denote, there is large
initial transient in the detection signal.

The small false alarm rate, i.e. when the test statistic falls
below the threshold, as the motor is subject to the additive
actuator fault is a tuning parameter. The test statistics
computed by FICSI are compared in Figure 5.
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Fig. 5. FICSI LPV detection results

9. CONCLUSIONS

In this paper, we present a new data driven fault identifica-
tion approach for LPV systems using closed loop subspace
identification ideas. An identified I/O observer was created
to detect and estimate faults in the system. The novelty of
the paper is to show the data driven features of the FICSI
LPV method.

Moreover, an on-line detection and estimation scenario
proved the applicability of the presented algorithm.

Robustness aspects and the combination of the FICSI
LPV with reconfigurable controller are still future research
directions.
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Abstract: Tracking the evolution of hybrid systems from partial observations means tracking the
continuously-valued state evolution and the interleaved discrete mode changes. Existing estimation
schemes suffer from the exponential blow up of the number of hypotheses to be tracked and fall into
suboptimal methods. On the other hand, hybrid parity-basedmode estimation does not estimate the
continuous state. This paper proposes a novel scheme that uses the latter method as a mode focusing
procedure for hybrid estimation so that we can significantlyreduce the number of hypotheses that a
hybrid estimator has to consider. The advantages of this synergetic method are on both sides: it boosts
the mode identification time and the convergence of continuous state estimation.

1. INTRODUCTION

Many modern artifacts, mobile robotic devices, space probes,
or production plants exhibit complex patterns of behavior in
order to satisfy the high demand on performance and durability.
Key for the physical system’s operation is a sophisticated
control and automation scheme that actuates the evolution of
the system through its many modes of operation and reacts
appropriately whenever faults occur. A detailed knowledgeof
the current mode of operation/failure and the current state
of the physical entities that capture the continuous evolution
of the physical system are important prerequisites for this
automation/control task. However, it is almost always the case
that the current mode and the full continuous state is not directly
observable/measurable so that the missing information hasto be
inferred from the known actuation, available measurementsand
a mathematical model of the physical system.

Hybrid Systems theory provides a modeling paradigm that in-
tegrates both the continuously-valued state evolution andthe
interleaved discrete mode changes in a comprehensive manner.
Using such a model to track the complex evolution of a physical
system requires, in theory, to consider every possible modese-
quence with its associated continuous evolution. This requires
one to perform both the mode estimation and the continuous
state estimation (filtering) in an interwoven form. It is easy to
see that the demand to consider all estimation hypotheses is
computationally infeasible due to the resulting (exponential)
complexity. As a consequence, many sub-optimal estimation
schemes were proposed in the literature, for example, the wide
field of multi-model filtering (Ackerson and Fu [1970], Blom
and Bar-Shalom [1988], Li and Bar-Shalom [1996]), parti-
cle filtering methods (de Freitas [2002], Verma et al. [2004],
Narasimhan et al. [2004]) or recently developed hybrid estima-
tion methods (Hofbaur and Williams [2002], Benazera et al.
[2002], Narasimhan and Biswas [2002]) that can deal with

? This work was supported in part by the Austrian Science Fund (FWF) under
contract P20041-N15 and through Alenia Space, France.

complex systems that evolve according to a large number of
modes (l > 1,000).

As mentioned above, one has to consider together the discrete
estimation task that operates on the mode evolution struc-
ture of the hybrid model and the continuous estimation task
that utilizes the mode-dependent continuous models. Discrete-
continuous coupling is the major source of computational com-
plexity of the hybrid estimation task.

In order to un-couple the two estimation tasks we propose to
perform hybrid estimation in two (redundant) ways. Firstly, we
apply a parity-space based diagnosis technique (Bayoudh etal.
[2008b]) that operates on the continuously valued input/output
data. It provides a (mode) consistency information whilst ig-
noring the continuous state. This supplies a fine-grain abstrac-
tion of the continuous evolution that can be used for mode
estimation through a discrete-event diagnoser. This diagnoser
deduces a mode estimate in the form of a focused set of possible
modes. In a second stage we perform an additional continuous
estimation scheme that provides the neglected continuous state
estimate through a traditional filtering based hybrid estimation
technique (Hofbaur and Williams [2002]) that can now operate
on a significantly smaller (ideally singleton) set of possible
modes.

2. HYBRID MODEL

We define the model of a hybrid system through a hybrid
automaton that combines a discrete event system (automaton)
with continuous dynamics in spirit of the definitions in Hen-
zinger [1996], Hofbaur and Williams [2004], and Bayoudh
et al. [2008b] through the tuple

S = (ζ,Q,Σ, T, C, (Q0, ζ0)), (1)

where:

• ζ is the set of continuous1 variables, which includesnu

(exogenous)input variables{u1, . . . , unu
} =: u, nx

1 continuously valued to be precise
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state variables{x1, . . . , xnx
} =: x that capture the dy-

namic evolution of the automaton (for example in discrete
time), andny output variables{y1, . . . , yny

} =: y that
represent the continuous measurements.

• Q = {q1, . . . , ql} is the set of discrete states. Each state
qi ∈ Q represents a mode of operation or failure of the
system.

• Σ is the set of events. Events correspond to command
value switches, spontaneous mode changes and fault
events. The subsetΣO ∈ Σ denotes the observable events.
Without loss of generality, we assume that fault events are
unobservable.

• T is the transition functionT : Q× Σ → Q that captures
the discrete evolution of the model.

• C represents the set of system constraints that link the
continuous variables. It represents a set of (ordinary) dif-
ferential/difference equations along with algebraic equa-
tions for each modeqi ∈ Q and thus defines the
continuously-valued evolution of the automaton.

• (Q0, ζ0) ⊂ Q× ζ specifies the initial state information.

When dealing with the discretely-valued part of the hybrid
automaton, we denote the associated discrete event system
(DES) throughM := (Q,Σ, T,Q0). Analogously, we denote
the underlying continuously-valued part through the (multi-
mode) systemΞ := (ζ,Q,C, ζ0). For the scope of this paper,
we use a discrete-time linear model with sampling periodTs

that associates each modeqi ∈ Q with a difference equation

xk+1 = Aixk + Biuk + Nivk (2)

and an algebraic equation that defines the measurements
through

yk = Cixk + Diuk + Mivk, (3)

wherexk,uk andyk denote the valuation of the state, input
and output variables at timet = kTs, respectively. The vari-
able v := [v 1, . . . , vnx+ny

]T defines state noise (v 1, . . . ,
vnx

) and measurement noise (vnx+1, . . . , vnx+ny
) through

bounded, zero meannoise with|vh,k| ≤ 1. The possibly mode-
specific magnitude of the disturbances is specified through the
scaling vectorsni andmi that define the noise matricesNi =
[diag(ni),0], Mi = [0, diag(mi)] which select and scale the
appropriate fraction ofv.

We use the hybrid system’s assumption that mode changes
take place infrequently and instantly, i.e. the mode evolves,
compared to the continuously-valued evolution at a slower rate.
As a consequence it is legitimate to assume that only one mode
change takes place within one sampling period. In terms of
estimation we restrict this assumption even further and assume
that an event takes place at a particular sampling time-point. As
a consequence, we will use the discrete variablee to track the
observable events. Its valuation at a time-stepk will be denoted
throughek ∈ {ΣO, ε}, whereε stands forno observable event.

2.1 ILLUSTRATIVE EXAMPLE

Our framework is illustrated on the basis of a hybrid system
with six modes of operationQ = {q1, . . . , q6}. We define mode
transitions through three observable eventsΣO = {o1, o2, o3}
and seven unobservable eventsuo1, . . . , uo7 as depicted in Fig.
1.

The underlying continuous dynamics are of form (2 - 3) and
defined through

q2

q1

q3

q4

uo2uo1

o1

uo4

uo5

o2

q5

uo6

q6

uo7

o3

uo3

Fig. 1. Discrete automaton with six operational modes.

A1 =

[0.7 0 0
0 0.7 −0.1
0 −0.1 0.1

]
A2 =

[−0.5 4 0
0 0.6 0
6 0 0.8

]

A3 =

[ 0.3 −0.3 0
0 0.6 0

−0.3 0 0.9

]
A4 =

[ 0.6 −0.3 0
0.3 0.6 0
−0.6 0 0.9

]

A5 =

[ 0.3 −0.3 0.3
−0.3 0.6 0.3
−0.3 0 0.9

]
A6 =

[0.5 2 0
0 0.3 0
2 0 0.4

]

B1 =

[1
0
1

]
B2 = B3 = B6 =

[1
1
1

]
B4 =

[2
2
0

]

B5 =

[1
2
1

]
C1 =

[
1 1 0
1 0 0

]

C2 = C3 = C4 = C6 =
[
1 0 1
0 1 1

]
C5 =

[
1 0 1
0 1 0

]

D1 = D2 = D3 = D4 = D5 = D6 =
[
1
0

]

For illustrative purposes of the individual algorithmic aspects
we first use the model without noise (Ni = 0,Mi = 0).
However, the final analysis is conducted with non-zero noise.

3. HYBRID ESTIMATION

Hybrid estimation reconstructs the mode of operation and its
associated continuous state at each time-stepk.

Hybrid Estimation Problem : Given a hybrid modelS, the
discrete-time sequence of noisy (continuous) observations
{y1, . . . , yk}, the sequence of observable events{e0, . . . , ek}
and the actuated control inputs{u0, . . . ,uk}, compute an esti-
mate of the hybrid statêxh,k that combines the discrete mode
estimatêxd,k = qi ∈ Q and the continuous state estimatex̂c,k

as tuple〈x̂d,k, x̂c,k〉 for time-stepk.

We cannot fully observe the mode evolution of the automaton,
nor do we usually know the initial mode exactly (Q0 ⊂ Q is not
necessarily a singleton). As a consequence, a hybrid estimator
has to consider all possible evolutions that are conform with the
actuation and observations.

3.1 Hybrid estimation suboptimal Methods

Early solutions to the hybrid estimation problem such as the
multi-model IMM algorithm (Blom and Bar-Shalom [1988])
track hypotheses, i.e. mode sequences and their associatedcon-
tinuous evolution, over a limited number of time-steps only
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Fig. 2. Beam-search procedure to focus on theλ = 4 leading
hypotheses

and merge the continuous estimates according to a measure of
likelihood. This likelihood is mostly drawn from the continuous
filters and expresses the level of agreement between the hy-
potheses’ estimate and the observations but might also include
prior transition probability information, if available.

Our hybrid estimation algorithm (hME, see Hofbaur and
Williams [2002, 2004]) uses the likelihood measureb to guide a
best-first search process onto the set of most likely hypotheses.
Starting from a set ofλ hybrid estimateŝx(1)

h,k−1, . . . , x̂
(λ)
h,k−1

that are ordered according to their likelihoodb
(i)
k−1, i = 1 . . . , λ

we use the discrete event systemM of our model to compute
and rank the valid mode transitionsx̂(i)

d,k−1 = qν → x̂(j)
d,k = qι.

A consecutive continuous filtering operation that uses the con-
tinuous systemΞ of our model provides an associated contin-
uous state estimatêx(i)

c,k and the associated likelihoodb(i)
k for

each hypothesisi. As a result, we obtain an any-time any-space
algorithm that uses a focused search strategy to efficientlythe
leading hypotheses compute at each time-step and avoids to
compute the majority of hypotheses with low likelihood. The
resulting overall behavior of our hME algorithm can be seen as
a beam-search procedure as shown in Fig. 2.

3.2 Mode Estimation through Parity-Space Methods

Our recent work on hybrid systems diagnosis (Bayoudh et al.
[2008b]) provides an alternative approach that, because we
were mostly concerned about diagnosis, concentrates on the
mode estimate only. It uses a parity-space method that we
extended to hybrid systems.

In a first step, we derive for every modeqi ∈ Q of the hybrid
systemS a set of Analytical Redundancy Relations (ARRs) that
relate the continuous inputsuk−p, . . . ,uk with the observable
continuous outputsyk−p, . . . ,yk over a time-window of length
p + 1. Selectingp appropriately (typicallyp ≤ nx) allows us
to eliminate any dependencies upon the system’s continuous
statex. This standard procedure from FDI Gertler [1991] can
be summarized for a particular modeqi of our hybrid system
(2-3) as follows.

If we stack the input, output and noise according to

Uk := [uT
k−p, . . . ,u

T
k ]T , Yk := [yT

k−p, . . . ,y
T
k ]T ,

Vk := [vT
k−p, . . . ,v

T
k ]T ,

we can re-write (2-3) and obtain for the continuous evolution in
modeqi

Yk = Oixk−p + L(Ai,Bi,Ci,Di)Uk +

L(Ai,Ni,Ci,Mi)Vk, (4)

with the matrices

Oi :=




Ci

CiAi

...
CiA

p
i


 (5)

and

L(A,B,C,D) :=




D 0 · · · 0

CB D
. . .

...
...

. . .
. . . 0

CAp−1B · · · CB D


 . (6)

For a sufficiently largep, there always exists a matrixΩi that
is orthogonal to the matrixOi, i.e.ΩiOi = 0, so that we can
eliminate the statexk−p in (4) through left-hand multiplication
with Ωi. Hence, we can define the residual vector

ri,k := ΩiYk −ΩiL(Ai,Bi,Ci,Di)Uk. (7)

In a noise-free environment we have to check the ARR consis-
tency simply throughri,k = [ri1,k, . . . , rimi,k]T = 0. How-
ever, if we include bounded noise as in our model (2-3) we can
compute boundsεij on the individual residualsrij,k through
the matrix

W := ΩiL(Ai,Ni,Ci,Mi) (8)
that captures the influence of the disturbances within the obser-
vation window of lengthp + 1.

With this information, we can write the consistency check

r̃ij,k :=
{

0 if |rij,k| ≤ εij

1 otherwise , j = 1, . . . ,mi (9)

and obtain a boolean residual vector for modeqi at time-stepk
as

r̃i,k := [r̃i1,k, . . . , r̃imi,k]T . (10)

To extend this rather standard ARR approach to multi-mode
systems, we proposed in (Bayoudh et al. [2008b]) to use the
residuals for alll = |Q| modes of the automaton concurrently,
i.e. wecombineall l residual vectors to form

r̃k := [r̃T
1,k, . . . , r̃T

l,k]T (11)

We filter this vector Bayoudh et al. [2008b] to eliminate tran-
sients and obtain amode signaturewith dedicated zero elements
for each mode of operation. Discrete eventsΣSig are then
generated upon mode signature changes that provide additional
evidence about mode transitions on the basis of the continuous
evolution. We now extend the discrete-event system part of our
hybrid automaton with the additional eventsΣSig and use this
extended discrete-event system

M̃ := (Q, {Σ,ΣSig}, T,Q0) (12)

to derive a discrete event diagnoser (Sampath et al. [1995])for
our hybrid model. This diagnoser provides a mode estimate that
takes both the discrete and continuous evolution of the hybrid
automaton into account. In Bayoudh et al. [2008a], we provided
a detailed discussion on hybrid systems diagnosability analysis
on the basis of (12).

4. SYNERGETIC HYBRID ESTIMATION

Mode estimation through parity space methods, as described
in section 3.2, provides good mode estimates. If one is also
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interested in the continuous state estimate, one has to perform
an additional state filtering operation. It is tempting to directly
use the mode estimate from the parity space estimator to specify
the mode of operation for the filtering process. However, this
leads to an overall hybrid estimation scheme with unsatisfac-
tory behavior. The parity space method assumes that the system
operates at a constant mode over the lastp time-steps. As a
consequence, we obtain a valid mode estimate after at least
p time-steps following the actual transition. In fact, the mode
estimation requires even additional time since we pre-filter the
residuals in order to avoid wrong mode predictions due to noise
in the system. A continuous filter on the basis of this mode
estimate would therefore continue for at leastp time-steps with
the wrong mode estimate causing a potential divergence of the
continuous estimate with a consecutive convergence phase once
the continuous estimator switched to the right mode again. As a
consequence, we can obtain problematic continuous estimation
performance in the vicinity of mode transitions. Furthermore,
the DES diagnoser-based mode estimator would fail to track
fast mode changes with several mode changes within the obser-
vation window ofp time-steps.

Our first idea was therefore to combine the parity-space mode
estimator with our hME algorithm to improve the hybrid es-
timation quality whenever mode changes occur in the system
Rienm̈uller et al. [2009]. We can use the parity-space method to
detect mode changes whenever some of its residuals go astray.
Whenever this happens, we give control to hME to track all pos-
sible hypotheses from that time-point onwards. Once the mode
estimator settles upon a new mode estimate, we can pick the
associated hybrid estimates from hME and continue onwards
with this, highly focused, set (ideally singleton) of hypotheses.

Our mode estimator builds upon the careful interplay between
a set of Analytic Redundancy Relations and a DES-diagnoser
Bayoudh et al. [2008b]. Combining this approach with a hy-
brid estimator for estimating both the mode of operation/failure
and the continuous state has some drawbacks. First, the DES-
diagnoser that is very useful for diagnosis analysis purposes
is of high complexity Sampath et al. [1995], which imposes
computational-time and space limitations. Furthermore, it re-
quires the evaluation of the ARRs of all modes at every sam-
pling time, which is problematic in systems with many modes.
Another drawback of this approach arises whenever the sys-
tem has mutually un-diagnosable modes, i.e. modes that share
the same input/output behavior. The modesq3 and q5 of our
example can illustrate this fact. Their models represent two
different state-space realizations of a common dynamic sys-
tem. As a consequence, the residuals for both modes share
the same matricesΩ3 = Ω5 and L(A3,B3,C3,D3) =
L(A5,B5,C5,D5) so that we cannot use the residuals to gen-
erate an additional event for the unobservable mode transition
uo6 : q3 → q5. As a consequence, we obtain a DES diagnoser
that does not consider the modeq5 at all but traverses from
mode q3 directly to modeq6. A continuous state estimation
would therefore again require a significant adaption phase since
it misses theq5 state evolution.

We therefore propose to use a simplerresidual-based mode
estimator(rME) instead. This mode estimator is used tofocus
the hybrid estimation result of hME upon those hypotheses that
operate at modes that are consistent with the mode estimators’
ARR constraints. On the other hand hME reduces the set of
modes so that rME operates on a subset of the system’s modes.
As a consequence, we can apply this combined method to

rME

hME

u
y
e

Q Q

xh

Fig. 3. Hybrid estimation architecture.

systems with a significantly larger number of modes. However,
the correct operation relies on a careful interplay betweenhME
and rME. With respect to hME, rME runs according to two
modes of operation :

• a focusing-modewhen it has settled upon a set of mode
estimates that can be used to focus the set of hypotheses
of hME,

• abypass-modeduring the transitory phase following mode
transition in which no focus can be provided. The overall
estimator will thus behave like standard hME that tracks
even fast mode evolutions with several mode changes
within p time steps.

Fig. 3 illustrates this basic interaction between the hybrid
estimator hME and the mode estimator rME.

4.1 Residual-based Mode Estimator (rME)

The mode estimator rME maintains the ARR for the modes
Q of the hybrid model, but evaluates ARRs to compute the
associated residuals only for a reduced mode setQ̄ ⊆ Q that
it receives as an input (from hME). It utilizes the computed
residuals according to its two modes of operation.

In the mainfocusing-modeit uses the computed and filtered
residuals to select the reduced set of consistent modesQ̃. In
addition it uses the residuals for the modesQ̄ as indicators for
a mode-transition event.

rME changes to thebypass-modeupon a transition detection
where it defines the mode-set output simply throughQ̃ = Q̄. It
continues to track the filtered residuals for the modesQ̄ and
switches back to thefocusing-modeas soon as the residuals
provide evidence that the system settled at a new mode of
operation again.

Analytic redundancy relations of each mode may be pre-
computed or generated on the fly from the corresponding dy-
namic model whenever̄Q contains new modes. If a subset of
modes arises from the piecewise linearization of a global non-
linear model, a trade-off strategy may be to pre-compute the
non linear analytic redundancy relations and instantiate them
with their corresponding linear counterpart whenever the corre-
sponding mode enters into play Bayoudh et al. [2009].

4.2 Focused hME

hME receives as input̃Q, which is generated by rME as the
current set of consistent modes. hME hence usesQ̃ to discard
hypotheses with modes that are not in this set as indicated in
Fig 4. hME then provides the continuous state estimate for each
hypothesis corresponding to the focused mode setQ̃.
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Fig. 4. Hybrid estimation computational steps.

This mechanism may significantly reduce the number of hy-
potheses followed by the hybrid estimator hME, avoiding the
otherwise inevitable exponential blow-up.

4.3 Merging Hypotheses

Whenever rME reduces the mode setQ̄, obtained by the hME,
to a single modẽQ = qi, we can focus onto hypotheses at this
particular mode, i. e. all hypotheses assuming a different mode
can be discarded. Moreover, a settled mode estimate of rME
indicates that the hybrid system evolved at this particularmode
for at leastp time-steps. So we have to focus on hypotheses that
not just share the modeqi in their estimate at time-stepk but
also in theirp predecessor estimates. Typically, only a small set
of hypotheses will satisfy this condition. Nevertheless, we can
still end up with more than one hybrid estimate for time-step
k. The following operation of hME can be twofold. (i) we can
decide to keep all hypotheses independently and continue the
estimation process with all of them, or (ii) we can merge the
continuous estimate into a single inclusive continuous estimate
and thus, continue hybrid estimation with a perfectly focused
single estimate for time-stepk. The example section 5 will
illustrate both modes of operation.

4.4 Resetting the algorithm

Because of the truncation operation of hME - the algorithm
considers only theleading set of hypotheses and discards all
other hypotheses - it is possible that the true mode is not
contained inQ̄ and thus no mode hypothesis survives the rME
test, i.e.Q̃ = ∅. In this case it is necessary to reset the algorithm.
Whenever the total number of modes is moderately large, we
can start this resetting process with performing rME onQ̄ =
Q and using the thus obtained setQ̃ to initiate new hybrid
estimates for hME to continue estimation onwards. Whenever
we deal with multi-component systems it is possible to focuson
the subpart of the system onto which hME lost its track and thus
re-initiate only onto a fraction of the mode setQ̄ ⊂ Q Hofbaur
and Williams [2004].

5. ILLUSTRATIVE EXAMPLE CONT.

For our final experiments we considered the example of Section
2.1 with six modes of operation and a sampling period ofTs =
0.01s. We first examined the results of continuous estimation
for a pure ARR-based mode estimator with a single continuous
filter for each modeqi. As mentioned before in section 4 a
parity based method provides a valid mode estimate after at
leastp time-steps only. The consecutive filter postpones the
mode identification additionally for anotherτfilter time-steps.
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(a) Continuous state deviation due to the mode identificationdelay for a
mode changeq2 → q4
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Fig. 5. Comparison of continuous estimation for a purely parity
based method and the ARR focused hME.

A single continuous filter would thus estimate at the old mode
of operation during this period. This can cause a dramatic
increase of the estimation error for the continuous state. As
a consequence, the filter needs additional time to adapt the
continuous state once the mode estimator identifies the correct
mode. Fig. 5a shows the adaption process on the estimation of
the first state componentxc1 for a mode transitionq2 → q4 at
time-stepk = 180 with window-lengthp = 2 and filter length
τfilter = 3. The error is dramatically big aroundk = 182 as
the estimation ofxc1 drops down below−600.

Using the new approach the rME switches to thebypass mode
upon a transition detection, defining the new mode set simply
throughQ̃ = Q̄. This allows the hME to consider every pos-
sible hypothesis starting from the previous, possibly unique,
estimate. As a consequence continuous state estimates for all
hypotheses under consideration with their associated likelihood
values are immediately obtained. The adaptation delay of the
continuous estimate can thus be reduced. Fig. 5b depicts this
improved estimation result. The continuous estimatearr x1

(dotted line) follows the actual behavior of the system (con-
tinuous line) immediately (graphs are superposed).

5.1 Merging Hypotheses

We then compared the different techniques from Section 4.3 -
(i) continuing with all valid estimates or (ii) merging of identi-
cal mode hypotheses. In many cases the additional hypotheses
can be discarded because their preceding hypotheses assumed
a modeqi 6∈ Q̃ within p time steps before the ARRs are settled.
However, when mode changes happen faster than the rME can
follow them or, as in our example modeq3 and q5, several
modes cannot be distinguished by the residual equations, the
hME is forced to consider every possible hypothesis in the usual
way. This is important as we would otherwise loose track of
the continuous estimate. As a result, several hypotheses may
develop that end up with the same mode estimate, but with a
different mode history and thus a slightly different continuous
estimate. Whenever the rME gains certainty about the current
mode again, all wrong hypotheses can be discarded and the
hME would continue the estimation process starting with all
hypotheses assuming the correct mode. This process leads to
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(a) Hybrid Mode Estimation start-
ing with two hypotheses at time step
k
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(b) Hybrid Mode Estimation after merging of
two hypotheses.

Fig. 6. Comparison of the number of mode hypotheses gen-
erated by the hME (a) with and (b) without hypotheses
merging.

an unnecessary blow up of the hypotheses tree. We thus had
the idea of merging those hypotheses so that the estimation
process then continues from one single hypothesis onwards,
which reduces the number of hypotheses considerably without
showing any drawbacks in terms of continuous state estimation.
For this purpose we merge the intervals of the different hy-
potheses and sum up their probabilities. Hybrid estimationnow
continues with a perfectly focused single estimatex̂(1)

d,k = qi. Of
course, the hME estimation can spread over several hypotheses
for consecutive time-steps again, whenever rME/Q̄ does specify
more than one possible mode (e.g.q3 andq5 in our example) or
a mode transition takes place(see Fig. 6).

5.2 Comparison of the new ARR focused hME with the
standard hME

For our final experiments we supplement our example with
additional noise that is specified through

Ni =

[0.1 0 0 0 0
0 0.1 0 0 0
0 0 0.1 0 0

]

Mi =
[
0 0 0 0.125 0
0 0 0 0 0.125

]
.

(13)

Furthermore, the continuous input is specified by a sequence
of random numbers with|uk| ≤ 2 and the hME operates
with λ = 24 leading hypotheses. Of course, hME considers
more hypotheses until it finds the leading set. To point out the
improvements of our new hybrid estimation scheme in correctly
estimating both the continuous and the discrete behavior of
the system while reducing the number of considered hypothe-
ses significantly, we performed several test-runs with different
mode sequences and compared the estimation results to the
output of a standard hME.

Fig. 7 shows an exemplary mode trace with the associated mode
estimates of our ARR focused hybrid estimation in comparison
to the standard hME. In this case we start with the initial state
Q0 = q1 and command the system to follow the discrete
trajectory:
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Fig. 7. Comparison of the hybrid estimates of standard hME
and ARR focused hME.
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In terms of estimation quality both algorithms show a similar
behavior. Modesq1, q2 and q6 can be distinguished by both
the hME and the rME. However, as mentioned before, modes
q3 andq5 share the same matricesΩ3 = Ω5 so that the rME
only can tell us that the system is in either of the two modes.
Additionally, as the continuous behavior of modeq4 is very
similar to that of modeq3, the residuals ofq4 sometimes lie
within the boundsε4j although the system is in modeq3 or q5.
As a consequence hypotheses that estimateq4 survive the rME
test in some cases (see for examplek = 145 up tok = 147).
Most of the incorrect mode classifications are due to the mutual
undiagnosability ofq3 and q5, in particular as hME provides
the mode estimate through the most likely hypothesis. Still, the
total number of incorrect mode estimates of the new approach
is below the number of wrong estimates of the standard hME.
However, the biggest advantage of the ARR focused hME in
comparison to the hME is asignificant reduction of the number
of hypotheses that the algorithm considersfor continuous filter-
ing during its operation. Fig. 8 shows the number of hypotheses
at every time stepk for the ARR focused hME with and without
the hypotheses merging operation and the standard hME. Espe-
cially when the system is in one of the critical modes (q3, q4

andq5), the number of nodes in the search tree explodes for the
hME, while our approach can keep the number of hypotheses at
a moderate level. Furthermore, using the merging operation, the
number of hypotheses is reduced perfectly to a single estimate
and increases only in the vicinity of mode transitions or in
modes with ambiguous residuals. This, of course, has dramatic
implications on the overall runtime behavior of our algorithm.

6. CONCLUSIONS AND FUTURE WORKS

A novel scheme for hybrid estimation that uses a mode focusing
procedure to reduce the number of hypotheses that have to be
considered is proposed. It is based on the interaction of a hy-
brid estimator (hME) and a parity-space based mode estimator
(rME). Among a set of modes corresponding to current hME
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Fig. 8. Comparison of the number of considered hypotheses at
each time-stepk for the standard hME algorithm and the
new ARR focused approach (rME und hME).

hypotheses, rME is able to identify the subset of modes that are
consistent with observations, hence providing this focused set
of modes as input to hME. This mechanism may significantly
reduce the number of hypotheses followed by the hybrid esti-
mator, avoiding the otherwise inevitable exponential blow-up.

Compared to our previous work Rienmüller et al. [2009] that
used a mode estimator built upon an interplay between a set of
ARRs and a DES diagnoser, the presently proposed mode esti-
mator is computationally simpler as it only uses the ARRs. The
proposed rME and hME interconnection avoids the problem of
mutually un-diagnosable modes that are just not seen by the
DES diagnoser. In addition, it allows us to compute filters and
ARRs on demand, similar to our on-line filter decomposition
and deduction scheme (Hofbaur and Williams [2004]).

Another line of research investigates a distributed version of our
hybrid estimator where several estimators work concurrently
and cooperatively on the hybrid estimation task for complex
multi-component systems.

Our ultimate goal is to provide a good hybrid estimate - mode
and continuous state - for the system. Sometimes, however, it
can be possible that the current operation of an artifact does not
reveal enough information so that an estimator can discriminate
among several estimation candidates (e.g. due to insufficient
excitation whenever it operates at a specific operational mode).
As a consequence, it is important for us to develop a technique
that can maintain several hybrid estimation hypotheses. Inorder
to refine the estimate, one has toactively excite the system
in a manner that satisfies the operational goal, but also that
reveals enough information to guide the mode discrimination.
In Bayoudh et al. [2008c] it was shown that the DES diagnoser
of our proposed parity-space diagnosis technique providesthe
essential basis to guide active hybrid diagnosis among the
modes of operation. The supplemented continuous estimation
provides the other ingredient, the associated continuous state
estimate, so that anactive hybrid diagnosercan compute a
suitable combined continuous/discrete actuation that leads to
an un-ambiguous diagnosis/estimation for the system whilst as
well maintaining at best its operational goal.
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Abstract:  This paper addresses the problem of robust identification/fault detection when a model with 
parametric modelling is considered. Two identification methods are introduced following, respectively, the 
worst-case and set-membership approaches. In particular those algorithms will use zonotopes to bound the 
parametric uncertainty.  These two identification approaches lead to two robust fault detection tests: 
namely, the direct and inverse tests.  Then, the underlying hypothesis of both approaches are also 
discussed and performance is compared using a model of the rain-gauges of  the Barcelona sewer network. 
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1. INTRODUCTION 

The principle of model-based fault detection is to test 
whether the measured system inputs and outputs are 
consistent with the system behaviour described by a faultless 
model. If the measurements are inconsistent with the model 
of the faultless system, the existence of a fault is proved. The 
residual vector usually describes the consistency check 
between the predicted and the real behaviour. Ideally, the 
residuals should only be affected by the faults. However, the 
presence of disturbances, noise and modelling errors causes 
the residuals to become nonzero and thus interferes with the 
detection of faults. Therefore, the fault detection procedure 
must be robust against these undesired effects (Chen, 1999). 
In case that modelling errors are taken into account in the 
form of parametric uncertainties, the healthy system model 
should include a vector of uncertain parameters bounded by 
sets that contains all possible parameter values when the 
system operates normally. So far, in the robust fault detection 
literature, parameters have been bounded using intervals and 
the resulting model is known as an interval model. This 
approach has received a lot of attention in the context of 
robust fault detection, see among others Armengol (2009); 
Puig (2008); Fagarasan (2004); Ploix (2006); Rinner (2004). 
Generally in these publications the uncertainty interval for 
residuals (or predicted outputs) is computed by propagating 
the effect of the parameter uncertainty using a direct image of 
an interval function. Then, model is invalidated if the 
measured variable for which the interval is calculated leaves 
the predicted interval. This approach will be referred to as a 
direct image test in what follows. Alternatively, following 
the idea proposed by (Guerra, 2008), a passive robust method 
based on the inverse image of the interval model (in case that 
is linear or non-linear but linear with respect to the 
parameters) expressed in MA form can used to check whether 
there exists a member in the family of models, described by 
an interval model, that can explain the measured data. This 

inverse image test has already been suggested in Puig (2006); 
Adrot (2006) using subpavings and SIVIA algorithm (see 
Jaulin (2001)). However, such implementation is 
computationally expensive but it can be made very efficient 
using zonotope representation and arithmetic. This inverse 
test will be compared and combined with the existing direct 
image test and the principal properties regarding fault 
detection of both tests extracted.  
 
On the other hand, the paper will also address how models 
and their uncertainty bounds are obtained. Standard system 
identification methods provide only an estimation of the 
nominal model but do not provide a reliable means for 
bounding the uncertainty associated with the model. This 
problem has been stated in many papers coming from robust 
control field. Recently some methodologies that provides a 
model with its uncertainty has been developed but thinking 
always in its application to control (Reinelt, 2002). In fact in 
this community, robust system identification is used to 
describe the new methodologies of system identification that 
provide not only a nominal model but also a reliable estimate 
of the uncertainty associated with the model. See for example 
the set-membership parameter estimation algorithms 
proposed by Milanese (1996), that produces a set of 
parameters that are consistent with the model structure that 
has been selected and assumed noise bounds. Alternatively, 
in FDI community, Ploix (1999) have suggested an 
adaptation of classical system identifications methods in 
order to provide the nominal model plus the uncertainty 
bounds for parameters that guarantee that all collected data 
from the system in non-faulty scenarios will be included in 
the model prediction interval (worst-case parameter 
estimation).  
 
The main contribution of this paper is to provide an extension 
of the worst-case/set-membership parameter estimation  and 
fault detection algorithms for LTI interval systems using 
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zonotopes to bound the parameter uncertainty. The usefulness 
of the proposed methods will be exemplified using the 
problem of fault detection based in the rain-gauges of 
Barcelona sewer network. 
 
The structure of the paper is the following: Section 2 is 
dedicated to describe the problem definition. In Section 3, 
two identification approaches for robust fault detection are 
presented, recalling the underlying hypothesis and existing 
implementation algorithms. In Section 4, the fault detection 
tests associated to the models delivered by the proposed 
identification approaches are presented. In Section 5, the 
performance of the two fault detection approaches in case of 
additive and multiplicative faults are studied and compared. 
Finally, in Section 6, the conclusions of the paper are 
provided. 
 

2. PROBLEM DEFINITION 

2.1  Model parametrisation 

This paper will be focused in LTI systems that can be 
expressed in regressor form (MA model): 
 

( ) ( )y k k= φ θ                              (1)  
where: 
- ( )kφ  is the regressor vector of dimension 1 nθ×  which can 

contain any function of inputs ( )u k  and outputs* ( )y k . 

- ∈θ Θ  is the LTI parameter vector of dimension 1nθ ×   

- Θ  is the set that bounds parameter uncertainty.   
 
In this paper, the uncertain parameter set Θ  is described by a 
zonotope  centred in the nominal LTI model : 

{ }0 0 :n nB B∈ ⊕ = + ∈Θ θ H θ Hz z              (2) 

where:  

- 0 n∈θ ℝ θ  is the nominal LTI model.  

- n nθ×∈H ℝ  

- 1n nB ×∈ℝ  is a unitary box composed by n unitary 
( [ ]1,1B = − ) interval vectors .   

- ⊕ denotes the Minkowski sum. 
 
Notice that a particular case corresponds to the case the 
parameter set Θ  is bounded by an interval box: 
 

[ ] min max 0 0, ,i i i i i i i
   θ = θ θ = θ − λ θ + λ     

 
with i=1,…,nθ . This set can be viewed as a zonotope with 

H equal to an nθ θ× diagonal matrix:  
 

1 2( , ,..., )ndiag
θ

= λ λ λH                            (3) 

 
2.2 Problem definition 

                                                 
*
In this paper we will  focus on the single output case.  

 

Given a sequence of M regressor vector values ( k )φ  and 

intervals of measurements ( ), ( )y k y k    obtained from the 

system and the model  (1), the aim is: 
 

- to estimate model parameters and their uncertainty 
(model set) in case that data comes from a fault free 
scenario (identification problem). 

- to check the consistency of the model and 
parametric bounds in a fault scenario (fault detection 
problem). 

  
Example: Along the paper the following example based on a 
static interval model is considered to illustrate the theory that 
is being introduced†: 

1 2( ) ( ) ( )y k au k bu k= +                             (4) 

 
where: [ ]7626.0,6190.0a ∈  and [ ]5402.0,3966.0b∈ , that 
represent the  system behaviour in a fault free scenario. Fig. 1 

shows the interval of measurements ( ), ( )y k y k    and the 

inputs 1( )u k  and 2( )u k . 

 
Fig. 1: Interval of measurements and input values of the 
example 
 

2.2.1 Set-membership approach 

In this case, the set of uncertain parameters Θ  using a set-
membership approach should be understood in such a way 
that the predicted behaviour is always inside the interval of 
possible measurements. That is  
 

ˆ ˆ( ), ( ) ( ), ( )y k y k y k y k   ⊆                  1,...,k M∀ =         (5) 

 
where   

( )ˆ ( ) max ( ) withy k k= ∈φ θ θ Θ                  (6a) 

( )ˆ( ) min ( ) withy k k= ∈φ θ θ Θ                  (6b) 

                                                 
† This example is based on a model of rain gauge network of Barcelona’s 
urban sewer system (Puig 2003)  
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Interval relations (5) can be rewritten as the following 
conditions 

 

ˆ ( ) ( )y k y k≤   and  ˆ( ) ( )y k y k≥        1,...,k M∀ =    (7) 

 
Such kind of models can be identified using the so-called 
“set-membership” algorithms. See Milanese (1996) for a 
survey of such methods. 
  
2.2.2 Worst-case approach 
 

On the other hand, the set of uncertain parameters Θ  using a 
worst-case approach should be understood in such a way that 
all measured data in a fault free scenario will be covered by 
the worst-case predicted output produced by using model (1) 
and the uncertainty parameter set, that is: 
 

ˆ ˆ( ), ( ) ( ), ( )y k y k y k y k   ⊆                  1,...,k M∀ =       (8) 

 
or, alternatively:  

 

ˆ ( ) ( )y k y k≥   and  ˆ( ) ( )y k y k≤        1,...,k M∀ =    (9) 

where: 
 
Algorithms for identifying such type of models was first 
suggested by Ploix (1999) in the context of fault detection. 
Further works using this approach are Calafiore (2002) and 
Campi (2009). 
 
Considering that the parameter set Θ  can be described as the 
zonotope (2) and proceeding as in Ploix (1999), the 
maximum and minimum output predictions (6a) and (6b) 
provided by model (1)  are given by 
 

0
1

ˆ ˆ( ) ( ) ( )y k y k k= + φ H                           (10a) 

      0
1

ˆ ˆ( ) ( ) ( )y k y k k= − φ H                            (10b) 

where 0ˆ ( )y k  is the model output prediction with nominal 

parameters:  
0ˆ ( ) ( )y k k= φ θ  where 0 0

1( ,..., )n
nθ

= θ θθ  

Notice that in the particular case of interval parameters (3): 

1
1

( ) ( )
n

i i
i

k k
=

= λ∑φ H φ                           (11) 

 

3. IDENTIFICATION FOR ROBUST FAULT DETECTION 

3.1  Set-membership parameter estimation 

Using this approach, the parameter set Θ  that contains all 
models consistent with data, known as Feasible Parameter 
Set (FPS), is defined as follows 

{ }| ( ) ( ) ( ), 1, ,y k k y k k M= ∈ ≤ ≤ = ⋯FPS θ Θ φ θ         (12) 

 

The exact description of FPS is in general not simple, and 
existing algorithms usually approximate the FPSusing an 
inner/outer simpler shapes as boxes, ellipsoids or zonotopes 
(Milanese, 1996). The approximation set is called 
approximated feasible parameter set (AFPS).  In this paper,  
algorithms that provide inner/outer  AFPS using zonotopes  
in case of using model (1) are used. 
 
Outer approximations 
 
Outer approximation algorithms find the parameter set Θ  of 
minimum volume such that ⊆FPS Θ . This kind of 
algorithms usually implies an excessive computational cost 
and recursive forms have been proposed as the one described 
in Bravo (2006). This recursive approach is based on 
computing iteratively the AFPS using zonotopes and related 
operations as follows 

 1k k k+ = ∩AFPS AFPS F                       (13) 

where { }| ( ) ( ) ( )n
k y k k y kθ= ∈ ≤ ≤ℝF θ φ θ                         (14) 

 
Inner approximations  
 
Inner approximation algorithms find the parameter set Θ  of 
maximum volume such that ⊆Θ FPS . 
 
A set-membership inner approximation using zonotopes 
parameterised as in Eq (2) for models expressed as in (1) can 
be obtained considering that the FPS conditions (12) can be 
bounded by 
 

ˆ ˆ( ) ( ) ( ) ( ) ( )y k y k k y k y k≤ ≤ ≤ ≤φ θ                (15)        

where ˆ( )y k and ˆ ( )y k  are defined as in (6) and, in the case of 

Θ  is a zonotope, calculated as in (10). Then, the maximum 

inner zonotope, centred in 0θ , with consistent parameters can 
be computed using the following algorithm 
 
Algorithm 1 “Inner Set-membership Zonotope ”  (general case) 

max ( ( ))f
H

Θ H  

subject to: 
0

1
ˆ ( ) ( ) ( )y k k y k− ≥φ H     and     0

1
ˆ ( ) ( ) ( )y k k y k+ ≤φ H                      

                             1,...,k M∀ =  

 
where optimization cost function f usually is the volume. 
Notice that ( )vol Θ  is the volume of the zonotope defined by 

(2). This volume only depends on  matrix H and of nB  with 

a volume equal to n2 . In the particular case, H is a square 

matrix (n nθ = ): ( ) 2 det( )nvol =Θ H . See Montgomery 

(1989) for more details. 
 
Algorithm 1 can be in general a non-convex problem very 
hard to solve (Milanese, 1996). But with some predetermined 
assumptions of matrix H , Algorithm 1 can be transformed 
on a problem easy to solve. In order to reduce the complexity 
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of Algorithm 1, the zonotope that bounds Θ  can be 
parameterised as follows 
 

0= λH H                                 (16) 

 
that corresponds to a zonotope with predefined shape 
(determined by 0H ) and a scalar 0λ ≥ . Then, in this case 

( ) ( )vol f= λΘ
‡ and restrictions of Algorithm 1 can be 

rewritten as 
0

0
0 1

0 1

ˆ ( ) ( )
ˆ ( ) ( ) ( )

( )

y k y k
y k k y k

k

−
−λ ≥ ⇒λ ≤φ H

φ H
      (17a) 

0
0

0 1
0 1

ˆ( ) ( )
ˆ ( ) ( ) ( )

( )

y k y k
y k k y k

k

−+ λ ≤ ⇒ λ ≤φ H
φ H

    (17b)  

such that it can be rewritten as follows 
 
Algorithm 2 “Inner set-membership Zonotope”  (particular case)  

max ( ) ( )vol f=Θ
λ

λ  

subject to:    
0

0 1

ˆ ( ) ( )

( )

y k y k

k

−
λ ≤

φ H
  and   

0

0 1

ˆ( ) ( )

( )

y k y k

k

−λ ≤
φ H

1,...,k M∀ =  

 
 
The optimal solution provided by such algorithm is 

{ }

0

0 1

01,...,

0 1

ˆ ( ) ( )
,

( )
inf min

ˆ( ) ( )

( )

k M

y k y k

k

y k y k

k

∈

  −
  
  

λ =   
−  

   
  

φ H

φ H

             (18) 

3.2  Worst-case parameter estimation 

        
Replacing equations (10a) and (10b) by inclusion conditions 
(9), the optimal zonotope that fulfils the “worst-case 
condition” can be computed using the following algorithm. 
 
Algorithm 3 “Worst-case Parameter  Estimation“ (general case) 

min ( ( ))f
H

Θ H  

subject to:          0
1

ˆ ( ) ( ) ( )y k k y k+ ≥φ H                       (19a) 

   0
1

ˆ ( ) ( ) ( )y k k y k− ≤φ H                       (19b) 

                             1,...,k M∀ =  

 
where the cost function f in “worst-case approach” is usually 
the interval prediction thickness, that can be calculated as 
 

1
1 1

ˆ ˆ( ( ) ( )) 2 ( )
N N

k k

y k y k k
= =

− =∑ ∑ φ H                         (20) 

 

                                                 
‡ For example if H0 is a square matrix 0( ) 2 det( )

n
vol = λΘ H      

As Algorithm 1, Algorithm 3 can be in general very hard to 
solve (Campi, 2009). As in Algorithm 1, in order to reduce 
the complexity of Algorithm 3, the zonotope that bounds Θ  

can be parameterised with 0= λH H . Then, in this case 

 

0 1
1 1

ˆ ˆ( ( ) ( )) 2 ( ) ( )
N N

k k

y k y k k f
= =

− = λ = λ∑ ∑ φ H                    (21) 

 
 and equations (19) can be expressed as follows 

0
0

0 1
0 1

ˆ( ) ( )
ˆ ( ) ( ) ( )

( )

y k y k
y k k y k

k

−+λ ≥ ⇒λ≥φ H
φ H

                      (22a) 

0
0

0 1
0 1

ˆ ( ) ( )
ˆ ( ) ( ) ( )

( )

y k y k
y k k y k

k

−
−λ ≤ ⇒λ≥φ H

φ H
                       (22b) 

such that Algorithm 3 can be  rewritten as follows 
 
Algorithm 4 “ Worst-case Parameter Estimation” (particular case) 

1

ˆ ˆmin ( ( ) ( )) ( )
N

k

y k y k f
=

− =∑λ
λ   subject to:    

  
0

0 1

ˆ( ) ( )

( )

y k y k

k

−λ ≥
φ H

   and    
0

0 1

ˆ ( ) ( )

( )

y k y k

k

−
λ ≥

φ H
    

 1,...,k M∀ =  

 
The optimal solution provided by such algorithm is 

 

{ }

00

1,..., 0 01 1

ˆ ( ) ( )ˆ( ) ( )
sup max ,

( ) ( )k M

y k y ky k y k

k k∈

  −−  λ =
  
  
φ H φ H

         (23) 

 

3.3  Example 

Coming back to the example presented in Section 2.2, 
parameters and uncertainty of model (4) can be identified 
using data from the fault free scenario presented in Fig. 1, 
using the algorithms presented in this section. In particular, 
the following three different parameter sets has been 
estimated 
 
3.3.1 “Outer Set-membership Zonotope” 
 
Applying a recursive method as the described in Bravo 
(2006), an outer Zonotope (with center 0

θ  and matrix vertex 

outH ) can be found one that defines a parameter set outΘ  that 

fulfils out⊆FPS Θ . 
 
3.3.2 “Inner Set-membership Zonotope” 
Applying Algorithm 2, with 0 out=H H   given by the outer 

zonotope, a scalar  inλ   can be obtained that defines one 

zonotope inΘ  with centre 0
θ  and matrix  in in out= λH H , that 

fulfils in ⊆Θ FPS. 

 
3.3.3 “Worst-case Zonotope” 

DX-09, Stockholm, Sweden June 14-17, 2009

126



 
 

     

 

Analogously, applying Algorithm 4, with 0 out=H H   given 

by the outer zonotope, a scalar  wcλ  can be obtained such 

that defines one zonotope set wcΘ  with center 0
θ  and matrix  

wc wc out= λH H , that fulfils (19). 

 

Fig 2: Representation  exactFPS (blank space between 
restrictions green and yellow)  and sets outΘ , inΘ  and wcΘ . 

Fig. 2 shows the sets outΘ , inΘ  and wcΘ  obtained. In this 

case 0.6359inλ =  and 0.9132wcλ = . 

In the general case, 1inλ ≤ , as it can be deduced,  and 

indicates the quality of the approximation of the FPS by the 
zonotope outΘ , in case of out out in= ⇒ =FPS Θ Θ Θ  then 

1inλ = . On the other hand, in wcλ ≤ λ .  

 

4. FAULT DETECTION TESTS ASSOCIATED TO THE 
FAULT IDENTIFICATION APPROACHES 

According to Guerra (2008), fault detection, considering the 
model (1) and the parameter uncertainty set parameterised as 
in (2), can be implement either using a “direct”  or “inverse 
test” .  These two tests are associated to each of the two 
parameter estimation approaches presented in Section 3: the 
direct test with the worst-case approach while the inverse test 
with the set-membership approach. 
 
4.1  Direct test 
 
The direct test is based on the evaluation of the residual 
obtained from difference between measurements and model 
prediction 

ˆ( ) ( ) ( ) ( ) ( )r k y k y k y k k= − = −φ θ             (24) 

 Ideally, the residual given by Eq. (24), known as parity 
equation (Iserman, 2005), in case that no modelling errors 
and noise were present, it should be different from zero in a 
faulty scenario and zero otherwise. However, because of 
modelling errors, the detection test can be translated to check 
the following condition assuming parametric uncertainty 

0 ( )k∈ Γ                       (25) 

where 

{ }( ) ( ) | ( ) ( ) ( ) ;k r k r k y k kΓ = = − ∈φ θ θ Θ      (26) 

 
Or, in the same way, to check  if   

ˆ( ) ( )y k k∈ ϒ                         (27) 

 

where ˆ (k)ϒ  is the direct image of the uncertain model 

defined as 
 

{ }ˆ ˆ ˆ ˆ ˆ( ) ( ) | ( ) ( ) , ( ), ( )k y k y k k y k y k ϒ = = ∈ =  φ θ θ Θ           (28) 

 
4.2 Inverse test 
 
The inverse test consists on checking if there exists a 
parameter in the parameter uncertainty set Θ such that model 
(1) is consistent with the system measurements. This test can 
be easily implemented using the set-membership parameter 
estimation procedure described in Section 3.1, that operates 
in the recursive form as follows: 
 

1 =AFPS Θ                                   (29a) 

and applying Eq. (13)      

1k k k+ = ∩AFPS AFPS F                      (29b) 

 
where 

kF  is the strip of consistent parameters defined by 

(14). In fault detection using the inverse test, the model is 
assumed invalidated and fault is indicated if 1k+ = ∅AFPS . 

 
Despite of outer approximation is the most used in fault 
detection due to it contains all the consistent models, the 
inner approximation, that contains only consistent 
parameters, can complement the use of outer approximation 
in order to improve fault detection behaviour. 
 
Another way to understand the inverse test is  to consider it 
as a parameter estimation method, where for every k, the 
parameter vector ( )kθ  can be calculated from input and 

output measurements 
( ) ( ( )) ( )k k k=θ ΦΦΦΦg Y §                              (30) 

where 

( )

( )

( )

k N

k

k

− 
 =  
 
 

⋮

φ

φ

ΦΦΦΦ  and 

( )

( )

( )

y k N

k

y k

− 
 =  
 
 

⋮Y   

Then, the inverse test, in a similar way than the direct test 
will consist of evaluating the following residual (Gertler, 
1998) 

ˆˆ( ) ( ( )) ( ) ( ( ))( ( ) ( )) ( ) ( )k k k k k k k k= = − = −θ φ θ θΦΦΦΦr g R g Y Y (31) 

with 

( )

( )

( )

r k N

k

r k

− 
 =  
 
 

⋮R  

                                                 
§ In the case of a linear in the parameters models (30) lead to the non 

recursive Least Squares method: 1( ( )) ( ( ) ( )) ( )t tk k k k−=g Φ Φ Φ ΦΦ Φ Φ ΦΦ Φ Φ ΦΦ Φ Φ Φ  
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In this case, the detection test can be translated to check the 
following condition 
 

0 ( )k∈ ΓΓΓΓθ
                      (32) 

where  

{ }ˆ ˆ( ) ( ) | ( ) ( ) ( ); kk k k k k= = − ∈ΓΓΓΓθ θ θ
θ θ θ AFPSr r      (33) 

 
The problem of using either the inner or outer approximations 
as the initial set (29), is the problem of apparition of false 
alarms and non-detected faults, respectively. 
 
When using an outer approximation in (29) and 

1out k+ ≠ ∅A FPS  is obtained, it is not proved that there is not 

a fault since  outA FPS  contains parameters that do not 

belong to FPS. Thus a missed alarm could appear. On the 
other hand, if using an inner approximation in (29),  

1in k+ = ∅A FPS  is obtained, it is not guaranteed that there is 

a fault since inA FPS  does not contains all the FPS. Then, a 

false alarm could appear. 
 
 

5. COMPARATIVE OF THE PROPOSED FAULT 
DETECTION TESTS 

 
In order to compare the two fault detection tests presented in 
previous section, the two kinds of faults that are typically 
considered will be used, that is, additive faults (in variables) 
and multiplicative faults (in parameters). Thus, including 
both type of faults in the LTI system modelled as in Eq (1),  
leads to the following residual  

ˆ( ) ( ) ( ) (1 ) ( )yr k y k y k f k= − = − + −φ φθ φ θθθθθy u uF f f F       (34) 
where: 
- yf (scalar) and uf (vector 1 m× ) represent output and input 

faults (additive faults). 
- f θθθθ  (vectornθ ) represents the parametric faults 

(multiplicative faults). 
with 

y

∂=
∂φ

φ
yF  (vector 1 nθ× ), 

1

m

u

u

∂ 
 ∂ 
 =
 ∂ 
 ∂ 

⋮φ

φ

φ

uF  (matrix m nθ× ) 

  
According to Iserman (2005), direct test, based on residual 
evaluation, is able to detect additive faults but not 
multiplicative faults. On the other hand inverse test, based on 
parameter estimation, can detect both kinds of faults: additive 
and multiplicative. The different behaviour is determined by 
the different fault sensitivity of both tests that according to 
Gertler (1998) can be found as 
 

f
r

S
f

∂=
∂

                             (35) 

 

5.1 Fault sensitivity of direct test   
 
Evaluating fault sensitivity (35) of residual (34) in case of 
additive output and input faults leads to 
 

(1 )fy
y

r
Sr

f

∂= = −
∂ φθyF    and  fr = − φS θu uF              (36) 

 
while for multiplicative faults: 
 

( )fr k=
θ

S φ                              (37) 

                                                
It can be noticed that additive fault sensitivity (36) does not 
depend on the operation point. On the other hand, 
multiplicative fault sensitivity depends on the operating 
point. In particular, values of ( )kφ  near zero leads to zero 

sensitivity making impossible the fault detection of 
multiplicative faults.  
 
 
5.2 Fault sensitivity of inverse test  
 
On the other hand, evaluating fault sensitivity (35) of residual 
(31) considering (34), for additive output and input faults the 
results are 

( ) ( ( ))fy
y y y

k k
f f f

∂ ∂ ∂ ∂= = +
∂ ∂ ∂ ∂

θθθθ
θθθθ

ΦΦΦΦ ΦΦΦΦ
ΦΦΦΦ

r g R
Sr R g                     (38a)  

and   

   ( ) ( ( ))k k
∂ ∂ ∂ ∂= = +
∂ ∂ ∂ ∂

θθθθ
θθθθ

ΦΦΦΦ ΦΦΦΦ
ΦΦΦΦfu

u u u

r g R
Sr R g

f f f
                    (38b) 

 
As can be observed from expressions (38a) and (38b), the 
sensitivity to additive faults is not constant and depends on 
the operation point. On the other hand, in case of a 
multiplicative faults 

ˆ( ) ( )k k= +θ θ θθθθf                                       (39) 

the fault sensitivity                             

ˆ (1, ,1)t= ⋯
θ θθθθf

S                                    (40)   

 
does not depend on the operating point.                                                                
 
As a conclusion of this fault sensitivity study, residual fault 
sensitivity of additive faults in direct test and sensitivity of 
multiplicative faults in inverse test do not depend of the 
operating point. So, they can be used for fault estimation by 
means of 

1
ff̂ ( k ) S r( k )−=                                  (41) 

 
Moreover, the different fault sensitivities of the two tests can 
be used as means for fault isolation by determining what kind 
of fault has been occurred and what variable/parameter has 
been affected. This can be done by means of checking the 

coherence of fault estimationyf̂ ( k ) , ˆ ( k )uf  and ˆ ( k )fθθθθ  

obtained  by Eq. (41) applying direct and inverse test. The 
way how this fault isolation process is done in detail is out of 
the scope of this work and will be further developed as future 
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research. However, here it will be shown qualitatively. In the 
particular case of the example (4), including all the studied 
faults in residual (34) leads to the following residual 
 

1 2ˆ( ) ( ) ( ) ( ( ), ( )) ( , )tyr k y k y k f u k u k a b= − = + −θθθθ uf f     (42) 

 

with  ( , )
1 2u uf f=uf  and ( , )ta bf f=θθθθf  

 
Remark : In this case 1 2( ) ( ( ), ( ))k u k u k=ϕϕϕϕ  and then 

0y =φF , ( )1 1
t=φuF ,

( 1)
( )

( )

k
k

k

− 
=  
 

ϕϕϕϕ
ΦΦΦΦ

ϕϕϕϕ
,

( 1)
( )

( )

r k
k

r k

− 
=  
 

R  

In Table 1, the additive and multiplicative sensitivities for 
direct and inverse test are summarized for example (4). 
 
Table 1. Fault sensitivities 

 Direct test Inverse test 
Additive 

yf  
1fySr =  

( ( ))fy
y

k
f

∂=
∂θθθθ ΦΦΦΦ
R

Sr g  

 
Additive 

uf  

a
r

b

− =  − 
S fu  

( ) ( ( ))

fu

k k

=

∂ ∂ ∂+
∂ ∂ ∂

θθθθ

ΦΦΦΦ ΦΦΦΦ
ΦΦΦΦ u u

Sr

g R
R g

f f

 

Multiplic. 
f θθθθ  

1

2

( )

( )r

u k

u k

 
=  
 

S
θθθθf

 
 

ˆ
1

1

 =  
 

θ θθθθf
S  

 
5.3 Comparative  
 
In order to illustrate the behaviour of the direct and inverse 
test in fault detection, two different faults in example (4) have 
been simulated. 
 
Fault scenario 1: multiplicative fault at sample k=6 with 

(0.309,0.032)=f θθθθ  

 

5 10 15 20 25 30

Fault

Inverse Test

Direct Test

samples

Fault Detection

 

 

Fault

No Fault

Fault

No Fault

Fault

No Fault

 
Fig. 3: Fault indication in scenario 1 (multiplicative fault)  
 

 
Fig. 4: Fault estimation in scenario 1 (multiplicative fault) 
 
Figures 3 and 4 show, respectively, the fault indication and 
estimation using direct and inverse approaches in case of the 
fault scenario 1 (multiplicative fault).  From Figure 5,  it can 
be observed that both methods detect the fault at the same 
time instant that it occurs, but only the inverse test presents a 
permanent fault indication. 
 
On the other hand, fault estimation presented in Figure 4 has 
been obtained using Eq. (41). The upper plot presents the 
fault estimation as if the fault was additive, while the lower 
plot as it was multiplicative. Since, the real fault is 
multiplicative, only the second plot shows the right fault 
estimation. The additive fault estimation is done using the 
direct residual while the multiplicative use the inverse 
residual.  
 
Fault scenario 2: additive fault at sample k=17  with 

0.15yf = −  
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Fig. 5: Fault indication in scenario 2 (additive fault) 
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Fig. 6: Fault estimation in scenario 2 (additive fault) 
 
In a similar way, Figures 5 and 6 shows, respectively, the 
fault indication and estimation in the fault scenario 2 
(additive fault). From Figure 5, it can be observed that both 
methods detect the fault at the same time instant that it occurs 
and both show a permanent fault indication. Regarding the 
fault estimation presented in Figure 6, that has been obtained 
using Eq. (41), the upper plot presents the fault estimation as 
if the fault was additive, while the lower plot as it was 
multiplicative. Since, the real fault is additive, only the first 
plot shows the right fault estimation. As in the first fault 
scenario, the additive fault estimation is done using the direct 
residual while the multiplicative use the inverse residual. 
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6. CONCLUSIONS 

In this paper, two identification/fault detection approaches 
are presented: namely the worst-case and set-membership 
approaches. Every approach leads to a different 
identification/fault detection algorithm. Moreover, when 
estimating model uncertainty using one the two approaches, 
the resulting model should be used in fault detection with the 
associated approach. The worst-case approach leads to the 
direct test since it is based on propagating the parameter 
uncertainty to the residual or predicted output, while the set-
membership approach leads to the inverse test since it is 
based on checking if there is a value inside the model 
parameter uncertainty set that can explain the measured 
output. Finally, the two different tests have different 
behaviour in multiplicative and additive faults defined by the 
fault sensitivity, showing that the direct test presents a better 
performance in case of additive faults while the inverse test 
in case of multiplicative fault. As further research, it is 
planned to propose a combined strategy that benefits from the 
different sensitivities to additive/multiplicative faults of each 
approach. Additionally, such different fault sensitivity 
behaviour could be used for implementing a fault isolation 

strategy that allows separating additive from multiplicative 
faults. 
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Abstract: Diagnosability ensures that the occurrence of a failure on the system can always be diagnosed
by a diagnosis engine. In this paper, we explore symbolic techniques to test diagnosability of DES.
We present several algorithms that can be implemented with symbolic tools, and show how to combine
decentralised approach with symbolic approach. Finally, we discuss how to extract the minimal set of
sensors that ensures diagnosability.
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1. INTRODUCTION

Diagnosis is the AI problem of determining whether a specified
system is running as expected thanks to observations on its
behaviour; in case of an unexpected behaviour, the diagnosis
engine should be able to localise and identify the failure as
accurately as possible. Another procedure can then take place to
fix the failure or reconfigure the plant. When the observations
provide too little information on the current behaviour of the
plant, the diagnosis engine is not able to return a precise diag-
nosis. Therefore an important feature to ensure when designing
a system is thediagnosabilitywhich states that a failure can
always be precisely diagnosed.

We are interested in the model-based diagnosis of a dynamic
system modeled by a discrete-event system (DES, Cassandras
and Lafortune (1999)) – basically a finite-state automaton –
and consider only one possible failure as results can be easily
generalised. The model is complete, i.e., it represents both the
nominal and the failure behaviours. A system is diagnosableiff
whenever a fault occurs, the diagnosis engine should be able
to diagnose it, possibly after a delay. Equivalently, a system
is not diagnosable iff there exists a pair of infinite execu-
tions on the DES that generate the same observations, one of
which exhibits a fault and not the other one (pair of critical
paths). Testing diagnosability was proved NLOGSPACE-hard
for enumative representations, and PSPACE-hard for succinct
(symbolic) representations (Rintanen (2007)). The designof
efficient algorithms for diagnosability testing attracteda lot
of attention in the past years (Sampath et al. (1995); Console
et al. (2000); Jiang et al. (2001); Cimatti et al. (2003); Pencolé
(2004); Rintanen and Grastien (2007); Schumann and Pencolé
(2007); Cordier et al. (2007)). Unfortunately, because of com-
plexity issues, these techniques are usually not applicable for
many large real-world DES.

We propose several algorithms based on symbolic model-
checking techniques. The existence of critical trajectories is
checked by the computation of fixed-points on pairs of states
of the DES. The symbolic techniques allow one to manipulate
large sets of states. and have already been proposed for the diag-
nosis of DES (Schumann et al. (2007); Grastien et al. (2007))
or even to test diagnosability (Rintanen and Grastien (2007);
Cimatti et al. (2003)) and are widely used in planning (Kautz

and Selman (1996)) and model-checking (McMillan (1993)).
We also show how to decentralise these algorithms to improve
the runtime. Finally, we present an algorithm to find a minimal
set of observable events that makes the system diagnosable.

The paper is structured as follows. Next section gives general
definitions on diagnosis, diagnosability, and the twin plant-
based algorithm. We then show how the diagnosability testing
relates to model-checking and present several algorithms to
test it. Extensions are then proposed to allow a decentralised
approach. Finally, the computation of minimal set of observable
events is presented.

2. DIAGNOSABILITY

This section presents the formal definitions of diagnosability.
The discrete-event systems and the diagnosis of DES are first
presented. Then, the diagnosability is introduced and the twin-
plant algorithm is presented.

2.1 Diagnosis of discrete-event system

A Discrete-Event System (Cassandras and Lafortune (1999))
is a dynamic system that behaves in a discrete manner. It is
basically modeled as an automaton with observable and non
observable transitions. We restrict ourselves to finite DES.

Definition 1.(Discrete-Event System).
A discrete-event system(DES) is the finite-state machine
〈Q,E, T, I〉 where

• Q is a set of states,
• E is a set of events,
• T ⊆ Q× E ×Q is a set of transitions, and
• I ⊆ Q is a set of initial states.

Starting from an initial stateq0 ∈ I, a DES takes a sequence of
consecutive transitionsti = 〈qi−1, ei, qi〉 called a path.

A DES is usually represented in a symbolic, compact form.

Definition 2.(Symbolic Model).
Thesymbolic modelof a DES is a tuple〈A, E,R, I〉 where

• A is a set of state variablesa taking their value in a finite
domaindom(a),
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• E is a set of events,
• R is a set of rules that associates each event with a

precondition and a set of effects on the valuation of the
state variables, and

• I is a condition on the valuation of the state variables.

A symbolic model can be translated into an enumerative model
as follows: a stateq ∈ Q is a total assignment of the variables of
A; the transition〈q, e, q′〉 exists if i)q satisfies the precondition
of R(e) and ii) q′ corresponds to the application of the effects
of R(e) on q. Finally, the set of initial states is defined as the
set of statesq that satisfy the preconditionI.

The setE of events is partitioned in two subsetsEo of observ-
able events andEu of unobservable events. The setQ of states
is partitioned in two subsetsQN of nominal states andQF of
faulty states.1 A path is saidnominal if it remains within the
subsetQN andfaulty otherwise. The fault is permanent which
means that∀〈q, e, q′〉 ∈ T, q ∈ QN ∨ q′ ∈ QF .

The system runs through a pathρ = q0
e1→ . . .

en→ qn,
and generates an observation wheneverei ∈ Eo. A commun
hypothesis is that the system satisfies somefairness property.
Formally, an infinite path must contain an infinite number of
specified events. Examples of fairness constraint include but are
not limited to: an infinite path generates an infinite number of
observations, an infinite path on the system must contain an
infinite occurrence of events from each component within the
system.

In this article, the diagnosis task is simply a detection problem.
From the sequence of observations generated by the system, the
diagnosisengine must determine what happened in the system,
and basically whether the current stateqn is a faulty state.

2.2 Diagnosability

An important feature of a system, known as diagnosability
(Sampath et al. (1995)), states that the occurrence of a failure
can be identified by a diagnosis engine. The failure is not
directly observable, and there is often a delay between its
occurrence and the observations that allow a precise diagnosis.

The formal diagnosability definition depends on the fairness
constraints on the behaviour, but we give the general informal
definition. A system is diagnosable iff for any failure pathρF

on the system, then the observations of any infinite and fair
continuation ofρF eventually diverges from the observations
of any infinite (possibly unfair, see next paragraph) nominal
behaviour. This means that after a certain delay after the oc-
currence of a failure, the current behaviour will no longer be
mistaken for a nominal behaviour.

We restrict ourselves to a unique fault but the results can be
easily extended to several fault types.

2.3 Twin plant

We now present the diagnosability algorithm based on the twin
plant, as proposed by Jiang et al. (2001).

We consider that the fairness properties are such that for any
(possibly not fair) infinite path, for any (finite) prefix of this
infinite path, there is a fair infinite path that exhibits the same
1 The literature usually defines the fault on the events, but for permanent faults,
it can be equivalently defined on the states.

prefix. This property basically states that it is not possible to
reach a deadlock in the DES.

The twin plant is based on the following principle:
Proposition 1.A system isnotdiagnosable iff the DES exhibits
a fair faulty infinite path and a nominal infinite path that
generates the same observations as the faulty path.

Note that the nominal infinite path does not need to be fair. In-
deed, note first that the diagnosability property is only required
for faulty paths, since an ambiguous diagnosis is not harmful
when no fault occurred. Thus, in the proposition, the faultypath
is the one that definitely occurred on the system and it has to be
fair. Note that the diagnosis is never performed on the sequence
of observations generated by the infinite fair path, becausethis
sequence is unknown; the diagnosis is performed on a prefix
(of increasing size) of the infinite sequence. Remember that
any prefix of an unfair infinite path is also the prefix of a fair
infinite path. Therefore, if an infinite nominal (possibly unfair)
path generates the same observations as the infinite fair faulty
behaviour, then for any prefix of the infinite faulty behaviour
there exists an infinite fair nominal behaviour whose prefix gen-
erates the same observations. Basically, the fairness property
means that a particular event has to occur eventually, and this
event can be postponed as much as we want on the nominal
behaviour because the nominal behaviour is not the one that
actually happens, but conversely this event cannot be postponed
infinitely long on the faulty behaviour.

12 34 5u uu u

a ab c

Fig. 1. Importance of the fairness property

This is illustrated Figure 1. In this figure, the fairness is repre-
sented by the double circle: an infinite path must infinitely often
go through states3, 4 or 5. The observable events area, b, and
c, and the initial state is1. Consider the faulty states are2 and4.
Then a faulty path has to eventually reach state4, at which stage
the system generatesbs and the fault can be diagnosed. One the
other hand, if the faulty states are3 and5, then the faulty path
can remain indefinitely in state3 and generate a sequence ofas;
this sequence can be mistaken for a non-faulty path remaining
in state2.

This definition of diagnosability allows the twin plant-based
algorithm proposed by Jiang et al. (2001). The twin plant (TP )
is simply the synchronisation of the DES on a copy of the DES.
The transitions are synchronised on the observable events so
that any path on the twin plant corresponds to a pair of paths on
the DES that generate the same observations. To ensure that a
failure occurred only on the copy of the DES, the statesQF ×Q
are pruned from the twin plant. It is then sufficient to find a
loop on the twin plant from an ambiguous stateqa ∈ QN ×QF

reachable from a state ofI×I, which loop satisfies the fairness
constraint on the copy of the DES.
Definition 3.(Twin Plant).
The twin plant of the DES〈Q,E, T, I〉 is the finite-state ma-
chine〈Q, E , T , I〉 defined by:

• Q = QN ×Q,
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Fig. 2. Example of a DES (a, b, andc observable;3, 5, 6, 7, and8 faulty)
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Fig. 3. Twin Plant for the DES of Figure 2

• E = Eo ∪ ((E \ Eo)× {1, 2})
• T = {〈q, e, q′〉 | q = 〈q1, q2〉∧q′ = 〈q′1, q′2〉∧

(
(e ∈ Eo∧

〈q1, e, q
′
1〉 ∈ T ∧ 〈q2, e, q

′
2〉 ∈ T ) ∨ (e ∈ (E × {i}) ∧

〈qi, e, q
′
i〉 ∈ T ∧ qj = q′j ∧ j 6= i)

)
,

• I = I × I.

The part of the twin plant that cannot be accessed from the
initial state are pruned.

The twin plant algorithm is illustrated with the DES Figure 2
inspired from Briones et al. (2008). The observable events are
a, b, andc. The faulty states are3, 5, 6, 7, and8. The twin plant
is presented Figure 3 where the copy of the DES is represented
with a prime. The state98′ is ambiguous, and the loop on
the state generates an observation (which satisfies the fairness
contraint). Therefore, the system is not diagnosable.

3. SYMBOLIC TESTING OF DIAGNOSABILITY

In this section, we propose a new algorithm for the diagnos-
ability of discrete-event system. We discuss the implementation
with symbolic tools at the end of the section.

3.1 Diagnosability as a Model-Checking Problem

Model-checking (Clarke et al. (2000)) is an automatic tech-
nique for verifying dynamic plants modeled as DES such as
communication protocols. Specifications are expressed in tem-
poral logic. Efficient procedures exist to determine whether or
not the DES satisfies the property. The use of model-checking
to test diagnosability was already proposed (Cimatti et al.
(2003)) but with a simplified definition of diagnosability. In
particular Cimatti and coauthors give a different definition of
ambiguous behaviours, and the delay to disambiguate these
behaviours is restricted to one.

The definition of non-diagnosability given in the beginning
of the subsection 2.3 can be expressed as a model-checking
problem.

TP |= E(fair ∧ F (QN ×QF )) (1)
whereE is the traditional logic operator that stands forthere
exists an infinite path, fair is the formula that expresses that the
path on the copy of the DES is fair,F is the traditional logic
operatoreventually, andQN × QF means that the diagnosis
state is ambiguous. This definition states that a system is not
diagnosable if there is a fair infinite path on the twin plant that
reaches an ambiguous state (and thus stays in this ambiguous
state). To our best knowledge, it is the first time diagnosability
of DES is expressed with (1).

Diagnosability can thus be expressed in LTL (linear-time
logic). The choice of LTL logic allows to express more gen-
eral fairness properties than what is usually considered. The
traditional fairness property states that an infinite trajectory
should generate an infinite number of observations which can
be expressed byfair = GF O. This formula meansat any point
in the path, it is always true thatO will eventually be reached,
whereO models the set of states in which an observation just
occurred (a Boolean state variable can represent this property).
It is also possible to represent more elaborate properties as any
request is eventually fulfilledformally expressed byfair =
G (ask → F answer).

Any LTL model-checker can solve a diagnosability problem,
but we propose to present the general algorithm to study
domain-dependant features (as decentralised computation).

3.2 Forward Search

We are looking for an infinite path on the twin plant that reaches
an ambiguous state. The path will have the pattern
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〈q0, q
′
0〉 → . . . → 〈qk, q′k〉 → 〈qk+1, q

′
k+1〉 → . . .

whereqi ∈ QN for any i and q′i ∈ QN if i ∈ {0, . . . , k}
(k possibly equals0), andq′i ∈ QF if i > k. The idea is then to
compute all the pairs of states〈qk, q′k〉 ⊆ QN ×QN reachable
from I × I for increasing values ofk, next compute all the
〈qk+j , q

′
k+j〉 ⊆ QN ×QF reachable inj transitions or more2

for increasing values ofj until a fix point is found.

This procedure is illustrated Algorithm 1 where

• T represents the set of transitions on the twin plant,
• NextT (X) is the set of states reached fromX by one

transition ofT (formally {q′ | ∃q ∈ X : 〈q, q′〉 ∈ T }),
• Wk represents the set of pairs〈q, q′〉 (q′ ∈ QN ) reachable

in k or less transitions,
• Ri represents the set of pairs〈q, q′〉 (q′ ∈ QF ) reachable

in (i + 1) or less transitions from a pair of states ofW∞,
and

• Sj represents the set of pairs reachable from(j + 1) or
more transitions from a pair of states ofW∞.

The algorithm uses classical fix point techniques.

Algorithm 1 Forward algorithm to test diagnosability
1: k := 0
2: Wk := I × I
3: repeat
4: k++
5: Wk := Wk−1 ∪ ((QN ×QN ) ∩NextT (Wk−1))
6: until Wk = Wk−1

7: i := 0
8: Ri := (QN ×QF ) ∩NextT (Wk)
9: repeat

10: i++
11: Ri := Ri−1 ∪NextT (Ri−1)
12: until Ri = Ri−1

13: j := 0
14: Sj := Ri

15: repeat
16: j++
17: Sj := NextT (Sj−1)
18: until Sj = Sj−1

19: if Sj = ∅ then
20: return diagnosable
21: else
22: return not diagnosable

We illustrate the algorithm on the example of Figure 2. The
evolution of the variables in the algorithm are presented Table 1.

This is the first algorithm that allows to check diagnosability in
a symbolic manner rather than using an enumerate approach.
For instance, the sets of states Table 1 are enumerated, but they
could be represented in a symbolic manner as done to some
extend Table 2. Symbolic techniques allow one to manipulate
larger sets of states than the enumerate ones (on this topic,see
discussion in the subsection 3.4). It is easy to retrieve a critical
path from the setsRi, Sj andWk by picking a state ofSj and
building the trajectory backwardly.

This algorithm did not consider fairness properties, but can be
easily extended for this case. We illustrate this feature for the
backward search.

2 If one does not considerj transitionsor more, the set of pairs may not reach a
fix point but oscillate (for instance oscillate between the set of states{〈q1, q′1〉}
and{〈q2, q′2〉}).

W0 {00′}
W1 {00′, 11′, 22′}
W2 {00′, 11′, 22′, 44′}
W3 {00′, 11′, 22′, 44′, 49′, 94′}
W4 {00′, 11′, 22′, 44′, 49′, 94′, 99′}
W5 {00′, 11′, 22′, 44′, 49′, 94′, 99′}
R0 {25′, 13′}
R1 {25′, 13′, 47′, 46′}
R2 {25′, 13′, 47′, 46′, 48′, 97′, 96′}
R3 {25′, 13′, 47′, 46′, 48′, 97′, 96′, 98′}
R4 {25′, 13′, 47′, 46′, 48′, 97′, 96′, 98′}
S0 {25′, 13′, 47′, 46′, 48′, 97′, 96′, 98′}
S1 {47′, 46′, 48′, 97′, 96′, 98′}
S2 {48′, 97′, 96′, 98′}
S3 {98′}
S4 {98′}

Table 1. Unfolding Algorithm 1 (forward search)

3.3 Backward Search

In the backward search, the existence of the critical paths is
tested starting from the end. This approach is based on the
following idea that motivated this work: in some systems, the
behaviour after the occurrence of a failure is much different
from the nominal behaviour. First looking at the end of the paths
may quickly show that nominal and faulty behaviours can be
easily distinguished from each other, and therefore save a lot
of computation. For instance, if the system generates alarms if
and only if a failure occurs, it should be easy to determine that a
failure behaviour cannot be mistaken for a nominal behaviour.
In comparison, a forward search on the twin plant requires to
explore at least all the nominal behaviour space:W∞ as defined
in Algorithm 1 contains at least〈q, q〉 for anyq ∈ QN .

The backward search is illustrated Algorithm 2 for fairness
propertyfair = (GF X1)∧· · ·∧(GF Xx) whereXi represents
a set of pairs. This fairness property simply indicates thatthe
infinite path should go infinitely often through the set of states
Xi for all i. In this algorithm,PrevT (S) refers to the set of
statesq such that∃q′ ∈ S : 〈q, q′〉 ∈ T . The algorithm first
determines the setWp of ambiguous pairs from which there is
an infinite path that satisfies the fairness propertiesX1 to Xp.
To do so, starting from the set of pairsWp−1, we repeatedly
(lines 5 to 14) force the set intoXp and then allow an unlimited
(but non null) number of transitions (lines 8 to 11) until a fix
point is reached. Each fairness property can be tested separately
but the algorithm works only ifx 6= 0. 3 Finally, the procedure
goes backward (lines 16 to 19) until an initial pair is found (the
existence of a critical path is proved: non diagnosable) or afix
point is reached (diagnosable).

The application of this algorithm is presented Table 2. Recall
that the fairness constraint indicates that an infinite trace should
generate an infinite sequence of observations, which means
that x = 1 and thatSi

0 is computed by taking an observable
transition fromRi−1. For instance,W0 is defined as the Carte-
sian product ofQN andQF . R0 = W0. S0

0 is defined as the
set of predecessors ofR0 through an observable event. There
are three observable events: the synchronisation ofa leads to
({0, 9} × {8′}), the synchronisation ofb leads to({0, 1, 2} ×
{3′, 5′}), while c leads to∅. The next step computes the union
of the previous step and the set of predecessors of these states.
Finally, S reaches a fix-point leading toR1. WhenR reaches

3 It is possible to forceX1 = Q×Q.
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Algorithm 2 Backward algorithm to test diagnosability (under
fairness properties)

1: W0 = QN ×QF

2: for (p := 1 ; p ≤ x ; p++) do
3: i := 0
4: Ri := Wp−1

5: repeat
6: j := 0
7: Sj := PrevT (Ri ∩Xp)
8: repeat
9: j++

10: Sj := Sj−1 ∪ PrevT (Sj−1)
11: until Sj = Sj−1

12: i++
13: Ri := Sj

14: until Ri = Ri−1

15: Wp := Ri

16: if Wx ∩ (I × I) 6= ∅ then
17: return non diagnosable
18: else
19: return diagnosable

a fix-point, it intersectsI × I which means the system is not
diagnosable.

W0 {0, 1, 2, 4, 9} × {3′, 5′, 6′, 7′, 8′}
R0 {0, 1, 2, 4, 9} × {3′, 5′, 6′, 7′, 8′}
S0

0 ({0, 9} × {8′}) ∪ ({0, 1, 2} × {3′, 5′})
S0

1 ({0, 4, 9} × {8′}) ∪ ({0, 9} × {7′})∪
({0, 1, 2} × {1′, 2′, 3′, 5′})

S0
2 ({0, 4, 9} × {7′, 8′}) ∪ ({0, 1, 2} × {1′, 2′, 3′, 5′}) ∪ {00′}
S0

3 ({0, 4, 9} × {7′, 8′}) ∪ ({0, 1, 2} × {1′, 2′, 3′, 5′}) ∪ {00′}
R1 ({0, 4, 9} × {7′, 8′}) ∪ ({0, 1, 2} × {1′, 2′, 3′, 5′}) ∪ {00′}
S1

0 {98′, 00′, 15′, 25′}
S1

1 {98′, 00′, 15′, 25′, 48′, 97′, 12′, 22′}
S1

2 {98′, 00′, 15′, 25′, 48′, 97′, 12′, 22′, 47′}
S1

3 {98′, 00′, 15′, 25′, 48′, 97′, 12′, 22′, 47′}
R2 {98′, 00′, 15′, 25′, 48′, 97′, 12′, 22′, 47′}
S2

0 {98′, 00′, 15′, 25′}
S2

1 {98′, 00′, 15′, 25′, 48′, 97′, 12′, 22′}
S2

2 {98′, 00′, 15′, 25′, 48′, 97′, 12′, 22′, 47′}
S2

3 {98′, 00′, 15′, 25′, 48′, 97′, 12′, 22′, 47′}
R3 {98′, 00′, 15′, 25′, 48′, 97′, 12′, 22′, 47′}
W1 {98′, 00′, 15′, 25′, 48′, 97′, 12′, 22′, 47′}

Table 2. Unfolding Algorithm 2 (backward search)

This is the first backward algorithm for testing diagnosability.
When diagnosable, the forward algorithm explores at least
all the nominal search space. In case the behaviour of the
system is much different after a failure, we expect the backward
algorithm to explore a smaller search space.

Note that the doublerepeat-until loop can be avoided in the
algorithm bycompiling the model. Basically, a new transition
system is defined onQN × QF such that a transition links
s1 = 〈q1, q

′
1〉 to s2 = 〈q2, q

′
2〉 iff s2 ∈ Xp and there is a non

empty path onT betweens1 ands2. This new set of transitions
denotedTp is computed by the fix-point Algorithm 3. NowRi

can be simply computed byRi = PrevTp

∞(Ri−1).

3.4 Complexity

The algorithms presented in this section do not explicitly refer
to a symbolic implementation. However, the set of pairs in
these algorithms should be implemented with symbolic tools.
For instance, enumerating all the states ofW0 = QN × QF

Algorithm 3 CompilingTp

1: j := 0
2: T j

p := T ∩ (QN × (QF ∩Xp))
3: repeat
4: j++
5: T j

p := T j−1
p ∪ {〈s1, s′2〉 | ∃s′ : 〈s1, s′〉 ∈ T ∧ 〈s′, s′2〉 ∈

T j−1
p }

6: until T j
p = T j−1

p

7: return T j
p

in Algorithm 2 is already quadratic in the number of states in
the DES; this was avoided in Table 2 where the set of states was
represented by Cartesian product. Note that an incomplete algo-
rithm using symbolic techniques (SAT, Rintanen and Grastien
(2007)) was proposed that proves non diagnosability, but cannot
prove diagnosability.

As explained before, the symbolic approach usually repre-
sents sets of states and transitions by propositional formulas,4

and operations as union, intersection, emptiness-checking, set
equality, projection can be expressed as operations or transfor-
mations on propositional formulas, such as disjunction, con-
junction, satisfiability, equivalence, forgetting. With this re-
spect, any language completely representing propositional for-
mula can be used as long as these operations are efficient and
the representation succinct. A lot of work is currently being
done to identify these languages. The most popular language
is OBDD< (Bryant (1986)), but a lot of attention is captured by
other sub-families of DNNF, as d-DNNF (Huang and Darwiche
(2007)), (d-)SDNNF (Pipatsrisawat and Darwiche (2008)).

There is no guarantee that this approach will be more efficient
than an enumerative approach. In particular, the length of
a critical path may be quadratic in the number of states in
the DES (Rintanen (2007)), which means that the fix-point
represented by theuntils in the algorithms may require a
quadratic number of loops. Furthermore, the compactness of
a symbolic representation of the set of states does not hold in
general: some propositional formulas require a representation
whose size is exponential in the number of state variables
(Darwiche and Marquis (2002)) (but admittedly, the number of
states represented is then exponential as well).

Finally, note that this approach is convenient to extract one
critical path but not to generate all critical paths.

4. DECENTRALISED COMPUTATIONS

The decentralised approach for diagnosability was proposed to
test diagnosability on large systems. It can be implemented
to some extend in our proposed approach by using relaxation
of constraints. We first present the general idea of the de-
centralised approach. Then we show how relaxations can be
implemented. Finally, we show the implementation of the de-
centralised approach.

4.1 Background

Decentralised testing of diagnosability was proposed in (Pen-
colé (2004)). The idea is that if a failure occurs on a component,
the observations that allow one to identify the failure are prob-
ably those emitted by this component or its close neighbours.
It is sufficient to prove diagnosability locally to ensure global
4 Although this is not the only approach.
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diagnosability; moreover, the cost of the checking is very little
compared to the probability to be successful. Similar techniques
were applied in model-checking (Balarin and Sangiovanni-
Vincentelli (1993)). Furthermore, if the subsystem is not locally
diagnosable, it is still possible to prune the search space locally
before searching for a larger subsystem.

The principle of this approach is the following. First, the
diagnosability is checked locally on the component where
the fault can occur. The twin plant is built from the current
subsystem model. An analysis is performed on this structure
to find critical paths. If such a critical path is found, the
diagnosability cannot be proved; an additionnal component
is added to the original one and the twin plant is efficiently
updated (rather than computed from the subsystem model)
from the previous twin plant. Because of fairness properties,
it is possible to remove from the twin plant the parts that are
diagnosable, thus efficiently pruning the search.

Note that this is different from the modular diagnosability
proposed e.g. in (Debouk et al. (2002); Contant et al. (2006)). In
the latter case, the modular diagnosability is used to determine
whether a system is diagnosable under a certain architecture.
In the former case, the goal is to speed up the diagnosability
process. Furthermore, the cited article do not rely on the twin
plant.

4.2 How to Relax the Constraints

The non-diagnosability testing consists in finding a particular
path on the spaceQN × Q. This particular path has to satisfy
some constraints that are listed next. Removing some constraint
can make the problem simpler while still returning the good
result.

The constraints on the critical path are the following: the path
has to

(1) satisfy all the fairness constraints,
(2) be consistent with the model,
(3) generate identical observations on both the system and its

copy.

If some of these constraints are relaxed and still no critical path
is found, then no path will be found if taking all constraintsinto
account, and the system is therefore diagnosable.

Removing some fairness constraints can be very efficient as it
removes some loops in Algorithm 2. Removing some constraint
on the model allow one to remove some state variables, and
therefore reduce the size of the symbolic representations of
states5 . In this section, we concentrate on these two relax-
ations.

In case the diagnosability cannot be proved, it should still
be possible to reuse the result to simplify the computation at
the next iteration. The aim is thus to find a restriction on the
property that i) is easier to solve than the original property,
and ii) allows to reuse what was computed for an incremental
approach.

4.3 Implementation in a Symbolic Framework

The set of state variablesA is partitioned into subsets
A1, . . . ,An. The setAi implicitly defines the componentCi

5 Note that it is not always the case in practice.

with set of statesQi = Πv∈Ai
dom(v). To simplify, we consider

QF = QF1×Q2×· · ·×Qn whereQF1 ⊆ Q1; which basically
means the fault is defined on componentC1. The setEi of
events of componentCi is the set of events whose precondition
depends on or whose effect affects some variablea ∈ Ai.

Given a subset ofj componentsSub = {C1, . . . , Cj}, it is
possible to run Algorithm 2 on the model defined by the
projection of the global model on this set of components, with
the fairness constraints projected on this model. The algorithm
computes a set of statesWx that corresponds to the set of states
from where there is a critical path on the subsystem model. If
this set of states does not intersect the set of initial states of the
twin plant, then the subsystem is diagnosable, and the system is
therefore diagnosable. Otherwise, nothing can be concluded.

The setWx represents a set of states on the subsystemSub, but
it also represents the set of statesWx×Qj+1 onSub∪{Cj+1}.
Since the restrictions satisfied when testing diagnosability for
Sub must also be satisfied when testing diagnosability forSub∪
{Cj+1}, it is possible to start Algorithm 2 withWx × Qj+1

rather thanW0 which reduces the number of iteration before
reaching the fix-point.

Note that, as for Pencolé (2004), the order in which the com-
ponents are added to the subset will have a big impact on the
efficiency of the algorithm.

5. OPTIMAL OBSERVABILITY

Diagnosability is an important feature to check when designing
a system that needs supervision. This property can usually be
enforced by adding sensors on the system. Adding new sensors
has a significant cost, from a design point of view, from a
production point of view and also from a maintenance point of
view. Thus, an important design capability is to minimize the
number of sensors as to minimize the total cost. We propose
a conflict-based algorithm using a symbolic approach to solve
this problem. The generation of minimal sets of sensors has
been studied by Briones et al. (2008). Their approach is based
on signatures, i.e. sequences of observations generated by a
fault. The authors propose two incremental algorithms: their
first algorithm removes sensors until it is no longer possible
to remove any sensor; their second algorithm adds sensors until
the system is diagnosable and then applies the first algorithm.

Let S⋆ = 〈σ1, . . . , σk〉 be a set ofsensors. The sensorσi, if
added to the system, makes the eventsEσi

⊆ E observable.
The set of potentially observable eventsis denotedE⋆

o and
defined byE⋆

o =
⋃

σ∈S⋆ Eσ. Note that different sensors can
monitor the same observable events (σ 6= σ′ 6⇒ Eσ∩Eσ′ = ∅);
in other words, the sensors ofS⋆ coverE⋆

o but do not form a
partition ofE⋆

o . The set of observable events monitored by a set
of sensorsS ⊆ S⋆ is denotedES and defined by

⋃
σ∈S Eσ.

To simplify, with each sensorσ is attached acost denoted
cost(σ) > 0; the cost of a set of sensorsS ⊆ S⋆ is the sum
of the cost of each sensor:cost(S) = Σσ∈Scost(σ).

The problem is to compute a setS ⊆ S⋆ that ensures
〈Q,E, T, I〉 is diagnosable ifEo = ES and minimises the
costcost(S). We consider that the fairness properties attached
with the definition of diagnosability do not rely onES (but
potentially onE⋆

o ).

A general approach based on the classicalconflict-hitting set
method is provided Algorithm 4.S is a set of candidate sets
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Algorithm 4 Computing optimal set of sensors
1: S := {∅}
2: while No solution found andS 6= ∅ do
3: S := argminS∈S(cost(S))
4: if DES is diagnosable underES then
5: return S
6: pick a conflictEcon ⊆ E⋆

o \ ES

7: Scon := {σ ∈ S⋆ | Eσ ∩ Econ 6= ∅}
8: S := {S′′ | ∃σ ∈ Scon : ∃S′ ∈ S : S′′ = S′ ∪ {σ}}
9: S := S \ {S′′ ∈ S | ∃S′ ∈ S : S′ ⊂ S′′}

10: return non diagnosable

of sensors. At any time in the search,S contains candidate sets
of sensors; if a setS of sensors makes the system diagnosable,
then by construction∃S′ ⊆ S : s′ ∈ S. The diagnosability
is tested with the elementS of S with smallestcost(S), as it
is the best current candidate. IfS does not make the system
diagnosable, then a critical pathρ can be extracted from the
diagnosability checking. The conflictEcon generated from this
critical path ρ is the set of events ofE⋆

o \ ES that occur
from this critical path; it is possible to tighten this conflict
by incrementally removing anye ∈ Econ such that making
e observable does not make the critical path diagnosable. The
conflict setEcon means that the pair of ambiguous pathsρ can
be distinguished only if at least one event ofEcon is observable.
Thus, we updateS by ensuring that each candidate set ofS
contains a sensor monitoring an element ofEcon (line 8). Any
strict supersetS′′ of a S′ ∈ S can be removed fromS to limit
its size. Finally, if a set of sensorsS ⊆ S⋆ is found with an
empty conflict, it means that a critical path was found on the
system, which path satisfies the fairness properties and cannot
be distinguished even when all sensors ofS⋆ are set on the
system. After an empty conflict is found,S is automatically set
to ∅ line 8 and the system is proved non diagnosable. Note that
this algorithm can be trivially extended in order to enumerate
all minimal sets.

The general method presented in Algorithm 4 can be used
with a symbolic approach. To improve the efficiency, specific
improvements can be implemented.

The first improvement concerns reusing previously computed
results. The previous section showed that a way to relax the
property expected on all paths when testing diagnosabilityis
not to enforce the simultaneous occurrence of some observable
event or, in other words, to consider that some observable event
is not observable. We have shown that it is possible to initialise
W0 to the conjunction of theWxs computed for each restriction
of the current restriction. It is possible to apply it here aswell.
For instance, consider that the system is not diagnosable ifthe
system contains the sensors{σ1, σ2} or {σ1, σ3}. We now want
to test whether the system will be diagnosable with the set of
sensors{σ1, σ2, σ3}. Then, it is possible to initializeW0 to
W ′ ∩ W ′′ whereW ′ is theWx computed for{σ1, σ2}, and
W ′′ for {σ1, σ3}.
A second improvement regards the extraction of the conflict.
Smaller conflicts make the algorithm converge faster, as they
reduce the number of elements inS. The extraction of the
critical path simply runs the sets of states computed backward
and pick one transition at each stage. To increase the probability
of a small conflict, when the transition is chosen we suggest to
avoid if possible any event fromE⋆

o \ ES that was not already
chosen in the prefix of the path.

6. CONCLUSION

A system is diagnosable if it contains enough sensors for an
observer to diagnose a failure. In this paper, we presented a
symbolic-based approach to efficiently test whether a discrete-
event system is diagnosable. Several variations are proposed
with different advantages. Using symbolic techniques allows
one to consider large discrete-event systems that existingenu-
merative approaches fail to test. The search can be performed
in a classical forward manner, or in a backward manner which
potentially avoids exploring all the search space of the discrete-
event system. This approach can also be mixed with a decen-
tralised computation, which allows early detection of diagnos-
ability and reduction of the search space in general. The main
drawback of this approach is that it does not return all the
critical non-diagnosable paths. We also studied the problem of
finding a minimal set of sensors that makes the system diag-
nosable The general procedure only requires a diagnosability
engine at its core, and we proposed to use our engine. We also
improved our algorithm for this purpose.

As explained at the end of section 3, some questions remain
unanswered. In particular, it is not clear which symbolic tool
should be used to represent the set of states (BDD, DNNF,
etc.). This question is the topic of intensive search in all path-
finding communities (planning, model-checking). We also want
to check to which extend decomposition (Schumann and Pen-
colé (2007)) can be merged with this approach.
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Abstract: This paper proposes a new approach to adaptive nonlinear observer design, for the detection, 
isolation and identification of actuators faults. After giving the notion of a faulty model and a simple 
observer design, a new scheme based on the adaptive observers is realized. A first bank of adaptive 
observers is used for the fault detection and identification, a second set of banks is designed for its 
isolation. The advantage of this method is that the fault isolation is much faster than other observer based 
methods. An example of a waste water treatment process with real data is given to show the effectiveness 
of our. 

 

1. INTRODUCTION 

A fault, that can destabilize the system, may occur in all 
possible location, such as actuators, sensors and system’s 
parameters. In order to improve the reliability one uses the 
fault-tolerant control, which relies on early fault detection 
and isolation. So this leads us to develop new specific 
monitoring methods for fault detection, isolation (FDI) and 
identification. FDI techniques could prevent from all the 
undesirable consequences of the fault so it is becoming an 
attractive topic. Stimulated by this growing demand for 
improving the reliability, many methods of FDI have been 
studied during the last decades with the aim to reduce the 
isolation time of the procedure [Isermann, 1994]. Various 
works propose many approaches of FDI based on the 
expertise of their own field and/or experiment on a specific 
class of systems [Venkatasubramanian et al. 2003]. There is a 
large variety of FDI approaches based on the model for the 
linear systems: observers, parity space and parameters 
estimation. However, most industrial systems are nonlinear 
and the study of FDI methods for nonlinear systems is 
necessary; more recent works treat theoretical development 
for fault detection and isolation methods of nonlinear 
systems. These works focus on the observers based methods 
where the most known methods found in the literature for 
nonlinear systems are the sliding mode observers ([Frank, 
1987], [Frank, 1994], [Xing-Gang and Edwards 2005], and 
[Edwards and Spurgeon, 1994]) and the adaptive observers 
([Hammouri et al., 1999], [De Persis and Isidori, 2001] and 
[Zhang, 2001]). In these methods, a residual is built by using 
the difference between the nonlinear system’s output and the 
observer’s output. The proposed method use the residual 
described above for the detection of the fault and also the 
structured residual for its isolation. In this paper, we present a 
model based fault detection, isolation and identification 

scheme for actuator single and multiple faults using a 
proposed nonlinear adaptive observer. In this scheme, we 
design an adaptive observer for each actuator for the fault 
detection and identification. Then we build a bank of 
adaptive observers based on the fault identification values to 
isolate the actuator‘s fault. We consider the case of additive 
actuator faults; the class of the nonlinear systems is quite 
general. 

The outline of the paper is: In section 2, we present the class 
of the nonlinear systems that we study and the formulation of 
the problem. Then, we propose a fault detection and isolation 
scheme where all the system states are available. The section 
3 describes briefly the waste water treatment process. In 
section 4, we illustrate the proposed method by simulation 
results for single and multiple faults by using experimental 
data. Conclusion and perspectives ends the paper.  

2. PROBLEM FORMULATION AND PROPOSED 
METHOD  

2.1  Class of nonlinear system and the observer 

We consider the following class of nonlinear systems: 

 

( ) ( )x f x g x u= +  (1) 

 

where ( ) nf x R∈  is a nonlinear vector function, ( ) n mg x R ×∈  
is a matrix function whose elements are nonlinear functions 
and mu R∈  is the input vector (the input of actuators). 
Throughout this paper, we assume that only constant actuator 
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faults 
aj
f  can occur, as already mentioned where 

( ) ( )f
j j aj
u t u t f= + . That is f

j j
u θ≡  for 

f
t t≥ , 

1,2,j m∈ , and lim | ( ) | 0
t j j
u t θ

→∞
− ≠ , where 

j
θ  is a 

constant and ( )f
j
u t  is the actual output of the thj  actuator 

when it is faulty, while ( )
j
u t  is the expected output when it 

is healthy. The corresponding faulty model for linear systems 
can be found in [Blanke et al., 2003]. In this paper, we make 
an extension to a nonlinear system of the following class: 

 

( ) ( ) ( )
j j l l

j l

x f x g x u g x θ
≠

= + +∑  (2) 

 

where a fault occurs in the thl  actuator and 

( )1
( ) ( ) ( )

m
g x g x g x= . Then the following adaptive 

observer will be used: 

 

ˆˆ ˆ( ) ( ) ( ) ( )
1

ˆ ˆ2 ( ) ( )

l j j l l l
j l

l l l

x f x g x u g x H x x
l m

x x Pg x

θ

θ γ
≠

⎧⎪ = + + + −⎪⎪⎪≤ ≤ ⎨⎪⎪ =− −⎪⎪⎩

∑
 (3) 

 

H  is a Hurwitz matrix that it can be chosen freely, γ  is a 
design constant and P  is a positive definite matrix. The 
matrix P  can be calculated by the equation (4) where Q  is a 
positive definite matrix that also can be chosen freely [Chen 
and Saif, 2005]. 
 

TH P PH Q+ = −  (4) 

 

2.2  The fault detection and isolation scheme 

An actuator i has an input signal iu  and an output signal iv . 
If we suppose that we have access to the output signal iv , it 
is possible to treat simple, multiple and simultaneous faults 
[Fragkoulis et al., 2007]. In this paper we suppose that only 
the input signal iu  is known. Thus it is necessary to estimate 
the actuator output in order to apply a similar approach. 

In most of the model based methods the sequence of FDI is: 
firstly we detect the presence of a fault, secondly we isolate 
the faulty instrument and thirdly we identify his value. In the 
proposed scheme, we detect the presence of a fault and at the 
same time we identify its value. We will use this 
identification for the fault isolation; of course the 
identification mechanism is not the same as in most methods. 

We have not yet isolated the fault, thus we can not give a 
single fault value. So we set a vector of candidate fault 
values, one for each actuator, and not a scalar one. 

A bank of i adaptive observers will be designed for the fault 
detection and identification. The adaptive observer’s number 
is equal to the number of the system actuators m. The 
adaptive observers form will be as in (3), with the difference 
that we will consider that all actuators are faulty; the bank of 
adaptive observers is: 

 

,

,

ˆˆ ˆ( ) ( ) ( )
1

ˆ ˆ2 ( ) ( ) 1

i j i j i i
j

i j i i j

x f x g x H x x
i m

x x Pg x j m

θ

θ γ

⎧⎪ = + + −⎪⎪⎪≤ ≤ ⎨⎪⎪ =− − ≤ ≤⎪⎪⎩

∑
 (5) 

 

Where 
î
x  is the state vector of the ith observer; we have to 

choose the appropriate gain matrices 
i
H  and 

i
P  in order to 

have a good fault estimation. The residual 
i
r  that we will use 

for the fault detection is: 

 

ˆ
,i

i

d x x
r i m

dt

−
= ∈  (6) 

sgn( )max( ),
i i i

r r i mφ = ∈  (7) 

 

At each residual 
i
r  correspond one candidate fault value 

i
φ  

of the estimation vector φ . 

To isolate the fault, we create m banks of m adaptive 
observers where we will use these m estimations (

i
φ ) from 

estimation vector. The adaptive observer form will be as in 
(3) where all the banks will be identical except from the 
system input value. So the input vector u  will be replaced by 
, 1kv k m≤ ≤  where: 

 

1 1 1 1

2 2 2 21 2

0 0

0
; ; ;

0

0 0

m

m m m

u u u

u u u
v v v

u u u

φ
φ

⎛ ⎞ ⎛ ⎞ ⎛ ⎞ ⎛ ⎞ ⎛ ⎞⎟ ⎟ ⎟ ⎟ ⎟⎜ ⎜ ⎜ ⎜ ⎜⎟ ⎟ ⎟ ⎟ ⎟⎜ ⎜ ⎜ ⎜ ⎜⎟ ⎟ ⎟ ⎟ ⎟⎜ ⎜ ⎜ ⎜ ⎜⎟ ⎟ ⎟ ⎟ ⎟⎜ ⎜ ⎜ ⎜ ⎜⎟ ⎟ ⎟ ⎟ ⎟⎜ ⎜ ⎜ ⎜ ⎜⎟ ⎟ ⎟ ⎟ ⎟⎜ ⎜ ⎜ ⎜ ⎜= + = + = +⎟ ⎟ ⎟ ⎟ ⎟⎟ ⎟ ⎟ ⎟ ⎟⎜ ⎜ ⎜ ⎜ ⎜⎟ ⎟ ⎟ ⎟ ⎟⎜ ⎜ ⎜ ⎜ ⎜⎟ ⎟ ⎟ ⎟ ⎟⎜ ⎜ ⎜ ⎜ ⎜⎟ ⎟ ⎟ ⎟ ⎟⎜ ⎜ ⎜ ⎜ ⎜⎟ ⎟ ⎟ ⎟ ⎟⎜ ⎜ ⎜ ⎜ ⎜⎟ ⎟ ⎟ ⎟ ⎟⎟ ⎟ ⎟ ⎟ ⎟⎜ ⎜ ⎜ ⎜ ⎜⎝ ⎠ ⎝ ⎠ ⎝ ⎠ ⎝ ⎠ ⎝ ⎠ m
φ

⎛ ⎞⎟⎜ ⎟⎜ ⎟⎜ ⎟⎜ ⎟⎜ ⎟⎜ ⎟⎟⎜ ⎟⎜ ⎟⎜ ⎟⎜ ⎟⎜ ⎟⎟⎜⎝ ⎠

 (8) 

 

For the kth bank of adaptive observers we obtain: 
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ˆˆ ˆ( ) ( ) ( ) ( )
1

ˆ ˆ2 ( ) ( )

k k k k
i j j i i k i

j i

k k
i i k i

x f x g x v g x H x x
i m

x x Pg x

θ

θ γ
≠

⎧⎪ = + + + −⎪⎪⎪≤ ≤ ⎨⎪⎪ =− −⎪⎪⎩

∑
   (9) 

 

This bank will have i observers which is equal to the number 
of the system actuators m. We will create m banks of adaptive 
observers, one for each actuator, who will have the same 
form with (9). In the following residual ˆk

i
x  is the state vector 

of the ith observer of the kth bank: 

 

,
ˆ , ,k

k i i
s x x k i m= − ∈  (10) 

 

The number m times m of the isolation residuals 
,k i
s  is quite 

large thus the discrimination of the faulty actuator might be 
more complicated than expected. In order to reduce the 
number of the fault isolation residuals, the structured residual 
will be used and in particular the Boolean method introduced 
in [Gertler, 1998] with the only difference that in (11) the 
isolation residual 

,k i
s  has been used. We will determine 

simple thresholds, for each bank, of the form iso
ai

cδ =  where 
c is a chosen constant. Then we will build m fault code 
vectors ( )

i
tε  one for each fault. 

 

,

,

1 ( )
( )

0 ( )

iso
k i ai

i iso
k i ai

if s t
a t

if s t

δ

δ

⎧⎪ ≥⎪⎪= ⎨⎪ <⎪⎪⎩
 (11) 

1 2
( ) ( ( ) ( ) ( ))
i m
t a t a t a tε = …  (12) 

s a
s f←Φ  (13) 

 

Where the thi  column of the matrix Φ  is defined by the 
relation 

:,
T

i i
εΦ = . Every bank has a different matrix Φ  and 

so the matrix of the thk  bank will be noted as kΦ . For the 
thk  isolation bank, described above, we have m fault code 

vectors of the form: 
 

( )
( )
( )

( ) 1 1 1 1

( ) 0 0 1 0 0

( ) 1 1 1

i

k

i

t i k

t

t i k m

ε

ε

ε

= = −

=

= = +

…

…

 (14) 

 

So we will construct the structural matrix kΦ  by using (14): 

 

1 1

1 1

0 0 1 0 0

1 1

1 1

k

⎛ ⎞⎟⎜ ⎟⎜ ⎟⎜ ⎟⎜ ⎟⎜ ⎟⎜ ⎟⎟⎜ ⎟⎜ ⎟⎜ ⎟⎜ ⎟⎜ ⎟Φ = ⎜ ⎟⎜ ⎟⎜ ⎟⎟⎜ ⎟⎜ ⎟⎜ ⎟⎜ ⎟⎜ ⎟⎜ ⎟⎜ ⎟⎜ ⎟⎟⎜⎝ ⎠

 (15) 

 

where the thi  line of kΦ  corresponds to the fault code vector 

i
ε . The ‘zeros’ are in the thk  line of the matrix and in this 

line the ‘one’ is in the thk  column. Based on these structural 
matrices it is possible to obtain a resultant matrix Φ  that will 
permit us to isolate easier the fault. We will apply the 
Boolean operator “AND” for every element 

,
k
i j

Φ  of the 

matrix kΦ  to construct Φ , so we have: 

 

1 2
, , , ,

& & & m
i j i j i j i j

Φ = Φ Φ Φ  (16) 

 

That will give us the final equation for the structured 
residual: 
 

1 1

2 2

1 0 0

0 1

0

0 0 1

s a

s a
s

sm am

s f

s f
s

s f

⎛ ⎞ ⎛ ⎞⎛ ⎞⎟ ⎟ ⎟⎜ ⎜ ⎜⎟ ⎟ ⎟⎜ ⎜ ⎜⎟ ⎟ ⎟⎜ ⎜ ⎜⎟ ⎟ ⎟⎜ ⎜ ⎜⎟ ⎟ ⎟⎜ ⎜ ⎜⎟ ⎟ ⎟⎜ ⎜ ⎜= ←⎟ ⎟ ⎟⎟ ⎟ ⎟⎜ ⎜ ⎜⎟ ⎟ ⎟⎜ ⎜ ⎜⎟ ⎟ ⎟⎜ ⎜ ⎜⎟ ⎟ ⎟⎜ ⎜ ⎜⎟ ⎟ ⎟⎜ ⎜ ⎜⎟ ⎟ ⎟⎟ ⎟ ⎟⎜ ⎜ ⎜⎝ ⎠ ⎝ ⎠⎝ ⎠

 (17) 

 

So the seven steps for this new FDI scheme are: 
1. we construct a bank of m adaptive observers as in (5) 

for the fault detection and identification. 
2. we elaborate the residual 

i
r  (6) for the fault detection 

and we get the candidate values of the fault 
i

φ  (7). 

3. we form the new input vector vk (8) based on iϕ . 
4. we build m banks of m adaptive observers as in (9) for 

the fault isolation. 
5. we generate the residuals 

,k i
s  (10) for the fault 

isolation. 
6. we define the thresholds iso

ai
δ  that permit us to 

determine the code vector 
i
ε  (12) and build the 

structural matrix kΦ  (15). 
7. we determine the resultant matrix Φ  (16) and we 

generate the residuals 
s
s  (17) for the fault isolation. 
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When a fault occurs, the residual 
i
r  associated to the 

detection and identification bank of adaptive observers will 
detect the fault by leaving the zone defined by the thresholds 
det
ai
δ . All the residuals 

i
r  will detect the fault and will give m 

different values for the fault estimation 
i

φ . From these 
estimations and the system’s input u  we will form the m 
vectors v  which will be the new input for the isolation banks 
of adaptive observers. Finally the structural residual 

sl
s  

associated to the isolation bank will indicate us the faulty 
actuator, in this case the lth actuator, and consequently the 
fault estimation value 

l
φ . 

 

3. SYSTEM OF A WASTE WATER TREATMENT 
PROCESS 

 
The progressive deterioration of the water resources and the 
great quantity of polluted water produced in the industrialized 
companies, give to the waste water treatments a great 
importance in the safeguarding of water‘s quality. So the 
monitoring of this kind of process has become an important 
task. The fundamental phase of the mathematical modeling 
for the processes of water treatment by activated sludge 
consists in determining the reaction rates of the macroscopic 
variables of the system to know the rate of: biomass growth, 
substrate degradation and dissolved oxygen uptake. The 
second stage makes it possible to determine the equations of 
the system whose states variables are the concentrations in 
micro-organisms, substrate, recycled biomass and dissolved 
oxygen. These variables as well as the inputs and the outputs 
are gathered in mathematical expressions thus constituting 
the process model [Nejjari , 2001]. The mathematical model 
for the activated sludge process (aerated basin and settling 
tank) is based on the equations, resulting from mass balance 
considerations, carried out on each of the reactant of the 
process (cf. figure 1). All the details about the system can be 
found in [Fragkoulis et al., 2007]. 
 

 
Fig.1 Waste water treatment process 

 
In this paper we will treat with faults that can occur at the 
four actuators of the system (the pumps inQ , LQ , rQ  and 

wQ ). The algorithm for this model is constituted by a bank of 
four adaptive observers for the fault detection and 
identification and four banks of four adaptive observers for 
the fault isolation. Each observer of the detection and 
identification bank will give an estimation that will be used in 
the bank of isolation respectively. In this example it is 

necessary to construct four structured matrices kΦ  which 
permit us to generate the structured residuals 

s
s . Finally it is 

important to mention that the sampling period is one per 
hour; all the inputs and consequently all the faults are in l/h. 
 

4.  SIMULATION RESULTS  

4.1 Single Faults 

All the residuals figures and the analysis of the single fault 
case can be found in [Fragkoulis et al., 2008]. In table I, we 
compare the classic method based on adaptive observers, as 
formulated in [Chen and Saif, 2005], and the method 
presented in this paper. The second and fourth columns 
represent the percentage of the estimation error (the 
difference between the actual fault value and the estimation 
given by the method). The third and fifth columns give the 
time that each method needs for the fault isolation. Thus dtis 
represents the difference between the instant where the fault 
appears and the instant that the algorithm isolates the faulty 
actuator.  

 

Table 1. Single Faults with Constant Input 
Actuator Classic Method Proposed Method 

 error(%) dtis(days) error(%
) dtis(days) 

in
Q  2.5 8 1 1.5 

L
Q  1 7 2 2 

r
Q  1.6 10 3.3 1 

w
Q  18 13 8 2.5 

 

The estimation error results of both methods are quite similar 
and they could be used in the controller reconfiguration. The 
great difference between the two methods and the big 
advantage of the proposed method is in the time needed for 
the fault isolation. In all these cases the isolation time of the 
new scheme is much smaller than the classic method. So the 
isolation, of the proposed method, is done on the first or the 
second day (between 24 and 48 iterations) after the fault 
occurrence; on the other hand the classic method needs seven 
days at the best (168 iterations). 

4.2  Multiple faults 

We illustrate the case where multiple faults occur on the 
system. We have applied a fault 

3
60

a
f =  at time 50t =  

days in the third actuator 
r
Q  and another one 

4
50

a
f =  in the 

fourth actuator 
w
Q  at time 65t =  days. The fault of the third 

actuator is still occurred when the fault at fourth actuator has 
been applied. As we can see in Figure 2, the first fault is 
detected from the detection and identification bank; the 

Qin 

SI,  SS, XI, XS, 
XH ,SO

XIrec, XSrec, 
XHrec

QL 

Qr 

Qw

Q
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candidate values of the fault are 
1
25φ = , 

2
11.5φ = , 

3
63φ =  and 

4
41φ = . Then, at time 60t =  days, all the 

residuals 
i
r  have returned to zero and at time 65t =  days, 

we have the detection of the second fault with 
1
33.5φ = , 

2
14φ = , 

3
80φ =  and 

4
51φ =  the four candidate values of 

the fault. 

 

 
Fig.2 Residuals ri associated to the detection and 

identification bank 
 

S3,1 S3,2

S3,4S3,3
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S4,3 S4,4

S4,2

S3,1 S3,2
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S4,2

S3,1 S3,2

S3,4S3,3

S4,1

S4,3 S4,4
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Fig.3 Residuals sk,i associated to the third and fourth isolation 
banks 

 
In Figure 3, we present the eight residuals, 

3,i
s  and 

4,i
s  of the 

third and fourth isolation bank; the other eight residuals 
1,i
s  

and 
2,i
s  are not presented here. The dashed line separates the 

first from the second fault. Before the dashed line and at time 
50t =  days, in the third bank 

3,i
s  only the residual 

3,3
s  

associated to the third actuator leaves the threshold and the 
other residuals corresponding to the other three actuators 
stays in the threshold. After the dashed line and at time 
65t =  days, in the fourth bank 

4,i
s  only the residual 

4,4
s  

associated to the fourth actuator leaves the defined 
thresholds. A deeper analysis and annotation of the multiple 
fault case can be found in [Fragkoulis et al., 2008]. In Figure 
4, we show the four structured residuals 

sj
s  associated to the 

four isolation banks of adaptive observers. So the first two 
residuals 

1s
s  and 

2s
s  stay at zero through the whole time. The 

third residual 
3s
s  stay at zero until the time 51t =  days, 

there, and for a very short period of time, takes the value “1”; 
after this time it returns to zero until the end. Therefore we 
conclude that we have isolate a fault in the third actuator and 
the estimation of the faulty value 

3
ˆ
a
f  corresponds to the 

candidate value 
3

φ . The fourth residual 
4s
s  rest in his initial 

value zero the whole period until the time 67.5t =  days 
where it takes the value “1” for a short period and that 
corresponds to the isolation of a fault in the fourth observer. 
The estimation of the faulty value 

4
ˆ
a
f , corresponds to the 

term 
4

φ . We have to mention that the value of all the 

constant isolation thresholds are 2.5iso
ai
δ =  and that the use 

of structured residuals 
s
s  facilitates the isolation method. 

 

 
Fig.4 Structured residuals ssi associated to the isolation banks 
 

4.3  Results with real data: single fault 

We will present the case where the input 
in
Q  take his values 

from a file with real data, taken from a benchmark installed 
in Terrassa Spain [Nejjari, 2001], where a single fault occurs 
in one of the other three actuators (

L
Q , 

r
Q  and 

w
Q ). In 

figure 5 we present the input 
in
Q . The duration of this file is 

70 days and during this time we have two perturbations, one 
at the 9th day until the 13th day and another one at the 40th day 
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until the 45th day, caused by the rain. We have to notice that 
the other three inputs have a constant values. 

A fault has been applied in the third actuator 
r
Q  with 

magnitude 
3
490

a
f =  at 50t =  days. In this case, the 

fault’s magnitude has to be bigger than the previous case due 
to the fact that the variation of the first input is quite large. 
The residuals 

i
r  associated to the detection and identification 

bank are presented in Figure 6. 

 

 
Fig.5 Input Qin with real data 

 
The signatures of the perturbations (the rain) are the same 
with that of an additive intermittent fault, so the methods will 
detect the perturbation as an actuator additive fault.  

 

 
Fig.6 Residuals ri associated to the detection and 

identification bank 
 

First we have to comment the detection of the perturbation as 
expected. In the 40th day, where we have the rain, and until 
the end of this event the residual’s values are bigger than 
their previous values. Then at time 50t =  days the residuals 
also leave the zone defined by the thresholds 

ai
δdet  for a very 

short period of time. So a fault has been detected. The four 
candidate values of the fault are 

1
202φ = , 

2
193φ = , 

3
480φ =  and 

4
450φ = . 

In figure 7, the residuals of the four isolation banks has been 
presented. Each line represents the four residuals associated 

to each bank. We can see that for 
1,i
s , 

2,i
s  and 

4,i
s  all the 

residuals exceed the defined threshold iso
ai
δ . In the third line 

3,i
s  at time 51.5t =  only the third residual 

3,3
s  exceeds this 

threshold. The other two residuals stay in the area defined by 
the two thresholds and they are considered as zero. 

 

 

 

 
Fig.7 Residuals sk,i associated to the four isolation banks 

 
In figure 8, the structured residuals of the four isolation banks 
has been presented. As we can see the first two residuals stay 
at their initial values zero. The third residual leaves zero at 
time 51.5t =  days for a short time period. The fourth 
residual stays also at zero. Thus we can conclude that the 
third actuator is the faulty actuator and we use the third 
estimation 

3
φ  for its identification 

3
ˆ
a
f . The thresholds values 

are 
1
15iso

a
δ = , 

2
5iso

a
δ = , 

3
10iso

a
δ =  and 

4
10iso

a
δ = . 

 

 
Fig.8 Structured residuals ssi associated to the isolation banks 
 
Table II has the same characteristics with the previous table 
with the only difference that this time we had used the real 
data for the first input. For the classic method all the 
characteristics are similar with the table I. The proposed 
method still isolates the fault much faster. In the contrary the 
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estimation error in this case is more significant. In fact, this 
drawback of the estimation error causes the increase of the 
area defined by the thresholds iso

ai
cδ = . To solve this 

problem we have to better optimize the gain matrices of the 
detection\identification bank of observers. 

 

Table 2 Single Faults with real data 
Actuator  Classic Method Candidates Method 
 error(%) dtis(days) error(%) dtis(days) 

in
Q  2.5 8 4 3 

L
Q  1.5 7 3.5 2 

r
Q  2 10 5 1.5 

w
Q  18 13 15 2.5 

 

5. CONCLUSIONS 

In this paper, a new observer design method is presented 
where the whole design of the nonlinear scheme is based 
upon adaptive observers for actuator fault detection, isolation 
and identification. The advantage of the proposed method is 
that it can detect and isolate single and multiple faults with a 
small delay between the two faults. We have compared the 
method with a known method based on adaptive observers 
and we have seen that the isolation speed of the proposed 
scheme is much larger and that the estimation error of the 
classic method is a little bit smaller. A file with real data has 
been applied at the first input and the results are 
approximately the same except that the estimation error is 
larger this time but still applicable to the fault tolerant 
control. Our future considerations are to improve the 
detection and estimation of the fault in the presence of 
measurement noise by using a different filtering method or by 
using a different derivation method. 
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Abstract: The overall objective of the US Air Force Research Laboratory (AFRL) Rapid Propellant 

Loading (RPL) Program is to develop a launch vehicle, payload and ground support equipment that can 

support a rapid propellant load and launch within one hour. NASA Kennedy Space Center (KSC) has been 

funded by AFRL to develop hardware and software to demonstrate this capability. The key features of the 

software would be the ability to recognize and adapt to failures in the physical hardware components, 

advise operators of equipment faults and workarounds, and put the system in a safe configuration if unable 

to fly.  In December 2008 NASA KSC and NASA Ames Research Center (ARC) demonstrated model-

based simulation and diagnosis capabilities for a scaled-down configuration of the RPL hardware. In this 

paper we present a description of the model-based technologies that were included as part of this 

demonstration and the results that were achieved. In continuation of this work we are currently testing the 

technologies on a simulation of the complete RPL system. Later in the year, when the RPL hardware is 

ready, we will be integrating these technologies with the real-time operation of the system to provide live 

state estimates. In future years we will be developing the capability to recover from faulty conditions via 

redundancy and reconfiguration. 

 

1. INTRODUCTION 

Rapid propellant loading deals with transferring large 

amounts (~50,000 gallons) of cryogenic propellant from a 

storage tank to a vehicle tank.    The vehicle tank, though 

large, is relatively fragile. The vehicle designers have 

prescribed strict pressure limits for the tank and associated 

valves.  When the cold cryogen liquid first contacts the warm 

tank and connecting piping, it boils and vaporizes, generating 

large volumes of gas.  This translates to high flow rates and 

pressures.  For this reason, cryogen loading is generally done 

very slowly using a very structured sequence of events: 

chilling the cryogen pumps and associated transfer pipes, 

chilling the vehicle with cold gas, followed by small 

quantities of cryogen liquid,  slow filling of the vehicle with 

liquid to a predefined level,  fast filling the tank to near 

operating level, slowly topping off the tank to the maximum 

quantity and incremental replenishment of cryogen liquid that 

constantly boils off from the vehicle tank prior to launch. 

Normally, the process takes about 2-3 hours and a crew of 4 

to 8 engineers watches all the equipment on the ground and in 

the vehicle during this sequence.  The engineers are familiar 

with the physics of cryogenic liquid flow, the pressures and 

temperatures involved, typical faults that occur with 

temperature and flow measurements, stuck valves, faulty 

position indicators, high or low pressure measurements and 

occasional blown fuses and open circuit breakers.  They stand 

ready to diagnose problems and devise workarounds for 

faults to complete the loading process and launch the vehicle.   

The US Air Force would like to build some of the 

engineering expertise of the cryogen loading team into the 

computer system that controls the loading operation.  They 

would like to launch the rocket with a crew of three sergeant-

level personnel who may have no engineering experience and 

limited training in cryogen operations. To this end, the US 

Air Force Research Laboratory (AFRL) has funded a 

prototype project at NASA Kennedy Space Center (KSC) to 

explore rapid cryogenic propellant loading (RPL). The task 

has two primary goals:  

1. Reduce the entire loading operation time to 45 minutes 

(as opposed to the normal 2-3 hours). 

2. Develop software that automates the loading of the 

vehicle tank with cryogens with minimum operator 

supervision. 

The project is expected to proceed in three phases. In Phase I 

a small-scale hardware test bed will be built. Supporting 

software that performs passive diagnosis and some implicit 

fault accommodation and recovery will also be developed. 

Phase II will deal with building a larger scale hardware which 

would include fuel and oxidizer and perform automated 

umbilical mating and leak detection. Phase III would be a 

flight demonstration of the developed hardware and software. 

The software task of the Phase I project had the following 

objectives: 
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1. Development of a preliminary cryogenic test 

configuration  

2. Development of use cases for the preliminary 

configuration 

3. Development of a simulation model of the 

preliminary cryogenic test configuration (a “mini-

model”) to conduct tests using the preliminary 

configuration and use cases 

4. Evaluation of the fault detection isolation and 

recovery (FDIR) application development tools 

using the mini-model and use cases 

5. Development of the RPL Control Architecture 

6. Update of the mini-model to the demonstration test 

bed simulation 

7. Testing of the selected Control Architecture with the 

demonstration test bed simulation. 

8. Integration of the Control Architecture with the 

actual cryogenic test bed hardware 

9. Testing of the Control Architecture with the 

cryogenic hardware 

Requirements 1-4 were completed and demonstrated to 

AFRL in December 2008. In this paper we describe the work 

that was done in completing the requirements, the setup for 

the demonstration and some representative scenarios and 

results.  

Our approach to solving this problem was to use model-based 

technologies where the models themselves would be 

component-based. The primary reason for this approach was 

that we would be testing diagnosis algorithms on different 

systems from the same domain (preliminary configuration, 

complete RPL configuration, actual hardware). Moreover the 

models were built while the system configuration was being 

finalized. Hence component-based models would allow us to 

compose different system configurations by instantiating 

appropriate components and connecting them according to 

the system structure. This approach also allows us to tie 

anomalous behavior to component faults in a straightforward 

way.   

We selected MATLAB/Simulink® as the language of choice 

for the simulation model. To support requirement 4, it was 

decided to evaluate two model-based diagnosis technologies, 

namely, Hybrid Diagnosis Engine (HyDE) (Narasimhan and 

Brownston 2007) and Knowledge-based Autonomous Test 

Engineer (KATE) (Jamieson et al. 1985, Scarl et al. 1987, 

Goodrich 1995). These two technologies were chosen 

because of the availability of developers of the two systems. 

Other technologies may be considered in future years.  

The rest of the paper is organized as follows. Section 2 

describes the mini-model configuration and faults selected for 

testing based on use-cases analysis (Requirements 1 and 2). 

Section 3 describes the MATLAB/Simulink models with 

fault injection capabilities that were used to generate data for 

testing (Requirement 3). Section 4 describes HyDE and how 

models of the mini-model were built in HyDE. Section 5 

describes KATE and the efforts to create the mini-model 

configuration in KATE. Section 6 presents the experimental 

setup (which was exactly what was demonstrated) that was 

used to test HyDE and KATE on nominal and faulty data 

from the simulation and the results from a few representative 

scenarios. 

2. MINI-MODEL CONFIGURATION 

2.1 Preliminary Test Configuration 

Fig. 1 presents the preliminary cryogenic test configuration 

(referred to as the mini-model) used for evaluating the model-

based diagnosis technologies.  The storage tank and vehicle 

tank both have vent valves (C3 and C4) to regulate the ullage 

pressure. Three transfer lines connect the tanks to regulate 

flow between. The main transfer line (top most) and the 

auxiliary transfer line (second from top) contain pumps that 

can be controlled to regulate the flows at various rates 

depending on pump RPM. Both lines contain manually 

operated valves (G1, G2), remotely operated valves (C1, C2) 

and flow control valves (A1, A2) to control the flow. The 

manually and remotely operated valves can be full open or 

full closed only, whereas the flow control valves can be 

controlled to be open to any desired percentage. A re-

circulation line (bottom most) controlled only by a flow 

control valve is used to send back excess liquid to the storage 

tank. The path to the vehicle tank is also controlled by a flow 

control valve to regulate the ratio of flow going to the vehicle 

tank and the flow re-circulating to the storage tank. 

2.2 Definition of Nominal Operation and Fault Scenarios 

Experienced propellant loading engineers stipulated the 

components and their capacity and likely scenarios for 

nominal loading operation satisfying the requirements put 

forth by AFRL. For the sake of the preliminary testing, we 

decided to ignore the chill down phase, assuming instead that 

all components were already ready for transferring cryogens. 

The stages of nominal operations were identified as (i) 

initialization (ii) slow fill (iii) fast fill (iv) topping (v) 

replenish and (iv) drain-back in the event of a launch scrub. It 

was assumed the system would follow this pre-determined 

sequence except when recovery actions required changes to 

the sequence.  

Engineers also specified likely sensor and component failures 

based on general knowledge about the components involved 

and also on prior experience with liquid oxygen loading for 

the Space Shuttle. The typical faults were identified as sensor 

(pressure and flow) failures, pump failures and valve (stuck 

open or stuck closed failures). Some other common failures 

involving power and data acquisition modules were not 

included for this initial configuration. 

Since we were using a simulation to generate data we had the 

flexibility of defining which values of the system could be 

sensed. Typical quantities like flows, pressures, valve 

positions and tank levels were included corresponding to 

typical measurement points in the actual hardware. Selected 

observation points are marked with white circles in Fig. 1. 
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We were able to take advantage of the flexibility to test the 

sensitivity of model-based diagnosis tools when faced with 

different sets of sensor observations. In the future, we hope to 

use this as a valuable tool to determine sensor placement and 

diagnosability. 

 

3. MATLAB SIMULATION 

In order to evaluate our model-based diagnosis tools, we 

developed a simulation of the system. The simulation serves 

as a virtual test bed where we can easily study a large number 

of fault scenarios to develop our diagnosis models and test 

our algorithms. Clearly, if an accurate and realistic simulation 

is developed, then less work is required in migrating 

diagnosis algorithms to the actual system. 

To this end, we developed a physics-based simulation of the 

system in MATLAB/Simulink. We adopted a component-

based modeling paradigm, where parameterized simulation 

models of generic components including tanks, valves, pipes, 

pumps, and sensors were developed within a component 

library.  The overall system model is constructed by 

instantiating the different components from the component 

library, specifying their parameters, and connecting the 

components to each other in the appropriate fashion. The top 

level of the Simulink model which corresponds to the mini-

model schematic is illustrated in Fig. 2. 

Each component model includes their associated fault modes. 

For example, a control valve may become stuck at a 

particular position, or its orifice may become partially 

blocked. The fault mode, time of fault injection, and fault 

magnitude (where applicable) can all be specified. In general, 

each fault mode is mapped to a change in component mode 

and a fault-dependent magnitude parameter. Because each 

fault mode is parameterized within the Simulink model, a 

fault can be injected programmatically (i.e., the fault mode, 

injection time, and magnitude are specified) either at the 

beginning of the simulation, or while the simulation is 

running. The component model of a valve with fault injection 

capabilities is shown in Fig. 3. 

4. HYDE 

4.1 Description 

Hybrid Diagnosis Engine (HyDE) is a model-based reasoning 

engine for hybrid (discrete + continuous) diagnosis. HyDE is 

able to diagnose multiple discrete faults using consistency 

checking between prediction from hybrid models and sensor 

observations. HyDE models are component-based and are 

similar to simulation models. Component models are 

expressed in terms of behavior in different modes of 

operation (called locations) including faulty modes with 

transitions representing the conditions under which the 

system changes locations. The system model is composed by 

connecting shared variables between the various components. 

Storage Tank

Vehicle 

Tank

G1 C1
A1

Pump 1

G2 C2
A2

Pump 2

A4

A3

F2

F3
P1

P2
P3

P4
P5

P6

P7

C3

C4

L1

L2

V1

V2

V3

V4

V5

V6

V7

V8

Main 

Transfer Line

Auxiliary 

Transfer Line

Recirculation 

Line

F1

 

Fig. 1. Mini-model configuration 
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The HyDE reasoning engine uses the model both for 

simulation and candidate generation. A set of consistent 

candidates, each of which may include multiple hypothesized 

faults, represents the diagnosis. At each time step the 

candidates are tested for consistency against sensor 

observations (using simulation) and if found inconsistent new 

candidates are generated (using candidate generation). For 

details please refer to (Narasimhan and Brownston 2007). 

4.2 HyDE Models of Mini-model Configuration 

The HyDE model for the mini-model configuration (Fig. 4) 

was constructed to look like the Simulink model described 

earlier. Each component and subsystem in the Simulink 

model is replicated in the HyDE model. Variables inside each 

component are also exactly the same as in the Simulink 

model. This also allowed the connections between 

components via shared variables to be duplicated in the 

HyDE model. The behavior within each component had to be 

modified so as to be represented as hybrid automata (finite 

state automata with equations in each state). This was done 

by identifying the modes of operation of the components 

including the fault modes based on fault injection 

capabilities. The equations within each mode can be 

determined by substituting appropriate parameter values 

corresponding to the different modes as specified in the 

MATLAB model. The HyDE model of a valve is illustrated 

in Fig. 5. 

The reasoning parameters for HyDE had to be fine-tuned to 

provide the best performance. The fixed-step Runge-Kutta 

ODE solver was implemented to simulate behavior across 

time-steps. There were still some numerical problems since 

numerical precision used in MATLAB was far superior. As a 

result the tolerance for fault detection had to be increased (the 

default was 2%) for some observed variables. For fault 

isolation the maximum fault size was set to 3 (indicating a 

maximum of 3 faults in the system). The diagnostic results 

from HyDE are presented in Section 6. 

 
Fig. 2. Simulink model of mini-model configuration 
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Fig. 3. Valve component model with fault injection 

capabilities 

 

 
Fig. 4. HyDE model of mini-model configuration 
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5.  KATE 

5.1 Description 

KATE is a C++ model-based diagnosis system developed by 

NASA circa 1993 at Kennedy Space Center (Jamieson et al. 

1985, Scarl et al. 1987, Goodrich 1995).  It was developed to 

employ Fault Detection, Isolation and Recovery (FDIR) 

technology to deal with component faults during the Space 

Shuttle Countdown. 

The Shuttle's Launch Processing System (LPS) was 

programmed to sequence through normal operations and 

"hold" the countdown if unanticipated sensor readings are 

encountered.  KATE was developed to help Shuttle engineers 

decide whether such an exception is significant, diagnose the 

problem, and decide whether or not to continue the 

countdown. 

KATE is a generic software shell for performing model-

based FDIR.  Each KATE application requires a knowledge-

base or model of the system.  The same model-based 

reasoning algorithms are used for each application.  The main 

reasoning systems are: 

- Simulation:  using a component-based model of a 

system, the simulation subsystem generates a prediction 

of behavior of the application system. 

- Monitoring: by comparing the predicted sensor values 

generated by the simulation subsystem with the actual 

sensor readings of the application system, the monitoring 

subsystem is able to provide system health status. 

- Diagnosis: When a discrepancy between the predicted 

and actual sensor values is detected, the diagnosis 

subsystem exploits the structural and functional 

relationships of the components in the model to 

determine the failed component(s) that would explain the 

discrepancy. 

 
Fig. 5. HyDE model of Valve component 

 
Fig. 6. KATE in action for mini-model configuration 
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5.2 KATE models of mini-model configuration 

The KATE model for the mini-model configuration was built 

by identifying all the components in the mini-model and 

considering their likely failure modes.  The components 

include propellant tanks, pumps, valves and sensors. The 

mini-model uses component behavior defined for the Space 

Shuttle' KATE LOX application developed in 1986 and 

refined in 1994.  Additional component models were used 

from a USAF Advanced Launch Operations demonstration 

developed in 1993.  KATE's mini-model was constructed by 

defining connections between components selected from 

these pre-existing libraries.  Some modifications of the C++ 

code in the libraries were made to account for the parallel 

pumping defined in the mini-model. 

The resulting "flat file" model simply specified mini-model 

components from the libraries and connections between the 

components.  KATE was able to diagnose faults by reading 

data generated by the Matlab simulation. The diagnostic 

results from KATE are presented in the next section. 

6. EXPERIMENTAL SETUP, DEMO AND SCENARIOS 

In order to demonstrate the simulation and diagnosis 

capabilities we created command line and visual interfaces. 

Using the command line interface, the user can specify an 

experiment, parameterized by a set of faults to inject, the 

amount of noise for each sensor, and the sample time of the 

sensors. The simulation is then automatically executed with 

these parameters, and the resulting input and output data is 

written to files for input to the diagnostic tools. Currently we 

support the creation of data files recognized by HyDE and 

KATE tools.  

The visual interface, a MATLAB GUI linked to the Simulink 

model, provides an overview schematic of the mini-model 

configuration and allows the user to setup the experiment. It 

sends the user specified parameters to Simulink and runs the 

simulation for the specified time. All input and output values 

are updated on the GUI as the simulation progresses. The 

user can also change the inputs online to recover from 

failures, and click on any variable in the GUI to see a time 

series plot. Fig. 7 shows the GUI in action. 

In addition, we have also implemented an interface from the 

GUI/Simulink to HyDE. This was achieved by creating a 

MEX function in C++ that acts as the interface. The MEX 

function, which is linked to HyDE static library, creates an 

instance of HyDE, loads the appropriate model and 

configuration parameters into HyDE and then executes HyDE 

API functions in step with the simulation. Command and 

sensor data from the simulation is sent to HyDE at each time 

step. The diagnosis candidates from HyDE are listed in the 

GUI (lower left side). When the user clicks on each 

candidate, faulty components are colored red in the schematic 

to provide a visual indication.  

Due to lack of time, an interface between the GUI and KATE 

was not created. We chose instead to exercise KATE using 

the data files generated (either using the command line 

interface or the GUI). 

We present and discuss results from 4 scenarios. These were 

the same 4 scenarios used in the demonstration. The nominal 

operational sequence was selected to mimic the stages of a 

realistic cryogenic propellant loading. The first scenario was 

the complete nominal scenario with the goal of validating the 

realism of the simulated data. Three fault scenarios were 

selected based on use case analysis that determined some 

common failures (discussed in Section 2). Note that HyDE 

did not use the valve position sensors in any of the scenarios. 

The first fault scenario was a flow control valve (A1) stuck 

open during the slow fill stage (at 300 s). The flow control 

 
Fig. 7. GUI used in demonstration 
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valves can be controlled on a continuous scale from 0 to 1 to 

regulate the flow. There is a flow control valve in the main 

and auxiliary lines and in the common discharge line leading 

to the vehicle tank (Fig. 1). When one of these valves is stuck 

open it is necessary to regulate the flow in that line using 

other means. HyDE and KATE are able to diagnose this 

situation right after observations for time 300 s are available. 

We determined that the recovery action for this fault was to 

regulate the flow by decreasing the Pump 1 speed to 275 

RPM during slow fill to achieve the required net flow to the 

vehicle tank. Fig. 8 shows the profiles of some key 

measurements for this scenario. 

The second fault scenario was a vent valve failure (stuck 

closed). The operation of this valve is modeled as an 

autonomous mode change (is not externally commanded). Its 

nominal behavior is to regulate the ullage pressure of the 

vehicle tank between 2 and 7 psig. Because the state of the 

valve is not directly commanded, this adds a level of 

difficulty to the reasoning process. Further, this was a critical 

fault scenario because if nothing was done, then the ullage 

pressure in the tank would keep increasing, resulting in 

catastrophic failure. The other interesting feature of this 

failure is that it can only be detected when the vent valve is 

predicted to be in open state since the behavior when the 

valve is in the closed state and the stuck closed state is 

identical. The scenario chosen failed the valve when it is in 

the closed state (1100 s). At 1254 s, the ullage pressure (P7) 

exceeds 7 psig, and the valve should have opened. At this 

point, HyDE and KATE are able to diagnose that the valve is 

stuck closed, although they cannot determine the time at 

which the failure occurred since it may have occurred at any 

time during which the valve was in the closed state. In this 

situation, the system is unsafe and loading operations must be 

aborted. Therefore, the recovery action is to drain the 

propellant back from the vehicle tank to the storage tank by 

shutting down the pumps and opening up all the valves. Fig. 

9 illustrates the profiles of some key measurements in this 

scenario. 

The third fault scenario was a double fault case where a pump 

(Pump 1) and a down stream flow sensor (F1) failed. Only 

HyDE was run on this scenario since KATE currently does 

not support multiple fault diagnosis. Additionally, we also 

decided to use only flow sensors to demonstrate the sensor 

fusion capabilities of HyDE when limited sensing is 

available. When the pump in the main transfer line fails, it is 

expected that the flow sensor in the main transfer line would 

indicate this failure. However, if the flow sensor has failed, it 

is necessary to use other sensors (namely flow sensors in the 

auxiliary transfer line and the vehicle tank subsystem) to 

diagnose the pump failure. HyDE is able to do exactly that 

albeit taking a couple of time-steps since the effects on the 

other flow sensors are not immediately seen. The recovery 

action for this situation was determined to be increasing the 

pump RPM in the auxiliary transfer line to 375 RPM and 

opening up the flow control valve in that line completely, in 

order to regain the nominal flow into the vehicle tank. Fig. 10 

shows the profiles of some key measurements for this 

scenario. 

Although we presented only three fault scenarios, we tested 

HyDE and KATE extensively by varying the number of 

faults injected (only single faults for KATE), the time at 

which the faults are injected, the sensor noise, and which 

sensor observations were available to the diagnosis engines. 

For KATE we tested only the scenarios described earlier in 

this section. However for HyDE we performed more 

systematic tests. There were 25 components that could be 

faulted with approximately 2 fault modes each. This in 

combination with 6 operating regions (Section 2.2) gave us 

300 interesting single fault cases. We also tested ~100 double 

fault cases, all of which were a combination of a component 

and a sensor fault. All the single faults were diagnosed but 

there were 2 double fault cases that could not be diagnosed 

by HyDE. In one case a combination of a vent valve failure 

and corresponding pressure sensor failure resulted in fault 

effects not being seen until a few time steps later. In another 

scenario, HyDE was not able to distinguish between manual 

operated valve failure and remotely operated valve failure 

(position sensors were not used) and picked the wrong one 

because it had higher prior probability of failure. 

7. CONCLUSIONS AND FUTURE WORK 

In this paper we presented an application of model-based 

simulation and diagnosis work to a scaled-down version of a 

rapid propellant loading system. We demonstrated the 

detection and isolation of some common failure scenarios. In 

the process we also developed a component-based simulation 

in MATLAB and showed its usefulness in testing and 

evaluating FDIR applications.  

The next steps in the project involve the completion of 

requirements 5-9 detailed in the introduction. We are in the 

process of developing a software architecture based on the 

Internet Communication Engine (ICE) (Henning 2004) to 

support requirement 5. ICE uses a “publish-subscribe” 

protocol for communication. In the architecture which was 

adopted from the Advance Diagnostics and Prognostics Test 

bed (ADAPT) (Poll et al. 2007), the MATLAB simulation 

will subscribe to the user inputs (including commands) and 

publish sensor data. The operation of the simulation is similar 

to the Virtual ADAPT simulation. HyDE and KATE will 

subscribe to the user inputs and sensor data and publish 

diagnosis results. The MATLAB model is being updated to 

reflect the hardware test bed being constructed (requirement 

6). HyDE and KATE models will be built for the new 

configuration and a demonstration of the results is scheduled 

for late April 2009 (Requirement 7). When the test bed 

hardware has been built, the control architecture can be easily 

modified by replacing the MATLAB simulation with the 

LABVIEW module performing the data acquisition on the 

hardware (requirement 8). HyDE and KATE models can then 

be tested against data generated from the actual hardware 

(requirement 9). 

Phase II of the project would deal with the implementation of 

automated synthesis of recovery actions based on the current 

state of the system. This may have to be interleaved with the 

diagnosis process for 2 reasons: (i) the diagnosis engine 

frequently reports ambiguities and recovery actions may have 
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to be taken to avoid catastrophic effects of any faults 

reported, if time is taken to wait for further disambiguation 

(ii) in some cases recovery actions may be used to provide 

information helpful in disambiguating faults. 
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Fig. 8. Fault Scenario 1 with stuck control valve 
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Fig. 9. Fault Scenario 2 with stuck vent valve 
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Fig. 10. Fault Scenario 3 with double fault 
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Abstract: Model-based planning often presumes a static system model,while in a practice physical
system may evolve or drift over time. This paper proposes theidea of pervasive model adaptation in
a production system, where the model is dynamically updatedusing observation of production output.
The core idea is the interplay between model adaptation and production planning. We seek plans which
simultaneously serve the goals of achieving high productivity for production, and information gathering
for model adaptation. We use a modular printing example to illustrate issues such as formulation of the
information criterion and search strategy for informativeplans. The idea of pervasive adaptation can be
further extended to improve long term productivity in production systems.

1. INTRODUCTION

Automated planning has a proven record of achieving high
productivity in production systems. In order to facilitatehigh
productivity, a model-based planner requires suitable knowl-
edge of the underlying system to generate plans that are feasible
and optimal. Typically this knowledge can be found in the
system model. However in practice, the system may evolve
over time. Thus model adaptation is important to model-based
tasks such as planning, scheduling, diagnosis, and inference.
Ignoring dynamism in an evolving system is risky, as a pro-
duction plan that started out feasible can become infeasible.
Furthermore, keeping track of model parameters is important to
system health management. Significant drifts can be precursors
of component failures. Model adaptation techniques have been
used in a number of applications to monitor aging components
and detect incipient failures (e.g., Peel (2008)).

Traditionally distinct communities of researchers have ad-
dressed model adaptation and planning seperately. For instance,
planning work normally assumes static knowledge (determinis-
tic or stochastic) regarding actions and the world. On the other
hand, model adaptation is often done with passively obtained
data or offline testing. However, we propose that model adap-
tation and production planning can be seamlessly integrated
into a coherent framework, where model adaptation provides
updated knowledge for production plan generation, and at the
same time, production plans generate data for further adapta-
tion. In this paper, we propose a novel paradigm,pervasive
model adaptation, in which production is actively manipu-
lated to facilitate information gathering in order to better adapt
models to dynamic systems. Active adaptation and production
coexist, leading to higher long run productivity. As we shall
see in the later sections, the goal of information collection may
impose new optimality criteria on the planner, calling for new
search techniques. Another significant challenge is model adap-
tation, an important research topic in its own right. However, we
leave it out of this paper by assuming the optimal adaptation
scheme is given and/or achievable. We are not addressing the

design of a good model adaptation scheme, but rather we focus
on optimally seeking data for model adaptation. The interplay
between model adaptation and production planning and the
resulting implications are the core focus in this paper.

1.1 Related work

The idea of actively seeking informative evidence is not en-
tirely new. The earlier work in General Diagnosis Engines
de Kleer and Williams (1987) calculates the optimal test se-
quence for static circuit diagnosis. Evidence seeking has also
been explored in other statistical inference problems suchas
in Bayesian networks Jordan (1998). The novelty of pervasive
model adaptation is in combining plan generation with evidence
seeking to learn continuous model parameters. A closely re-
lated concept is our earlier work on pervasive diagnosis Kuhn
et al. (2008a) Kuhn et al. (2008b) Liu et al. (2008), originally
proposed for diagnosis of production systems with streamlined
components or production actions. The basic idea is to generate
production plans which achieve production goals while opti-
mally collecting diagnosis information. This is advantageous:
(1) from the productivity perspective, it does not have to halt
production for off-line testing (2) from the information gain
perspective, the on-line diagnosis gathers information much
faster than diagnosing from passive data. This paper extends
the idea to model adaptation. Compared to the earlier pervasive
diagnosis work, the key differentiating novelty of this paper
is that it adapts to the dynamism of the underlying system,
while pervasive diagnosis assumes static faults. Furthermore,
pervasive model adaptation addresses the learning of continu-
ous model parameters, while pervasive diagnosis is centered on
diagnosis, which is discrete and categorical in nature.

From the planning perspective, classical planning presumes
complete knowledge of actions and the world. There is work on
planning with incomplete information, with both (e.g., Bonet
and Geffner (2000)) and without sensory input (e.g., Smith and
Weld (1998)). These planning techniques can be used for per-
vasive model adaptation. In general, probabilistic planners can
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be used to generate production plans, maximizing their chance
of success against a performance criterion. One differentiating
factor of pervasive model adaptation is that the planner does not
just accommodate uncertainties as a probabilistic plannerdoes,
but instead actively seeks evidence to reduce uncertainty in the
adaptation stage.

The combination of passive information gathering and model-
based control conditioned on the information has appeared in
many domains including automatic compensation for faulty
flight controls?), choosing safe plans for planetary rovers?),
maintaining wireless sensor networks?) and automotive engine
control?).

We are not aware of any other systems which explicitly seek
to increase the information for adaptation returned by plans
primarily intended to achieve operational goals.

1.2 Organization of the paper

The rest of the paper is organized as follows. We first define
the paradigm of pervasive model adaptation, followed by a
section proposing a general architecture for the planner. We
introduce a concrete example of pervasive model adaptation,
using a modular printer whose modules independently intro-
duce delays which drift over time, based on module usage.
Model adaptation keeps track of the action delays. This is
essential to determining the achievability of production goals.
Though this example is specific and somewhat simplistic, it
explains the major issues in pervasive model adaptation, and
demonstrates how they can be addressed. The rest of the paper
uses the printing example to explain the information criterion
and heuristics guiding the search. At the end of the paper we
demonstrate the proof of concept via simulations, and sum up
with a conclusion.

2. PERVASIVE MODEL ADAPTATION

Pervasive Model Adaptation is a new paradigm in which pro-
duction is actively manipulated to maximize the information
available for model adaptation. Production and active informa-
tion gathering can therefore occursimultaneously, leading to
higher long run productivity than passive model adaptationor
alternating dedicated testing with production.

Integrating information gathering with the production strategy
results ininformative production. The primary objective inin-
formative productionis to continue production. Under the as-
sumption that there are various ways to achieve the production
goals, informative production chooses a way that simultane-
ously maximizes information gathering with production. An-
other assumption is that the space of production plans overlap
with the space of informative plans.

The literature describes different types of production such as
simple production, time efficient production, cost efficient pro-
duction and robust production. All of these share the primary
objective of achieving production, but differ in the way they ap-
proach the goal. In simple production any strategy that achieves
the production goal qualifies. In all other approaches the set of
production strategies is ranked by a secondary objective func-
tion, and the best production strategy dominates. For example
in time efficient production, strategies are ranked by cost,and
the most cost efficient production strategy dominates. Similar
to other production strategies, informative production ranks the

set of plans that achieve production goals by their potential
information gain, and selects the most promising strategy.

3. PLANNING IN PERVASIVE MODEL ADAPTATION

Before diving into the planning work in more detail we illus-
trate the overall framework in Fig. 1. The basic task carried
out the planner is to create production plans that simultane-
ously achieve production goals and favor information gathering
for model adaptation. The extended task carried out by the
adaptation engine is to estimate state parameters and provide
information seeking guidance to the planner. Both the planner
and the adaptation scheme operate with a common dynamic
model of the machine state.

Info

plan &
outcome

Planner

production
plan

System
Model

 Physical 
   System

...

update Model
Adaptation

Fig. 1. Overall system architecture for pervasive model adapta-
tion.

Conceptually, planning is a generic problem of finding an
optimal plan with respect to a given cost function or optimality
criterion. In traditional planning, the cost function is often
assumed to have certain properties, such as being additive over
plan components, decomposable into locally optimal subsets,
or invariant with respect to component ordering in the plan.
These structures enable efficient computation using A*-search
or dynamic programming. In pervasive model adaptation, the
integration of production plans and model adaptation results in
informative plans; the cost function is the information content.
A production plan is optimal if its output maximally reduces
uncertainty in the system model. This information-driven cost
function brings challenges to the planning problem.

In this section, we propose the general architecture for planning
under pervasive model adaptation, depicted in Fig. 2. Its input is
a current state (e.g., an estimate and uncertainty), and it outputs
a production plan. The planner consists of several components:

(1) Information criterion: given any production planP , the
information criterion evaluates the information content thatP
provides about the system. Its value depends onP , as well
as the current belief about the underlying system — what
we can learn from a new input depends on what we already
know. This criterion is specific to pervasive model adaptation.
It differs from traditional production planning, which uses well-
understood criteria such as the shortest production time or
maximal throughput.

(2) System constraint:Production systems have internal con-
straints such as contingency and connectivity. Such constraints
can be expressed in the planning problem. A feasible produc-
tion plan is a plan from a known initial state (e.g., raw material
for production) to a known goal state (e.g., finished product).

(3) Search: The core problem is to search for an optimal
feasible plan with respect to the information criterion. Aswe
shall see later, the information content of a planP depends
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on all components inP , which makes the search a difficult
problem with exponential complexity. The challenge is thus
to find a computationally efficient search strategy which gives
an informative plan. For this, we propose a best-first search
strategy (A∗), which maintains a moving frontier of promising
partial plans (those anticipated to produce informative plans),
and expands the partial plans with highest anticipated informa-
tion content until the goal state is reached. The key question is
what heuristics to use to guide the search. We show how the
information criterion can generate such heuristics.

The dynamic nature of production systems adds complexity to
the planner. For instance, when a component ages, its behavior
may deviate from the original model, and hence there is the
need to track component behavior over time via adaptation.
This means the planner (shown in Fig. 2) is dynamic: given
a belief at timet, the planner plans for the next optimal (or
close-to-optimal) planP (t), which will produce an output that
modifies the belief. The modified belief is fed back to the
planner at timet + 1. This is depicted as the feedback from
production plan to current belief (shown in dotted lines) inthe
figure.

Constraint

S G criterion
Infomation

Search
e.g., best−first search 

S

G

Planner

Production plan

graph

current
belief

heuristics

Fig. 2. Planner for pervasive model adaptation

4. EXAMPLE: TRACKING COMPONENT DELAY
PARAMETERS IN PRINTING

We use a prototype modular printer as a concrete example to
illustrate issues in pervasive model adaptation. Fig. 3 shows the
printer. Sheets enter on the left from one of the feeders and
exit on the right from a paper finisher (output), going through
multiple modules in between, such as paper plan modules
(little squares in the figure), inverters, or print engines.The
modularized structure enables continuous printing even ifsome
of the modules fail. The task of the planner is to find the
sequence of actions, called a plan, which moves sheets through
the system to generate the requested output.

In this prototype system, each actioni takes timeθi to handle
the paper sheet, known as the action delay. The modules de-
grade, for example, mechanical components (spring, roller, etc)
wear with usage. As a result, action delays{θi(t)} normally

Fig. 3. Model of PARC’s prototype modular printer. It consists
of four print engines. Sheets enters from the feeder on the
left and exit from finishers (output) on the right. The little
square blocks represent paper handling modules, where
a paper sheet can follow one of the dark green edges.
There are three main paper highways (horizontal) within
the fixture.

increase. A plan requiring a paper sheet to go from feeder to
finisher within a pre-specified amount of time is feasible when
the machine is new, but may become infeasible later. Hence for
production systems, it is important to keep track of the action
delays.

To track the drift of model parameters we need two things: (1)
a dynamics model specifying how the underlying states (in this
case action delays) evolve over time, and (2) an observation
likelihood model relating observations to the underlying state.
The dynamics model is as follows:

θi(t) =
{

θi(t− 1) + δi + wi(t) for i ∈ P
θi(t− 1) + wi(t) for i /∈ P

(1)

The action delayθi(t) is influenced by two factors: (1) a wear-
related incrementδi if module i is used in planP , and zero
otherwise, and (2) a random driftwi(t). The observation is the
total process time summed over all modules in the production
and a random observation noisen(t) as shown in the following
observation model:

y(t) =
∑

i∈P

θi(t) + n(t). (2)

Furthermore, we assume the delay incrementδi is known a
priori. In practiceδi may need to be learned, and that can be
formulated into the framework of pervasive model adaptation
as well, but we leave the learning ofδi outside the scope of this
paper.

Although this example is specific to modular printing, the idea
is general and applicable to a variety of problems. For instance,
the same abstract model can be used in printed circuit manu-
facturing, in which actions contribute to the etching process by
depositing material (acid or similar) to the metallic substrate.
The observed etched depth in the metallic foil is the total effect
of all involved actions. More generally, the techniques pre-
sented in this paper can be directly extended to any system with
linear dynamics and observation models. At a conceptual level,
(Eq. 1) describes different drift patterns for modules involved
and not involved, and (Eq. 2) describes an observation model
that relates the observation to model parameters. As long as
they are both linear, the techniques described here can be easily
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extended. In practice, many systems can be well-represented by
a linear model. Linearization techniques have been widely used
to approximate real-world systems.

5. INFORMATION CRITERION

The goal of model adaptation is to estimate the underlying
model parameters (action delay{θi(t)} in the example) from
the production plan outputy(t). The key question is: which
production planP works best to track the drift in action
delay parameters? This can be addressed by examining the
uncertainty in delay parameters, i.e., a production planP is
“informative” if its observationy(t) reduces the uncertainty.
In this paper, we define an information criterion to measure
the reduction of uncertainty, and sketch out an algorithm for
optimal plan selection. In this paper, the plan selection isgreedy
— searching for the next plan to execute. The information
criterion can be extended to planning a sequence of informative
plans. Sequencing requires more elaborate algorithm design
and remains our future work.

5.1 Information content

For convenience in expression, we use vector notationΘ(t) =
(θ1(t), θ2(t), . . . , θM (t)). The models (Eq. 1, Eq. 2) can be re-
written as:

Θ(t) = Θ(t− 1) + ∆(t− 1) + w(t) (3)

y(t) = HΘ(t) + n(t) (4)
HereH is a binary indicator vector indicating whether an action
i is included in the planP , i.e., Hi = 1 for all i ∈ P , and 0
otherwise. It is fully specified by the planP . ∆ is the vector of
increment:∆ = (δ1H1, δ2H2, · · · , δMHM )T . For simplicity,
we further assume that process noisew(t) and observation
noisen(t) are Gaussian. Under these assumptions, the tracking
problem is relatively simple and can be tracked optimally using
a Kalman filter Kalman (1960) Sorenson (1985).

Kalman filter updates the uncertainty inΘ(t), i.e., the co-
variance matrixRt

θ, recursively over time. The recursion is
as follows. Suppose at timet − 1 we are givenRt−1

θ . The
uncertainty grows due to the driftw; it is easy to show that
the predicted covariance at timet is dilated by drift covariance,
i.e., Rt

θ = Rt−1
θ + Σw. Then a new observationy(t) is made,

bringing information to reduce the uncertainty. This shrinks the
uncertainty down:Rt

θ = (I −KH)Rt
θ whereK is the kalman

gain which can be derived fromH andRt
θ. The recursion then

repeats. The Kalman filter oscillates between such uncertainty
expansion and reduction. One well-known way to quantify the
uncertainty is the trace of the covariance matrixtrace(Rt

θ). It
is straightforward to show (following the standard Kalman filter
algebra) that for any given production planH, we have:

trace(Rt
θ) = trace(Rt

θ)−
||HRt

θ||2
HRt

θH
T + σ2

n

. (5)

Note that the first termtrace(Rt
θ) is a constant regardless of

the choice of planH, therefore, to minimize the uncertainty,
we define the information content (to be maximized) as

E = trace(Rt
θ)−

||HRt
θ||2

HRt
θH

T + σ2
n

. (6)

Note that the information depends on the predicted covariance
Rt

θ. Hereσn is the standard deviation of measurement noisen.

Another way to derive the information criterion is from infor-
mation theory Cover and Thomas (1991). The information con-
tent can be measured using the conditional entropy ofΘ given
observationy, which in information theory is the number of
bits to fully describeΘ given the observationy. The conditional
entropy isdet(Rt

Θ), which in principle is similar to (Eq. 6).

Given the information contentE , the goal of planning is to find
a production planP , or equivalently the bit vectorH, to max-
imize the information content. The evaluation of information
content is easy, but the search is difficult. In practice, there are
constraints on action preconditions and module connectivity
that H has to comply with. However, to gain insight, we first
address a much simpler problem: if there is no constraint, what
would be the bestH to maximize information content?

5.2 A simple example

Consider the simplified case where we have only two actions
A and B. Without loss of generality we assume thatRθ

t
=(

1 ρ
ρ 1

)
. Hereρ is the correlation coefficient, taking on values

−1 ≤ ρ ≤ 1, and is zero if and only ifA andB are independent.
For this system, the planner has three choices, listed in Table 1.

Plan H Info.Content

A [10] EA = 1+ρ2

1+σ2
n

B [01] EB = EA

AB [11] EAB =
2(1+ρ)2

2+σ2
n

Table 1. Plan choices and information content

Notice the following:

• Whenρ = 0, it is clear that planAB is the best choice in
terms of information content.

• Whenρ is close to -1, planA (or equivalently planB) is
more preferable than planAB.

• The switching point ofρ is decided byσ2
n. It is easy to

specify the exact switching point. Furthermore, we can
show that asσn → 0, the switching point will beρ = 0.

Imagine a situation when initiallyA andB are independent.
The analysis above suggests thatAB is optimal. Taking this
plan, we observe the sum of delay overA andB, which will
make the two modules negatively correlated. The next step
will favor plan A (or equivalentlyB) over AB due to the
negative correlation. ObservingA’s (or B’s) individual delay
will decrease the correlation betweenA andB, hence making
ρ smaller. At some point in time, we will favor the planAB
again. The plan search will alternate between the long planAB
and individual components (A or B).

5.3 InfoCollect: a greedy strategy for constructingH without
path constraint

Note the structure of the information content (Eq. 6).H is a
bit vector, of values 0 or 1 depending on whether an action is
involved in the production plan. The binary-valuedH simpli-
fies the computation significantly. The term in the numerator
HRθ is the selected row-sum of the covariance matrixRθ,
summing over rows with indexi ∈ P . The term in the denom-
inator HRθH

T is the grid-sum, summing over all grid points
{(i, j), i, j ∈ P}.
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Given the information criterion, the planner decides how to
search for the optimal plan. For this task, we first ignore any
network constraint onH, and proposeInfoCollect, a greedy
strategy which constructs the planP to maximize the informa-
tion content (Eq. 6). Neglecting the constraint onH essentially
assumes a fully reachable graph. In practice, the set of modules
which can be reach from any specific module may only by a
subset of all modules. Such routing constraints limit the choices
of production plans. In this case, the planH constructed by the
InfoCollect algorithm may not be feasible. However, we use
the algorithm as an inexpensive way to estimate the information
content. This is later used as heuristics to guide the optimal path
search (see the next section).

TheInfoCollect algorithm starts with an empty planP = ∅. It
incrementally decides which action to add toP by comparing
the benefit of including any single modulek into the plan
and greedily selecting the one with maximumE value. The
procedure repeats examining all undecided actions, until further
including any single action will decrease the overallE . This is
illustrated in Alg. 1.

Input: Covariance MatrixRθ, noise varianceσ2
n

Output: (1) Optimal bit vectorH and (2) the corresponding

information contentE = ||HRθ||2
HRθHT +σ2

n

begin
Included node set:P ← ∅
Undecided node set:U ← Asys

Initial score:e← 0
while U 6= ∅ do

for all i ∈ U do
ConstructPtmp by includingi into P ;
Compute information contentei usingPtmp ;

end
if max(ei) > e then

Find the actioni∗ producingmax(ei) ;
e← max(ei) ;
Modify set:P = P ∪ i∗, andU ← U\i∗ ;

else
U ← ∅

end
end
Generate bit vectorH from planP ;
Output bit vectorH and information scoreE ← e.

end
Algorithm 1: InfoCollect algorithm

InfoCollect is greedy in nature. The question is how well it
is compared to the true optimal plan (the “oracle”). We im-
plemented the greedy strategy and applied it to a set of ran-
domly generated covariance matrices. On average, among the
2M (M = 10 in our simulation) possible plans, about 7% plans
are better (giving largerE) than the plan picked byInfoCollect.
The oracle plan gives aE that is roughly 55% larger than that
produced byInfoCollect. Overall, we considerInfoCollect as
a efficient and practical way of estimating information content.
The computation complexity ofInfoCollect is O(M2), where
M is the total number of actions. This is much more effi-
cient than comparing all possible plans, which has complexity
O(2M ). The saving is apparent. Furthermore, the computation
of E is incremental. This is due to the computational structure:
the numerator is the row-sum, therefore adding a new module
corresponds to adding a new row to the existing row-sum.

B

A

C

D

G

E

Fig. 4. System used in the example.

Likewise, the denominator is a grid-sum ofR, which can also
be computed in an similar incremental fashion.

6. SEARCH FOR INFORMATIVE PLANS

The objective of pervasive adaptation is to use the adaptation
engine’s beliefs to influence production plans to gain additional
information about the delays of individual actions.

In a planning system where actions have conditions, actions
are only applicable iff the conditions satisfied. Thereforethe
underlying graph is not fully connected as we assumed in
InfoCollect. We need to find a suitable algorithm searching
for a plan which maximizes the information criterion (Eq. 6)
given the constraints of the action conditions. For this task, we
designed a best-first-search algorithm, which keeps a frontier
of best nodes to expand, until a goal state is reached. The
algorithm expands and reorders nodes based on the information
criterion (Eq. 6).

Best-first search requires a search node evaluation function
that estimates the quality of a node relative to other search
nodes in the frontier. If the evaluation function is admissible,
best-first search enjoys optimality. In our case of maximizing
information content, we need to estimate the information gain
collected by a plan. For this task, we pre-compute three setsfor
each action and we modify theInfoCollect procedure.

The three sets for an action are:{
Succa set of successor actions
Prea set of predecessor actions
NCa = Asys\(Succa ∪ Prea) set of actions not connected

(7)

TheInfoCollect procedure will give a close-to-optimal estimate
of how much information can be collected given a partial plan
P and the last action in that planal. We modify simply the input
bit vectorH:{

Hi = 0 for i ∈ Asys\(Succa al ∪ P ) unreachable
Hi = 1 for i ∈ P already visited
Hi = −1 for i ∈ Succa al reachable ahead

(8)
InfoCollect can be used to select which undecided actions
(those withHi = −1) to include in order to maximize the
information content (Eq. 6). Within theInfoCollect we modify
the algorithm such that if an undecided actiona is selected
the actions in its correspondingNCa are exonerated (set to
Hi = 0).

Consider the simple example graph in Fig. 4. A planP must
start at stateA and reach goal stateG. Initially it has two
choices:B andC:

• If going to B: the visited action set isP = {aA,B}. The
reachable set isSucca = {aB,D, aB,E , aD,G, aE,G}. The
non-reachable set is{aA,C , aC,E}. UsingInfoCollect, we
can estimate the information content, denote asEAB
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• If going to C: the visited action set isP2 = {aA,C}.
The reachable set isSucca = {aC,E , aE,G}. The non-
reachable set is{aA,B , aB,D, aB,E , aD,G}. Using Info-
Collect, we can estimate the information content, denote
asEAC .

SupposeEAB > EAC , then going toB is a better choice.
The best-first search expands the planAB first, and maintains
the frontier{AB,AC} as a sorted list. At this point, we need
to compareD andE using the sameInfoCollect mechanism
to compute information contentEABD and EABE . Now the
frontier contains planABD,ABE,AC, sorted based on their
respective information content value. The procedure repeats
until a plan the goal stateG is reached.

Note: although we use best-first search, we do not guarantee
optimality. The reason is that the estimate generated byInfo-
Collect is not always admissible. It would have to always over-
estimate the information content to be admissible. Although
the best-first search returns complete plans,InfoCollect does
not obey the complete plan constraint, hence the evaluation
stops including actions at a local information gain maximum,
producing higher information content estimate than feasible.
However, theInfoCollect algorithm itself is greedy in nature,
hence it could under-estimate. This breaks the admissible re-
quirement to guarantee optimality. Nevertheless, it provides
useful heuristics to guide the search.

7. EXPERIMENTS

To evaluate the practical benefits of pervasive model adapta-
tion, we implemented the evaluation functionInfoCollect. We
combined it with an existing model-based planner and adapta-
tion engine and tested the combined system on a model of a
modular digital printing press domain (see Ruml et al. (2005)
and Do and Ruml (2006)). Multiple planways allow the system
to parallelize production and use specialized print engines for
specific sheets (spot color). A schematic diagram showing the
paper plans in the machine appears in Fig. 3.

The planner receives a job from the queue and creates a plan
that will complete the job. It then sends the plan to a simu-
lation of the printing press. The simulation models the phys-
ical dynamics of the paper moving through the system. Plans
that execute on this simulation will execute unmodified on our
physical prototype machines in the laboratory. The simulation
determines the observation of the plan given the set of drifting
actions. If the plan is completed without any delay and the
sheet deposited in the requested finisher tray, we say the plan
succeeded in time, otherwise the plan execution failed or was
delayed in time. Pervasive diagnosis focuses on the case of fail-
ure (Kuhn et al. (2008b)), which we ignore in this experiment.
We focus here on plan execution delayed in time.

The original plan and the observed delay (delay might be
zero) of the plan execution are sent to the adaptation engine.
The engine updates the uncertainty belief model. Given the
new belief the planner greedily generates new plans based on
the information seeking approach used and releases those for
execution. Since there is a delay between submitting a plan
and receiving the observation, we plan production jobs from
the queue without optimizing for information gain until the
observation is returned. This keeps productivity high.

We evaluated the practical benefits of pervasive model adapta-
tion in two experiments: In experiment 1 we compare the infor-

mation gain of four different information seeking approaches.
In experiment 2 we analyze the long-term productivity of four
different production strategies.

7.1 Experiment 1 — Information gain

We compare the performance of four approaches using the same
model adaptation scheme, but different in their way of seeking
information:

• Regular model adaptation (passive), which uses regular
production plans (not optimized for model adaptation) to
seek information, hence it is passive in its information
collection strategy

• Uniform model adaptation, which generates production
plans with the objective to use all components of the
system uniformly in usage count to seek information

• Pervasivemodel adaptation, which generates informative
production plans using the approach described in the pa-
per to seek information, hence it actively probes the parts
of the system with highest uncertainty for information
collection while producing at the same time.

• Dedicatedmodel adaptation, which generates informative
test plans using the approach described in the paper to
seek information, but not producing any products. Dedi-
cated model adaptation has fewer constraints (no produc-
tion constraints) to obey than pervasive model adaptation
which results in more informative plans due to the bigger
plan space.

The experiment was repeated 200 times for each model adapta-
tion approach. Within each experiment we uniformly choose six
actions to drift in execution duration and performed 40 “plan,
execute, observe, update” cycles.
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Fig. 5. Comparison of regular, uniform, pervasive, and dedi-
cated model adaptation.

The results of the experiment are in Fig. 5. The figure shows
on the x-axis the number of performed “plan, execute, observe,
update” iterations and on the y-axis the uncertainty as the trace
of the covariance matrix (tr(Rt

θ)) in unit time squared. The
uncertainty is introduced by the six actions with drifting delay.
Since Regular model adaptation is not at all optimized for
adaptation it generates plans which in general do not provide
enough information for the adaptation engine. We see in Fig.5
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that the uncertainty accumulates over time andRegularfails in
limiting it. Uniform performs much better thanRegulardue to
the partial optimization for information gathering, but finally
fails in keeping the uncertainty on a steady state. In general
Uniform will fail if the redundancy is high in the system.
Pervasiveoptimizes the production plan for information gain
which results in low uncertainty in the system. This can only
be dominated byDedicateddue to the fewer constraints. Note
that Dedicatedwill not produce products. Overall we can see
that due to the active information gain optimizationPervasive
andDedicatedperform very well in controlling the uncertainty.
Finally Dedicateddominates all other approaches in seeking
information.

7.2 Experiment 2 — Long term productivity

In the second experiment we compared four production strate-
gies to assess their performance in long-term productivity. The
four strategies use the same model adaptation scheme, but
differ in their method of production and information seeking.
Before we explain the four different strategies we define a
maximum uncertainty levelmaxU above which we switch the
goal from production to information seeking. This switching
avoids downtime due to failures.

• Regular w/ dedicated.Regular production runs until the
maximum uncertaintymaxU is reached and then switches
to dedicated information seeking.

• Uniform w/ dedicated.Uniform production aims to use
all components of the system uniformly (by usage count).
It runs until the maximum uncertaintymaxU is reached,
and then switches to dedicated information seeking.

• Pervasive.Production using pervasive model adaptation,
which generates informative production plans using the
approach described in the paper to seek information.

• Regular w/ pervasive.Regular production, then switch to
production using pervasive model adaptation whenmaxU
is reach.

The experiment was repeated 200 times for each production
strategies. Within each experiment we uniformly chose six
actions to cause to drift in execution duration and performed
30 seconds of “plan, execute, observe, update” cycles. We set
the production and test rates to vary among the production
strategies: regular production3.1 sheets/sec, uniform produc-
tion 2.0 sheets/sec, pervasive production1.9 sheets/sec and
dedicated information seeking2.8 test sheets/sec. Note that
dedicated information seeking does not produce valid products
rather than test sheets. Regular production has the highestrate
since it is optimized for throughput, the second highest rate
has dedicated information seeking since it has not to obey
production constraints particularly it is not always necessary to
perform slow print actions. Pervasive production has the lowest
rate since obeys production constraints while optimizing for
information gain.

The results of the experiment are in Fig. 6. The upper figure
shows the uncertainty in the system as the trace of the covari-
ance matrix in unit time squared. We can see that all four strate-
gies except production usingpervasivemodel adaptation grow
in uncertainty relatively fast until a steady state of uncertainty
is reached. This is due to the fact that we switch to dedicated
information seeking if the uncertainty reachesmaxU . Since we
averaged over 200 experiments the steady state of uncertainty
stays undermaxU . The distance tomaxU indicate the amount
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Fig. 6. Comparison of different production strategies.

of information gain provided by the strategies in their produc-
tion mode.Pervasivemodel adaptation stays far undermaxU
due to its strong focus on good information seeking.

The lower figure shows the productivity of the production
strategies as productions per time. The results show thatuni-
form w/ dedicatedhas the lowest productivity. This results
from neither being optimized for throughput nor information
seeking.Regular w/ dedicatedand Pervasiveperform nearly
similar. Whereas regular production has high throughput but
provides low information gain,Pervasivehas low throughput
but provides high information gain. In our experiments it can
be seen that effects cancel each other out.Regular w/ pervasive
combines the strength of both worlds and performs therefore
best. Overall the best strategy is to focus on throughput until the
uncertainty grows to the maximum limitmaxU and switch than
to informative production plans provided by pervasive model
adaptation until the uncertainty drops.

8. CONCLUSION

The idea of Pervasive Model Adaptation opens up new op-
portunities to efficiently track models for the optimization of
the throughput of model-based systems. Continuous tracking
which would have required expensive production stoppages can
now be addressed on-line during production. While pervasive
model adaptation has interesting theoretical advantages,we
have shown that a tight combination of heuristic planning and
classical model adaptation can be used to create practical real
time applications as well.
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Abstract: Results for the diagnosability of hybrid dynamical networks are presented. These
results give the conditions for which arbitrary events (including faults) in hybrid networks
can be detected and isolated using a general class of indicator functions. These results emerge
from the overlap of the control theoretic fault detection and isolation (FDI) and diagnosis
(DX) communities. The interaction of the many systems in the network is exploited to achieve
diagnosability conditions dependent only on the number of events in the network rather
than the number of interconnected systems. The algorithmic complexity of the diagnosability
conditions and methods of choosing a minimal indicator set that guarantee diagnosability are
also addressed.

1. INTRODUCTION

The physical interconnection of myriad types of dynamical
systems is often referred to as a dynamical network.
Understanding the operation of such networks in order
to better manage them is becoming more important given
the many real world dynamical networks in the engineering
domain, of which electricity and information networks, like
the Internet, are two examples.

The interconnection of many dynamical systems is known
to lead to complex, emergent behavior not observed in the
individual dynamic systems. The accurate diagnosis, that
is the detection and isolation, of faults and other events
in dynamical networks has thus emerged as an important
problem in characterizing the operation of such networks.

This work extends the notion of diagnosability as studied
in the field of Discrete Event Systems to Hybrid Systems.
The Hybrid System framework, as developed in Blackhall
and Kan John (2008), aims to augment diagnosis and
control capabilities on such systems by combining Dis-
crete Event System modeling and analysis techniques with
control and system theoric methodologies. Diagnosability
is significantly complicated in dynamical networks due to
the interaction of the fault and event characteristics of the
many interconnected systems.

Modeling electricity or information networks as hybrid
dynamical networks therefore allows us to better charac-

? This research was supported by NICTA in the framework of the
SuperCom project. NICTA is funded by the Australian Government
as represented by the Department of Broadband, Communications
and the Digital Economy and the Australian Research Council
through the ICT Centre of Excellence program.

terise their behaviours which have both a discrete and a
continuous component.

Diagnosability is presented here as the ability to detect
the occurence of an event in a system given a model of the
system and a set of observable indicators. Each indicator
is an observation on a set of events.

We present here a very general characterization of the
diagnosability conditions for the detection and isolation
of multiple, arbitrary sequential or simultaneous events in
hybrid dynamical networks.

2. PREVIOUS WORK

Diagnosability definitions are provided in a number of
different works, including Sampath et al. (1995); Cordier
et al. (2006); Pencolé (2004) and Bayoudh et al. (2006), in
the model-based diagnosis literature. All relate to the abil-
ity to determine, given a system model and observations
on the system, that a fault or set of faults have occured.
Being able to distinguish between faults is an additional
benefit. Our definition of diagnosability is close to the one
presented in Bayoudh et al. (2006) and is explicitly defined
in Section 8.1.

The study of hybrid systems is relatively recent and has
emerged from the overlap of control theoretic fault de-
tection and isolation and diagnosis methods. These ap-
proaches, as well as some supporting literature, are briefly
reviewed here. A comparison of diagnosability is done
in Cordier et al. (2006) where correspondences between
concepts used in FDI and DX are clarified and the di-
agnosability problem as understood in both fields can be
brought to one common formulation using the concept of
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signatures. This common ground is what hybrid system
diagnosis and diagnosability studies are based on.

FDI methodologies focus mainly on continuous systems
with dynamical behaviour and have sought to ensure the
robust operation of such systems in the presence of faults.
Control and system theoric techniques are used to model
uncertainties as well as process and measurement noise. A
good overview of these methods can be found in Gissinger
et al. (2000) Hou and Muller (1994), Frank (1996) and
Luong et al. (1997). This area of work has generally
focussed on specific examples or classes of systems and has
typically used observers and residual generators to detect
deviations of the observed system trajectory away from
some nominal operating condition.

On the other hand the diagnosis community typically
focusses on logical systems as in Reiter (1987). Within the
diagnosis community there has been substantial work on
the diagnosis of discrete event systems as in Cassandras
and Lafortune (1999) and Sampath et al. (1995). An
extension of the discrete diagnosis approach has been to
perform diagnosis on hybrid systems as in Bayoudh et al.
(2008), McIlraith et al. (2000), Yang et al. (2008) and
Cocquempot et al. (2004). Hybrid systems allow both the
continuous and the discrete dynamics of a system to be
encapsulated, thus providing an accurate model for many
real world systems.

What is needed from both an FDI and DX perspective is
a more general framework that unifies techniques from the
two fields in order to provide methods of addressing the
more difficult problem of fault detection and isolation in
hybrid dynamical networks. We use a similar unification
approach as presented in Cordier et al. (2006) and extend
on the concept of signatures. Additional supporting work
used within this paper is drawn from the field of probing,
an overview of which can be found in Brodie et al. (2002).

3. MOTIVATION

The motivation for this work is to develop tools to analyse
power grids which are a type of complex dynamical net-
works. Most of the body of work available on electricity
networks focus on their dynamical behaviour, Kinney et al.
(2005); Hill and Chen (2006). One important representa-
tion they use is to model a network by using a graph. In
Kinney et al. (2005), the nodes of the graph represent the
substations and the edges represent the transmission lines.
In more complicated models, we could take the nodes to
represent other components (e.g. switches or transformers)
on the network as well. In section 5, we present a simpli-
fied model of a system that could represent an electricity
network or any similar network (e.g. the Internet).

The fact that networks have a graphical representation
facilitates the bridging of methodologies from FDI and
DX. In the DX community, it is common to extricate an
automaton representation from the graph of a system. We
then use the concept of signatures, where a signature is
defined as in Cordier et al. (2006) as being a function
associating a set of observables to each event, to link
continuous and discrete behaviours. There can be different
approaches in obtaining a fault signature. For example, in
Bayoudh et al. (2006), Analytical Redundancy Relations

(ARR) and residuals are used. We use direct detection
of mode changes by regression techniques to get fault
signatures as presented in Blackhall and Kan John (2008).
A mode change corresponds to a change in signature.
Essentially we are able to extract an overarching discrete
automaton where each mode of the automaton has its own
continuous dynamics (explained further in Section 6).

The term ‘indicator function’ in our work corresponds
broadly to what is meant by ‘event signature’. We define
indicator functions in Section 7.

4. HYBRID DYNAMICAL NETWORKS

Dynamical networks emerge from the interconnection of
many individual dynamical systems, where each dynamical
system is a node in the network. Hybrid dynamical net-
works (subsequently referred to as networks) are networks
where the individual dynamical systems have a hybrid
characteristic as in Zhao and Hill (2008), that is, the
fundamental dynamics of each dynamical system have a
finite number of discrete operating modes. The governing
dynamics for each node (Nk) of the hybrid dynamical
network is given by:

ẋk = fkσk (xk,ukσk
) +

∑

j

lkjσk (xk,yj)

yk = hkσk (xk)
(1)

for k ∈ 1, 2, · · · ,K where σk is the mode switching
signal taking values in Mk = {1, 2, · · · ,mk} where the
value of the mode switching signal is assumed known at
time t0. At each node xk ∈ Rnk are the internal states,
ukσk

∈ Rmkσk are the local control inputs and yk ∈ Rpk
are the measurable outputs. The internal dynamics at
each node are given by (fkσk (xk,ukσk

) : Rnk × Rmkσk →
Rnk) and the measurable output is given by (hkσk (xk) :
Rnk → Rpk). The dynamical effect of the j-th node being
connected to the k-th node is given by the interconnection
dynamics (lkjσk (xk,yj) : Rnk × Rpj → Rnk).

When there is only a single system in the network we
recover the usual definition for a single hybrid dynamical
system. We assume that the state of the system is contin-
uous and does not exhibit abrupt changes at the instant of
switching mode. The entire internal, control and network
dynamics of the network can be characterized by the K-
tuple ([σ1(t), σ2(t), · · · , σK(t)] ∈ {M1 ×M2× · · · ×MK}).
It should be noted that both the Continuous and Discrete
faults detailed in Yang et al. (2008) can be analysed in the
proposed hybrid systems framework.

5. RUNNING EXAMPLE

We present now an introduction to the example that will
be presented throughout this paper. We have a simple
four node, fully interconnected hybrid dynamical network
as seen in Fig. 1. We are interested in determining the
structural diagnosability of the network. The structural
diagnosability refers to the ability to accurately detect
node and/or link failures in this network.

A link failure occurs when a given link between two nodes
fails and a node failure occurs when a node, and all its
interconnections, are simultaneously removed from the
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Fig. 1. The four node, six link complex network analyzed
in this example.

network. These structural changes can be well codified in
the theory of hybrid dynamical networks outlined earlier
where a change in the interconnection structure of the k-th
node corresponds to a different operational mode (σk) and
thus different interconnection dynamics (lkjσk (xk,yj)).

From this perspective there are ten distinct faults that can
occur, corresponding to the four node failures and six link
failures. A link failure between two nodes, caused by either
a link or node failing, can be seen to impact both nodes
to which it is connected. Hence, it is possible to determine
the occurrence of the link failure from observing either
of the connected nodes. It is of interest to determine the
conditions under which these node and link failures are
diagnosable. The example will be continued in the Example
Continued sections throughout the paper.

6. MODES AND EVENTS

The discrete operating modes of each system in a hybrid
dynamical network completely describe the operation of
the network as a whole. These modes can correspond to
arbitrary operating conditions, some nominal and some
induced through the occurrence of a fault or other event
in the network. We use the term events to be very general
and include faults and other events of interest that can be
characterized by a change in operating mode. We assume
that there are a finite number of events (including faults)
that can occur within the network and we can thus define
the set (E) of n network events:

ei ∈ E, ∀i ∈ {1, 2, · · · , n} (2)
representing all the possible events that can occur in the
network. We then define the status of an event (ei) as:

ei[tλ,tλ+1) =
{

0 Event ei hasn’t occurred in [tλ, tλ+1).
1 Event ei has occurred in [tλ, tλ+1).

(3)
This representation, as we will see later, has important
benefits for computing the diagnosability of the hybrid
dynamical network. Additionally [tλ, tλ+1) is a sampling
interval for arbitrary tλ and tλ+1 where tλ+1 > tλ. We
will see later that this sampling interval is necessary for
the indicator functions of Section 7 to be robustly defined.
There is an explicit assumption here that an event ei can

only occur once in the interval [tλ, tλ+1). The sampling
interval can be varied depending on the requirements of
the particular network and the sampling intervals cover
the entire operational time of the network thus:⋃

λ∈Z+

[tλ, tλ+1) = [t0, t∞) (4)

where Z+ is the set of nonnegative integers.

We also define the set of active events Ω[tλ,tλ+1) ⊆ E to
be the set of events that are occurring in the time interval
[tλ, tλ+1):

Ω[tλ,tλ+1) = {ei|ei[tλ,tλ+1) = 1} (5)
It should be noted that the true value of ei[tλ,tλ+1) and
Ω[tλ,tλ+1) is never known explicitly and this is what we
seek to estimate with a given diagnosis.

The events that occur in the network cause a correspond-
ing mode change in some or all of the hybrid systems in
the network. It is common to represent the relationship be-
tween the network events and the discrete operating modes
of the k-th system by a deterministic finite automaton as
in Cassandras and Lafortune (1999). This gives:
Definition 1. (Deterministic Finite Automaton (DFA)). A
deterministic finite automaton for the discrete behavior of
the k-th hybrid system in the network is given by the tuple:

Skdisc = 〈Mk, Ēk, Tk〉 (6)
where for the k-th system Mk is the finite set of system
modes, Ēk ⊆ E is the set of events which cause a mode
transition and Tk is the transition function that maps an
event and mode into a new mode, Tk : Mk × Ēk →Mk.

The DFA formalizes the relationship between the operat-
ing modes of each of the hybrid systems and the events
that occur within the network. In large interconnected
networks it is common that a single event will appear in
the DFA for a number of systems in the network. This
corresponds to a single event being responsible for mode
changes in more than one hybrid system in the network.
We can exploit this behavior to determine the operating
mode of each system in the network without needing to
determine the operating mode of each system explicitly.
This can be shown by:
Lemma 2. (Hybrid System Mode Determination). Given
the automaton (Skdisc) and the initial operational mode
(σk(t0)) of the k-th system and assuming that no more
than one event in Ēk occurs in each sampling interval
[tλ, tλ+1) then knowledge of Ω[tλ,tλ+1) (where Ω[tλ,tλ+1) ∩
Ēk contains the relevant events for the k-th system) for
all sampling intervals [tλ, tλ+1) will allow determination
of σk(tλ+1) for all tλ+1.

Proof. Given Skdisc and σk(tλ) we can determine
σk(tλ+1) after the interval [tλ, tλ+1) using:

σk(tλ+1) = Tk(σk(tλ),Ω[tλ,tλ+1) ∩ Ēk) (7)

Remark 3. Although we require that only a single event
occurs in a given sampling interval for each system, this
does not restrict the possibility that multiple events can
occur simultaneously as multiple events affecting different
systems in the network may occur simultaneously. Addi-
tionally, assuming that the sampling interval is sufficiently
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small compared to the fault occurrence interval then this
assumption can be seen to be very unrestrictive.

From this we see that if every event in the network
can be determined in each time interval then the K-
tuple ([σ1(tλ+1), σ2(tλ+1), · · · , σK(tλ+1)]) can be reliably
determined for all tλ+1. For this reason the diagnosability
of the operational mode of each system in the network
can be reduced to the diagnosability of all the events in
the network. Finding reliable methods of determining the
events that are occurring in the network is the topic of the
following section.

7. INDICATOR FUNCTIONS AND EVENT
DETECTION

It is common in dynamical systems to have indicators;
quantities that indicate the transition of a system between
modes or that measure the occurrence of an event directly.
An indicator thus represents the signature of an event.We
saw in Section 6 that if it is possible to determine the
occurrence of all events in the hybrid network then it is
possible to know the operational mode of all systems in the
network. In showing this we have effectively decoupled the
problem of detecting and isolating network events and the
determination of the operational mode of every system in
the network which is the eventual goal. We can formalize
the concept of indicator functions as follows.
We define the set (S) of m indicator functions as:

sj ∈ S, ∀j ∈ {1, 2, · · · ,m}. (8)
where:

sj := 〈gj ,Ψj , Esj , νj〉 (9)
is a tuple where Ψj ⊆ Qj ⊆ Rκj and Ψj and Qj are well-
defined. The indicator function gj : Rqj → Qj ⊆ Rκj is
defined as:

gj(Yj[tλ,tλ+1)) ∈
{

Ψj ⊆ Qj if Esj ∩ Ω[tλ,tλ+1) 6= ∅
Qj \Ψj if Esj ∩ Ω[tλ,tλ+1) = ∅ (10)

where Yj[tλ,tλ+1) ∈ Rqj are an arbitrary combination of
observations taken from the measurable outputs (yk) of
any system in the network in the interval [tλ, tλ+1). Esj ⊆
E is the set of events that can be detected by sj resulting
in the indicator returning a result in Ψj ⊆ Qj . The value
of indicator sj is given by:

νj =

{
1 gj(Yj[tλ,tλ+1)) ∈ Ψj

0 otherwise
(11)

Essentially, the j-th indicator function will return a value
in a well defined region (Ψj) of Rκ when one of a set of
events (Esj ) that is detectable by sj occurs in the interval
[tλ, tλ+1).

The generality of this approach can be seen in that a
particular indicator function does not need to detect a
given event with perfect certainty but rather that the
indicator function will determine that one of a set of
events has occurred with perfect certainty. This reduces
considerably the burden placed on the designer of the
indicator functions. The only assumption made here is
that it is possible to create an indicator function with the
required properties.

There are a number of methods of creating indicator func-
tions and all can be suitable for use within the framework

Indicator N1 N2 N3 N4 L1 L2 L3 L4 L5 L6

s1 0 1 0 0 1 0 0 0 0 0
s2 0 0 1 0 0 1 0 0 0 0
s3 0 0 0 1 0 0 0 0 1 0
s4 1 0 0 0 1 0 0 0 0 0
s5 0 0 1 0 0 0 0 0 0 1
s6 0 0 0 1 0 0 0 1 0 0
s7 1 0 0 0 0 1 0 0 0 0
s8 0 1 0 0 0 0 0 0 0 1
s9 0 0 0 1 0 0 1 0 0 0
s10 1 0 0 0 0 0 0 0 1 0
s11 0 1 0 0 0 0 0 1 0 0
s12 0 0 1 0 0 0 1 0 0 0

Fig. 2. The fault signature matrix for the complete set of
event indicators that are available in the four node
hybrid network in this example.

outlined. Existing work has generally focussed on residual
indicators detecting a difference between the nominal and
actual trajectory of the system as in Cocquempot et al.
(2004). Recent work on the structural diagnosis of hybrid
networks has shown that such indicators can work by
detecting the mode changes directly as in Blackhall and
Kan John (2008).

7.1 Event Dependency/Fault Signature Matrix

An alternative simple representation of the events de-
tectable by a given indicator function can be achieved
using an event dependency matrix as in Brodie et al.
(2002) or equivalently a fault signature matrix as in Travé-
Massuyès et al. (2004) . We define this to be:

DS,E(j, i) =
{

1 ei ∈ Esj
0 otherwise

(12)

Here DS,E is an m × n matrix showing how events are
detectable through indicator functions. The question that
arises is what conditions on the matrix DS,E will allow us
to guarantee that every event in the network is diagnosable
in all time intervals [tλ, tλ+1), which is addressed in Section
8.1.

7.2 Example Continued - Fault Signature Matrix

In Blackhall and Kan John (2008) the diagnosis method
presented is equivalent to having indicator functions that
allow the node and link failures to be detected by directly
measuring the change in the operational mode. The diag-
nosis could indicate either that the link itself had failed,
or that the node at the end of the link had failed, thus
each indicator could reduce the potential fault to one of
two possible faults. If we assume that all possible event
indicators can be implemented then each of the four nodes
will have three unique event indicators corresponding to all
the link and node failures that can be measured by that
node. The corresponding fault signature matrix for these
event indicators is shown in Fig. 2 and it is from this set
of estimators that we must choose the indicator sets for
both fault detection and fault isolation.
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8. DIAGNOSABILITY OF HYBRID DYNAMICAL
NETWORKS

We have shown, in Lemma 2, that for the hybrid dynamical
network to be diagnosable we require the network events
to be diagnosable in all time intervals [tλ, tλ+1). We now
present the conditions under which the network events E
are diagnosable in each time interval [tλ, tλ+1) with event
indicators S. We present two preliminary definitions on
diagnosability that formalize the results we seek.

8.1 Diagnosability

We consider two definitions of diagnosability that corre-
spond to the fault detection and fault isolation problem.
We refer to them as weak diagnosability and strong diag-
nosability respectively.
Definition 4. (Weakly Diagnosable). A network is weakly
diagnosable with respect to a subset of events (Ē ⊆ E)
with a given set of event indicators (S̄ ⊆ S) if the set of
event indicators is able to detect the occurrence of any
event in the set (Ē). we can write:
Weakly Diagnosable(Ē), Ē ⊆ E, ∃S̄ ⊆ S, where S̄ =
{sp1 , · · · , spd}, Ē ⊆ {Esp1 , · · · , Espd}, where 1 ≤ p1 <
· · · < pd ≤ m for d ≤ m.
Definition 5. (Strongly Diagnosable). A network is strongly
diagnosable with respect to a subset of events (Ē ⊆ E)
with a given set of event indicators (S̄ ⊆ S) if the set
of event indicators is able to detect the occurrence of
any event in the set (Ē) and if the diagnosed set of
events (Ωdiag) is equal to the true event set (Ω). That is
Ω = Ωdiag. We can write:
Strongly Diagnosable(Ē), Ē ⊆ E, ∃S̄ ⊆ S, where S̄ =
{sp1 , · · · , spd}, Ē ⊆ {Esp1 , · · · , Espd}, where 1 ≤ p1 <
· · · < pd ≤ m for d ≤ m. We also have the additional
requirement that Ω = Ωdiag.
Remark 6. Within the definition of strong diagnosability
it is possible for this to be for single faults or multiple
faults. In the case of multiple faults there are 2n−1 possible
sets of faults corresponding to all possible combinations
of faults occurring. Meeting the requirement of strong
diagnosability for every possible set of faults can be seen
as a very complicated problem. For this reason we say that
a hybrid dynamical network is strongly diagnosable for a
given set of faults. If, for example, we were interested in
determining the simultaneous occurrence of pairs of events
((eα, eβ) for all α, β ∈ 1, 2, · · · , n, such that α 6= β) then we
would say that the hybrid network is strongly diagnosable
for all possible pairs of events.

We now present the conditions for fault detection and fault
isolation; the conditions required to satisfy the strong and
weak diagnosability conditions.

8.2 Weak Diagnosability - Fault Detection

The fault detection problem is to determine if the chosen
indicator functions sj ∈ S̄ will ensure that the occurrence
of any event(s) will result in one of the chosen event
indicators being active (νj = 1). Formally this gives us:
Theorem 7. Given the set of event indicators S̄ and the set
of events we wish to detect (Ē) then the hybrid dynamical
network is weakly diagnosable if:

⋃

{j|sj∈S̄}
Esj = Ē (13)

This corresponds to there being a one in all columns of the
corresponding fault signature matrix (DS̄,Ē).

Proof. It can be verified that this condition satisfies
the weak diagnosability condition given in Def. 4. The
corresponding proof for the fault signature matrix follows
from Brodie et al. (2002) which first established the result
in the context of probing.

Example Continued - Fault Detection From the complete
set of mode estimators given in Fig. 2 it is possible
to determine if a given indicator set will satisfy the
fault detection condition. Ignoring the method by which
this set is chosen we are able to verify easily, using the
earlier conditions, that the set in Fig. 3 satisfies the
weak diagnosability condition. Subsequently isolating the
location of the fault requires additional conditions to be
satisfied and we address this in the following section.

8.3 Strong Diagnosability - Fault Isolation

The problem of fault isolation is to determine a set of event
indicators such that each fault can be uniquely identified.
We will address single fault and multiple fault isolation
separately.

Single Fault Isolation The case of single fault isolation,
where only a single fault is active at any given time
(|Ω| = 1), is the less general fault isolation problem but
due to its connection with previous results in Brodie et al.
(2002) it is presented independently. Formally we have:
Theorem 8. Given the set of event indicators S̄ and the
single fault we wish to detect (ei ∈ Ē) then the hybrid
dynamical network will be single fault isolable if it is
weakly diagnosable and

(
⋂

{j|sj∈S̄,ei∈Esj }
Esj ) ∩ (Ē \

⋃

{j|sj∈S̄,ei /∈Esj }
Esj ) = ei = Ω

(14)
This corresponds to all the columns of the fault signature
matrix (DS̄,Ē) being unique, with at least a one in every
column.

Proof. We are taking the intersection of the possible
events as determined by the active event indicators with
the possible events as determined by the inactive indica-
tors. We can verify that this condition satisfies the require-
ments of the strong diagnosability condition given in Def.
5. The corresponding proof for the fault signature matrix
follows from Brodie et al. (2002) which first established
the result in the context of probing.

Example Continued - Single Fault Isolation From the
complete set of mode estimators given in Fig. 2 it is
possible to determine if a given indicator set will satisfy
the single fault isolation condition. Ignoring the method by
which this set is chosen we are able to verify easily, using
the earlier conditions, that the set in Fig. 3 allows single
fault isolation to occur. We now show the conditions for
which multiple faults can be isolated presenting the most
general case of the fault isolation condition.
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Indicator N1 N2 N3 N4 L1 L2 L3 L4 L5 L6

s1 0 1 0 0 1 0 0 0 0 0
s2 0 0 1 0 0 1 0 0 0 0
s3 0 0 0 1 0 0 0 0 1 0
s4 1 0 0 0 1 0 0 0 0 0
s5 0 0 1 0 0 0 0 0 0 1
s6 0 0 0 1 0 0 0 1 0 0
s7 1 0 0 0 0 1 0 0 0 0
s8 0 1 0 0 0 0 0 0 0 1
s9 0 0 0 1 0 0 1 0 0 0

Fig. 3. One possible set of estimators that satisfy the
fault detection and single fault isolation conditions
presented earlier.

Multiple Fault Isolation When multiple faults occur
(that is |Ω| ≥ 1) it is no longer possible to isolate the
faults using the fault isolation condition defined previously.
We now seek to isolate the occurrence of multiple faults
by determining the events that are not occurring through
exploiting our knowledge of the indicators that are not
active. Formally this gives us:
Theorem 9. Given the set of event indicators S̄ and the set
of faults we wish to detect (Efaults ⊆ Ē) then the hybrid
dynamical network is multiple fault isolable for Efaults if
it is weakly diagnosable and

Ē \ (
⋃

{j|sj∈S̄,Efaults∩Esj=∅}
Esj ) = Efaults = Ω (15)

This corresponds to a one in every column of the fault sig-
nature matrix (DS̄,Ē) to satisfy weak diagnosability as well
as a one in every column of the submatrix (DS,Ē\Efaults

⊆
DS̄,Ē) where S = {sj |Efaults ∩Esj = ∅} is the set of event
indicators not sensitive to any of the fault events.

Proof. Again it is easy to verify that the condition
presented satisfies the strong diagnosability condition of
Def. 5. The corresponding condition for the fault signature
matrix can be seen as simply the fault detection condition
for those events that are not occurring.

The strong diagnosability condition for multiple faults is
also applicable for single faults and is thus the most general
diagnosability result presented in this work.

8.4 Example Continued - Multiple Fault Isolation

From the complete set of mode estimators given in Fig.
2 it is possible to determine if a given indicator set will
satisfy the multiple fault isolation condition for a given
fault set or class of fault sets. For clarity we focus on
the isolation of the pair of faults when node N4 and link
L1 fail. We are able to verify easily, using the earlier
conditions, that the set in Fig. 4 satisfies the conditions for
the multiple faults indicated. It should be noted that this
set of indicators will not necessarily satisfy the multiple
fault diagnosis condition for an arbitrary set of faults,
highlighting the complexity of the arbitrary multiple fault
isolation problem.

8.5 Complexity

In all cases in the preceding analysis it should be noted
that the complexity of the algorithms is polynomial as

Indicator N1 N2 N3 N4 L1 L2 L3 L4 L5 L6

s1 0 1 0 0 1 0 0 0 0 0
s3 0 0 0 1 0 0 0 0 1 0
s7 1 0 0 0 0 1 0 0 0 0
s8 0 1 0 0 0 0 0 0 0 1
s10 1 0 0 0 0 0 0 0 1 0
s11 0 1 0 0 0 0 0 1 0 0
s12 0 0 1 0 0 0 1 0 0 0

Fig. 4. The event indicators necessary to allow multiple
fault diagnosability for node N4 and link L1 failures.

it consists of checking a simple set theoretic or matrix
condition.

9. DETERMINING THE MINIMAL INDICATOR SET
FOR DIAGNOSABILITY

We have thus far presented conditions that guarantee the
diagnosability of a given hybrid dynamical network. It
remains to show how to determine the minimal set of
event indicators Smin ⊆ S such that the diagnosability
conditions are satisfied. We will present a complexity anal-
ysis of each of these problems to guide the development of
algorithms for finding such a minimum diagnosability set.

9.1 Complexity Analysis

Theorem 10. (Fault Detection Complexity). Fault
detection is NP-hard

Proof. Fault detection is exactly the minimum set cover
problem Karp (1972) which is known to be NP-hard.

Theorem 11. (Single Fault Isolation Complexity). Single
fault isolation is NP-hard.

Proof. This was shown to be true in Brodie et al.
(2002) using a reduction from the fault detection problem
outlined previously.

Theorem 12. (Multiple Fault Isolation Complexity). Mult-

iple fault isolation is NP-hard.

Proof. To satisfy the conditions for multiple fault di-
agnosis we see that we need to provide a minimum set
cover for Ē \ Efaults from the set {sj |Esj ∩ Efaults = ∅}
and a minimum set cover for Efaults from the set
{sj |Esj ∩ Efaults 6= ∅}. The union of these minimum set
cover will necessarily be the minimum indicator set for
multiple fault diagnosis. As both of these are the minimum
set cover problem that was shown in Karp (1972) to be
NP-hard the multiple fault isolation is clearly NP-hard.

Having shown the computational difficulty of each of these
problems we see that finding the minimal set that guar-
antees diagnosability is a complicated task. Results for
this minimum diagnosability set are beyond the scope
this paper. The reader is directed to results in Brodie
et al. (2002) and Cormen et al. (2001) for suitable poly-
nomial time methodologies giving algorithms that would
allow the near optimal minimum diagnosability set to be
determined. Additional methods of finding such minimal
diagnosability sets is an active area of future work.
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10. CONCLUSION

In this paper we have presented a general framework for
determining the diagnosability of hybrid dynamical net-
works using a general class of indicator functions. We show
that determining the operational mode of each system in
the network reduces to determining the occurrence of all
events in the network. Weak and strong diagnosability re-
sults are hence presented in this context. The generality of
the approach provides flexibility in designing appropriate
indicator functions to exploit this result.

We have shown that determining if a given set of indica-
tors satisfies the diagnosability conditions has polynomial
complexity however choosing a minimum set of such in-
dicators that still guarantees diagnosability is NP-hard.
This suggests that future work in this area should focus
on the development of algorithms that can recover a near
optimal solution in polynomial time. These results would
be directly applicable to the construction of minimum
order diagnosis engines for a variety of real world hybrid
dynamical networks.
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Abstract: The interaction between business processes (BPs) by means of a choreography is
considered as a Business-to-Business Collaboration (B2BC). This work presents a proposal
to diagnose faulty activities in B2BC using choreography structural analysis. Model-based
diagnosis could be achieved by using a Business-to-Business Interaction Model (B2BIM) and
an Orchestration Model (OM) for the local diagnosers corresponding to every business process
that participates in the collaboration. Therefore, the model is distributed among the different
diagnosers, where none of them has global information about how the system is modelled. The
communication between processes is via messages according to the B2BIM.
The problem of finding all diagnoses (all faulty activities that explain a misbehavior), or even a
single diagnosis, is intractable. In order to improve the performance of the distributed diagnosis,
the knowledge of the workflow for all the business processes is simplified in the Compiled
Orchestration Model (COM) in an offline way. Some empirical results are shown for different
B2BCs.

Keywords: Choreography Analysis, Business Processes, Model-Based Diagnosis.

1. INTRODUCTION

Currently business processes are composed of a large num-
ber of activities that interact by means of a choreogra-
phy with other processes. It could be considered as a
Business-to-Business Collaboration (B2BC). In this paper,
we restrict the study to the operational processes. The
lifecycle of the business process management to support
these operational business processes is shown in Fig. 1. In
the design phase, the business processes are designed or re-
designed. Then, they are implemented in the configuration
phase by configuring a process aware information system
(e.g., a workflow management system). In the enactment
phase, the operational business processes are executed and
deployed using the configured system. Finally in the eval-
uation and diagnosis phase, the operational processes are
monitored and analyzed to determine possible problems
and to ensure the selection of an appropriate repair action.
This evaluation and diagnosis phase is named only as
diagnosis phase by other authors Weske et al. [2004].

Enactment

Evaluation and

Diagnosis

Design and
Analysis

Configuration

Fig. 1. Business process lifecycle.

When the configured business processes are enacted, any
failure in B2BC could have important effects on the op-
erational activities over the companies that are collabo-
rating. In these cases, the end-users or customers present
the corresponding complaints about the accuracy of the
complex request if the SLA (Service Layer Agreement) is
not satisfied. Then, the aim of the diagnosis phase is to
determine the activity or the set of activities that could
explain this failure as soon as possible.

Our proposal is based on the main ideas of the DX
community approaches by Reiter [1987], Kleer et al. [1992].
These works were proposed to find out the discrepancies
between the observed and correct behavior of a system
according to a global model. In this paper, we intend to
adapt the DX methodology to fault diagnosis for B2BC
where the model is totally distributed. We could consider
the B2BC as a distributed system that is composed of
different business processes that interact via messages.

In distributed systems, the traditional diagnostic tools
that have a single diagnostic agent (diagnoser) with a
model of the whole system to be diagnosed, could be pos-
sible or desirable. Moreover the integration of knowledge
into one model of the system is infeasible if the system is
too large or distributed over different local entities. In some
systems, the knowledge integration can proceed from dif-
ferent local diagnostic processes situated in different nodes
(it is called spatially distributed) or from different fields of
expertise (it is called semantically distributed). The fault
diagnosis of systems could be classified as follows:
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• Centralized approach. It is the traditional model-
based diagnosis where the diagnostic algorithm is
running in only one host. This host obtains all the
observations in order to perform the global diagnosis.
• Decentralized approach. Where a global diagnosis

of a system is obtained using a central coordination
process and a local diagnoser for each subsystem
that form the whole system. Some examples were
presented in Debouk et al. [1998], Pencolé [2000],
Gomez-Lopez et al. [2006], where local diagnosers are
communicating to a coordination process obtaining a
global diagnosis.
• Distributed approach. This approach is the aim of

this paper for B2BC. It uses communication by a set
of local diagnosers instead of requiring a global coor-
dination process such as in a decentralized approach.
In the literature, there are several proposals where
there is no centralized control structure or coordi-
nation process (Bianchini and Buskens [1992], Fabre
et al. [2002], Provan [2002], Roychoudhury et al.
[2005], Su and Wonham [2004]). Each local diagnoser
is communicating directly with other diagnosers. In
these systems the model is distributed, the diagnosis
is locally generated and the inter-component consis-
tency should be satisfied.

Different related works to B2BC have been proposed by
the DX community in the WS-Diamond European Project.
A first work includes diagnostic capabilities to improve
Web Services (Ardissono et al. [2005]). A generalization
has been proposed in Console et al. [2007]. Another one to
obtain fault tolerant Web Services (Ardissono et al. [2006])
uses intelligent exception management. But these solutions
are developed taking into account a decentralized ap-
proach. Our solution is centered in a distributed approach,
where each process that forms the B2BC counts on a local
diagnoser which is in charge of the communication and
establishes the local diagnosis. The coordination of all the
diagnosers obtains the objective of the global diagnosis.
The possible fault in a business process could be:

(1) the creation of a model that does not correspond to
the real process,

(2) one or more than one activity are not executed as it
was modelled, and

(3) errors in the definition of the interactions between
the activities of a process, or between the activities
of different processes.

Our work is centered in item (2) where the errors are
related to the faulty activities (they are not executed as
it was modelled). In order to develop the fault diagnosis
for B2BC, we propose a method with two phases: the
first phase, which is offline, obtains a precompiled model
for each diagnoser using the structural analysis and the
concept of cluster, and the second online phase, which
for given incorrect results of the B2BC (complaints of
end-users o customers) determines the faulty activities
that explain these incorrect results. This method makes
possible an improvement of the temporal efficiency, since
a compiled model is obtained offline.

An important difference of our solution with respect to
previous ones is that it is not necessary to carry out a com-

plete computational treatment of the business processes
instances to know what activities are failing.

This work is organized as follows: Section 2 presents the
assumptions and key concepts related to distributed di-
agnosis for B2BC. Section 3 shows the description of the
models necessary to diagnose B2BCs and presents a moti-
vating example to explain our proposal. Section 4 presents
the distributed algorithm using the previous example. In
Section 5 some experimental results are shown. Finally,
some conclusions and future work are presented.

2. FAULT DIAGNOSIS FOR B2BC

The fault management procedures in B2BC require that
the faults are diagnosed and localized as precisely and
efficiently as possible to ensure proper corrective actions. It
is desirable to automatically diagnose system malfunctions
in a timely and efficient manner to reduce the impact of
the faults on the utility of the B2BC. We consider that
the B2BC design ensures that the participant business
processes are compatible to interact successfully according
to the overall collaboration. It implies:

• No erroneous interaction between the BPs
• The messages that can be sent by a participant BP

correspond to messages that other participant BPs
can receive (structural compatibility)

• The partner BPs involved in a B2BC need to agree
on this collaboration to avoid deadlock and livelock

With these assumptions, the initial key idea for diagnosing
faults in B2BC is that each local diagnoser that belongs
to any BP of the collaboration has two models:

• BP Interaction Model (BPIM), which represents
the inbound and outbound interactions of each BP
with other BPs.

• BP Orchestration Model (BPOM), which repre-
sents the possible workflows of the stateless activities
of every BP.

In order to get a more efficient diagnosis of faulty activities,
the latter model is modified offline to obtain the Com-
piled Orchestration Model (COM), which contains
only the corresponding clusters, which are the different
possible workflows for a given BP.

Finally a typical model of model-based diagnosis is nec-
essary to complete the fault diagnosis, that is the Ob-
servational Model (OM). It is the users’ or customers’
complaints, which are the results of the B2BC. Monitor-
ing is only carried out in some checkpoints when B2BC
instances are running. These checkpoints must be deter-
mined previously.

The diagnosis of the business processes will be carried out
from information obtained from the checkpoints, indica-
ting whether the messages of the processes are correct or
incorrect.

All models of activities behavior are static, atemporal
models that relate values from different variables that the
messages have.

Our new solution to diagnose B2BC is based on model
transformation using structural analysis. A COM equiva-
lent to BPOM is obtained offline, which will be used to
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perform both local and global diagnosis, getting a better
computational efficiency. This equivalent model represents
the relations among the activities of a BP and their exter-
nal interactions, so that the local and global diagnosis can
be performed without any information about the internal
interactions of the different activities.

The kind of B2BC to diagnose is formed by a finite set of
business processes {BP1, BP2, ..., BPn}, which are related
among them using external interactions (PBPIM) {m1,
m2, ..., mp}. Also, the choreography has start messages
{i1, i2, ..., iq} and end messages {o1, o2, ..., or}. This
implies that, in the business process under study there
are three types of information: start and end messages;
internal interactions (BPOM) and external interactions
(BPIM). The external information is necessary to perform
the local diagnosis.

Each business process (BPi) is formed by a set of activities
({Ai1, Ai2, . . . , Aik}). The activities of a business process
interchange incoming and outgoing interaction informa-
tion. The incoming interaction information represent the
inputs and the outgoing interaction information contains
the results of the different activities. Both kind of interac-
tion information are the internal and external interactions
with activities in the same or in a different business process
respectively.

In local and distributed diagnosis, the concept of Clusters
was defined Borrego et al. [2008], and in this paper this
idea is adapted for business processes diagnosis:

Definition 2.1. Cluster (C): The different paths that the
execution of the workflow can go along within a business
process.

In our proposal, the checkpoints of the B2BC (which are
the end messages) can be checked by the user, finding out
if they are correct (OK) or incorrect (KO).

Each business process involved in the B2BC has its own set
of activities and requirements. Furthermore, each business
process has associated a local diagnoser, which is in charge
of the propagation and diagnosis tasks:

Definition 2.2. Diagnoseri: Diagnoser associated to BPi
that can process incoming interaction information from
other diagnosers, perform local diagnosis and send outgo-
ing interaction information to other diagnosers.

Since the business processes to diagnose count on AND-
split and XOR-split, it is necessary for every Diagnoseri to
store the paths followed by the workflow in every execution
of BPi. When a business process contains an XOR, the ex-
ecution follows the path selected by the satisfied condition
in the XOR. Therefore, when the execution thread arrives
at an XOR, the business process must communicate the
satisfied condition to its associated Diagnoser, so that the
Diagnoser can know the executed path because it is formed
by the activities that may be responsible for the failures.

3. MOTIVATING EXAMPLE

In order to explain our proposal, we are going to use
the example adapted from Weske [2007], shown in Fig. 2,
where there are four business processes, (BP1, BP2, BP3
and BP4).

In the example, the different business processes with their
respective information are:

• BP1 with the start message {i1} and {m1, m2, m3,
m6, m7} as external interactions.

• BP2 with {m1, m2, m3, m4, m5} as external inter-
actions.
• BP3 with {m4, m6} as external interactions.
• BP4 with {m5, m7} as external interactions.

The rest of the interactions in the processes and the
activities are internal (BPOM), and the are only known
by the own process internally.

Each business process has a matrix where the relation
between the non internal messages and the rest of pro-
cesses (BP1, BP2, BP3 and BP4 for our example) is stored.
That is, each business process knows how it is connected
to other business processes by means of the BPIM. Each
business process does not know how the rest of the busi-
ness processes are formed, only knows from what business
processes has to receive incoming interaction information
and towards what business processes has to send outgoing
interaction information.

Once all the business processes know whether they are
related to any incorrect output messages, the diagnosis is
solved locally in each business process (selfdiagnosis for
each business process).

4. LOGIC AND DISTRIBUTED ALGORITHM

The Diagnoser of each business process connected to the
end messages of the B2BC receives information from the
users or customers about what end messages are correct or
incorrect. Based on this information, an algorithm which
involves the BPIM takes place, and each Diagnoser can
determine the local diagnosis that can be merged with the
rest of diagnoses. To carry out the steps of this algorithm,
it is necessary to send interaction information among the
different Diagnosers. For this reason, we suppose that
sending information is always possible. In general, the
distributed diagnosis process has four different phases to
obtain the global diagnosis. Although we are going to use
an example to explain all the relevant details, the main
steps of the algorithm are:

• Determining the COM: In each business process
involved in the process, an offline choreography anal-
ysis is executed by the Diagnoser. The results of this
step are the different clusters (according to Definition
2.1) of each business process, that form an equivalent
model which is used in the rest of the steps to improve
the temporal efficiency of the diagnosis process.

• Receiving the complaints: Each Diagnoser related
to the end messages ({o1, o2, o3, o4} in the exam-
ple shown in Fig. 2) receives incoming interaction
information from the users or customers with the
information about the end messages that fail.
• Propagation phase: When a Diagnoser receives in-

coming interaction information with the information
about what external interactions can be failing, an
internal algorithm to decide which interactions could
be correct or incorrect is run. As a result of this algo-
rithm, each Diagnoser sends outgoing interaction in-
formation to the Diagnosers of its neighbor business
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Fig. 3. Steps of the algorithm.

processes informing about the correct and incorrect
interactions detected. This interaction information
will travel from the business processes related to the
end messages ({o1, o2, o3, o4} in the example) to
the business processes that receive the start messages
({i1} in the example).
• Local diagnosis phase: Depending on the received

interaction information, each Diagnoser has to decide
if the local diagnosis is necessary.

In order to improve the computational complexity, the first
step of the algorithm to determine the COM is performed
offline and only once, so that the next steps are based on
a precompiled model to carry out the diagnoses.

The steps of this algorithm are represented in Fig. 3, and
will be explained in more detail using the example shown
in Fig. 2.

4.1 Determining the COM

In order to obtain the COM of the B2BC, a choreography
analysis takes place. Each Diagnoser derives the local clus-
ters, which are formed by a set of activities linked through
external and internal interactions (structural dependence),
which compose possible execution paths into the business
process. Within a business process, the different clusters
that compose it are determined by:

• Defining a business process as a graph, where the ac-
tivities represent the nodes, and the different interac-
tions between them the edges, the different connected
components of the graph give rise to different clusters.

• If within a connected component of the graph exists
an XOR-split with n options, it gives rise to n clusters,
since n options of an XOR imply n different execution
paths for the workflow.

Once the clusters of the business processes are calculated,
to know if an activity is working correctly is possible by
analyzing its outputs, inputs or other activities related to
it by external or internal interactions. Within each cluster,
there exist internal subsets (IS ). The idea of an IS is to
build a set of activities where the external and internal
interactions are in more than one activity to derive the
diagnosis using choreography analysis. In order to clarify
it, new notations are used:

External(Aij) are the external interactions (messages
between different business processes) for the activity Aij

Internal(Aij) are the internal interactions (private in-
formation) for the activity Aij

Definition 4.1. Internal Subset (IS) for a cluster in a
business process BPi is a set of activities, where for each
one of its activities Aij :

∀ v | v ∈ Input(Aij): v ∈ {i1, . . ., iq}
∨ (v ∈ Internal(Aij) ∧ ∃ Aik 6= Aij | Aik ∈ IS | v ∈
Output(Aik))
∨ (v ∈ External(Aij) ∧ ∃ Aik 6= Aij | Aik ∈ IS | v ∈
Output(Aik))
∨ (v ∈ External(Aij) ∧ v ∈ External(Ajk) | Ajk ∈ BPj

6= BPi)
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∀ v | v ∈ Output(Aij): v ∈ {o1, . . ., or}
∨ (v ∈ Internal(Aij) ∧ ∃ Aik 6= Aij | Aik ∈ IS | v ∈
Input(Aik)) ∨ (v ∈ External(Aij))

and for the set of activities that form each internal subset
IS:

∀ v | v ∈ Input(IS): v ∈ Input(Aij) ∧ Aij ∈ IS ∧ ( v ∈
{i1, . . ., iq} ∨ v ∈ External(Aij))
∀ v | v ∈ Output(IS): v ∈ Output(Aij) ∧ Aij ∈ IS
∧ ( v ∈ {o1, . . ., or} ∨ ( v ∈ External(Aij) ∧ 6 ∃ Aik 6=
Aij | Aik ∈ IS ∧ v ∈ External(Aik)))

For the example, the different clusters calculated by the
Diagnosers are:

• Diagnoser1: {A11, A12, A13, A18} and {A11, A12,
A13, A14, A15, A16, A17}
• Diagnoser2: {A21, A22, A25}, {A21, A23, A25},
{A21, A24, A25} and {A26, A27}
• Diagnoser3: {A31, A32, A33}
• Diagnoser4: {A41, A42, A44} and {A41, A43, A44}

For example, the activities {A26, A27} form a new cluster
with three internal subsets as it is shown in Fig. 4.

A27 m5

A26m2 m4

A26 A27 o3

Fig. 4. A local cluster with three ISs.

This new cluster works as a black box for the rest of the
Diagnosers, and its activities can be connected with other
clusters by external interactions.

In general, the different Diagnosers form a new system
where the external interactions establish the local con-
nections between the different business processes, as it is
shown in Fig. 5. This COM will be used in the rest of the
algorithm to carry out the diagnosis process. This model,
customized for the diagnosis process, is prepared offline,
and will be used to perform the local diagnosis phase,
building a table with the relations between the activities
and the external interactions that compose each business
process.

4.2 Receiving the Complaints

The B2BC depends on the users or customers, who are
able to determine the end messages that can be failing.

A21 A22 A25

A27

A41 A42 A44

A41 A43 A44

m3m1

m5

m7

m5 m7

m5

BP1 BP2

BP4

BP3

A26m2 m4

A11 A12

A11 A12 A13 A18

m1

o2

i1

i1 m3

A11 A12

A11 A12 A13 A14
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A11 A12 A13 A14
A15 A16 A17

m2

o1

m1i1

i1 m3

i1 m3
m6 m7

A21 A23 A25 m3m1

A21 A24 A25 m3m1

A26 A27 o3

A31 A32 A33

m4

o4

A31 A32 m6

Fig. 5. Clusters and Internal Subsets of the B2BC.

Each Diagnoser related to the end messages ({o1, o2, o3,
o4} in the example shown in Fig. 2) receives interaction
information from the users with the information about
all the end messages that have been reached, indicating
whether they are wrong or correct. It must be taken into
account that the presence of XOR-splits in the business
processes causes that not all the end messages are reached,
since an XOR implies the selection of an option between n
possible options. This implies that only one path is chosen,
so that the end messages located in no selected paths will
never be reached.

In case all the reached end messages are correct, no prop-
agation is necessary, since all the activities are working
correctly. If all the end messages are wrong, it is not nec-
essary to perform the distributed algorithm either, since
this case implies that every Diagnoser has to carry out
the local diagnosis process. In case some end messages are
correct and some end messages are wrong, the process to
determine what activity does not work correctly starts.
The diagnosis process starts in this step.

4.3 Propagation Phase

Once the different Diagnosers have received the KO and
OK information from the end-users, it is necessary to
propagate this information to know which activities can
be responsible for the faults. In order to do that, ev-
ery Diagnoser has to know the path that was executed
when it counts on an XOR-split. In fact, depending on
the activities that were implicated in the execution, the
clusters involved in the process are different. For example,
BP2 has three different clusters depending on the XOR
because it determines the activity that was executed (A22,
A23 or A24) and hence it determines which cluster has to
participate in the propagation phase.

In order to explain the next steps of the algorithm, these
new definitions have to be introduced:

Definition 4.2. Possible Incorrect Message (PIM): It
is an external interaction related to an incorrect end
message. An interaction is related to an end message
if when the interaction changes, the end message also
changes.

Definition 4.3. Correct Message (CM): It is an external
interaction related to a correct end message. If an interac-
tion is related to a correct end message and an incorrect
end message simultaneously, the interaction is defined as
a Correct Message, since we suppose that two incorrect
activities cannot generate a correct end message.

Depending on the end messages, it is possible to know if
the B2BC is working correctly. In order to know which
activities are failing, the BPIM is used to infer which
interactions are failing. For example, for the local cluster
shown in Fig. 4, suppose m5 is a PIM and o3 a correct
end message. It means that the activity A27 is failing,
but it is not possible because if the end message o3 is
correct, the activity A27 would be correct. It means that
the external interaction m5 considered as a PIM actually
is not an incorrect message. If an interaction is correct all
the activities associated to the IS of this interaction are
correct. A PIM will be an IM if it has at least one activity
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that is not a correct activity. This idea is described in the
following definition:

Definition 4.4. Incorrect Message (IM): Given the set
ExternalInteractions(ISi) that includes the output mes-
sages of ISi, e is an IM if it is a PIM and ∃ Akl ∈ ISi

| ∀ ISj : j ∈ 1 . . . n ∧ i 6= j not ∃ e’ : e’ is a CM ∧ e’ ∈
ExternalInteractions(ISj) ∧ Akl ∈ ISj

On this step of the algorithm, some interaction information
is exchanged between the business processes. This is infor-
mation about the CM s and PIM s, and the traffic direction
goes from the clusters related to the end messages {o1, . . . ,
or} to the clusters which provide them the start messages
{i1, . . . , iq}.
Therefore, according to the previous definition, the defi-
nition of CM is reinforced with this new concept, since a
CM is also a message that is not an Incorrect Message.

In the previous step of the algorithm, the complaints about
the end messages arrive at the Diagnosers with clusters
related to them, indicating which ones are correct (OK) or
incorrect (KO). In this step these Diagnosers are able to
infer what external interactions are CM s or IM s according
to Definition 4.4, and to send this interaction information
to the business processes to which they are linked through
their input messages.

In order to do that, each Diagnoser needs to receive
the information about all the outputs of a cluster, or at
least about some OK message, before inferring whether
the external interactions of that cluster are CM s or IM s.
Therefore, the propagation will take place as the infor-
mation of the outputs of the clusters is known by the
Diagnosers. This is not a linear process since several
business processes can have clusters with a dependency
between them. This is, for example, if a business process
BPa has the clusters Cx and Cy, and another business
process BPb has the cluster Cz, it is possible that Cx
depends on Cz, and Cz depends on Cy. In this example,
to carry out the propagation, the Diagnoser of BPa waits
for the information about the outputs of Cx to propagate
to Cz. In the same way, the Diagnoser of BPb will prop-
agate from Cz to Cy when it has the information about
Cz. So, both Diagnosers have interchanged interaction
information in both directions.

The interaction information sent by the Diagnosers are
of the form shown in Fig. 6.

message correct
messages

incorrect
messages

source(X
OK

) (X
KO

)

Fig. 6. Format of the interaction information.
These messages carry the following information:

• Correct messages field: the external interactions
labelled as CMs by the Diagnoser of the business
process source of the interaction information.
• Incorrect messages field: the external interactions

labelled as PIMs by the Diagnoser of the business
process source of the interaction information.
• Source field: indicates the source of the interaction

information. It can be a neighbor business process
or the user to prompt the beginning of the diagnosis
process.

The procedures in the algorithms 1, 2 and 3 describe the
behavior of a Diagnoser after receiving an OK or a KO
interaction information.

Algorithm 1 Receiving an interaction information
Input: interactionInformation(XOK , XKO, BPi)
label as CMs the external interactions which are in
XOK

for each external interaction e in XKO do
if e is not labelled as CM then

label e as PIM
end if

end for
if the Diagnoser has received the incoming interaction
information about all the outputs of the cluster C and
C is on the executed path of the workflow then

checkMessages(C)
propagateInformation(C)

else
for each external interaction e in XOK , being ISe

the IS whose output is e, do
store the inputs of ISe in an (initially empty) set
X ′

OK
label as CM every external interaction e′ related to
IS′e so that IS′e ⊂ ISe

store the inputs of IS′e in X ′
OK

end for
send the interactionInformation(X ′

OK , - , this) to the
Diagnosers that are related to this BP by means of
the set on interactions in X ′

OK (only if this informa-
tion has not been sent before to those Diagnosers)
wait for the rest of incoming interaction information

end if

Algorithm 2 Procedure for labelling messages as correct
or incorrect

checkMessages(Cluster C):
/*Definition 4.4*/
for each message e labelled as a PIM do

if ISi ∈ C and Akl is an activity of ISi and it does not
exist another ISj that contains Akl with a message e′
labelled as a CM and e′ is different from e and e′

belongs to Output(ISj) then
label e as an IM

else
label e as a CM

end if
end for
for each output message e labelled as IM do

label as PIM the messages which are inputs of the
ISs where e is an output

end for

The different clusters are connected by means of external
interactions. For example, if o1 is OK and o3, o4 are KO
the sent information is as follows:
• The user sends interaction information toDiagnoser1,
Diagnoser2 and Diagnoser3 indicating that o1 is
correct and o3, o4 are the incorrect end messages.

• Diagnoser1 labels o1, m1 and m2 as CMs and prop-
agates to Diagnoser2, Diagnoser3 and Diagnoser4
that m3, m6 and m7 are correct respectively.

DX-09, Stockholm, Sweden June 14-17, 2009

176



Algorithm 3 Procedure for propagating information
propagateInformation(Cluster C):
for all BPi related to C by the set of interactions X
do

if there exists a subset of messages Xi which are
inputs of C and outputs of BPi and are labelled as
PIMs then

send the interaction information (X−Xi, Xi, this)
to the Diagnoseri

else
send the interaction information (X, - , this) to the
Diagnoseri (only if this information has not been
sent before to Diagnoseri)

end if
end for

• Diagnoser2 labels o3 as PIM and, since it has re-
ceived that m3 is correct, labels it as CM and prop-
agates that m1 is correct.
• Diagnoser3 has received that o4 is wrong and m6 is

correct, so that it labels m6 as CM and propagates
that m4 is possibly incorrect to Diagnoser2.

• Diagnoser4 has received that m7 is correct, so that
it labels it as CM and propagates m5 as correct to
Diagnoser2.

• etc.
This process finishes when all the Diagnosers have prop-
agated all the interaction information about the inputs
of all their clusters, so that the local diagnosis phase can
start.

4.4 Local Diagnosis Phase

Using the information collected from the previous step, the
local diagnosis is executed by the Diagnosers which have
any IM messages.

The local diagnosis process has two phases (offline and
online):
• To build a signature matrix: With the informa-

tion obtained from Section 4.1, a signature matrix is
created. This matrix relates each external interaction
and end messages of the business process with the
activities of the ISs where this interaction partici-
pates. The matrix has number of interactions and
end messages rows and number of activities columns.
This process is done only once, storing precompiled
information. The construction of the matrix is an
adaptation of the algorithm presented in Ceballos
et al. [2007] for business processes. An example is
shown in Fig. 7(a) that represents the signature ma-
trix for one of the clusters of BP2 in the example.

a) b)

A26 A27
m4 X
m5 X
o3 X X

A27
m5 X
o3 X

Fig. 7. Signature matrix of a cluster of BP2.
• When the IMs are known, only the part of the matrix

related to the possible wrong activities is analyzed.
It means that only the rows of the IMs and the
activities not related to any CM will participate
in the local diagnosis. With this subset of relations

among interactions, end messages and activities, the
set of activities which are not working correctly must
be found. According to diagnosis theory, the best
way to do that is by calculating the hitting sets and
minimal hitting sets, whose definition is as follows:

Definition 4.5 Hitting Set (HS) for a collection
C of sets of components is a set of components H ⊆⋃
S∈C S such that H contains at least one element

for each S ∈ C. A HS of C is minimal iff no proper
subset of it is a HS of C. The minimal HSs for a
set of sets are formed by {H1,H2, . . . Hn}, where
Hi is a minimal HS of components. The cardinality
of Hi (|Hi|) is the number of components of Hi.
This definition can be adapted to activities instead
of components.

In the case of the matrix, each set will be formed
by the activities of each row of the matrix related to
any IM , so that C = {S1,S2, . . . Sn}, where each Si

is the set of software processes related to each IM .
In Fig. 7(b) appears the part of the signature matrix
of the cluster analyzed to perform the local diagnosis
if m4 is CM and m5, o3 are IMs.

Finally, the minimal hitting sets are the diagnosis
of the business processes. For the example in Fig. 7(b)
there is a minimal hitting set, which is {A27}.

The local diagnosis can be improved storing all the final
diagnosis according to the IMs. It means that if an IM has
already been analyzed, the diagnosis will be very efficient.
Each Diagnoser counts on a local list where it stores the
fault signature from the local diagnosis executed until that
moment, so that when a Diagnoser has to diagnose its
activities, previously it checks whether it has already done
the same diagnosis before.

Each element of the lists contains two fields with the next
information:

(1) External interactions labelled as IMs.
(2) Activities which can fail according to the IMs de-

tected.

Local diagnosis results depend on the subset of external
subsets which are IMs, since two different analysis with
the same set of IMs will obtain the same minimal hitting
sets of activities. Using a local list to store previous
results enables a faster process of diagnosis, because of
the reutilization of the information obtained so that it is
not necessary to carry out the same analysis twice.

Finally, the global diagnosis Dg can be seen as the union
of all the local diagnoses: Dg = D1 ∪ D2 ∪ ... ∪ Dn, being
n the number of business processes.

5. EXPERIMENTAL RESULTS

This section shows the temporal results of some tests
performed to the algorithm previously explained. This
tests have been carried out over distributed processes
created randomly, which have different number of business
processes (from 4 to 10 BP s), and with precompiled and
no precompiled knowledge.

The aim of these tests is the comparison between the
execution time necessary to perform the diagnosis with
and without the previous analysis that obtains the pre-
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compiled knowledge. For this reason, the tests measure the
execution time spent by the application in performing the
diagnosis process for B2BC composed by different number
of business processes, specifically from 4 to 10, created
randomly. This execution time is measured in milliseconds
since the reception of the KO message from the user, until
the obtaining of the local diagnosis that are the activities
that probably do not work correctly.

For each different number of business processes (4 to 10),
10 distributed processes have been generated, and 100
random messages have been sent to each one. Therefore, 70
different processes have been diagnosed 100 times. These
tests have been executed in several computers with similar
characteristics: Intel Core2 1,86GHz processor, and 2GB
RAM memory.

Fig. 8 shows a representation of the results. Two different
lines appear representing the diagnosis processes with and
without precompiled knowledge.
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Fig. 8. Graphic representation of the results

It is possible to see the delay that a no precompiled
configuration causes in the diagnosis process. Likewise, it
is appreciable that the greater number of subsystems has
the system, the more time saved by the application by
means of calculating the knowledge offline.

6. CONCLUSIONS AND FUTURE WORK

In this work how to perform the diagnosis of B2BC
is presented. The diagnosis has been achieved using a
Business-to-Business Interaction Model (B2BIM) and an
Orchestration Model (OM). In order to do a more efficient
diagnosis of B2BC, these models have been modified offline
to obtain the Compiled Orchestration Model (COM),
which is used in the algorithm presented so that the
execution time needed to perform the global diagnosis is
improved.

Our proposal of fault diagnosis is an innovative solution to
the diagnosis of business processes, although it does not
find the global minimal diagnosis, since the set of activities
found as a solution is not a global minimal hitting set.

Since this algorithm does not find the minimal diagnosis
of the B2BC, as future work we will try to make improve-

ments in order to achieve or, at least, get closer to the
global minimal diagnosis for the B2BC.
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Abstract: Diagnosability is a crucial property that determines at design stage how accurate
any diagnosis algorithm can be on a partially observable system. Recent work has generalized
fault event diagnosability to pattern diagnosability. On the other hand, it has been noticed
that the classical approach for diagnosability checking, i.e. building a global twin plant from
the single model of the system, is unrealistic in practice for real complex systems. It is why
very recently distributed approach for diagnosability began to be investigated, relying on local
models and local twin plants. But this has been done only for fault event diagnosability. Indeed,
dealing with pattern diagnosability analysis in distributed systems is much more complex, as the
pattern recognition is often distributed through several components. In this paper, we propose an
original framework to solve this problem. We first construct pattern recognizers incrementally,
up to the complete pattern recognition through pattern diagnosability information propagation.
Then we construct the corresponding twin plant to search for partial critical paths. Global
consistency of these paths is finally taken into account. Furthermore, if the distributed system
is non diagnosable with respect to the pattern, then our presented algorithm also provides the
information about the undistinguishable behaviors of the system.

Keywords: Diagnosability analysis, Distributed discrete event systems, Patterns

1. INTRODUCTION

Fault diagnosis is a crucial and challenging task in the
automatic control of large complex systems. Diagnosis
reasoning detects possible faults that explain the obser-
vations, whose correctness depends on the diagnosability
of the system. Diagnosability is a crucial property that
determines at design stage how accurate any diagnosis
algorithm can be on a system given any sequence of ob-
servations and thus has significant economic impact on
the improvement of performance and reliability of complex
systems. Roughly speaking, if a sequence of observable
events can non-ambiguously identify a fault from the be-
haviors of the system, we say that the fault is diagnosable.
The diagnosability analysis problem has received consid-
erable attention in the literature. Sampath [95] introduced
the first definition of diagnosability for discrete event sys-
tems and proposed a necessary and sufficient condition to
verify it and then Jiang [01] ameliorated the first work
from the complexity aspect by proposing a classical twin
plant approach. Recent work has generalized the property
usually checked in diagnosability, i.e. the occurrence of a
fault event, to the recognition of a supervision pattern
(Jéron [06]). On the other hand, note that the classi-
cal approach for diagnosability checking, i.e. building a
global twin plant from the single model of the system,
is unrealistic for real complex systems. It is why very

recently distributed approach for diagnosability began to
be investigated, relying on local models and local twin
plants (Pencolé [04], Schumann [07] and Schumann [08]).
However, all these have been done only for the simple
case of fault events occurring locally into one component.
Dealing with pattern diagnosability analysis in distributed
systems is much more complex, as the pattern recognition
can be distributed through several components.

In this paper, we propose an original distributed frame-
work for pattern diagnosability verification. Our approach
contributes to the diagnosability problem in several as-
pects. Firstly, we extend the pattern diagnosability prob-
lem from the centralized framework to the distributed
one. Secondly, our algorithm checks if the pattern can
be recognized or not before diagnosability verification,
because the recognition of the pattern is completed iff all
the significant events of the pattern occur in a predefined
order, which often concerns different components. This
is done by incrementally constructing pattern recognizers
until the recognition of the pattern is completed. Then
diagnosability verification is proposed to start with the
search for partial critical paths in our twin plant before
their global consistency checking. Thirdly, our algorithm
provides the information about the reasons why the system
is non diagnosable, which can help in the improvement of
the diagnosable level of the system (Brandan Briones [08]).
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The paper is organized as follows. In section 2, we model a
distributed system as a set of finite state machines (FSM)
and formally define pattern and pattern diagnosability.
Section 3 and section 4 describe the pattern recognition
and diagnosability analysis in a distributed way and then
section 5 presents the formal algorithm. Section 6 briefly
discusses the possible way to extend our method from
the simple pattern case to the general pattern case and
the advantages of our approach comparing to the existing
centralized method. And then section 7 states more related
work before the conclusion.

2. BACKGROUND

2.1 System Model

We consider a distributed discrete event system composed
of a set of components that can communicate with each
other by communication events. This kind of system is
modeled by a set of FSMs with each one representing the
local model of one component.
Definition 1. (Local Model). The local model of the com-
ponent i is a FSM Gi = (Qi,Σi, δi, q

0
i ), where

• Qi is the set of states
• Σi is the set of events
• δi ⊆ Qi × Σi ×Qi is the set of transitions
• q0i is the initial state

The set of events Σi is divided into three disjoint parts: Σio

is the set of local observable events, Σiu is the set of local
unobservable events and Σic is the set of communication
events that are shared by at least two components to allow
their communication. Then we have Σi = Σio

⊎
Σiu

⊎
Σic .

For any pair of distinct local components Gi and Gj , we
have Σio ∩ Σjo = ∅ and Σiu ∩ Σju = ∅, which means that
any two different local components do not share any events
except communication events. For the transition set, it is
easy to extend δi ⊆ Qi ×Σi ×Qi to δi ⊆ Qi ×Σ∗i ×Qi by
the following way:

• (q, ε, q) ∈ δi, where ε is the null event
• (q, se, q1) ∈ δi if ∃q′ ∈ Qi, (q, s, q′) ∈ δi and

(q′, e, q1) ∈ δi, where s ∈ Σ∗i , e ∈ Σi

Figure 1 depicts a distributed system composed of three
components G1(top), G2(bottom left) and G3(bottom
right) that communicate with each other by commu-
nication events c1 and c2. For G1, we have Σ1 =
{c1, c2, u1, u2, o1, o2},Σ1o = {o1, o2},Σ1u = {u1, u2},
Σ1c = {c1, c2}. In the same way, we can get the event
sets for G2, G3 and for the whole distributed system as
well.

Now we define some operations that will be used in our
diagnosability analysis. In the following, we have G1 =
(Q1,Σ1, δ1, q

0
1) and G2 = (Q2,Σ2, δ2, q

0
2).

Definition 2. (Synchronization). Given two FSMs G1 and
G2, their synchronization is G1‖ΣsG2=(Q1 × Q2, Σ1 ∪
Σ2, δ1‖2, (q01 , q

0
2)), where Σs = Σ1 ∩ Σ2 is the set of

synchronized events and δ1‖2 is defined as the following:

• δ1‖2((q1, q2), σ) = (δ1(q1, σ), δ2(q2, σ)) if σ ∈ Σs and
δ1(q1, σ), δ2(q2, σ) defined in G1, G2 respectively

• δ1‖2((q1, q2), σ) = (δ1(q1, σ), q2) if σ ∈ Σ1 ∧ σ /∈ Σ2

and δ1(q1, σ) defined in G1

U1 C1

X0

X1

X3

U2

X4

O1
U2

X2

O3 C2

Y0

Y1

Y3

O4
C1 O3

Y2

C2

O2

C1 O5

Z0

Z1

Z2

O6

C2

Fig. 1. Distributed system with three componentsG1(top),
G2(bottom left) and G3(bottom right). Solid lines
denote local observable transitions, dashed lines com-
munication transitions and dotted lines local unob-
servable transitions.

• δ1‖2((q1, q2), σ) = (q1, δ2(q2, σ)) if σ /∈ Σ1 ∧ σ ∈ Σ2

and δ2(q2, σ) defined in G2

• otherwise δ1‖2((q1, q2), σ) is undefined in G1‖ΣsG2.
Definition 3. (Product). Given two FSMs G1 and G2,
their product is G1 × G2 = (Q1 × Q2, Σ1 ∪ Σ2, δ1×2,
(q01 , q

0
2)), where δ1×2((q1, q2), σ) = (δ1(q1, σ), δ2(q2, σ)) if

both δ1(q1, σ) and δ2(q2, σ) are defined in G1, G2 respec-
tively. Otherwise, δ1×2((q1, q2), σ) is undefined in G1×G2.
Definition 4. (Delay Closure). Given a FSM G (Q,Σ, δ, q0),
its delay closure with respect to a event set Σd ⊆ Σ is
{Σd

(G) = (Q,Σd, δd, q
0) where for σ ∈ Σd, δd(q, σ) = q′ if

δ(q, sσ) = q′ in G and ∀σ′ ∈ s, σ′ /∈ Σd.

For the synchronization based on a set of synchronized
events Σs, any event in Σs always occurs simultaneously in
all components that define it and the result is a FSM whose
state space is the Cartesian product of the state spaces of
the components. Different from the synchronization, the
operation of product does not allow the case that some
components stay in their state whereas other components
may change their own internal state. As for the operation
of delay closure with respect to a set of events Σd, we only
retain the events in Σd with their related states.

The synchronization can be easily generalized to a set of
FSMs using its associativity property. The global model
of the distributed system in figure 1 is obtained by syn-
chronizing the local models of its three components: G =
{Q,Σ, δ, q0} = G1‖ΣsG2‖ΣsG3, where Σs is the set of
communication events.

Given the global model G of a distributed system com-
posed of a set of components, then the prefix-closed lan-
guage L(G) generated by G describes the behaviors of the
system, where L(G) ⊆ Σ∗. Formally, the language L(G) is
the set of words produced from G:

L(G) = {s ∈ Σ∗|∃q ∈ Q, (q0, s, q) ∈ δ}
In the following, we call a word from G a trajectory in G
and a sequence q0σ0q1... a path in G, where σ1σ2... is a
trajectory in G and ∀i, we have (qi, σi, qi+1) ∈ δ. We call a
FSM G′ a subsystem of G if L(G′) ⊆ L(Gs), where Gs is
the synchronized FSM on any non-empty set {Gi1 , ...Gim}
and Gij , j ∈ {1, ...,m} could be any component of the
system. If ρ′ is the projection of a trajectory ρ in G on
the subsystem G′, then we call ρ′ the subpart of ρ in G′.
If there is a set of final states F in the system, we denote
the marked language generated by G by:
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Lm(G) = {s ∈ L(G)|∃q ∈ F, (q0, s, q) ∈ δ}
In our paper, both the language and the marked language
are assumed to be live observable, which means that
there is no cycle containing only unobservable events.
Given s ∈ L, we denote the post-language of L after s
by L/s and denote the projection of the trajectory s to
observable events by P (s). Then the inverse projection of
an observation sequence s, denoted by P−1(s), returns the
set of all trajectories whose observable projection is s.

2.2 Pattern Diagnosability

In this section, we recall the notion of pattern for diagnosis
problem and then pattern diagnosability definition defined
in Jéron [06].
Definition 5. (Pattern). A pattern is a deterministic, com-
plete FSM with a stable set of final states FΩ, Ω =
(QΩ,ΣΩ, δΩ, q

0
Ω, FΩ).

Since the set of final states FΩ are stable, the marked
language generated by Ω is ”extension-closed”, formally
described as

∀s ∈ Lm(Ω),∀s′ ∈ Σ∗Ω, ss′ ∈ Lm(Ω)

So once Ω arrives in a final state, it will be always in a final
state in the future. Note that for all s ∈ Lm(Ω), ∃e ∈ s
such that e is unobservable. Otherwise, the diagnosability
problem would be trivial.

In a given pattern Ω, an event σ is called a significant event
of Ω if ∃(q, σ, q′) ∈ δΩ with q 6= q′. We use ΘΩ to denote
the set of significant events of Ω and $̂q to denote the set
of events in the pattern such that ∀σ ∈ $̂q, ∃(q, σ, q′) ∈
δΩ, q 6= q′. In other words, $̂q is the set of significant events
of the pattern whose source state is the pattern state q.
With patterns, the diagnosis problem is generalized from
detecting single fault event to recognizing event sequences
that can describe more general objectives, like ordered
occurrence of different events, multiple occurrences of one
fault, etc.
Definition 6. (Simple Pattern). A pattern Ω is a simple
pattern if ∀qΩ, qΩ ∈ QΩ ∧ qΩ /∈ FΩ, |$̂qΩ | = 1.

For the sake of simplicity, we illustrate our approach by
dealing with a simple pattern, which can be extended to
a general pattern in a straightforward way, described in
section 6. Due to the set of final states being stable, we
can merge all final states in one beforehand, which has no
impact on our diagnosability analysis. In a simple pattern,
the significant event whose source state is q is denoted
by $s

q . If q is the final state, $s
q = ε. Figure 2 depicts

a pattern that describes the ordered occurrence of two
significant events ΘΩ = {u1, o3}. For this pattern, we
have QΩ = {p0, p1, p2}, ΣΩ = {c1, c2, u1, u2, o1, o2, o3,
o4, o5, o6}, ΣΩo = {o1, o2, o3,o4, o5, o6}, q0Ω = p0, FΩ =
{p2}. We can see that the event set of the pattern ΣΩ

is the same as that of the distributed system in figure 1.
Furthermore, both of them have the same set of observable
events and unobservable events.

Given a system G and a pattern Ω, we assume Σ = ΣΩ,
Σo = ΣΩo , Σu = ΣΩu and ∀σ ∈ ΘΩ, ∀σ′ ∈ Σc, σ′ 6= σ,
where Σc is the set of communication events in G. In
other words, any significant event of the pattern is not

P2P1P0

∑ U1\

U1

∑\O3

O3

∑

Fig. 2. Pattern Ω.

a communication event, which has meaning in the sense
that communication events function only for exchanging
messages between components. A trajectory s ∈ L(G) is
recognized by Ω iff s ∈ Lm(Ω). The property of pattern
diagnosability concerns the ability of a system to detect
the trajectory recognized by a given pattern, based on a
sequence of observations.
Definition 7. (Pattern Diagnosability). A system G is Ω-
diagnosable if

∃n ∈ N, ∀s ∈ L(G) ∩ Lm(Ω),∀t ∈ L(G)/s,

if |t| ≥ n, then P−1P (s.t) ⊆ Lm(Ω).

If a system is Ω-diagnosable, then whenever a trajectory
s is recognized by the pattern, for any extension t with
enough finite events, any trajectory with the same observ-
able projection as s.t is also recognized by the pattern.
We call the pair of trajectories in system with the same
observations such that one is recognized by the pattern
while the other is not a critical pair of trajectories. The
diagnosability verification is to check the existence of crit-
ical pairs of trajectories. If there exists at least one such
pair, then the system is non diagnosable with respect to
the considered pattern.

All existing work for verifying pattern diagnosability em-
ploys the global model of the system, which is not realistic
for large distributed systems. The difference of pattern
diagnosability for the distributed case and the centralized
case (Jéron [06]) is that the occurrence of significant events
of the pattern can be in different components for the
distributed one.

3. PATTERN RECOGNITION

Different from the centralized approach, where the recog-
nition of a given pattern can be accomplished only through
the product operation on the global model and the pattern,
our approach of pattern recognition in a distributed way
consists in incrementally constructing pattern recognizers
until the recognition of the pattern is completed, including
the way to propagate pattern diagnosability information
considering that the significant events of the pattern can
occur in different components.

3.1 Pattern Recognizer Construction

The pattern recognizer for a subsystem of a distributed
system is different from that regarding a fault event (Pen-
colé [04]). For the latter, a corresponding state contains
component state information and fault state information,
while each state of the former contains component state
information and pattern state information. The reason is
that the ordered occurrence of all significant events in the
pattern case has the same effect as the occurrence of a
fault event in the fault event case.
Definition 8. (Pattern Recognizer). Given a subsystem
G′ = (Q′,Σ′, δ′, q′0) and a pattern Ω = (QΩ,ΣΩ, δΩ,
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q0Ω, FΩ), then the pattern recognizer of G′ is RG′ =
(QRG′ ,ΣRG′ , δRG′ , q

0
RG′ , FRG′) = {Σd

(G′ × Ω), where the
initial state is q0RG′ = (q′0, q0Ω), FRG′ = (Q′×FΩ)∩QRG′ is
the set of final states and Σd = Σ′o ∪Σ′c ∪Σ′su, Σ′su ⊆ Σ′u
and ∀σ ∈ Σ′su, σ ∈ ΘΩ.

Since Ω is a complete FSM, we have L(Ω) = Σ∗ and thus
pattern recognizer can show which part of the pattern can
be recognized after any trajectory in the subsystem. In
the above definition, Σ′su denotes the set of unobservable
events in G′ such that they are also the significant events
of the pattern. In other words, the pattern recognizer con-
tains the information about unobservable events that are
significant events of the pattern. The idea is to propagate
all necessary pattern relative information for next step
of recognition. If FRG′ = ∅, then the pattern is not yet
recognized in the current subsystem G′ and thus we need
to choose next component to extend the subsystem for
building the next recognizer. The initial subsystem is the
component that contains the event $s

q0
Ω
. The strategy of

next component selection is described in section 5. On the
other hand, if FRG′ 6= ∅, then the pattern is recognized in
G′ and the corresponding recognizer RG′ is called the com-
plete recognizer and denoted as Rc. Now we define the dis-
tance between two states. Given an event sequence through
which state q2 can be reached from state q1 with minimal
number of events in G, the number of events is the distance
between these two states, denoted by Distance(q1, q2, G).
For example, if states q2 can be reached from q1 by one
event in G, then Distance(q1, q2, G) = 1. If q2 cannot be
reached from q1 in G, thenDistance(q1, q2, G) =∞. Given
the initial recognizer state q0RG′ = (q′0, q0Ω), a state (q, qΩ)
is called suspicious state of RG′ if q0Ω 6= qΩ. Given the set
of all suspicious states in RG′, ω = {(q1, q1Ω),...(qn, qn

Ω)}, a
state (qi, qi

Ω) ∈ ω is called target suspicious state(TSS) of
RG′ if Distance(qi

Ω, qf ,Ω) is minimal among Distance(qk
Ω,

qf ,Ω), for all k ∈ {1, ...n}, where qf is the final state of the
pattern Ω.

U1

C2

C1 O1

O1X0P0

X1P1 X3P1

X3P0

O1

X4P1

X4P0

O1

X2P0

O2

O2

Fig. 3. The pattern recognizer RG′

TSS is thus defined to show which part of pattern can be
recognized in the current recognizer. For our example, the
pattern recognizer RG′ is depicted by figure 3, where G′
is the initial subsystem that is the component containing
the event $s

q0
Ω

= $s
p0 = u1, which is G1. In this recognizer,

the states whose pattern state part is p1 are TSSs, which
means that in the initial subsystem, the part of pattern
recognized is the part from the initial state p0 to the state
p1.

3.2 Diagnosability Information Propagation

A non complete recognizer normally can only recognize a
part of the pattern, i.e. the first a few transitions. The
rest of the pattern should be recognized by extending the
current subsystem. Given the current recognizer RG′, we

reduce it to RΩ
G′, denoting the part of RG′ where all the

states are initial state or on a trajectory whose target
state is a TSS of RG′ or on a trajectory having the same
observations as that with the target state being a TSS.
To recognize next part of the pattern, we extend the cur-
rent subsystem by synchronizing RΩ

G′ with Gj , RΩ
G′‖ΣsGj ,

where Gj is the next selected component and Σs is the set
of common events of RΩ

G′ and Gj . Then the recognizer for
the extended subsystem can be constructed as definition
8. If the pattern can be recognized in the system, then this
new recognizer can achieve next recognition of the pattern.
Lemma 9. Any critical pair of trajectories in the global
model have the same observable projection on each com-
ponent of the system.

Proof :
This can be proved by the fact that any two distinct
components have no common observable events, which im-
plies that if a pair of trajectories have different observable
projection on one component, then globally they can not
have the same observations and thus even one of them can
be recognized by the pattern, the other cannot, they are
still not a critical pair of trajectories.
Lemma 10. The part RΩ

G′ contains the subparts in G′ of
all critical pairs of trajectories in the global model.

Proof :
Firstly, due to the fact that the only shared events between
different components are communication events and our
assumption about the significant events of the pattern
being not communication events, we can deduce that
any significant event of the pattern is contained only in
one component. Thus in the current recognizer RG′, the
trajectories whose target state is not a TSS of RG′ are
never be the subparts of those in the global model that
can be recognized by the pattern because the significant
event leading to the pattern state contained in a TSS of
RG′ cannot be in other components. In other words, the
part RΩ

G′ contains the corresponding subparts in G′ of all
trajectories in the global model that can be recognized by
the pattern. Then, from lemma 9 and the way of retaining
the part RΩ

G′, where all states on the trajectories with the
same observations as those with the target state being a
TSS are also retained, we can prove lemma 10.

There are two intentions of diagnosability information
propagation. One is to continue the recognition process
through extending the current subsystem. Another is to
retain the diagnosability information, i.e. the information
about critical pairs of trajectories, to facilitate the diag-
nosability analysis.

For our example, figure 4 is the part RΩ
G′, where RG′ de-

picted in figure 3. There is one trajectory in RG′ that is not
in RΩ

G′, which can never be recognized by the pattern when
it synchronizes with other components and can never be
the one with the same observations as those recognized by
the pattern. Thus it is relative to neither the pattern recog-
nition nor the pattern diagnosability verification. Note
that in real complex system, RΩ

G′ is normally a very small
subpart of RG′ and thus the propagated information is
actually quite limited, greatly reducing the computational
complexity.
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Fig. 4. The part RΩ
G′ of RG′

Our procedure for recognizing the pattern consists in con-
structing the pattern recognizer for the initial subsystem,
extending the subsystem and then constructing again its
recognizer for next recognition until the complete recog-
nizer Rc is obtained, which means that the pattern can be
recognized in the system.

From lemma 10, we have the following lemma:
Lemma 11. The complete recognizer Rc contains the sub-
parts in the corresponding subsystem of all critical pairs
of trajectories in the global model.

Proof :
From lemma 10, we know that the part RΩ

G′, where G′ is
any subsystem in the previous steps, contains the subparts
in G′ of all critical pairs of trajectories in the global model.
Then after synchronizing RΩ

G′ with the next selected com-
ponent, from lemma 9, the extended subsystem until the
subsystem corresponding to the complete recognizer must
contain the subparts of all critical pairs of trajectories.

For our example, figure 5 presents a part of RΩ
G′‖ΣsG2,

where Σs is the set of common events of RΩ
G′ and G2, here

the communication events c1 and c2.
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Fig. 5. Part of the synchronization RΩ
G′‖ΣsG2.

Then we construct the pattern recognizer for this extended
subsystem, depicted in figure 6. This recognizer is actually
the complete recognizer since it contains final states and
thus the pattern can be recognized in this system.

U1
C1 O3

Y0P0

Y1P1 Y2P1

O4

Y3P2 O1

O1, O4

Y4P2

C2Y5P0

O4

Y6P0 O1

O1,O4

Y7P0O3

Fig. 6. Part of the complete recognizer Rc.

4. DIAGNOSABILITY VERIFICATION

In this section, we show how to analyze pattern diag-
nosability in a distributed way. We first omit the useless
part from the complete recognizer to facilitate twin plant
construction by delay closure operation and then search for
partial critical paths in the constructed twin plant that are
corresponding to critical pairs of trajectories when their
global consistency is verified.

4.1 Twin Plant Construction

The basic idea of a twin plant, described in Jiang [01], is
to build a FSM that compares every pair of trajectories
with the same observations to search for critical pairs of
trajectories. However, their centralized approach is based
on global twin plant construction, which is too expensive
and avoided in our distributed approach.

From lemma 11, we know that the complete recognizer
contains the subparts in the corresponding subsystem of
all critical pairs of trajectories in the global model. Before
twin plant construction, we do the delay closure with
respect to Σd, where Σd is the set of communication
events and observable events, on the complete recognizer
Rr = {Σd

(Rc). Then we construct its corresponding twin
plant by synchronizing Rr with itself. The two identical
pattern recognizers are denoted by Rl

r and Rr
r. This syn-

chronization is based on the set of observable events, hence
the non-synchronized events are distinguished between the
two instances by the prefix of L and R.
Definition 12. (Twin Plant). Given the recognizer Rr, its
corresponding twin plant is obtained by T = Rl

r‖Σs
Rr

r,
where Σs is the set of observable events in Rr.

Obviously, each state of the twin plant is a pair of recog-
nizer states that provide two possible pattern recognition
information for the same observations in the corresponding
subsystem. Given a state of T , qti = ((ql, ql

Ω)(qr, qr
Ω)),

if ql
Ω is the final state of the pattern while qr

Ω is not,
which means that qr

Ω can be any pattern state except
the final state, then qti is an ambiguous state since the
recognition of the pattern cannot be certain in this state.
In the twin plant, if a path % contains an ambiguous state
cycle that contains at least one local observable event for
all involved components, then % is called a partial critical
path. Obviously, any partial critical path is corresponding
to a critical pair of trajectories in the global model if it is
globally consistent. We will check the global consistency
in the following section.

From lemma 11, we can directly get the following lemma:
Lemma 13. The set of partial critical paths in the twin
plant constructed as above contains the corresponding
subparts of all critical paths in the global twin plant.

L:C1Y0

Y0P0
P0 O3Y2P1

P0Y0

R:C2Y3P2
P0Y5

O1Y3P2
P0Y6

Y4P2
P0Y7

O4
O1  O4

Fig. 7. part of the twin plant T .

For our example, having operated the delay closure on the
complete recognizer, we construct its twin plant T , partly
depicted in figure 7. This part is actually a partial critical
path since it contains an ambiguous state cycle with one
local observable event for both involved components.

4.2 Global Consistency Checking

In the twin plant constructed as above, we can obtain the
subparts of all critical paths in the global twin plant but
not each obtained partial critical path is corresponding
to a critical path in the global twin plant. The reason
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is that for now we do not take into account the com-
munication with the neighborhood in the whole system.
Global consistency checking is to check if an obtained
partial critical path is corresponding to a critical path in
the global twin plant. We first define local twin checker
for a given component as the following, which is to obtain
all possible pairs of trajectories in the component with the
same observations and then synchronize the twin plant
with the relative local twin checkers.

The local twin checker for a component is obtained first
by operating delay closure with respect to the set of
communication events and observable events on its local
model and then by synchronizing the obtained local model
with itself based on its observable events and thus we
distinguish non-synchronized events by prefixing them
with L and R.
Definition 14. (Local Twin Checker). Given a local model
Gi, its local twin checker is Ci = ({Σd

(Gi))l‖Σs
({Σd

(Gi))r,
where Σd = Σio ∪ Σic and Σs = Σio .

Algorithm 1 Global Consistency Checking for Twin
Plant
1: INPUT:

component models G1, ..., Gn of the system G;
the twin plant T

2: T ← Reduce(T )
3: while ∃ a connected component Gj that is not in-

volved in T do
4: Cj ← ConstructLTC(Gj)
5: T ← T‖ΣsCj

6: T ← Reduce(T )
7: end while
8: if there exists at least one partial critical path such

that it is globally consistent then
9: return T

10: else
11: return ”There is no globally consistent critical path

and the system is diagnosable”
12: end if

Algorithm 1 provides the pseudo-code of the global con-
sistency checking for the twin plant, which is described as
follows:

(1) Reduce the twin plant T by only retaining all partial
critical paths (line 2)

(2) Select a component Gj non involved in T that con-
tains at least one communication event corresponding
to one of those in reduced T and construct its local
twin checker Cj to obtain T‖ΣsCj , where Σs is the set
of common events of T and Cj (left communication
events, right communication events) and then reduce
the obtained FSM by only retaining all partial critical
paths. Here the partial critical paths are those having
an ambiguous state cycle containing at least one local
observable event for all involved components. Repeat
the above steps until there is no such connected com-
ponent (line 3-7)

(3) In the final obtained FSM, if there is a partial critical
path having an ambiguous state cycle that contains at
least one observable event of all involved components,
then this partial critical path is globally consistent.
If there is at least one such path, then return this

final obtained FSM to provide the non-diagnosability
information. Otherwise, if there is no such path, then
do nothing and return the diagnosability information
(line 8-12)

Lemma 15. If a partial critical path is globally consistent,
then it is corresponding to a critical path in the global
twin plant.

Proof :
From the global consistency checking procedure, if a par-
tial critical path is globally consistent, then all the commu-
nication events in this path are validated and thus there
must exist a corresponding critical path in the global twin
plant.

Let G be the global model of the distributed system,
we can construct the global recognizer as described in
definition 8 and then construct its twin plant as described
in definition 12, obtaining the global twin plant, denoted
by T ′. After the delay closure operation {Σd

(T ′), where Σd

is the set of observable events in T ′, the obtained FSM is
the same as that constructed by the approach described
in the existing work (Jéron [06]). Inspired by their result,
we have the following theorem:
Theorem 16. Given a pattern Ω and the global model of
a considered system G, G is Ω-diagnosable iff there is no
critical path in the global twin plant.

For our distributed approach, we have the following theo-
rem:
Theorem 17. A distributed system G is Ω-diagnosable, iff
there is no partial critical path in our constructed twin
plant that is globally consistent.

Proof :
(⇒) Suppose Ω is diagnosable in the system G but there
exists a partial critical path that is globally consistent.
From lemma 15, the existence of a globally consistent
partial critical path implies the existence of a critical path
in the global twin plant, thus from theorem 16, the system
G is non Ω-diagnosable, which contradicts the assumption
that Ω is diagnosable in the system G.
(⇐) Suppose now that there is no partial critical path that
is globally consistent but G is non Ω-diagnosable. Since G
is non Ω-diagnosable, from theorem 16, there must exist
at least one critical path in the global twin plant. Then
from lemma 13 and lemma 15, the existence of a critical
path in the global twin plant implies the existence of a
partial critical path that is globally consistent and thus
contradicts the assumption.

For our example, after the global consistency checking,
the partial critical path depicted in figure 7 will disappear
after synchronizing with the local twin checker for the
component G3, which means that there is no correspond-
ing critical path in the global twin plant. In the same
way, after checking all the rest part of the twin plant, we
know that there is no partial critical path that is globally
consistent, thus from theorem 17, the system is verified to
be Ω-diagnosable.

5. ALGORITHM

This section presents the algorithm of pattern diagnos-
ability verification in a distributed way. Note that in this
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algorithm, we do not need to calculate the global twin
plant.

Algorithm 2 Pattern Diagnosability Verification Algo-
rithm for Distributed System
1: INPUT:

component models G1, ..., Gn of the system G;
the pattern Ω to be diagnosed in G

2: Initializations:
qc ← q0Ω(currently recognized pattern state considered
for next recognition);
R← ∅ (current recognizer);
T ← ∅ (twin plant)

3: while R is not the complete recognizer do
4: R← REDUCE(R)
5: Gi ← SelectCom(G1, ...Gn,Ω, qc)
6: Gi ← Gi‖Σs

R, where Σs is the set of common events
of Gi and R

7: R← ConstructPR(Gi,Ω)
8: if qc = q′, where q′ is the pattern state part

contained in a TSS of R then
9: return ”Ω cannot be recognized in G.”

10: else
11: qc ← q′
12: end if
13: end while
14: R← Refine(R)
15: T ← ConstructTP (R)
16: CheckGlobalConsistency(G,T )

As showed in Algorithm 2, which is the pseudo-code for the
verification procedure, this algorithm performs as follows.
After the initialization of the parameters, when the current
recognizer is not the complete one, which means that for
the moment the pattern is not yet recognized in the current
subsystem and we need to exploit the other components,
the algorithm repeatedly performs the following steps:

(1) Reduce the current recognizer as described in section
3.2, do nothing for the current recognizer being empty
(for the first time), and then select one component Gi

such that $s
qc ∈ Σi, which means that the selected

component should contain the significant event whose
source state is qc in the pattern, where qc is the
currently recognized pattern state that is considered
for next recognition. Because $s

qc is only contained
in one component, then this selected component is
unique. (line 4 and 5)

(2) Synchronize the reduced recognizer with the selected
component based on their common events and then
construct recognizer for this synchronized FSM as
described in definition 8. (line 6 and 7)

(3) If the pattern state part in a TSS of the current
recognizer is the same as the value in qc, which means
that the current extended subsystem can recognize
the same part of the pattern as the previous sub-
system. From the way to choose the component for
synchronization and that $s

qc is only contained in one
component, we can deduce that the next part of the
pattern cannot be recognized in the system and thus
the pattern cannot be recognized in G. Otherwise, we
update qc by assigning the pattern state in a TSS of
the current recognizer. (line 8-12)

When the complete recognizer is obtained, which means
that the pattern can be recognized in the considered dis-
tributed system. Then we will check its diagnosability first
by refining this recognizer through the delay closure oper-
ation as described in section 4.1 and then by constructing
the corresponding twin plant for global consistency check-
ing (line 14-16). There are several causes that can stop this
algorithm:

• The current recognizer cannot progress to recognize
next part of the pattern comparing to the previous
recognizer and thus this pattern cannot be recognized
in the system.

• The pattern can be recognized and there exists at
least one globally consistent critical path, the global
consistency checking presented in section 4.2. In this
case, from theorem 17, the system is non diagnosable.
The returned FSM of function CheckGlobalConsis-
tency(G, T), which is described in algorithm 1, con-
tains all globally consistent critical paths and thus
provides the information about the undistinguishable
behaviors that cause the non-diagnosability of the
pattern.

• The pattern can be recognized and the constructed
twin plant does not contain any globally consistent
critical path. Then from theorem 17, this system is
diagnosable. In this case, the function CheckGlobal-
Consistency(G, T) returns ”There is no globally con-
sistent critical path and the system is diagnosable”
and thus verifies that the system is diagnosable with
respect to the pattern.

6. DISCUSSION

Compared to the centralized approach (Jéron [06]), our
distributed one avoids the global model, the global rec-
ognizer as well as the global twin plant construction in
the following way: 1) every time when we propagate the
diagnosability information, in a real complex system, the
propagated part is actually a small subpart of the current
recognizer and then in this way the twin plant constructed
in most cases involves just a very small proportion of the
global twin plant; 2) for the global consistency checking,
every time before synchronizing with the relative local twin
checker, we reduce the current twin plant to only contain
all partial critical paths by deleting all other parts and
thus reduce the complexity; 3) for the complex system
where the components are not strongly connected, only
the involved components are concerned in our algorithm,
while in the centralized approach, all components should
first be synchronized to get the global model.

The simple pattern case is indeed much more general than
the single fault case, allowing one to represent multiple
occurrences of one fault, ordered occurrence of multiple
faults, ordered occurrence of different significant events,
etc. However, we use the simple pattern to illustrate our
method for the sake of simplicity, which is extensible to the
general pattern case. The basic idea of the extension is to
decompose a general pattern to several simple patterns
and then through our algorithm, we can obtain a set of
globally consistent critical paths for each simple pattern.
Given a critical path for a decomposed simple pattern,
it corresponds to a critical pair of trajectories such that
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one is recognized by this simple pattern and the other is
not. If the one not recognized by this simple pattern can
be recognized by at least one other decomposed simple
pattern, then this critical path for this simple pattern is
not a critical path for the general pattern. The system
is pattern diagnosable iff there is no critical path for the
considered general pattern after checking all the critical
paths for all decomposed simple patterns obtained through
our algorithm.

7. RELATED WORK

In Sampath [95], the authors introduced the diagnosability
problem for discrete event systems and proposed to solve
it by constructing a deterministic diagnoser for the global
system. The main disadvantage of their approach is its
exponential space complexity in the number of system
states. Then Jiang [01] proposed a classical twin plant
approach to improve the algorithm complexity, which is
only polynomial in the number of system states.

Some of the recent work either analyzes the diagnosability
problem for fault events in a distributed way (Pencolé
[04], Schumann [07], Schumann [08]) or exploits pattern
diagnosability in a centralized way (Jéron [06]). In Pencolé
[04], the author introduces the diagnosability problem in
a distributed way and provides a non scalable method of
synchronizing local non reduced twin plants until a global
critical path is detected. Then Schumann [07] proposes a
salable approach for diagnosability verification in a dis-
tributed way through checking the existence of a set of
local reduced twin plants, where at least one of them con-
tains an observable possibly nondiagnosable cycle, which
is actually corresponding to a global critical path. On the
other hand, Jéron [06] extends the diagnosability problem
for fault events to that for supervision patterns, which
can be used to describe more general objectives. Actu-
ally the fault event case is a special one of the pattern
case. They verify the pattern diagnosability by employing
global twin plant method. The main difference of theirs
and ours is that we distribute the pattern recognition
and diagnosability verification to avoid the global twin
plant construction, which is inspired by the method in
Schumann [07]. However, with the pattern, we have more
challenges. Firstly, the significant events of pattern often
occur in different components, while for fault events, both
approaches in Schumann [07] and Schumann [08] assume
that the fault event only occurs in one component. Another
challenge is that the order of occurrence of significant
events should be taken into account, which can be solved
by our increment construction of pattern recognizers with
the global consistency checking.

8. CONCLUSION AND FUTURE WORK

Our paper proposes an original theoretical framework to
solve pattern diagnosability problem taking into account
the distributed nature of complex systems. We formally
define the notion of patterns and then show how to con-
struct pattern recognizers. Furthermore, the recognition of
the pattern can be completed by incrementally construct-
ing pattern recognizers through diagnosability information
propagation. Then we construct the corresponding twin
plant to search for all partial critical paths, whose global

consistency is then taken into account. A new verification
algorithm for pattern diagnosability in a distributed way is
thus proposed. In our algorithm, we only construct the cor-
responding twin plant for the complete pattern recognizer
and then check the global consistency of partial critical
paths, thus avoiding the calculation of the global twin
plant, which greatly improves the algorithm efficiency.

One perspective of this work is to distribute the obser-
vations. For now our observations are centralized even
though our system is distributed. This aspect will be very
interesting since it concerns the privacy issues and provides
more autonomy for each component. Another perspective
of this work can be the extension to predictability anal-
ysis of patterns in a distributed way, which is a stronger
property than diagnosability since predictability is only
the sufficient condition of diagnosability (Jéron [08]).
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Abstract: This paper presents a tool developed to obtain qualitative trend representations from signals, 
Qualtras. The aim of such a type of description is to offer an understandable representation of process 
behavior based on the concept of qualitative episode. The tool is intended to be used as a numeric to 
qualitative interface for supervisory applications. The applicability of this tool is demonstrated in a 
monitoring application of a steam generator. 

 

1. INTRODUCTION 

Supervision has grown as an active research topic for the last 
twenty years. It basically consists of process monitoring 
followed by situation assessment and action proposing in 
order to assure process operating under specifications. Major 
effort is centred on situation assessment to decide about the 
adequacy of process behaviour with respect to specifications. 
It consists in the evaluation of the state of the process and its 
evolution. Fault detection, isolation and identification are the 
typical steps involved in this procedure.  

Multiple approaches have been proposed for each of these 
objectives. Some of them take advantage of knowledge about 
normal operation behaviour embedded in analytical models in 
order to check the consistency between inputs and outputs. 
Nevertheless it is not always possible, or it is unfeasible, to 
have a mathematical (functional or structural) model to 
represent the system operation. Therefore, other types of 
approaches must be considered in order to identify the 
different situations that the system may experience at a given 
time, these situations can be either normal operation or 
failures. For example classification methods are typically 
proposed as strategies for diagnosis. In them, identification of 
the functional states is reduced to recognize the current 
shapes of variables as well-known states, commonly taking 
advantage from process expert or past experiences. 
Unsupervised methods (clustering), learning strategies or rule 
based approaches can be used for this purpose. 

Main drawbacks in such strategies are because of the lack of 
interpretability of raw data and the necessity to associate 
them with a reduced number of predefined system states 
(normal operation, fault 1, … fault n). This is because human 
knowledge is related to concepts and symbols whereas 
process acquisition systems provide monitoring systems with 
numerical data. Consequently, those type of knowledge based 
decision systems are usually forced to work in a higher level 
of abstraction using symbolic variables instead of raw data 
coming from sensors. Numeric-to-symbolic interfaces have to 
be built and knowledge must be adapted to reason about these 

symbols. Then, qualitative representations are proposed to 
represent trends of signals (tendencies, oscillation degrees, 
alarms, degree of transient states...).  

In this work a tool specifically designed to obtain qualitative 
representations from numerical data is presented. The tool 
has been designed for process supervision purposes and built 
as toolkit using Gensym’s G2 software.  

This paper is structured as follows. The fundamental concepts 
of qualitative representation and episodes are described in 
Section 2. In Section 3, the Qualitative Trend Analysis 
software (Qualtras) is presented. An application example 
using qualitative representations in Qualtras is shown in 
Section 4. Finally, main conclusions are given in Section 5. 

2. QUALITATIVE REPRESENTATIONS OF SIGNALS 

2.1. Qualitative Trend Analysis (QTA) 

A good knowledge representation is a key issue when dealing 
with any tool based on artificial intelligence (AI) principles 
for reasoning. Experts (and also expert systems) usually use 
qualitative language to describe systems behaviour (high, 
medium, low, …). Consequently, there is an important part of 
the AI community that studies how to represent qualitative 
information and how to deal with it for reasoning in a way 
similar to the natural language of people.  

A process trend has an intuitive meaning about how process 
behaviour evolves over time. A trend is obtained over one or 
more signals (or functions of them) adequately processed. 
The objective is to represent the signal using qualitative 
symbols or representations that have a meaning within the 
context of the process. In contrast to qualitative methods 
using relationships derived from knowledge of the underlying 
physics (Manders et al. 1999; Kuipers 2001), Qualitative 
Trends Analysis (QTA) is a non-model based technique that 
uses historical data about previous experience of the process. 
QTA allows feature extraction of knowledge to assess 
situations (Venkatasubramanian et al. 2003) because process 

DX-09, Stockholm, Sweden June 14-17, 2009

187



 
 

     

 

problems leave a trace which is different from the normal 
operation conditions. The tool presented in this paper allows 
representing those traces in terms of qualitative trends. These 
trends can be utilised for the identification of the problem in 
the process. The information of the process is more easily 
understood if it is represented in qualitative form. 

2.2. The Concept of Episode 

Signal representation by means of episodes allows to abstract 
the most significant information and offers a simpler 
representation of signals. An episode is a portion of 
qualitative information that has a specific meaning for a 
given representation. The general concept of episodes in the 
field of qualitative reasoning was introduced by Williams 
(1986), who defined an episode as a set of two elements: a 
time interval, named temporal extent, and a qualitative 
context, providing the temporal extension with significance. 
This definition allows an episode to be defined as explicitly 
as the qualitative context. The description of a variable 
behaviour over time is referred to as a history or trend. A 
qualitative trend is a continuous, non-overlapping sequence 
of episodes; then, trends use a qualitative representation of 
time because they break the time into a set of regions of 
interest. To achieve the desired descriptions every episode 
must achieve the largest continuous interval of time during 
which the variable maintains a single qualitative value. 

Motivated by the concept of episode, several representation 
schemes have been proposed in the literature over the years 
in different domains and with different approaches In 
(Cheung and Stephanopoulos, 1990; Janusz and 
Venkatasubramanian, 1991) the episodes are characterized by 
seven basic primitives over which first and second 
derivatives do not change their sign. Using these primitives, 
(Dash et al. 2001) proposed a novel approach to automate the 
identification of process trends based on an interval-halving 
procedure. The idea is to fit polynomials to the data and to 
identify the seven primitives. Later, in Dash et al. (2003), the 
same identification method is employed and two similarity 
indices are defined based on the aligned qualitative 
sequences. The first one is just based on the similarity 
between primitives according to a similarity matrix, and the 
second one takes into account the time as a weighting factor. 
Finally, Maurya et al. (2007) improves these similarity 
measures adding shape-based and magnitude-based 
similarities. In this way they consider the normalized area 
under primitives and penalize the difference in the 
magnitude.  

The same representation (Cheung and Stephanopoulos 1990) 
is used in Wong et al. (2001) as a basis for classification of 
tendencies. First, signals are filtered by means of wavelets 
and next the triangular episodes are obtained. Next, logical 
fuzzy is used in order to convert the quantitative values of 
magnitude and duration related to the episodes in another 
symbolic representation including ’small, medium, large’ 
symbols representing these quantitative values. As a result 
the 7 initial symbols become 57. Then classification of data is 
carried out by means of  HMM (Hidden Markov Models). 

In a similar way, Villez et al. (2007) uses the cubic spline 
wavelet to obtain a filtered signal at different scales. The 
resultant signal is qualified according to its first derivative 
and two letters are used to represent upward and downward 
behaviour, although they do not include temporal 
information. The approach is illustrated by a diagnosis 
example based on a dictionary of trends. 

Charbonnier and Gentil (2007) splits the data into linear 
segments and classify the latest segments into seven shapes: 
Steady, Increasing, Decreasing, Positive or Negative Step, 
Increasing/Decreasing or Decreasing/Increasing Transient. 
After that, they transform the obtained shapes into 3 types of 
episodes defined as {[steady, increasing, decreasing], 
duration, extreme values}. The approach is used to recognize 
specific situations for Intensive Care Unit patient monitoring 
by means of simple rules.  

With regard to extracted trends, first-order trends are widely 
used since they are simpler and more robust to noise. 
Sundarraman and Srinivasan (2003) describe a process 
variable as an ordered collection of enhanced atoms. An 
enhanced atom consists of a first-order shape, the time 
duration for which that shape is manifested, and the variable 
magnitudes at the beginning and end of the shape. This trend 
including quantitative information is called enhanced trend. 
Then, they defined a distance measure as the maximum value 
obtained from matching degree by shape, magnitude and 
duration for two trends.  

In Meléndez and Colomer (2001) an extension of the concept 
of episode expands the qualitative representation to both the 
qualitative and quantitative context considering any function 
(e.q.: derivatives, transformations, etc.) of the signal as a 
basis for representation. This means that it is possible to build 
episodes, i.e. symbolic representations, according to any 
feature extracted from the variables. According to this 
formalism, an episode Ek is a set of numerical and qualitative 
features. The set includes the time duration tE (tend(k)- tini(k), k 
being the ordinal associated to episode Ek) that determines 
the temporal extension of episodes, the qualitative state QSk 
over tE  obtained from the set of the extracted features, and 
other auxiliary characteristics useful for exploitation and 
explanation purposes such as classification, regression or 
reasoning. 

Ek = < tE ,QSk,{ auxiliary characteristics } >  [1] 

Thus, an episode Ek, represents a time interval where its 
qualitative state (its behaviour) is constant. That is, QSk 
≠QSk+1. This definition of episode has been used in the 
design and implementation of the toolbox Qualtras, presented 
in the next section. 

Another symbolic representation method called SAX 
(Symbolic Aggregate approXimation) is presented in (Lin et 
al. 2003). First, the normalized time series are transformed 
into Piecewise Aggregate Approximation representation 
(PAA) (Keogh et al., 2000) and each PAA representation is 
symbolized into a discrete string. They define a distance 
measure based on looking up the distances between each pair 
of symbols and their Euclidean distance.  

DX-09, Stockholm, Sweden June 14-17, 2009

188



 
 

     

 

3. QUALTRAS 

3.1  Origin and Motivation 

Qualtras (‘‘Qualitative Trend Analysis Software’’) was 
developed at the University of Girona within the CHEM 
project (Cauvin and Celse 2004). The CHEM Project resulted 
from an initiative of the IMS consortium (INTELLIGENT 
MANUFACTURING SYSTEMS) and brought about an 
international collaboration to improve the supervision of 
complex plants. 

The aim of the CHEM project was to build flexible and 
integrated software consisting of advanced and specialised 
toolboxes in order to improve the safety, product quality, 
operation quality as well as to reduce the economic losses in 
faulty states in the refining, chemical and petrochemical 
processes. The objective of one of the work packages was to 
conduct situation assessment via process trend analysis, in 
view of imprecise or non-existent models. This was 
performed by extracting qualitative and semiqualitative 
information from process measurements and by building 
several layers of meaning and representation of process 
measurements. The tools allow the determination of the status 
of a variable in a normal or an abnormal state and evaluate 
the status of the process. This information has to be provided 
to the diagnosis, alarm management and state transition 
systems. 

3.2. The Toolbox Qualtras 

Qualtras facilitates the abstraction of the most significant 
characteristics of the signals, representing any process signal 
by means of episodes allowing a compact representation and 
showing the qualitative process perception that expert 
operators could have (e.g. ‘‘the pressure dropped abruptly’’). 
That is, it provides an intuitive representation which is easier 
to interpret. So the user can extract valuable information from 
the output data, or can give information to a fault detection 
expert system. Qualtras was delivered as a software library in 
G2 and can be used to build customized applications in an 
easy way. G2 allows object oriented and graphical 
programming of real time application. Blocks managing 
information are represented by objects. Operation schema can 
easily be modified adding a block and connecting it with 
other blocks. 

The tool can be used at any operation mode during the plant 
operation stage, both on-line and off-line. A representation of 
a variable can be obtained off-line (from a recorded signal), 
or on-line, generating the episodes at the characteristic 
instants (when episodes are finished, not any sample time). 

The toolbox was initially based on Meléndez and Colomer 
(2001), but it provides a greater flexibility since it allows the 
choice among a set of basic functions to detect changes 
between episodes. These functions even could be considered 
simultaneously when necessary; for example, to describe 
interesting behaviours of a signal with a very different 
dynamics (e.g. spikes and slow slopes). Therefore, an 

adequate function has to be chosen according to the signal 
and process behaviour to become a useful tool for 
monitoring. The developer must have previous knowledge of 
the process in order to choose the best functions according to 
the necessities. As a result, it can provide additional 
simplified information, extracted from signals, for operators 
in order to better understand the process behaviour, or 
explain in a comprehensive way some complex situations. 
Moreover, it can be used as a pre-processing tool for other 
decision support tools. For example, episodes generated by 
Qualtras have been used in diverse applications. In Gamero et 
al. (2006), principal components obtained from differential 
pressures in a real blast furnace are fed to Qualtras for the 
generation of episodes. The patterns identified as pre-faulty 
state were converted to rules and programmed in G2. As pre-
processing tool, the episodes provide information to a 
qualitative situation assessment software tool named SALSA 
(Kempowsky et al. 2005). Some tests in a fluidized bed 
gasifier were used to illustrate the approach. 

 

 
Fig. 1 The architecture of Qualtras. 

The architecture of Qualtras is designed as several 
interconnected blocks to create modular application 
configurations. Each block provides a dialog box that enables 
the user to configure parameters. The processing of each 
variable forms a sequence that should not be less than 4 
stages and up to 9.  Fig .1 shows a scheme of these stages.  

In the figure, a rounded block represents an optional stage, 
while squared blocks are structural stages. Also, Pre-
processing  and Characteristic Function stages  could contain  
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Fig. 2. A general view of Qualtras. 
interchangeable blocks, allowing the operator to use the most 
appropriate as the case may require, including a combination 
of these ones. Next, a description of each stage is presented: 

1. Data acquisition:  This stage provides the application for 
acquiring live or historical data to be processed. Simulation 
in real time is allowed when data comes from files or a data 
base.  

2. Pre-processing 1: This block pre-processes the measured 
signal. Typically any filter could be part of this block. By 
default Qualtras use a Bandlimited FIR-derivative filter 
(Colomer and Meléndez 2001) to compute derivatives. The 
window size depends on the noise in the signal. Long sliding 
windows produce greater filtering but also greater delays.  

3. Buffering: The data buffer stores internal data for the 
operation of the toolbox.  

4. Pre-processing 2: This second pre-processing block 
enables operations that need an array of data as input. 
Benefits of some techniques are evident. The wavelet 
transform (Mallat and Zhong 1992) can detect and 
characterize singularities by decomposing signals into 
different scale components. Another operation allows using 
Piecewise Aggregate Approximation (PAA) to reduce the 
length of waveforms without loosing information. PAA 
(Keogh et al. 2000) is a dimensionality reduction technique 
that approximates a time series in a set of M equal-length 
segments. The average value of the samples in each segment 
is used as a representative of them. Although other 
techniques could be implemented here, the cubic spline 
wavelet (Bakshi and Stephanopoulos 1994) and PAA were 
chosen initially.  

These first 4 stages constitute the first step in the processing 
of data. The idea is simple: to acquire, filter and store process 
data. Then the next stages are: 

5. Characteristic function: A characteristic function F 
(Meléndez and Colomer 2001), of a signal, x(t), is formally 
defined as any function of the variable at time instant ti, and 
at the previous time instants, the previous characteristic 
function values and the corresponding time instants:  

 
F(ti)= f(x(t0),x(t1),...,x(ti),F(t0),F(t1),...,F(ti-1),t0,t1,..., ti)   [2] 

 
It is used to determine the qualitative state (QS), defined as 
the set of characteristic states for each characteristic function: 

QS(x,ti ,tj) = < QF1(ti ,tj) , QF2(ti ,tj) ,… QFn(ti ,tj) >    [3] 

The Characteristic State QF indicates that the value of the 
characteristic function belongs to a characteristic interval. So, 
the range of values of each characteristic function is divided 
into a set of contiguous and non-overlapped intervals. Finally 
the user should define the alphabet or symbols to represent 
each qualitative state (QS). 

The toolbox implements some characteristic functions F (first 
derivative, second derivative, signal, linear regression) or 
could implement other qualitative representations as 
characteristic functions, like SAX (Lin et al. 2007), since this 
representation can be adopted as a new sequence of episodes 
only converting it to asynchronous. 

If more than one characteristic function is used, the user must 
define the episodes corresponding to the combination of 
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qualitative states. The main idea is that the tool can be 
configured in a way that only the interesting characteristics of 
the signal behaviour are used to obtain its description. 

6. Qualitative and quantitative data: Optionally, there are 
other qualitative or quantitative information that could also 
be interesting from the point of view of process supervision 
but are not significant to determine the temporal extension of 
episodes, i.e.: mean, slope, maximum, minimum… Thus, this 
information will be embedded into the episode as auxiliary 
characteristics associated to this signal.  

The purpose of these two last stages is to obtain the 
qualitative state of a process variable and the associate 
auxiliary characteristics. At this moment the signal has been 
qualified, it constitutes the primary segmentation of the 
variable but it is not an episode yet. 

7. Unifying episodes: Two or more qualitative segments 
could be joined into a single episode. Examples of this 
operation are segments with very short longitude, usually 
corresponding to transitory or noisy episodes, or segments 
obtained with linear regression that belongs to the same 
qualitative type. The minimum duration can be readjusted 
individually for each type of episode in order to be 
considered a true qualitative state. This block provides high 
robustness regarding the noise, as drawback it introduces a 
delay in communication when it works in online mode. 

8. Building episodes: This element contains information 
about the current episode and the history of the episodes. It 
also adds temporal extension and timestamp to episodes. 
Finally it visualizes and communicates online the resulting 
episodes. 

In conclusion, Qualtras is a tool where inputs are numeric 
variables: directly measured, pre-processed or estimated 
process variables and the output is a sequence of episodes for 
each variable. Each episode is composed by a time interval, a 
symbol describing its behaviour and a set of quantitative 
and/or qualitative data with additional information. The 
output could be used for monitoring or could be supplied to 
other fault detection and diagnosis tools. In the next section 
an application example of Qualtras for monitoring a steam 
generator is presented. Fig. 2 shows a global view of the tool 
implemented in G2. 

 

4. STEAM GENERATOR MONITORING 

The use of a qualitative trend representation tool allows the 
use of other AI or knowledge based application to improve 
the diagnosis strategies. Reasoning about process dynamics 
implies to deal with the evolution of variables instead of 
evaluating them at single time instant.  

A pilot plant of a section of a nuclear power plant has been 
chosen to illustrate the benefits of using Qualtras for process 
situation assessment. 

 

 

4.1. Steam generator 

The installation consists of four subsystems: a receiver with 
the water supply system, a boiler heated by a thermal resistor, 
a steam flow system and a complex condenser coupled with a 
heat exchanger. Fig. 3 focuses on the boiler subsystem. The 
feed water flow F3 is pumped to the boiler via a pump P1. An 
on-off controller, to maintain a constant water level L8 in the 
boiler, controls this pump. The heat power value Q4 depends 
on the available accumulator pressure P7. When the 
accumulator pressure drops below a minimum value, the heat 
resistance delivers maximum power, and when the 
accumulator reaches a maximum pressure the heat resistance 
is cut off, in order to keep the pressure within ±0.2bars of the 
set-point. Other variables involved in this illustration are the 
measured steam flow F10, the downstream pressure (P14) of 
valve V0, and the level L1 in the feed water tank (P14 and L1 
are not shown in the figure). 

 

Fig. 3 Steam generator subsystem: boiler 

In this subsystem, three main faults can be introduced in the 
process;  A) Water leak in the boiler by opening valve V10, 
B) Steam pipe blocked out by closing the manual valve V0, 
C) Pump fault by switching off the power supply or 
switching on forcefully. 

In order to detect the beginning and the end of the faults, two 
different variables are necessary to be monitored for each 
fault. In this case, the combinations L8-L1, F10-P14, F3-
Pump command for each fault respectively. 

 
Fig. 4. L8 and L1 during a boiler leakage. 
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In Fig. 4 the signals L8-L1 are shown, as example, in 
presence of a fault. When the fault begins L8 shows a drop in 
the water level of the boiler while L1 just operates normal. 
After, the fault is restored and L1 will be decisive to detect 
the end of the fault when the boiler becomes full. 

4.2. Configuring a qualitative trend generator 

Once the needed variables are selected it is necessary to 
configure Qualtras for each one. The blocks used are selected 
depending on these necessities. For example, in some cases, 
there are measurements that are increasing or decreasing 
slightly. If the measurement keeps decreasing/increasing very 
slowly then it is possible that the first-derivative will not be 
capable to detect it, so it is important to know if the value is 
still around the set point or not. In such case, it is also needed 
to detect the magnitude. This is the case of the configuration 
in Fig. 5 where the input variable is filtered (FIR-12) and 
qualified using two characteristic functions; FC12 and 
FC12B return the first derivative and the magnitude 
qualitative values respectively.  

 
Fig. 5. Configuration using first derivative and magnitude for 
extracting episodes. 

Since two characteristic functions are used together, the tool 
recognizes this situation and it construct a table where 
combinations of the two qualitative values are summarized as 
a final episode type (Table 1). The user can choose the final 
episode type among each one of the Fig. 6. Finally notice that 
also some quantitative data is captured by means of a 
quantitative data block (QNT-DATA12). 

Table 1. Configuration table of L1 

 Combinations of episodes   
 Signal First-derivative Types 

1 Low Very low 31
2 Normal Very low 20
3 Low Low 16
4 Normal Low 6
5 Low Zero 32
6 Normal Zero 7
7 Low High 17
8 Normal High 8
9 Low Very high 33

10 Normal Very high 19

 
Fig. 6. Episodes used in the Steam Generator Application. 

4.3. Qualitative representations for situation assessment 

The output of the toolbox will be qualitative representations 
(sequences of episodes). See right part of Fig. 2. Specific 
patterns and their duration could give significant information 
about the state of the process.  

In this application, sometimes only two variables are needed 
to classify the state but other normal operations can produce 
similar patterns. Then other variables take part to discern the 
right situation. Is this the case of the tank leakage, where are 
required L8-L1 to recognize the fault but also the boiler 
pressure P7 and the pressure P14 are used to discriminate 
among other normal situations. Fig. 7 shows these four 
variables represented as episodes (marked labels) over the 
real values. Vertical lines indicate a change of episode. For 
example, the sequence of episodes for L1 is: g174-f27-g265-
s40-f10-g83, where the letter represents the episode type and 
the number is the duration. The set of episodes used in this 
application is depicted in Fig. 6, and the three types involved 
in the description of L1 have been marked. Note as the 
difference between episodes labelled as ‘f’ and ‘s’ is the 
slope magnitude. 

The obtained series of episodes could be used now to 
describe patterns that identify particular classes of operating 
situations. For example, Table 2 shows identified patterns 
involving only L1 and L8. 

Table 2. Qualitative representations and corresponding 
diagnostics 

L1 L8 Diagnosis 

g50 g10s28f12 Beginning of boiler leakage 

g40 g20 End of boiler leakage 

g5s40f5 g50 Beginning of tank  leakage 

s20f10g20 g50 End of tank leakage 

 

 

DX-09, Stockholm, Sweden June 14-17, 2009

192



 
 

     

 

 

 
Fig. 7. Episodes over L8, P7, L1 and P14 signals.

Then, the diagnosis problem (not covered in this paper) is 
reduced to obtain a classification (clustering) of these 
patterns in order to identify the state of the process. In this 
sense, some classification algorithms can be modified in 
order to work with episodes, allowing to assess process 
evolution and diagnose future situations by analogy (Colomer 
et al. 2003). In such cases, it is also necessary to investigate 
similarities between episodes in order to define a suitable 
metric (Dash et al. 2003).  

 

5. CONCLUSIONS 

Using variables as sequences of episodes reduce the 
complexity of the system state allowing only a finite set of 
qualitative descriptions. A benefit of this representation is 
that it allows extraction of meaningful information, that is, 
the interpretation by an expert operator who would usually 
suffer from an excess of process data. The qualitative trends 
can be used for monitoring, or could be supplied to other 
fault detection and diagnosis tools, expert systems or 
classification methods. 

A copy of the application Qualtras as KB (Knowledge Base) 
is made available for download on the web site 
http://eia.udg.edu/~gamero/qualtras 
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Abstract: In this paper, a Case-Base approach for fault detection and diagnosis of faulty sensors
in an injection moulding process is presented. First, a statistical model of the Normal Operating
Conditions (NOC) is built using the Multiway Principal Component Analysis (MPCA), which
grants dimensionality reduction while keeping the most significant information. After that, a
Case-Based Reasoning (CBR) approach is applied over the MPCA space for fault detection and
diagnosis purposes. This combination guarantees that the CBR attributes will be uncorrelated,
which is an important requirement. Results obtained show that the methodology reduced the
number of false alarms, while no missed detections were added to the process. Additionally, it
has been found that determining the fault typology occurring in the process presented a best
performance. Finally, this combination has led to a better process understanding without a deep
a priori knowledge of the process being studied.

Keywords: Computer Aided Control; Fault Detection; Fault Diagnosis; Injection Moulding;
Machine Learning; Statistical Process Control.

1. INTRODUCTION

Injection moulding is one of the most important polymer
processing operations in the plastic industry nowadays.
Due to its ability to produce complex-shape plastic parts
with good dimensional accuracy and very short cycle
times, the injection moulding has become one of the pro-
cesses that are greatly preferred in manufacturing industry
(Bozdana and Eyercioglu [2002]).

The monitoring of moulding processes can be mainly at-
tacked from two points of view: assessment of the moulding
machine and product quality assessment. The first strategy
includes subjects such as effects of modifying the injec-
tion parameters (Cao et al. [2007]), automatic selection of
the best setting parameters (Jin and Zhu [2000]) among
others. For the quality monitoring, Artificial Intelligence
techniques are becoming more and more popular for the
analysis and monitoring of moulding processes. As an
example, Support Vector Machines (SVM) were used in
Ribeiro [2005] for quality assessment of the injection pro-
cess and in Woll and Cooper [1996] a pattern recognition
technique is used for part quality monitoring.

In this work, fault detection and diagnosis of injection
moulds based on a statistical method is performed. A

⋆ This research has been supported by EMOLD project (COLL-CT-
2006-030339) and DCM-RED (DPI 2006-09370).

previous work developed in Berjaga et al. [2008] has been
used as the basis for building the statistical model, and the
Case-Based Reasoning methodology has been added. The
methodology presented in this paper has also been applied
to other domains by the authors, such as relative location
of voltage sags (Power Quality Monitoring field, Meléndez
et al. [2008b] and Meléndez et al. [2008a]) and wastewater
treatment plants. First, the statistical model of the Normal
Operating Conditions (NOC) is build using the Multiway
Principal Component Analysis (MPCA). Later on, a Case-
Based Reasoning approach is applied over the principal
components space for fault detection and diagnosis of the
moulding process. This combination of MPCA and CBR
presents a set of advantages, such as:

• It grants that the attributes of the CBR are uncor-
related, sufficient condition to guarantee robust and
better results, as well as an easier implementation of
the CBR functions (Jakulin and Bratko [2003]).

• Each attribute has associated a weight, which is
directly related to the importance of the principal
component.

• The diagnosis procedure is reduced to a classification
problem.

• The information directly gathered from the process
sensors can be directly used for process control,
without computing any additional attribute based on
the measured data.
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The paper is organised in 5 additional sections. In the
next one, the MPCA basis are presented. In Section 3,
the principles of the Case-Based Diagnosis in the principal
components space will be explained. Next, in Section 4, the
validation procedure employed for analysing the results
will be exposed, followed by the results obtained for the
studied injection mould (Section 5). Finally, in Section 6,
the main conclusions extracted from this work and further
tasks to conduct are described.

2. MPCA FOR MULTIVARIABLE PROCESS
MONITORING

MPCA is an extension of the Principal Component Analy-
sis (PCA) procedure to deal with finite duration processes,
also know as batch processes. In this section, first the PCA
bases are presented, followed by the modification to the
original PCA methodology. Next, how this technique is
used for process monitoring, and more concretely for fault
detection. Finally, the procedure used to determine the
number of principal components will be exposed.

2.1 PCA

PCA is a technique for data compression and information
extraction. PCA is used to find combinations of variables
or factors that describe major trends in a data set (Wise
et al. [1999]). According to PCA basis, the dataset X (rows
represent observations -the injections- and the columns
represent the variables), can be expressed as a linear
combination of r new variables, assuming an error matrix
E (Nomikos and MacGregor [1994]):

X =
r∑

i=1

−→
ti ×−→pi

T + E (1)

Where −→ti and −→pi are the i-th score and loading vectors for
all the observations in X . PCA assumes that the loadings
associated to bigger eigenvalues represent the best direc-
tions for expressing the data upon based on the maximum
variance criteria. Retaining only few of them is possible to
represent the majority of the variance of the original data
set. Not retained information, represented by E (error,
also known as residual matrix) is associated with noise
and less meaningful variations. Thus, the first r principal
components (r ¡ m), instead of the m original variables,
build up a new space/model with a lower dimensionality
than the original one.

2.2 Modification to the PCA procedure for batch processes

The PCA methodology presented before can be directly
applied on two dimensional matrices, X , (observations×
variables). Finite duration processes are usually repre-
sented by time series of variables representing the execu-
tion of the process, which results in a 3D matrix (obser-
vations × variables × time). So, the original matrix has
to be transformed into a 2-dimensional one (unfolding).
When the monitoring is conducted off-line (once the batch
process has finished), the best unfolding direction is the
batch-wise unfolding (or unfold in the batch direction)
(Nomikos and MacGregor [1994]). Using this, the obser-
vations or processes are kept as rows, while variables and

time samples are unfolded as columns The resulting data
matrix (Xu) after applying this unfolding procedure to a
3D matrix (X) is shown in Figure 1. In the matrix X, one
of the batch processes that form it has been marked to see
how this information is observed in the unfolded matrix
Xu, which is observed as the lightly grey horizontal thin
rectangle. Also, two different blocks have been marked in
the unfolded matrix, representing that all time instant
values for variable 1 and the last variable (J), can be
observed consecutively in the positions lightly darken.

Fig. 1. Unfolding of the original 3D matrix X to a 2-
dimensional matrix (Xu) using the batch process
unfolding

In Figure 2 a) and b), the vertical dashed lines represent
the division in the different variables measured through
time of a process. In Figure 2 a) it can be observed that
each variable present a different range of variation (for
example the first 3 variables don’t present an important
variation when compared with the variation of variable
13). In order to give the same importance to all variables,
the data has to be normalised by removing the mean
(x̄) and dividing by the standard deviations (σ). From
the several possible approaches (Nomikos and MacGregor
[1994]), the one used here is the so-called auto scaling,
which consists of computing one mean and one standard
deviation for each time instant of every variable, that is,
to compute one mean and one standard deviation for each
column of the batch-wise unfolded matrix.After applying
this normalisation step, the resulting process is presented
in Figure 2. When the mean and standard deviations have
been computed using this approach, the resulting vectors
represents the variation of every time instant for each
variable. To normalise the j-th position of the observation
i, the mean value for that position x̄j is subtracted and
the resulting value is divided by the j-th element of the
standard deviation vector σj .

Fig. 2. Effect of applying the auto scaling procedure to a
batch-wise unfolded process

2.3 Statistical Process Control (SPC)

Two complementary control charts are usually used for
multivariate process monitoring using PCA: Q and T 2.
The purpose is to assess new observations against the PCA
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model built during Normal Operating Conditions (NOC).
Control charts based on T 2 can be plotted based on the
first r principal components (MacGregor [2003]). For each
observation the following statistic has to be computed:

T 2
i =

r∑

j=1

tj
2

λj
(2)

Where T 2
i is the value of the T 2 statistic for a new

observation xi, tj is the j-th score value for this new
observation and λj is the eigenvalue associated to the j-
th principal component. A graph, or control chart, built
with this data is useful to detect variations in the plane
of the principal components (r) greater than common-
cause variations but preserving the structure gathered by
the PCA model. Nevertheless, when this new event, xi,
produces a large variation out of the hyperplane described
by the r principal components, this implies that the data
structure has been broken. This type of event are detected
by computing the Q statistic or Squared Prediction Error
(SPE) of the residual of each assessed observations defined
as (Nomikos and MacGregor [1994]):

Qi = (xi −
r∑

j=1

tj ×−→pj )2 (3)

Where tj is the j-th score value of the new observation, pj

is the loading vector for the j-th principal component for
the new observation xi. Q-statistic is much more sensitive
than T 2 to changes in the process structure. Since Q
during normal operation conditions is very small (typically
associated to noise), any minor change in the process will
affect the correlation structure of observed data.

2.4 Selection of the number of principal components

One of the most important points in the MPCA model gen-
eration is the number of principal components to retain.
Q and T 2 are sensitive to it and fault isolation depends on
the correct selection of the principal components to retain
(Himes et al. [1994]).

In this work, the representation of the original variables
criterion (Ruiz [2008]) has been used to select the number
of principal components to retain. This method idea is
to select the number of principal components in order to
have all variables represented until a certain amount. An
example of this procedure can be seen in Figure 3, where
the percentage of variation explained for each variable is
presented. In here, the vertical dashed line represent the
division in variables of the process through time and the
different colour bars are the percentage of the variable that
is gathered for each principal component included in the
model. As it can be seen in this figure, until the third
principal component isn’t added there are some variables
with nearly 0 percentage of variance captured by the
model.

3. CASE-BASED DIAGNOSIS IN THE PRINCIPAL
COMPONENT SPACE

In this section it will be explained how Case-Based Reason-
ing (CBR) has been applied in order to solve some of the

Fig. 3. Percentage of global variation captured by a statis-
tical model of 3 principal components

drawbacks of the MPCA procedure and how CBR takes
advantage of some of the characteristics of the MPCA
space. First, the basic methodology of the CBR will be
explained. Next, cases and case base definition will be
exposed and finally, the definition of the similarity in the
principal component space will be pointed.

3.1 Case-Based Reasoning: the 4R-Cycle

Case-Based Reasoning (CBR) is a reasoning approach to
problem solving capable of using the knowledge acquired
by previous experiences (Mantaras and Plaza [1994]). It
has demonstrated to be a good option for solving problems
in several domains (diagnosis, prediction, control, plan-
ning, etc.)(Aamodt and Plaza [1994]). The basic functions
that all CBR present are known as the 4-Rs (Aamodt and
Plaza [1994]), and can be organised in a cycle as depicted
in Figure 4. To solve a new problem, the most similar
cases are retrieved from the experiences previously stored.
The information contained in these retrieved cases is then
reused to propose a possible solution. Once the solution
is evaluated, the case is retained, if necessary, for further
classifications.

Fig. 4. The CBR cycle

So, the CBR tasks are the following:

(1) RETRIEVE the most similar cases of the new case.
(2) REUSE the information in these cases to solve the

new problem.
(3) REVISE the proposed solution.
(4) RETAIN the new information of the new experience

in order to solve new similar problems.
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In this work, the retain function has not been imple-
mented, and the revise procedure will be commented in
Section 4 since it involves several steps.

3.2 Case and Case Base definition in the projection space

The basis of Case-Based Reasoning is the case definition.
A case is the minimum representation of a past experience
and its solution (Leake [1996]). When several cases are
available, they can be grouped in a Case Base. A basic
case structure composed of original observations, scores
and the basic statistics is proposed:

c = {x1, ..., xm, t1, ..., tr, T 2, Q, l}
Where x1 to xm stands for the m original variables, t1 to
tr are the retained r first principal components (scores).
They are obtained with the loadings (projection operator)
obtained with previous observations of the process during
normal operation conditions. T 2 and Q are the statistical
indices used to measure the adequacy of each observation
to the projection model (normal operation conditions) as
it has been explained in a previous section. Finally, l refers
to a diagnostic of the observation. In this formulation, for
simplicity, l can be associated with a label reducing the
diagnose problem to a classification one.

3.3 Similarity in the principal component space

According to CBR methodology, case retrieval will be
based on the nearest neighbours criterion. Consequently,
neighbourhood based on distance or similarity criteria
has to be defined. Three basic similarity criteria are
proposed. The first one is simply an Euclidean distance
in the principal component space whereas the second and
third are basically the comparison of Q and T 2 statistics
between observations.

Euclidean Distance between observations in the principal
component space Taking advantage that the application
of PCA results in new r uncorrelated components, the
space defined by scores will be appropriate to compute
an Euclidean distance between observations projected on
it:

dt(ca, cb) =

√√√√
r∑

i=1

(tca,i − tcb,i)2 (4)

Nevertheless, remember that Principal Components are
ordered according to the variance captured in each direc-
tion (eigenvalue). Consequently, it is better to weight each
score according to the root square of its eigenvalue, or what
is the same:

dt(ca, cb) =

√√√√
r∑

i=1

(tca,i − tcb,i)2

λi
(5)

Where r stands for the number of retained principal
components, tca,i is the i−th score of a case ca, for example
a new observation, and tcb,i could represents the same for
an observation in the case base.

Q Similarity As exposed in Subsection 2.3, the Q statis-
tic index is related to the projection error. Consequently,
observations with a low value of Q are consistent with
the projection model (obtained with observations gathered
during normal operation conditions) and they will close
to the hyperplane defined by the r retained principal
components. On the other hand, observations with a large
Q are expected to be inconsistent with the model structure
and consequently they are candidates to faulty situations.

Therefore, observations with a similar Q can be used to
identify similar operation conditions (normal or abnor-
mal). A simple difference can be used to compute this
similarity:

dQ(ca, cb) = |Qca −Qcb
| (6)

T 2 Similarity In Subsection 2.3 the statistic T 2 has
been presented as a measure of the distance (Mahalanobis
distance) of an observation to the centroid of the model. In
fact, it is a square distance and represents the dispersion
from the mean of the model since the scores are normalised
(unit variance) previous to compute the T 2 index.

Low values of T 2 represent observations close to mean
whereas high values of T 2, over the control limits, are
evidences of an abnormal behaviour; although it does not
necessary implies that the correlation structure has been
broken (this will depend on Q).

Similarity according to the statistic T 2 will be computed
as follows:

dT 2(ca, cb) =
∣∣T 2

ca
− T 2

cb

∣∣ (7)

3.4 Neighbourhood in the monitoring space

The neighbourhood of an observation ca computed with a
distance d can be designed by the observations closer than
a threshold θ as the following relation suggests:

Nd(ca, θ) = {ci/d(ca, ci) ≤ θ} (8)

Based on this definition several combinations can be de-
fined to retrieve a set of observations useful for process
monitoring. For example the neighbourhood of observa-
tions of normal operation conditions (NOC) are expected
to be around the origin in the principal component space.
Therefore, they would be retrieved as the neighbours of
a representative theoretical case located in the origin of
coordinates, c0, with a confidence level α by selecting
an appropriate value for the thresholds (θT 2 = T 2

α and
θQ = Qα).

NNOC = NdT2 (c0, T
2
α) ∩NdQ(c0, Qα) (9)

Operating in a similar way is possible to select the nearest
observations with a similar deviation with respect to the
projection model, in terms of Q or T 2 using the following
relations. Once an observation ca has been projected and
the resulting Q evidences that it is not consistent with the
model structure, then a focalised search among neighbours
with the same dissimilarity can be useful for diagnosis
purposes.

NQ∧t(ca) = Ndt(ca, θt) ∩NdQ(ca, θQ) (10)
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The intersection is proposed as a refinement of the neigh-
bourhoods when specific search are required. In a similar
way, neighbourhood can be restricted to the observations
in the hyperplane defined by scores and with a similar
value of the index T 2 using the following sentence:

NT 2∧t(ca) = Ndt(ca, θt) ∩NdT2 (ca, θT 2) (11)

3.5 Case reuse in the principal component space

Once the retained cases have been selected, the next step
is to define the class for a new case, that is its diagnosis.
One possible reuse criteria when there are more than
2 classes to classify is a voting procedure, that is, the
class of a new observation will be the most common
class among retrieved cases. The main disadvantage of
this procedure is that it does not take into account the
distance (or similitude) of the retrieved cases and depends
mainly in the number of retrieved cases and how they are
distributed in each space. To solve this, an adaptation of
the distance criterion presented in Pous et al. [2008] can
be studied. This procedure takes into account the ratio
among cases for a given class with respect the total sum
of all similitude measures, and if this value surpasses an
acceptance threshold will be considered of this class.

4. ANALYSIS METHODOLOGY

In this section it will be presented the methodology to
analyse the performance of the classification in an objec-
tive way, or the so-called revise CBR functionality.

4.1 n-Fold Cross Validation

In n-Fold Cross Validation, the available data is divided
into n folders containing approximately the same number
of examples. The stratified version of this technique takes
into account the several ratios among classes present in the
original set. Once the data is divided, one of the n folds of
samples is retained for validation of the model formed by
the remaining n− 1 data fold. This process is repeated n
times (once for each fold) (Kohavi [1995]).

4.2 Confusion Matrix and performance indices

In order to evaluate the classification performance, the
confusion matrix is used. A confusion matrix is a form
of contingency table showing the differences between the
true and predicted classes for a set of labelled examples,
as is shown in Table 2 (Bradley [1997]).

Real Class
Ref No Ref

Predicted
Class

Ref TP FP
No Ref FN TN

Table 1. Confusion Matrix elements

Where TP stands for True Positive (cases correctly pre-
dicted from the reference class), FP for False Positives
(cases classified of the reference class with its real class
being non reference), FN for False Negative (cases classi-
fied as non reference class and its real class being of the
reference class) and TN for True Negative (cases correctly
classified as non reference class). When the reference is

fixed as the NOC cases, False Negative are associated to
False Alarms while False Positives to Missed Detections.
However, in this case, and because there are more than 2
classes, this confusion matrix will be extended as presented
in Table .

Real Class
Class 1 Class 2 . . . Class N

Predicted
Class

Class 1 TP(1,1) FP(1,2) . . . FP(1,N)
Class 2 FP(2,1) TP(2,2) . . . FP(N,2)

..

.
..
.

. . .
..
.

..

.
Class N FP(N,1) FP(N,2) . . . TP(N,N)

Table 2. Extended Confusion Matrix elements

Where TP(i,i) stands for cases of class i correctly classified
as class i (True Positive), FP(i, j) refers to cases that
were classified as class i while their real class was j (False
Positive) and N is the number of classes to look for. With
this configuration, the best classifier will be the one that
presents the most cases in the diagonal of the matrix.

5. FAULT DETECTION AND DIAGNOSIS OF
PLASTIC INJECTION MOULDS

The methodology presented in this paper will be used
to detect and diagnose fault occurrence of an injection
moulding, since it is a typical multistage batch process
(Guo et al. [2006]). First, a brief introduction about the
injection process is done. Then the how the data has
been used to create and test the statistical model will be
presented, followed by the explanation of the configuration
of the Case Based Diagnosis. Finally, some results obtained
are exposed.

5.1 The injection mould

The injection mould studied in this paper is a real mould
that collects information of 24 variables related to injec-
tions, more concretely: temperatures, pressures, position
of the injector and temperature in the cylinder. From this
24 variables, only 15 will be used since there are some
variables misaligned or with a low variability, which would
lead to a bad performance of the statistical model. The
shape of the retained variables during all process used in
the model creation step are presented in Figure 5.

Fig. 5. Shape of the variables retained for the NOC region
statistical model creation step
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5.2 Data set and fault generation

Four different faults have been defined in sensors:

• Gain error in sensors (T1). For this case, a 20 %
increment of the value will introduced to the normal
behaviour of the sensor.

• Saturations (T2). In this situation, the value after
fault appearance will be repeated until the fault
disappears.

• Loss of signal (T3). In this case, the values given by
the sensor will be set to 0.

• Bias error in sensor (T4). For this situation, the
normal value of the sensor will be increased in 10
units of the corresponding sensor.

Those misbehaviours have been created artificially by
modifying some registers associated to real injections dur-
ing normal operation. In order to simulate the fault occur-
rence ratio, 50 cases for each combination of fault typology
and sensor fault will be generated.

5.3 Model creation and fault detection

The normal operation condition cases have been used to
create the MPCA model. Whereas the modified ones are
used in the test phase. The goal is to observe regions in the
projection space associated with specific misbehaviours
that make feasible the use of neighbourhoods for fault
detection and diagnosis. Fault detection will be carried
based on the Q statistic, that is, if an observation presents
a higher value than the Q statistical control limit, the
observation will be labelled as faulty. The number of
principal components to retain for the PCA model has
been fixed to 3 in order to have all time instants for every
variable in the model over 10 %. This situation can be
observed in Figure 3. With this statistical model, all faulty
situations were correctly detected, so the number of missed
detections is 0 and 95 out of the 830 NOC observations
were detected as faulty cases (false alarms).

5.4 Case Based Diagnosis set up

From the several distance criteria and neighbourhoods
presented in the previous subsections, in this work a
two-steps distance based on NQ∧t neighbourhood has
been adapted to work as a k-Nearest Neighbour (k-NN)
procedure. This means that instead of defining a threshold
to determine which cases to retain, in this case the k
nearest observations will be used to obtain the class for a
new observation. First, the absolute distance of a new case
to all cases in the case base is computed using Equation
6. By doing so, it is desired to retain those cases with
a similar operating point. The first k1 cases are kept for
the next step of distance computation, that will consist
in computing the weighted Euclidean distance between
the k1 retained cases and the new case, using Equation
5. Supposing that different faults are placed in different
subspaces of the principal components space, then the
fault typology associated to the nearest cases can be
assumed to be the same for the new case. From this second
level of the distance computation, only the k2 nearest cases
will be retrieved. Finally, a graphical interpretation of this
compound distance criterion is presented in Figure 6.

Fig. 6. Similarity based on the region enclosed by the Q
similarity and the weighted Euclidean distance to a
new case

5.5 Results

In order to summarise the performance of the methodology
with respect the isolation degree of all possible combina-
tions, 6 different pairs of neighbour values for the (k1,k2)
parameters of the NQ∧t will be tested for all combinations
of fault typologies and sensor faults: (20,1), (20,3), (20,5),
(15,1), (15,3) and (15,5). Because of the high number of
classes (4 fault typologies× 15 sensors + NOC class = 61),
the resulting extended confusion matrix will be attacked
from 2 different points: grouped faults by fault typology
and group fault by sensor. The first strategy considers
more important to correctly the sensor that presents an
abnormal behaviour, and its results are presented in Table
3. The other option, grouping by sensors, means that the
class prediction is focused in finding the fault typology that
caused the sensor fault, and its performance is shown in
Table 4. Both tables present the extended confusion matrix
of the diagnosis retaining at each level distance (k1 = 20,
k2 = 1) cases, because is the configuration that presents
the greatest number of elements in the diagonal of the
extended confusion matrix. This means, that most of the
cases are correctly classified with respect fault typology
and sensor implied in the fault.

As it was introduced before, Table 3 presents the extended
confusion matrix of the diagnosis when the goal of the
diagnosis is to determine the sensor with the abnormal
behaviour. In this table, NOC stand for the cases that
were used to build the statistical model, Si refers to the
situation that the fault happened in sensor i, columns are
the real class of the new observations, whereas rows are
the predicted class for a new observation. As it can be
observed in this table, the 95 false alarms of the statistical
model have been reduced to 0, as well as there are no faults
that are confused with NOC observations, which means
that the number of missed detections is 0. Additionally,
it can be seen that most of the sensor faults can be
correctly diagnosed, with special attention to sensor 15
which present a perfect classification. However, this is not
the situation for sensors 11, 12, 13, 14, 8 and 9, which
present most of their elements outside the diagonal of
the matrix. By observing the distribution among them,
it can be said that those sensor are closed in the principal
components space, since the distribution of cases among
them is nearly the same. Moreover, those pack of sensors
are closed to each other, but are separated from the other
sensors, because the number of wrong diagnosed cases for
the other sensor is nearly inexistent.
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NOC S10 S11 S12 S13 S14 S15 S1 S2 S3 S4 S5 S6 S7 S8 S9

NOC 830 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

S10 0 122 13 13 14 11 0 4 6 3 17 4 12 5 12 11

S11 0 7 34 15 13 26 0 4 6 3 2 9 7 4 9 19

S12 0 7 22 70 42 10 0 8 3 5 5 28 15 15 12 11

S13 0 13 20 35 58 9 0 8 4 16 5 6 33 2 9 21

S14 0 5 24 3 11 85 0 4 4 7 3 7 1 9 7 2

S15 0 0 0 0 0 0 200 0 0 0 0 0 0 0 0 0

S1 0 3 7 2 7 2 0 115 5 38 5 1 2 4 6 6

S2 0 0 5 2 4 4 0 3 111 8 32 1 0 12 3 1

S3 0 3 5 2 8 11 0 32 12 106 6 2 2 1 1 5

S4 0 11 2 1 1 6 0 3 23 3 113 1 2 5 5 1

S5 0 3 14 14 3 6 0 0 1 1 1 108 6 2 6 2

S6 0 3 5 6 15 7 0 2 0 0 1 10 104 1 10 32

S7 0 2 4 11 2 4 0 1 19 0 7 2 1 137 0 1

S8 0 12 22 8 8 10 0 6 2 2 0 16 6 0 44 59

S9 0 9 23 18 14 9 0 10 4 8 3 5 9 3 76 29

Table 3. Extended confusion matrix when the classification is focused on determine the sensor
that present an abnormal behaviour. Rows represent the predicted class of a new observation,

whereas columns are the true class of those observations

On the other hand, if the diagnosis of the fault typology
happening to the system is considered more important,
then the extended confusion matrix can be reduced to the
one shown in Table 4. In this table, NOC cases are the
cases used in the statistical model building, T1 to T4 are
the fault typologies that were introduced in Subsection
5.2, and will be used to modify the normal observations.
Columns of this table are the real typology that happened
in the system, whereas rows are the predicted class for
the new observations. In this table, the same circumstance
that occurred in Table 3 is given, that is, there are no
missed detections nor false alarms, which is translated in
that all errors in the classification is due to wrong diagnosis
of fault occurrence. In this situations, however, it can be
observed that only fault typology T2 presents most of
its cases outside the diagonal of the extended confusion
matrix. This fact can be associated to the variability of this
grouping, that has provoked that T2 faulty observations
have been spread throughout all the principal components
space.

NOC T1 T2 T3 T4

NOC 830 0 0 0 0

T1 0 401 170 61 164

T2 0 124 358 111 86

T3 0 47 118 528 40

T4 0 178 104 50 460

Table 4. Extended confusion matrix when it is
considered more important to correctly diag-
nose the fault typology occurring in the sys-
tem. Rows represent the fault typology pre-
dicted using the CBR, while columns are the

real fault typology that happened

Although both strategies can be considered equally valid,
if the fact that in monitored industrial batch processes the
number of sensors is highly probable will be greater than
the number of different fault typologies that can happen
in the process, it would be interesting to focus more in
sensor that is having the unusual behaviour (Table 3).

6. CONCLUSIONS AND FURTHER WORK

In this paper, a preliminary work to check the validity of
the combination of a Multivariate Process Control tech-
nique (MPCA) and a Machine Learning procedure (CBR)
for fault detection and diagnosis of faulty sensors in an
injection moulding process has been presented. With this
combination the information gathered from sensors can
be directly used for fault detection and diagnosis, without
computing new attributes nor additional computations.
Moreover, the MPCA methodology grants that most of the
variation in the original space is resumed in a few principal
components, that can be back projected to the variables
original space. Additionally, principal components are un-
correlated among them, sufficient condition to grant that
the CBR performance will present good results and will
be simpler. Also, this compounding can be translated to
a better process understanding, since both techniques rely
on visual interpretation, as well as it does not require an
important previous knowledge about the studied process.

Results obtained show that this combination reduces the
number of false alarms that the statistical model originally
had, as well as it doesn’t introduced missed detections to
the system. In order to check the distribution of the wrong
diagnosis of all possible fault typologies and sensor faults,
two different strategies were studied: diagnose the sensor
that presented the behaviour and determine the fault ty-
pology that caused the fault. Results show that determine
the fault typology in the process is easier than determining
the sensor that is presenting the strange behaviour because
there were a lower number of cases outside the diagonal
of the extended confusion matrix. However, taking into
account that in industrial processes it is more usual to
have a larger number of sensors than fault typologies, the
former strategy would be preferred.

Further work will be oriented to study methods for variable
selection based on the correlation among variables (such
as the study of the variance of the reconstruction error), as
well as to implement other methodologies to determine the
number of principal components (such Cross Validation or
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the number of principal components to grant the minimum
value of the variance of the reconstruction error). Also,
several fault configurations should be analysed in order
to find one that makes possible detect all faults, at least
using the statistical control limits. Finally, multi-class
determination techniques to simplify the fault diagnosis
step should be studied.
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Abstract:
Adequate sensor placement is a necessary condition for efficient fault diagnosis systems. Sensor
placement for diagnosability consists in studying where to place sensors to satisfy diagnosability
specifications. This paper presents a method based on a structural analysis that takes into
account diagnosability specifications. It is based on the study of properties of structural matrices
and on the Dulmage-Mendelshon decomposition. The proposed approach manages constraints
modeled by linear or nonlinear equations, qualitative relations,... and it does not require the
design of analytical redundancy relations (ARRs) or the design of testable subsystems (TSSs).
Assuming that a component is modeled by one constraint and that the cost of the measurement
of each variable is defined, the proposed approach yields the best sensor placement according
to a diagnosability criteria. An application example dealing with a dynamic linear system is
presented.

1. INTRODUCTION

Designing an efficient diagnosis system does not start
after the system design but it has to be done during the
system design. Indeed, the performance of a diagnostic
system highly depends on the number and on the location
of actuators and sensors. Therefore, designing a system
that has to be diagnosed not only require relevant fault
diagnosis procedures but also efficient sensor placement
algorithms.

(Madron and Veverka [1992]) has proposed a sensor place-
ment method which deals with linear system. This method
makes use of the Gauss-Jordan elimination to find a min-
imum set of variables to be measured. This ensures the
observability of variables while simultaneously minimizing
the cost of sensors. In this approach, the observable vari-
ables include the measurable variables plus the unmea-
sured but deductible variables. Another method for sensor
placement has been proposed in (Maquin et al. [1997]).
This method aims at guaranteeing the detectability and
isolability of sensor failures. The proposed method is based
on the concept of redundancy degree in variables and on
the structural analysis of the system model. The sensor
placement can be solved by an analysis of a cycle matrix or
using the technique of mixed linear programming. (Com-
mault et al. [2006]) has proposed an alternative method
of sensor placement where a new set of separators (Irre-
ducible Input Separators), which generates sets of system
variables in which additional sensors must be implemented
to solve the considered problem, is defined.

However, all these methods are not suitable for the design
of systems that include a diagnosis system because, in
this context, the goal of sensor placement should be to
make it possible to monitor hazardous components. The
sensor placement algorithm should compute solutions that

satisfy detectability and diagnosability properties where
detectability is the possibility of detecting a fault on a
component and diagnosability is the possibility of isolating
a fault on a component without ambiguities with any
other faulty components. Few methods have focused on
this problem.

(Travé-Massuyès et al. [2001], Travé-Massuyès et al.
[2006]) has proposed a method based on consecutive ad-
ditions of sensors, which takes into account diagnosability
criteria. The principle of this method is to analyze the
physical model of a system from a structural point of view.
This structural approach is based on Analytical Redun-
dancy Relations (ARR) (Blanke et al. [2006]). However,
this method requires an a priori design of all the ARRs
for a given set of sensors.

Recently, the sensor placement problem satisfying diag-
nosability objectives becomes possible without designing
ARRs. (Frisk and Krysander [2007]) has proposed a ef-
ficient method based on a Dulmage-Mendelsohn decom-
position (Dulmage and Mendelsohn [1959], Pothen and
Chin-Ju [1990]). Nevertheless, this method only applies
to just-determined sets of constraints while most practical
systems are under-determined when sensors are not taken
into account, and over-determined afterwards.
Another sensor placement method without designing
ARRs has be presented in (Yassine et al. [2008a], Yassine
et al. [2008b]). This method improves the possibility of
detecting and localizing faults in systems for which only
the structure is known. It considers the complete specifi-
cations with respect to constraints. These complete spec-
ifications consist of a partition of the system constraints
KΣ into three subset: the set of constraints Kdiag that
must be diagnosable, the set of subsets of constraints
Knondis = {. . . ,Ki, . . .} for which each set Ki must be
non discriminable but detectable and the set of constraints
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Knondet that must be non detectable. In this method, a
one-to-one relation between components and constraints
is assumed (i.e. each component is modeled by only one
constraint).

In continuation of the method presented in (Yassine et al.
[2008a]), this paper presents a sensor placement method,
which considers partial specifications. These partial spec-
ifications consist of a partition of the system constraints
KΣ into two subsets: the subset of constraints that must
be diagnosable Kdiag and the subset of constraints that
must be at least detectable Kdet.

2. PROBLEM FORMULATION

Let’s present a intuitive formulation of the problem. Full
definitions are given afterwards. The solving of a diagnos-
tic problem is generally decomposed into two consecutive
steps. The conflict or symptom generation, also called
Fault Detection in Automatic Control community, and the
diagnostic analysis also called Fault Isolation. The first
step relies on consistency tests among minimal testable
subsets of constraints 1 K ∈ KΣ that include data flows
(often called OBS for observations). Let K be the set of
minimal testable subsets of constraints. If K ∈ K is a set
of constraints leading to a test which is inconsistent, it
means that, at least, one of the modes corresponding to
the constraints of K is not actual. It is therefore important
to trace the constraints belonging to a minimal testable
subset K because it makes it possible the solving of the
second sub-problem: the diagnostic analysis, which pro-
vides global conclusions in term of modes about the actual
system states. The performance of a diagnostic system is
highly dependent of the set K and consequently, dependent
of the set KΣ, which highly dependent of the dataflows i.e.
on the observations. Additional sensors lead to addtional
constraints in KΣ and therefore, to new sets in K. K
can be obtained from combinations of constraints from
KΣ using possible conflict generation (Pulido and Alonso
[2002]), bipartite graph (Blanke et al. [2006]), Dulmage-
Mendelsohn decomposition (Krysander et al. [2005]) or
elimination rules (Ploix et al. [2008]). Basically, once K has
been generated, it is possible to compute the performance
of the diagnostic system in terms of detectability, discrim-
inability or discernability, and diagnosability. Whether the
performance satisfies the requested performances or not,
the set KΣ is modified and the process is done once again
until requested performance are reached. However, this
process requires lots of computations because the genera-
tion of K is time consuming. Moreover, up to now, no one
of these algorithms have been proved to be complete.

Another approach for sensor placement is proposed in this
paper. It does not require the computation of K from KΣ.
It directly solves the following problem by studying the
structure of Σ. Let KΣ be a set of constraints modeling
the ok modes of a system Σ. Let var(KΣ) be the variables
appearing in KΣ. The problem to be solved is: what are the
complementary constraints modeling sensors dedicated to
variables from var(KΣ) that have to be added to satisfy
requested diagnosability performances.

1 minimal means that to be able to carry out a consistency test, no
constraint can be removed from a subset

Let’s precise the problem formulation by defining the con-
cept of testable subset or subsystem (TSS) of constraints
and its relationship with the concept of ARR.
Definition 1. Let K be a set of constraints and v a variable
in var(K) characterized by its domain dom(v). K is a
solving constraint set for v if using K, it is possible to
find a value set S for v such that S ⊂ dom(v). A solving
constraint set for v is minimal if there is no subset of K,
which is also a solving constraint set for v. A minimal
solving constraint set K for v is denoted: K ` v.
Definition 2. Let K be a set of constraints. K is testable
if and only if there are two distinct subsets K1 ⊂ K,
K2 ⊂ K such that K1 * K2 and K2 * K1, and a variable
v ∈ var(K) such that K1 ` v and K2 ` v. If this property
is satisfied, it is indeed possible to check if the value set
S1 deduced from K1 is consistent with the value set S2

deduced from K2: S1 ∩ S2 6= ∅.

Adding any constraint to a testable set leads also to a
testable set of constraints. Only minimal testable sets are
interesting.
Definition 3. A testable set of constraints is minimal if
it is not possible to keep testability when removing a
constraint.

A testable constraint that can be deduced from a TSS
is called an analytical redundancy relation (ARR). This
ARR contains only the known variables. Let KΣ =
{. . . ,Kk, . . .} be the set of all the testable subsystems that
can be deduced from KΣ according to (Blanke et al. [2006],
Krysander et al. [2008], Ploix et al. [2008]). Because of the
assumed one-to-one relationships between constraints and
components, the notions of detectability and discriminabil-
ity can be extended to constraints.
Definition 4. Let K be a set of TSS coming from (KΣ, CΣ).
A constraint k ∈ KΣ is detectable (Struss et al. [2002]) in
K iff ∃Ki ∈ K/k ∈ Ki. By extension, a set of constraints
K ⊂ KΣ is detectable in K if ∀ki ∈ K, ki is detectable in
K.
Definition 5. Two constraints (k1, k2) ∈ K2

Σ are discrim-
inable (Struss et al. [2002]) in K if: ∃Ki ∈ K/ k1 ∈
Ki and k2 /∈ Ki or if ∃Kj ∈ K/ k2 ∈ Kj and k1 /∈ Kj . By
extension, the constraints of a set K ⊂ KΣ are discrim-
inable in K iff: ∀(ki, kj) ∈ K2, ki and kj are discriminable
in K with ki 6= kj .
Definition 6. A constraint k ∈ KΣ is diagnosable (Struss
et al. [2002], Console et al. [2000]) in K iff: it is detectable
and ∀kj ∈ (KΣ \ k), (k, kj) are discriminable in K. By
extension, constraints K ⊂ KΣ are diagnosable in K iff:
∀ki ∈ K, ki are diagnosable in K.

In order to formulate the sensor placement problem, the
notion of terminal constraint has to be introduced.
Definition 7. A terminal constraint k is a constraint that
satisfies: |var(k)| = 1 where var(k) is the set of variables
appearing in the constraint k.

A terminal constraint usually models a sensor or an
actuator. It is thus a major concept in sensor placement.
Note that if a candidate sensor measures not only one
variable v but a combination of several variables v1, . . . , vn,
a new constraint k satisfying var(k) = {v1, . . . , vn, v∗},
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where v∗ is a virtual measurable variable, has to be added
into KΣ. Then, the solving is similar to standard problem.

In fault diagnosis, sensor placement has to satisfy specifica-
tions dealing with detectability and diagnosability. In this
paper, partial specifications are considered. These partial
specifications consist in a partition of the component set
CΣ into the following subsets:

• the set of constraints Kdiag that must be diagnosable
• the set of constraints Kdet that must be at least

detectable.

Satisfying the diagnosability specifications requires infor-
mation delivered by sensors. Let Σ

′
represent the system

Σ with additional sensors where KΣ′ contains the con-
straints KΣ of the system Σ plus the additional terminal
constraints. Therefore, solving a sensor placement problem
consists in determining the additional terminal constraints
inKΣ′ that lead to the satisfaction of partial specifications.

In the next section, we present the Dulmage-Mendelsohn
decomposition which represents a useful tool for the design
on sensor placement.

3. DULMAGE-MENDELSOHN DECOMPOSITION

A bipartite graph (Blanke et al. [2006]) is a structural
graph, which only requires knowing the variables that
occur in constraints. The bipartite graph is defined by
G = (KΣ, var(KΣ), EΣ) where KΣ is the set of constraints
of system, var(KΣ) is the set of variables of system and
EΣ = KΣ × var(KΣ) stands for edges in the graph. A
matching M within a connected graph is a subset of edges
such that any two edges have no common node (neither
constraint nor variable). A matching is called complete
with respect to the constraints KΣ if |M | = |KΣ|. A
matching is called complete with respect to the variables
var(KΣ) if |M | = |var(KΣ)|.
The Dulmage-Mendelsohn Decomposition noted “DM De-
composition” is a useful tool for the structural analysis
of system to diagnose. La decomposition DM can be ob-
tained by applying classical algorithms of bipartite graph
(Dulmage and Mendelsohn [1959], Murota [1987]) taking
into account only the physical variables var(KΣ). This
decomposition results by permuting the columns and rows
of the incidence matrix which represents the graph in order
to obtain a lower triangular block.

Some definitions are proposed in order to illustrate the
basis of the decomposition DM.
Definition 8. Over-constrained graph
A subgraph G = (K,X,E) ⊂ (KΣ, var(KΣ), EΣ) is called
over-constrained if there is a complete matching on the
variables X but not on the constraints K such as E = K×
X stands for edges in the graph.
Definition 9. Just-constrained graph
A subgraph G = (K,X,E) ⊂ (KΣ, var(KΣ), EΣ) is called
just-constrained graph if there is a complete matching on
the variables X and on the constraints K.
Definition 10. Under-constrained graph
A subgraph G = (K,X,E)) ⊂ (KΣ, var(KΣ), EΣ) is called
under-constrained graph if there is a complete matching on
constraints K but not on the the variables X.

Fig. 1. Dulmage-Mendelsohn decomposition of a bipartite
graph

A Dulmage-Mendelshon decomposition (Dulmage and
Mendelsohn [1959]) of a bipartite graphG = (KΣ, var(KΣ), EΣ)
leads to three canonical components called K+, K0, K−
(see figure 1):

In this figure, we remark that there are three subsystems:
S+ = (K+, X+)
S0 = (K0, X+ ∪X0)
S− = (K−, X+ ∪X0 ∪X−)

(1)

such that

• (K+,K0,K−) is the partition of the constraints of
system KΣ,

• (X+, X0, X−) is the partition of the variables of
system var(KΣ),

• (K+, X+) is over-constrained,
• (K0, X0) is just-constrained,
• (K−, X−) is under-constrained.

In the next sections, diagnosability properties of structural
matrices are established and used for the design on sensor
placement satisfying diagnosability specifications.

4. BASIC PROPERTIES OF STRUCTURAL
MATRICES

Before pointing out diagnosability properties, some basic
properties of structural matrices have to be established.
The constraints KΣ = {. . . , ki, . . .} can be represented
by a structural matrix MΣ, which is an incidence matrix
representing the application MΣ : var(KΣ)→ KΣ.

According to the definition, an TSS is a minimum set of
constraints K such that there is at least one variable for
which two different minimal solving sets can be found. A
minimal solving set leading to a variable v corresponds
to a value propagation (Apt [2003]) starting usually, but
not necessary, by terminal constraints and leading to v.
Therefore, a TSS can also be seen as two distinct value
propagations leading to a given variable. This point of view
has been adopted as a theoretical tool to develop proofs.

Let k1 and k2 be two constraints. The propagation of
a variable v between k1 and k2 is possible only if v ∈
var(k1)∩var(k2). The variable v is qualified as propagable
between k1 and k2: v is a link between k1 and k2. In the
corresponding structural matrix, this link is represented
by a thick line:
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Fig. 2. Link between propagations and minimal testable
subsets

Consider now a system, defined byKΣ = {k1, k2, k3, k4, k5}
with var(k1) = {v1, v3}, var(k2) = {v1, v2}, var(k3) =
{v2, v3}, var(k4) = {v2} and var(k5) = {v3}. Terminal
constraints k4 and k5 model sensors or actuators. Each
terminal constraint contains known data. Figure 2 repre-
sents examples of propagations that lead to TSS with a
bipartite graph. But in a bipartite graph, links do not
appear clearly: they correspond to alternate paths (or
chains) with this pattern: constraint-variable-constraint.
Links appear more clearly in structural matrices as lines
linking two constraints. In the following structural ma-
trices, the variables surrounded by a circle represent the
variables that can be instantiated twice. The relevance of
links remains obvious in example 2, where a propagation
do not start by a terminal constraint. The paths corre-
sponding to propagations of solving sets have been drawn.
Variable v2 has been instantiated twice.

Once again, paths may be reduced to links (thick lines).
The following example points out another structural ma-
trix with two propagations leading to variable v3.

The concept of linked constraints has to be formalized
because discriminability depends on this concept. Before
defining linked constraints, the concept of interconnected
constraints has to be introduced. The constraints of a
system Σ may be modeled by a non directed bipartite

Fig. 3. Structural matrix of a constraint set K, which is
linked by a set of variables V

graph (KΣ, var(KΣ), EΣ) where EΣ is the set of edges.
Each edge e = (k, v) models that v ∈ var(k).
Definition 11. A set of constraints K ⊂ KΣ is intercon-
nected by a set of variables V ⊂ var(KΣ) iff there is
a tree (K,V,E) ⊂ (KΣ, var(KΣ), EΣ) with constraints
at extremities (see Bollobás [1998] for example), which
satisfies |V | = |K| − 1.

To point out the link with bipartite graph theory, if K
is interconnected by V in KΣ, then there is a complete
matching with respect to variables V . The notion of linked
set of constraints can now be introduced.
Definition 12. A set of constraints K ⊂ KΣ is linked in
KΣ by a set of variables V ⊂ var(KΣ) iff K is inter-
connected by V and iff the other constraints of KΣ (i.e.
KΣ\K) do not contain any variable of V . The variables
of V are called linking variables for K. They are denoted:
varlinking(K,KΣ).

The shape of a structural matrix dealing with linked
constraints is drawn in figure 3.

This structural shape corresponds to a over-constrained
block in Dulmage-Menlesohn decomposition, which satis-
fies |K| = |V | + 1 (i.e, there is a complete matching with
respect to the variables V and there is one constraint which
does not belongs to the matching).

The concept of linked constraints is strongly connected
with discriminability.
Lemma 1. A set of constraints K ⊂ KΣ linked by a set of
variables V ⊂ VΣ is necessarily non discriminable.

The proof is presented in (Yassine et al. [2008a]).
Definition 13. A set of variables var(K) appearing in a
set of constraints K but not in the other constraints of
KΣ (i.e. KΣ\K) are named stump variables in KΣ with
respect to K. They are denoted: varstump(K,KΣ).

For instance, the set of variables V that links a set of con-
straints K belong to the stump variables varstump(K,KΣ)
with K ⊂ KΣ.
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Fig. 4. Structural matrix of a constraint set, which is
isolated by the set of variables V

A set of constraints cannot be used to generate a TSS if
they are linked and if there are additional variables that
cannot be propagated. These constraints are qualified as
isolated. Detectability depends on this concept.
Definition 14. A set of several constraints K ⊂ KΣ is
isolated in KΣ by a set of variables V ⊂ var(KΣ) if it
is linked by V and if there is at least one variable in
var(K)\V that does not belong to other constraints of
KΣ (i.e. KΣ\K). If the set contains only one constraint,
the link condition disappears.

The shape of a structural matrix dealing with isolated
constraints is drawn in figure 4.

This structural shape corresponds to a just-constrained
block or a under-constrained block in Dulmage-Menlesohn
decomposition, which satisfies |K| ≤ |V |.

The concept of isolated constraints is strongly linked with
detectability.
Lemma 2. A set of constraints K ⊂ KΣ isolated in KΣ by
V is necessarily non detectable.

The proof is presented in (Yassine et al. [2008a]).

5. DIAGNOSABILITY PROPERTIES OF
STRUCTURAL MATRICES

This section aims at setting up a direct link from sets of
constraints to detectability and diagnosability properties.
Firstly, it is obvious that adding additional constraints
connected to all the variables var(k) appearing in a
constraint k, ensures the diagnosability of k.
Lemma 3. Let k ∈ KΣ be a constraint. If additional ter-
minal constraints dealing with all the variables in var(k)
are added, then the constraint k is diagnosable.

The proof is presented in (Yassine et al. [2008a]).

Lemma 3 can be directly applied to all the constraints of
a constraint set.
Corollary 4. If additional terminal constraints dealing
with all the variables var(K) of a constraint set K ∈ KΣ,
then each constraint k ∈ K is diagnosable.

Fig. 5. Structural matrix of non detectable constraints

In lemma 2, a relationship between isolated constraints
and the detectability property has been presented. The
next lemma generalizes the previous results.
Lemma 5. A sufficient condition for a subset of constraints
K ⊂ KΣ to be non detectable is that there is a tu-
ple (K1, . . . ,Km) of m sets of constraints making up a
partition P(K) of K such that each Ki is isolated in
KΣ\

⋃
j<iKj (K1 is a limit case: it should be isolated in

KΣ).

The proof is presented in (Yassine et al. [2008a]).

Figure 5 indicates the shape of a structural matrix of non
detectable constraints.

This structural shape corresponds to several just-constrained
blocks or a under-constrained blocks in Dulmage-Menlesohn
decomposition.

According to lemma 5, a constraint k is detectable if it not
belong to any element of the tuple (K1, . . . ,Km) presented
in figure 5. By extension, a set of constraints K ⊂ KΣ is
detectable if each k ⊂ K is detectable.

6. SENSOR PLACEMENT METHOD FOR PARTIAL
SPECIFICATIONS

In (Yassine et al. [2008a]), a sensor placement method
satisfying complete specifications is proposed. However,
practically, a designer define on the one hand, the con-
straint set that must be diagnosable, and secondly, the
constraint set that must be at least detectable. A method
to solve these partial specifications is proposed in this
section.

The sensor placement method for partial specifications is
based on lemmas 1, 5 and on corollary 4. This method
consists of two steps:

• The first step consists in assuming that all the vari-
ables of the system are measured. So, according to
corollary 4, all the constraints will be diagnosable.
Consequently, the partial specifications are necessary
satisfied.
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• The second step consists in finding the subset of vari-
ables V ∈ var(kΣ) which satisfy the partial specifi-
cations. There may be several sensor placements that
satisfy the partial specifications. In order to select the
most interesting one, a criterion based on the cost of
the sensor placement is considered. Let’s introduce
the following notations. The cost of the measurement
of a variable v is denoted cost(v). By extension, the
cost of the measurement of a set of variables V is
denoted: cost(V ) =

∑
v∈V cost(v).

This step is also based on a combinatorial optimiza-
tion algorithm: it is a greedy algorithm. It is sum-
marized by the algorithm 1. In order to describe this
algorithm, the notions of V node and buffer of V nodes
are introduced. A V node is a couple of constraint
sets: V node = V node(V −, V +), where V node− =
V − and V node+ = V +. A buffer is a special First
In First Out buffer. The basic functionalities are:
buffer .push(V node) and buffer .pop(). They respec-
tively correspond to add a V node in the buffer and
get a Knode from the buffer.

Algorithm 1 placeSSSensor(KΣ,Kdiag,Kdet): a set of
variables to be measured
Require: Specifications are consistent in KΣ

Require: cost() is defined for each variable in VΣ

criteria← cost(var(KΣ))
Vmeasured ← var(KΣ)
buffer← ∅
Vcandidat ← var(KΣ)
buffer .push(V node(∅, Vcandidat))
while buffer in not empty do
V node← buffer .pop()
Vremaining ← V node+

for all v ∈ V node+ do
Vselected ← V node− ∪ {v}
if cost(Vselected) < criteria then

if isFeasible(KΣ, Vselected,Kdiag,Kdet) then
criteria← cost(Vselected)
Vmeasured ← Vselected

else
Vremaining ← Vremaining\{v}
buffer .push(V node(Vselected, Vremaining))

end if
end if

end for
end while
return Vmeasured

This algorithm depend on algorithm isFeasible (KΣ, Vselected,
Kdiag,Kdet) which verifies if partial specifications Kdiag

and Kdet remain satisfied after removing the sensor mea-
suring the variables var(KΣ\Vselected) i.e. when removing
the sensor measuring the variables var(KΣ\Vselected), no
subset of constraints checking the lemmas 1, 5 must be
found considering only the variables var(KΣ\Vselected).

7. EXAMPLE

The sensor placement method presented in this paper has
been applied to an electronic circuit (figure 6). This circuit
is modeled by the following constraints:

Fig. 6. Scheme of the electronic circuit

Table 1. Structural matrix of the electronic
circuit

v0 v1 v2 v3 v4 i1 i2 i3 i4 v1a v1b v1c v4a v4b

k1 0 0 1 0 0 0 0 0 0 0 0 1 0 0

k2 0 0 0 0 0 1 1 1 0 0 0 0 0 0

k3 0 1 0 0 0 0 0 0 0 1 0 0 0 0

k4 0 1 0 0 0 0 0 0 0 0 1 0 0 0

k5 0 1 0 0 0 0 0 0 0 0 0 1 0 0

k6 1 1 0 0 0 1 0 0 0 0 0 0 0 0

k7 0 0 0 1 0 0 1 0 0 1 0 0 0 0

k8 0 0 0 1 0 0 1 0 0 0 0 0 1 0

k9 0 1 0 0 0 0 0 1 0 0 0 0 0 1

k10 0 0 1 0 0 0 0 0 1 0 0 0 0 0

k11 0 0 0 0 1 0 0 0 0 0 0 0 1 0

k12 0 0 0 0 1 0 0 0 0 0 0 0 0 1

k13 1 0 0 0 0 0 0 0 0 0 0 0 0 0

amplifier : k1 : v1c = v2

connection1 : k2 : i1 = i2 + i3
connection1 : k3 : v1 = v1a

connection1 : k4 : v1 = v1b

connection1 : k5 : v1 = v1c

resistor1 : k6 : v0 − v1 = R1i1
capacitor : k7 : C(v1a − v3) =

∫ t

0
i2dt

resistor2 : k8 : v3 − v4a = R2i2
resistor3 : k9 : v1 − v4b = R3i3
resistor4 : k10 : v2 = R4i4
connection2 : k11 : v4 = v4a

connection2 : k12 : v4 = v4b

generator : k13 : v0 = ṽ0

withKΣ = {k1, k2, k3, k4, k5, k6, k7, k8, k9, k10, k11, k12, k13}.
The corresponding structural matrix is given by table 1.

Suppose that the costs of the measurements are:

cost(v0) = cost(v1) = cost(v2) = cost(v3) = cost(v4) . . .
. . . = cost(v1a) = cost(v1b) = cost(v1c) = cost(v4a) . . .

. . . = cost(v4b) = 1
and

cost(i1) = cost(i2) = cost(i3) = cost(i4) = 2

Let’s consider the following partial specifications:

Kdiag = {k6, k7, k8, k9, k10, k13}
Kdet = {k1, k2, k3, k4, k5, k11, k12}
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Table 2. Analytical relations for the partial
specifications

k1 k2 k3 k4 k5 k6 k7 k8 k9 k10 k11 k12 k13

SST1 0 1 0 0 0 1 0 1 1 0 1 1 0

SST2 0 0 1 0 1 0 0 0 0 0 0 0 0

SST3 0 0 1 0 0 1 0 0 0 0 0 0 1

SST4 0 0 0 1 0 1 0 0 0 0 0 0 0

SST5 0 1 0 1 0 0 0 1 1 0 1 1 0

SST6 0 0 0 1 0 0 1 1 1 0 1 1 0

SST7 0 0 0 0 0 0 0 0 0 0 0 0 1

SST8 0 0 0 0 0 0 0 0 0 1 0 0 0

SST9 0 0 0 0 0 1 1 1 1 0 1 1 0

SST10 0 0 0 0 1 1 0 0 0 0 0 0 0

SST11 0 1 0 0 1 0 0 1 1 0 1 1 0

SST12 0 0 0 0 1 0 1 1 1 0 1 1 0

SST13 0 1 0 0 0 1 0 1 1 0 1 1 1

SST14 0 0 0 0 0 1 1 1 1 0 1 1 1

SST15 0 0 0 0 1 1 0 0 0 0 0 0 1

SST16 0 0 1 0 0 1 0 0 0 0 0 0 0

SST17 0 1 1 0 0 0 0 1 1 0 1 1 0

SST18 0 0 1 0 0 0 1 1 1 0 1 1 0

SST19 0 1 0 0 0 0 1 0 0 0 0 0 0

SST20 0 0 0 1 1 0 0 0 0 0 0 0 0

SST21 0 0 0 1 0 0 0 0 0 0 0 0 1

SST22 1 0 0 0 0 0 0 0 0 0 0 0 0

SST23 0 0 1 1 1 0 0 0 0 0 0 0 0

In order to find the best sensor placement satisfying these
specifications, algorithm 1 is applied. It leads to the follow-
ing result: Vminimal = {v0, v2, v3, i1, i3, i4, v1a, v1b, v4a, v4b}
with a cost of 13. The sensors: sensor1, sensor2, capteur3,
sensor4, sensor5, sensor6, sensor7, sensor8 and sensor9
measuring the variables of Vminimal are modeled respec-
tively by the terminal constraints: k14, k15, k16, k17, k18,
k19, k20, k21, k22 and k23.

In order to validate the result, the method proposed in
(Ploix et al. [2008]) has been used to design all the ARRs.
It has led to the fault signature given by table 2.

According to these results, the diagnosable constraints are:
{k6, k7, k8, k9, k10, k13} and the constraints that can be at
least detected are: {k1, k2, k3, k4, k5, k11, k12}.

8. CONCLUSION

A new approach of sensor placement which satisfies partial
specifications has been proposed. It is thus possible to
specify the performances that a diagnostic system has to
meet and then to compute where the sensors should be
placed.

Several lemmas and algorithms are used to develop a
method for sensor placement that deals with partial spec-
ifications: a set of components that has to be at least
detectable and another one that has to be diagnosable.
This method can be applied to a large class of systems
because they are based on a structural approach because:
only the variables appearing in constraints are considered.
However, the generality of structural approach is paid by
possible over-estimation depending on the nature of con-
straints: it is well-known that it relies on the conditionning
of constraints. But solutions taking into account the nature
of constraints can only be specific.

An algorithm for sensor placement managing partial spec-
ifications has been presented. It deals with constraints
that have to be diagnosable and detectable. Thanks to
the proposed algorithm, cost optimal sensor placements
satisfying partial diagnosability specifications is possible
without designing ARRs a priori. It is a very important
feature since it is no longer necessary to design all the
possible ARRs.
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Abstract: Most Model-based diagnosis frameworks rely on incremental probing and the
assumption that faults occur independently to infer the most likely explanation for a symptom.
For systems where additional sensors are unavailable or a repair action must be issued at once,
these assumptions are often inadequate and dependent faults must be considered explicitly.
We introduce explicit models of context-dependent component fault behavior and show that our
compositional models are well-suited for the one-shot fault diagnosis of pseudo-static systems.
We develop extensions to the well-known Conflict-Directed A* algorithm to infer the most-likely
system state given a fixed set of observations and show that our approach complements earlier
dependency models.

1. INTRODUCTION

Powerful model-based reasoning techniques to infer possi-
ble faults in a system based on manifestations of observable
symptoms have been developed. Given the inherent com-
plexity of this problem and the fact that most practical
problems do not require explanations to be produced,
most modeling techniques and inference algorithms apply
the principle of parsimony to sacrifice completeness for
efficiency. For example, the assumptions that (i) the model
reflects all possible behaviors and component interactions
relevant to a diagnosis task, and (ii) all observed symptoms
can be attributed to a small set of component failures, and
(iii) that these failures occur independently, are commonly
found in the literature. In scenarios where only a few “most
likely” explanations are required, (ii) and (iii) together
with probabilistic models of single components failing are
often used to guide the search for candidate explanations
or guide incremental diagnosis and measurement (de Kleer
and Williams, 1987). However, these assumptions are not
always adequate. While recent algorithmic improvements
have led to systems that can efficiently test and diagnose
faults with large cardinality (for example MFMC faults are
discussed in de Kleer (2008)), many algorithms employ
strong independence assumptions and may not discrimi-
nate well between different fault candidates if dependent
faults are present. Our work aims to complement those
systems with fault inter-dependencies.

Our work aims at computing likely explanations of symp-
toms by considering components faults that are caused
by cascading effects of failures or mis-configurations else-
where in the system. We use the term “fault” in the sense
that each “faulty” component must be repaired, replaced,
or reconfigured in order to restore the intended system
function. That does not imply that the component is or

1 This work was supported by the Australian Research Council
under grant DP0881854.

was necessarily faulted, just that it is in a mode that
cannot support the desired system function. For exam-
ple, a broken fuse caused by overloading the system is
not faulty but must nevertheless be replaced to restore
system function. We extend consistency-based diagnosis of
static systems with context-specific component behavior to
capture component behaviors in the presence of cascading
failures. Our contributions are as follows:

• We present a diagnosis framework that incorporates
causality between components by means of capturing
context-specific component behavior triggered by ex-
ternal influences. As a result, our work unifies both
static diagnosis and diagnosis of cascading failures
under a common formalism.

• Our notion of causality dispenses with the single-
origin hypothesis widely applied in earlier work on
dependent failures, for example Weber and Wotawa
(2008) or Tatar (1995) by allowing failures contexts
to depend on multiple interacting components. We
also drop the assumption that failures are caused by
component faults by allowing that failures may also
be activated by unusual combinations in expected,
correct behavior.

• Our fault models are compositional, based on prop-
erties of individual components. No explicit global
model of failure propagation or causality of faults that
spans different components is required. Rather than
relying on explicit specifications of how failure modes
of one component may affect other components, we
infer dependent failures from the components’ input-
and output values propagated in the model.

• We extend well-known heuristic search methods to
compute most likely explanations using consistency-
based diagnosis techniques enriched with information
about possible mode changes.

This paper is organized as follows: In Section 2, we use
an example to informally introduce different aspects of
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Fig. 1. Electronic Circuit Schematic Diagram

causality in failure diagnosis. A formal characterization
of context-dependent behavior is given in Section 3. Our
extensions to heuristic search procedures to compute diag-
noses is presented in Section 4. We discuss the properties
of our framework and selected related work in Section 5.

2. EXPLOITING CAUSALITY FOR DIAGNOSIS

While successful for many systems, the assumptions that
failures occur independently may not hold for tightly-
coupled systems, where failures in one component can
easily propagate to damage other parts of the system. For
example, the water pouring from a broken floodgate in a
dam may wreak havoc further downstream, a shorted com-
ponent in an electric circuit may damage other connected
components, or damage to a jet engine rotor may spread
to other engine stages (Akerlund et al., 2006). Therefore,
repair choices based on fault identification and isolation
using the independence assumption may fail to restore
the full system purpose, and possible remaining faults
may adversely affect the replaced parts. While incremental
diagnosis and active probing may help to uncover hidden
faults and refine diagnoses, limited observability and time
or cost constraints may prohibit isolating the true origin
of faults. In particular, autonomous or embedded systems
operating under tight constraints are a prime example
where a “good-enough” diagnosis must be submitted to a
higher-level planning module based on the limited sensoric
information. Hence the desire to incorporate causal rela-
tionships between component behaviors into the diagnosis
process to extend the scope of explanations to components
that are likely to be affected.

Consider the electronic circuit depicted in Figure 1. Two
motors, M1 and M2, are connected via switches S1 and S2

to a common circuit that contains a resistive element, R,
and a fuse, F , and a voltage source, V . A (much simplified)
model of the circuit is given in Figure 2: if assumed in the
ok mode, F and R conduct electricity based on simplified
models of physics; otherwise, they are perfect isolators.
Similarly, motors can be operating normally (mode ok),
be short-circuited (shorted), or broken. A motor can be
observed as on iff electrical current is available and it
is operating normally. Electrical current flows only if the
circuit forms a closed loop (conn0). Switches are either
open or closed.

This model is essentially a static representation of the pos-
sible system states, where the component mode assump-
tions (and observations) directly determine the system

conn0 ⇔ ok(F ) ∧ ok(R) ∧ (conn1 ∨ conn2)

conn1 ⇔ closed(S1) ∧ (ok(M1) ∨ shorted(M1))

conn2 ⇔ closed(S2) ∧ (ok(M2) ∨ shorted(M2))

i0 = i1 + i2 ∧ r(R) i0 + u = 10

¬connk ⇒ ik = 0 (k ∈ {0, 1, 2})
connk ⇒ u = r(Mk) ik (k ∈ {1, 2})

ok(Mk) ∧ ik > 0⇒ on(Mk) ∧ r(Mk) = 6 (k ∈ {1, 2})
shorted(Mk)⇒ r(Mk) = 0 (k ∈ {1, 2})

ok(R)⇒ r(R) = 5

Fig. 2. Formal Model of the Circuit in Figure 1

mode condition P (F=ok|·) P (F=broken|·)
ok 0A = i0 1.00 0.00
ok 0A < i0 ≤ 1A 0.98 0.02
ok 1A < i0 0.01 0.99

broken true 0.00 1.00

Fig. 3. Conditional Mode Transitions for F

state. Some cascading failures can be represented by ad-
ditional axioms (for example, shorted(M1) ⇒ broken(F )),
but in general it is necessary to consider a sequence of
mode transitions to adequately capture the intermediate
state(s) induced by the system behavior. For example,
assume that M1 can transit from the ok mode into shorted
only if i0 > 0. Since the latter implies broken(F ) ∧ i0 = 0,
the necessary transient state where ok(F )∧ shorted(M1)∧
i0 > 0 cannot be represented in our single-state model
and, therefore, not be explained.

Adhering to the compositional modeling paradigm, we
augment the static system description with possible mode
transitions defined locally for each component. For each
component, we represent possible transitions between the
different behavioral modes based on conditional probabil-
ities enriched with additional constraints that guard the
activation of a transition. Given the current behavioral
mode and the component properties implied by the system
model, the conditional probability states how probable a
mode change is between two system states. For example,
Figure 3 gives the context-specific behavior of the fuse F
in Figure 1. Transition models for the other components
are defined similarly. In this model, an explanation of an
observed symptom is a trajectory of (possibly concurrent)
mode changes between a sequence of states, rather than a
simple static assignment of modes to components.

In our example, the most likely explanation for “both
motors being ¬on while both switches are closed” is that
F is broken with P (F = broken) ≈ 0.99. This is because if
both motors are connected and working properly, the flow
of electric current through F exceeds the 1A threshold,
and hence the much higher probability for failure applies.
Here, the context-specific behavior is encapsulated in F ,
and causal effects are derived from the system model; no
explicit representation of causal dependencies is necessary.
Different from classical consistency-based diagnosis, where
F and R are both considered possible explanations with
low probability, here F exceeds R (and the remaining
double-failure hypotheses) in likelihood by a factor of 20.
The discrepancy between the case where F fails spon-
taneously and where F fails causally illustrates that a
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diagnostic framework based solely on prior probabilities
may fail to correctly discriminate between explanations.

3. MODELING CONDITIONAL BEHAVIOR

In this and the following sections we develop a for-
mal model of our diagnosis framework. We build on
the consistency-based diagnosis framework as defined by,
e.g., Reiter (1987). We extend the classical static system
description with conditional mode transitions for each
component, and a characterization of the initial states
from which all diagnoses originate:
Definition 1. (Diagnosis System). A Diagnosis System is
a tuple 〈SD,COMP,MT,OBS, I〉, where SD contains
the structural composition of the system and the behav-
ioral models of the components comprising the system.
The set COMP contains the atoms representing the com-
ponents in SD, and MT defines a the conditional mode
transitions for each component. OBS contains a set of
literals representing the observations, and I a characteri-
zation of the initial state(s) of the system. Each component
C ∈ COMP is associated with a set of behavioral modes,
Modes(C), and a set of atoms representing properties and
ports of the component, Locals(C). A partial (complete)
assignment of component modes to component variables
in SD is called a partial (complete) mode assignment.

Similar to OBS, I represents the set of mode assign-
ments that characterize those system states where all
relevant components function as intended. This could be
the single set where all components are assigned the
ok mode, or could admit multiple assignments are per-
mitted to allow for unknown or “don’t care” system
variables, such as switch positions. In the following, we
will implicitly assume that a diagnosis system is given
〈SD,COMP,MT,OBS, I〉 if understood from the con-
text.

We also apply the definitions of consistency of a mode
assignment with respect to a set X:
Definition 2. (Consistent Mode Assignment). A mode as-
signment A is consistent with X iff SD ∪A ∪X 6|= ⊥.

To model the dynamic aspects of context-specific behavior,
we assume that the mode transition behavior of each in-
dividual component can be expressed as a finite transition
system, with nodes representing the behavioral modes and
the transitions possible mode changes.
Definition 3. (Conditional Mode Transition System).
The Conditional Mode Transition System T (C) for a
component C ∈ COMP is a transition system 〈M,T 〉,
where M = Modes(C) denotes the set of vertexes and
T ⊆ M × M × L(Locals(C)) × R is a set of labeled
transitions between component modes.

Each transition 〈s, t, g, p〉, s, t ∈M , is labeled with a guard
condition g over the component’s properties, Locals(C),
and a probability estimate p ∈ [0, 1] that defines how likely
the mode change is to occur given that the transition is
indeed applicable. We assume that ∀m ∈ M : 〈m,m, g, p〉
with g satisfiable in SD and p > 0 always exists. These
transitions capture the case where a component does not
change mode.

For example, component F representing a fuse may change
from the ok mode to broken under different conditions.
Figure 3 summarizes the two transitions: if the current
i0 through F is below 1A, F changes to the broken mode
with probability 0.02 and remains in ok mode otherwise. If
i0 exceeds 1A, the transition to broken is much more likely
(.99). The conditional probabilities and guard conditions
given in Figure 3 define a conditional mode transition
system for F .

We allow non-deterministic mode transition systems, but
for every pair of mode transitions that connect the same
modes the guard conditions must be mutually unsatisfi-
able. This ensures that there is at most one applicable
transition between each pair of modes for a component.
This limitation could be lifted but would enlarge the
search space considerable. Instead, we advocate to model
unconditional, spontaneous transitions as guarded tran-
sitions, where the guard condition is obtained from the
complement of the conditional transitions.

The set MT contains a conditional mode transition system
for each component in COMP . Similar to mode assign-
ments, mode transitions for individual components can be
extended to the full component set:
Definition 4. (Joint Mode Transition).
Let ti = 〈Xi, Yi, Gi, Pi〉 ∈ T (Ci), Ci ∈ COMP . A
joint mode transition is a set T ⊆ {t1, . . . , tn}, n ∈
[1, |COMP |], such that all Gi are jointly satisfiable given
SD. T is source consistent w.r.t. a mode assignment A iff
∀i : (Ci = Xi) ∈ A and SD ∪ A ∪ ⋃ {Gi} is consistent;
T is target consistent with A iff ∀i : (Ci = Yi) ∈ A and
A is consistent. T is complete if n = |COMP | and partial
otherwise.

For the example, a partial joint mode transition J that
assumes concurrent mode transitions from the ok mode
to broken for both M1 and F failing spontaneously is
represented as

J =

{
〈okF , brokenF , 0 < i0 ≤ 1, 0.02〉 ,〈
okM1 , brokenM1 , 0 < i0 ≤ 1.3, 0.05

〉
}

.

Here we assume that the threshold above which the
components fail in response to an abnormal flow of current
are set at 1A and 1.3A for F and M1, respectively.
The joint transition is partial, since transitions for some
components are absent from J .

Joint Mode Transitions constrain the possible joint evolu-
tion of the individual components comprising the system:
Definition 5. (Mode Trajectory). A mode trajectory T =
〈A1, J1, A2, . . . , Ak, Jk, Ak+1〉, k ≥ 1, is an alternating
sequence of mode assignments Ai and joint mode transi-
tions Jj such that, for all i, Ji is source consistent with
Ai and is target consistent with Ai+1. T is consistent
iff ∀i ∈ 1, . . . , k + 1 : Ai is consistent. T is complete if
J1, . . . , Jk are complete and partial otherwise.

A mode trajectory characterizes a particular evolution of
sets of concurrent mode transition, constrained by the
transitions permitted by MT. While the transition systems
representing the dynamic behavior of components are
modeled locally, the behaviors of different components are
linked through the common context established by the
system model SD. Components can enable or prohibit

DX-09, Stockholm, Sweden June 14-17, 2009

213



context-specific behavior in others by changing the shared
system state.

For example, a two-step mode trajectory T that originates
in a mode assignment where all but the two switch
components are known to be in the ok mode, first assumes
that M1 transits into shorted mode, followed by F entering
broken, such that T terminates with the observation that
both motors are ¬on, is given as follows:

T =

〈 {F = ok, R = ok, M1 = ok, M2 = ok} ,〈
okM1 , shortedM1 , 0 < i0 ≤ 1.3, 0.05

〉
,

{F = ok, R = ok, M1 = shorted, M2 = ok} ,

〈okF , brokenF , 1 < i0, 0.99〉 ,
{F = broken, R = ok, M1 = shorted, M2 = ok}

〉

We can now restate the diagnosis problem as that of
finding a complete, consistent mode trajectory originating
in a state in I and leading to a state consistent with OBS:
Definition 6. (Context-Consistent Mode Trajectory). A
mode trajectory T = 〈A1, . . . , Ak〉, k ≥ 2, is context
consistent for OBS and I iff T is consistent, A1 is
consistent with I, and Ak is consistent with OBS.

Here, context consistency is a necessary requirement for a
mode trajectory to contain a relevant explanation:
Observation 1. A mode trajectory T is an explanation for
a diagnosis system only if it is context-consistent.

First, consistency of T is a necessary requirement to ensure
that the mode changes implied by two consecutive joint
mode transitions are actually feasible given the system
description. Second, if T was inconsistent with OBS, some
observed symptom would not be resolved and the mode
changes would not qualify as full explanation. Third, if
inconsistent with I, the explanation would be known to
not originate in a past “normal” system behavior and the
trajectory would not reflect the actual system behavior.
Observation 2. Every complete context-consistent mode
trajectory T contains at least one (possibly trivial) se-
quence of mode transitions that evidence a possible system
evolution.

By construction, T links a state conforming to I to one
consistent with OBS. Since T is complete, both the initial
mode assignment A1 and the final mode assignment Ak

of T are consistent with the constraints imposed by the
system description, and a concrete mode trajectory from
A1 to Ak exists.

Based on these observations, we define the solution of a
Diagnosis System as follows:
Definition 7. (Diagnosis). A Mode Trajectory T is a Di-
agnosis for a Diagnosis System D iff T is complete and
context consistent with D.

Note that transition probabilities are used only to guide
the computation of preferred explanations (see Section 4.2)
and are not intrinsic to the characterization of diagnoses.

Modeling system evolution in this way requires us to
impose particular assumptions on the system to guarantee
sound explanations; many of our assumptions are shared
by other works, for example Tatar (1995):

• Faults are to be discrete and persistent. While simi-
lar trajectory-based solutions have been proposed to
handle intermittent (Baral et al., 2000) and transient
faults (Narasimhan and Biswas, 2006), this is left for
future extension.

• The system is pseudo-static; that is, the system
evolves much faster than the diagnosis and measure-
ment process, and stabilizes after a finite number of
steps, prior to the diagnosis process.

• The diagnosis problem can be solved without refer-
ence to an explicit model of time (other than the order
implied by mode trajectories).

• We employ the Closed World Assumption in that
modes and transitions not captured in the system
model are assumed to not exist. For each component,
rich behavioral models are available to capture (some
of) the normal as well as the abnormal behavior. Our
work is thus situated in the middle ground between
abductive and consistency-based diagnosis.

• The joint model behavior is affected only by variables
in I, OBS, and A. No other hidden influences may
exist. Since consistency-based diagnosis exploits in-
consistencies between only those variables, this is not
usually a severe restriction.

• Different to Tatar (1995), we do not require that the
mode transition systems are deterministic.

4. COMPUTING EXPLANATIONS

Mode trajectories essentially capture the full dynamic
behavior of the system model, and may contain unrelated
mode changes, thus not qualifying as a parsimonious
explanation. We address this problem by focusing search
those context-consistent mode trajectories that are “most
relevant” to a diagnosis problem. We apply both logical
and probabilistic measures to arrive at suitable solutions.

4.1 Using Conflicts for Pruning

We observe that a context-consistent trajectory can be
computed incrementally, starting from a trivial (partial)
trajectory T = 〈I, J,OBS〉. By representing unassigned
mode transitions and partial mode assignments in T as
sets of variables, and mode transitions along with their
guard expressions as constraints, a constraint satisfaction
problem is obtained that can be solved efficiently using a
modification of standard search procedures as described
below.

If as a result, a complete and context-consistent trajectory
is obtained, its mode transitions are a diagnosis (Obser-
vation 2). Otherwise, Observation 1 implies that once a
candidate trajectory T has become context-inconsistent, it
cannot be completed into a diagnosis and must be altered.
Here, conflicts state which combinations of transitions
imply a discrepancy (either between mutually unsatisfiable
preconditions, or via assigned mode variables). Hence, at
least one of these transitions must be replaced by an al-
ternative mode transition, or T must be extended with an
additional joint mode transition to resolve the discrepancy.
To ensure termination of the algorithm, an attempt to
complete a candidate trajectory into a complete one is
abandoned if it contains the same mode assignment more
than once. This does not sacrifice completeness:
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Observation 3. If two (partial) mode assignments A1 and
A2 appear in a context-consistent trajectory, where A1 and
A2 assign the same modes to the same set of components
(and equally leave the remaining components unassigned),
the trajectory is redundant.

If the duplicate joint transition is complete, the same
trajectory without the section between the duplicate as-
signments is also a solution. Otherwise, since the number
of components and mode transitions is finite, a different
completion strategy can be found that ensures one of the
two transitions is complete. Then, either the previous case
applies or the redundancy no longer appears.

Conflict-Directed A? (CDA?) is an efficient algorithm for
solving constraint-optimization problems that combines
conflicts to prune infeasible regions in the search space and
heuristics to focus on promising values first (Williams and
Ragno, 2003). Like A?, it relies on admissible estimates for
guidance. CDA? is designed to solve finite-domain CSPs
where an optimal satisfying assignment is sought based on
weights attached to variables.

CDA? proceeds by assigning CSP variables in best-first
order, guided by its heuristics, until either a complete
consistent assignment or a conflict has been found. In
the former case, the algorithm outputs the assignment as
the solution and proceeds to enumerate other solutions.
Otherwise, a conflict is obtained to guide the variable
selection heuristics to satisfiable regions in the search
space.

To adapt the algorithm to the dynamic scope of our
problem, it must be extended to (i) dynamically expand
or shrink the CSP problem whenever a partial trajectory
is expanded by one level, to (ii) generalize conflicts such
that they can be reused across different sub-problems,
and to (iii) avoid visiting equivalent states repeatedly
by pruning based on visited mode assignments as well
as on mode trajectories. Also, for efficiency, we optimize
by delaying assignments to constraint variables for “no-
change” transitions and apply simple pre-filtering based
on partial assignments and known transition effects and
prerequisite conditions to reduce variable domains during
search.

Function ExpandNode is assumed to be called from the
top-level A? loop, where the node associated with the
best cost estimate is retrieved, expanded, and newly added
nodes are queued (excluding those that have already been
visited). Williams and Ragno (2003) provide a comprehen-
sive discussion of different variants of the basic algorithm.
Our modifications to the algorithm are as follows: we
associate mode trajectories with unique scope elements to
be able to keep track of the set of relevant variables and
conflicts for each trajectory.

(i) Whenever a CSP variable representing a mode tran-
sition is assigned (if ResolvesAllConflicts?(node) is
satisfied), each constraint variable that corresponds to a
transition in a mode trajectory is marked with a reference
to the assigned transition’s guard condition. If a node in
the subtree is expanded, all constraints along the path
to the root must be activated in the constraint solver
prior to checking consistency. This ensures that constraints

introduced by transition assignments are checked only in
the sub-CSP for that mode trajectory.

(ii) each CSP variable is associated with a scope element
that keeps track of the set of CSP variables relevant to
a trajectory. This is used in Leaf? to test whether all
relevant variables have been assigned. Scope elements are
organized in a hierarchical tree structure for efficiency.
By sharing overlapping variable scopes, conflicts can be
exploited across mode trajectories.

ResolvesAllConflicts? checks whether the path from
the CDA? root to node resolves all known conflicts in the
node’s scope. Otherwise, in ExpandConflict, we check
if a conflict involves a variable that belongs to the last
mode assignment in a trajectory. If yes, we expand the
trajectory by one level by creating a copy of the current
variable scope and by adding CSP variables that represent
the transitions in the newly created joint transition to it.
We also add constraints that ensure the newly introduced
joint transition cannot result in a duplicate transition (see
Observation 3).

function CDA?(DiagProb) : ModeTrajectory
visited← ∅
queue← {EmptyTrajectory(DiagProb)}
while ¬Empty(queue) do

t← RemoveBestCandidate(queue)
if IsConsistent(t) ∧ IsComplete(t) then

return Trajectory(t)
end if
visited← visited ∪ {t}
new ← ExpandNode(t)
queue← (queue ∪ new) \ visited

end while
return ⊥

end function

function ExpandNode(node) : Set(Node)
if ResolvesAllConflicts?(node) then

if Leaf?(node,VarScope(node)) then
return ExpandBestChild(node)

∪ExpandBestAncestorsSiblings(node)
else

return ExpandBestChild(node)
end if

else
return ExpandConflict(node)

end if
end function

function ExpandConflict(node) : Set(Node)
nextScope← ResolveConflictBestChild(node)

∪ ExpandSibling(node)
if InLastLevel?(node) then

scope← CloneScope(node)
extScope← ExtendOneLevel(scope)
AddExclusionConstraints(extScope)
nextScope← nextScope ∪ {extScope}

end if
return nextScope

end function

4.2 Using Probabilities to Guide Diagnosis

In addition to using conflicts for pruning, we are interested
in exploiting the conditional probabilities attached to
mode transitions to guide the search towards trajectories
that occur with high probability.
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Probability Explanation
0.99 broken(F) [dependent]
0.05 broken(F) [dependent], broken(M1)
0.05 broken(F) [dependent], broken(M2)
0.03 shorted(M1)
0.03 shorted(M2)

Fig. 4. Top five diagnoses for Figure 1

This idea is justified by the fact that in many practical
scenarios, a few “likely” explanations that fit well within
the observed scenario are more valuable than the complete
set of candidate diagnoses, yet it is undesirable to impose
a rigid limit on diagnosis size. Furthermore, context-
dependent behaviors are particularly amenable for such
treatment, since the attached probabilities often differ by
several orders of magnitude. For example, the probability
that F in Figure 1 breaks spontaneously is 2%, while F is
almost certain to break if i0 > 1A. Therefore, only one
of the possible candidates is likely to be considered in
the search if those probabilities are leveraged as guidance
heuristics.

Unfortunately, the assumption that variables can be
treated independently is violated in our domain, since
conditional transitions can become dependent if they share
common variables in SD, resulting in inadmissible esti-
mates if combined under the assumption that all con-
stituents occur independently. Moreover, priors for the
distribution of mode assignments and other variables in
SD are not available. For example, if we estimate the
probability that components M1,M2 in Figure 1 break as

P (Mj = broken|M ′j = ok, ij > 1.5) j = 1, 2
then the common SD variable i0 linking both components
together renders them dependent if the values of i1, i2 are
unassigned. M ′j is Mj in the previous state. Similarly,
the computation of the marginal probabilities requires
knowledge of prior probabilities such as P (i1 > 1.5) that
are generally unavailable for complex SD models.

Our solution to this problem is to over-approximate these
probabilities by ignoring the probability distributions of
mode and state variables entirely by using the maximum
possible value 1. While the resulting estimates are often
crude, the variation in conditional probabilities, combined
with pruning due to inconsistent mode assignments, and
the memory-efficient CDA? search strategy all contribute
to keep the search focused.

Figure 4 shows the top five results when applying our
algorithm to the example in Section 2. It can be seen
that a single implied fault is returned as the top-ranked
diagnosis. From the mode trajectory and SD it can be
inferred that if both switches are closed, a dependent
failure occurs in F . The two second-best explanations
implicate F (again, this component failed dependently),
together with an independent failure of M1 or M2. The
next two diagnoses attribute the failure to a shorted motor.
In total, there are 33 different explanations.

Our preliminary results indicate that the time required to
compute dependent diagnoses is suitable for on-line use.
All results presented in this paper required less than one
second of CPU time, and none of our of our example runs
required more than 20 seconds to compute. Early results

obtained from the (trivial) example in this paper also
indicate that the computation is largely dominated by the
consistency checking and conflict extraction procedures.
(We use a constraint propagation framework to represent
our models.)

5. RELATED WORK AND DISCUSSION

Pan (1984) combined heuristic diagnostics with an explicit
causal model to study dependent faults. A formal basis
for causal representations was first provided in Console
et al. (1989), where a qualitative causal network was
used to define dependencies. A MAY link in the network
represents the existence of an abstracted description that
omits explicit specification of a potentially disambiguating
factor. Dynamic aspects are abstracted and the networks
are assumed to be singly connected. Tatar (1995) models
the system as a deterministic finite state machine that
executes a sequence of states and is required to achieve
a stable state after a limited number of iterations, with
diagnosis executed in an ATMS-based engine. More re-
cently, Weber and Wotawa (2008) used so-called Cascad-
ing Failure Graphs to identify causal links between failures.
As in MAY links, no strength or probability is associated
to transitions and diagnostic rankings are conducted in
terms of subset minimality under a number of boundary
assumptions, such as the existence of a single root cause
and the acyclicity of the graph.

Models and heuristics that reflect possible interactions
between components have already been exploited to adapt
modeling assumptions and to focus the overall diagnostic
process (Böttcher, 1995). While we employ the CWA to en-
sure effective discrimination, heuristics-driven adjustment
of the ”active” hypotheses is a possible complementary
technique.

Qualitative models that capture physical properties of
electrical and electronic circuits have also been proposed
to broaden the spectrum of faults that can be isolated us-
ing traditional diagnostic inference mechanisms (de Kleer,
2007). Since our algorithm employs a generic notion of
dependency, it could be generalized to accommodate dif-
ferent dependency models. We are currently investigating
extensions to our framework to incorporate some of the
dependency models presented by de Kleer (2007).

The topic has also been tackled from a “Reasoning about
Actions” viewpoint, mostly with a strong emphasis on
repair and the assumption that repeated probing and
evaluation is possible, starting with the model for repair
actions with time dependencies in Friedrich et al. (1991).
Sun and Weld (1993) used a diagnosis engine based on
Raiman’s incomplete alibi principle to generate diagnostic
candidates and then created plans for executing repair
actions including further probes. Thiébaux et al. (1996)
adapted a stochastic planner in a domain where unam-
biguously identified system states cannot be due to lack
or failure of sensors, and actuators are likewise unreliable,
so that not even a precise repair goal can be specified in
advance. The cardinality of examined faults is successively
incremented if repairs for single (and later binary, etc.)
faults do not lead to the expected restoration of function-
ality. The search space had to be restricted via domain
specific heuristics. Baral et al. (2000) provide a theoretical
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definition of diagnosis in terms of satisfying a repair goal
over a space of action descriptions defined the situation
calculus. Action outcomes can be nondeterministic (unre-
liable) although no probability estimates are involved.

Finally, a major body of work examines diagnosis and
repair as part of model-based reactive control systems
where the system model is encoded as an Optimal Con-
straint Satisfaction Problem (OCSP), e.g., Williams and
Ragno (2003), where Conflict-Directed A* is used for mode
estimation and reconfiguration, or Mikaelian et al. (2005),
where system behavior is specified in terms of probabilistic
hierarchical automata (PHCAs) that are solved using a
decomposition algorithm. A similar representation is used
in the diagnosis of hybrid systems with Temporal Causal
Graphs (TCGs), which explicitly capture mode changes
and time dependencies (Narasimhan and Biswas, 2006).
TCGs also capture qualitative fault signatures that are
compared against the continuous process parameters.

Our framework extends previous work in multiple as-
pects. Considering the modeling aspect, our work does
not require an explicit global model of fault and fail-
ure dependencies; instead, dependencies are derived from
component models. As a side-effect we also avoid the
problem of unexpected results due to mismatches between
the causal model and the behavior predicted by SD. Our
search procedure is able to deal with spontaneous and
dependent faults simultaneously, while not requiring that
all dependent faults originate in a single component. We
apply heuristics to discriminate between logically equally
plausible explanations. We rank explanations such that
those that best fit an observed scenario are computed first.
Assuming all conditional mode transitions share the same
values, our framework computes results that match those
of Weber and Wotawa (2008) if appropriate fault models
are available.

Since we recast the diagnosis problem essentially as a plan-
ning problem (the search for mode trajectories corresponds
to the search for operators in the planning domain), the
worst-case complexity is elevated to PSPACE. However,
computational complexity does not seem to be a significant
issue in diagnosing dependent failures, since even in the
presence of dependent failures, the preferred paths are
typically rather short (length 1–3 mode transitions in our
example), and conflicts between mode transitions are rare.
Our unified treatment of both Mode Assignments and
mode transitions also helps to detect inconsistencies and
apply constraint propagation early. While our approach
shares some common attributes with incremental planning
graph construction, using the same forward expansion
process often is not possible, since the initial state may
not be known in full.

A potential limitation of our search strategy can be ob-
served by some constituent explanations that narrowly
outrank the larger explanation that includes an additional
mode assumption. This is an artifact of our use of con-
ditional probabilities < 1.0. To resolve the issue, one can
simply continue enumerating the most-preferred explana-
tions until CDA? either switches to a different candidate
that no longer includes the previous best one, or until the
probability estimate attached to the candidate drops below
a given threshold. In this way, the most preferred kernel of

a dependent diagnosis along with all its dependent faults
are enumerated, provided that the conditional probability
of the dependent fault is high.

6. CONCLUSION

In this paper we have presented a diagnosis framework that
enables the diagnosis of dependent faults by specification
of component specific behavior (mode transitions), aiming
at situations where complex probing and repair strategies
are not applicable. The model shares a basic assumptions
commonly made by previously presented comparable ap-
proaches, but lifts part of these assumptions. Unlike Weber
and Wotawa (2008); Tatar (1995); Mikaelian et al. (2005);
Narasimhan and Biswas (2006) we do not operate on an
explicit global dependency graph or model, and make no
single origin assumption. Unlike Baral et al. (2000) we in-
corporate probabilistic information, and unlike Thiébaux
et al. (1996), we do not use domain-specific heuristics or
incremental diagnosis and probing.

Among the restrictions we share with earlier work focusing
on dependent faults Tatar (1995); Weber and Wotawa
(2008) are the explicit modeling of time and the handling
of repair actions. Lifting these is the main topic for future
work. We are currently working on incorporating selected
complementary dependency models into our implementa-
tion, and to extend our empirical investigation to larger
and more diverse types of systems.
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Abstract:
Mobile robots performing tasks in dynamic environments have to rely on both reliable sensor
data and data processing. Since actions performed by robots in the real world are based on
this information, uncertain or even wrong data can be fatal. For instance, a compass may be
significantly disturbed by metal structures in the environment. Truly autonomous robots must
be able to cope with such situations.
In order to enhance robotic systems with this capability we propose a sensor validation approach.
The key idea is to qualitatively compare trends of sensors which are related by some physical
constrain. These observations together with an abstract model of these relations are utilized by
a model-based reasoning approach for finding the root cause of data unreliability. The result
of the reasoning process can be used online on the robot platform to adapt its sensor data
processing in order to mitigate the effect.

1. INTRODUCTION

Mobile robots performing tasks in dynamic environments
have to rely on both reliable sensor data and data pro-
cessing. Actions performed by mobile robots in the real
world are typically based on high-level features generated
from sensor data or from the sensor data directly. Such
features can be, for example, the current location of the
robot in the environment, positions of relevant objects, and
any other important fact of the world, such as whether a
door is open or closed. The number of different sensors for
mobile systems and the number of algorithms to process
their data constantly grows. Usually all these algorithms
perform sensor fusion. Sensor fusion combines information
from different sensors with different modalities in order
to determine the most likely state of the world. Actually,
most of these algorithms are based on probabilistic models
in order to cope with sensor uncertainty and ambiguity.
For an overview see citethrunbook.

For an autonomous mobile robot it is crucial being able
to cope with uncertain or ambiguous sensor readings.
For example, data from GPS sensors can be erroneous
due to weather conditions or even drop out because of
signal path propagation reflected by buildings or trees.
Probabilistic sensor fusion methods can cope with such
situations to some extend and for a limited amount of time.
However, if erroneous readings drastically increase, for
example, due to a significant change in the environment,
fusion algorithms tend to wrong interpretations. Within
dangerous situations, this might have fatal consequences.

Sensor validation is a common approach to minimize the
effect of uncertain or faulty sensors The idea is to use a
validation mechanism for determining the reliability of a
single sensor or the output of a sensor fusion algorithm by
performing a plausibility check on the data. The result of
the validation allows a meta mechanism executed on the
robot to actively deal with the problem.

The reaction of the meta mechanism can be twofold. The
mechanism may simply ignore the output of the sensor
data processing. The mechanism can also react in a more
intelligent way by using the information gained in the
validation process and reasoning about the true root cause
of the problem. Reasoning techniques, like model-based
diagnosis, allow the localization of malfunctioning parts
in the system. Once erroneous parts of the system are
identified, counter measures can be derived in order to
stabilize sensor processing. If the root cause is detected,
involved sensors can be ignored for some time period or
their uncertainty measure increased. The approach works
effective if an outages can reliably be detected, such as
faulty GPS data cased by occlusion, or distortion of com-
pass measurements caused by metal structures. Moreover,
such interferences are usually limited to a certain period
of time and can usually be compensated by other sensor or
sensor modalities, as for example, replacing GPS readings
with readings from the wheel odometry.

In order to equip an autonomous mobile robot with the ca-
pabilities to actively cope with such situations, we propose
an approach based on qualitative reasoning and model-
based diagnosis. The approach is an extension to the
diagnosis system we developed for the control software of
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autonomous mobile robots, based on monitoring commu-
nication pattern of software modules Kleiner et al. [2008].
The basic idea of the extension is to observe trends in
the data from sensors or sensor fusion algorithms. Usually
there can be some relations found in the output of different
sensors or algorithms. For example, two outputs can be
proportional, or one output is the integration or differen-
tiation of another. These relations are fixed by physics or
by some algorithms in the control software of the robot.
For instance, the differentiation of the yaw measured by a
compass is direct proportional to the angular velocity mea-
sured by a gyro of an inertial measurement unit (IMU).

A direct absolute quantitative comparison of the trends
in different data streams will fail because of the noise
in the data. The idea is to use techniques of qualitative
reasoning (QR) and compare only a qualitative statement
on the trends. A faulty behavior is observed if the relation
of two data stream is in contradiction with the desired
relation. Such observations together with a logic model
of the relations of the different data streams are used to
reason about the root cause of the undesired behavior.
This reasoning can be done using model-based diagnosis
(MBD). Once the root cause, e.g., a faulty or disturbed
sensor, is located, the meta mechanism decides to ignore
data from the particular sensor, or to adapt the sensor
fusion algorithm.

The paper continues with a running example, which ex-
plains how such a sensor validation can be implemented
on a real autonomous robot. In Section 3 we depict the
trend observation using QR. The next section depicts how
the relations can be modeled and how diagnosis can be
done with such models. In Section 5 preliminary results of
the approach on a real robot system are shown. The last
section draws some conclusions and outlines future work.

2. SENSOR VALIDATION ON A RESCUE ROBOT

As a running example for our sensor validation approach
we use the Telemax rescue robot of the University of
Freiburg. It is a very robust robot equipped with tracks,
flippers and a manipulation arm and is originally used for
bomb disposal by security forces. The robot is depict in
Figure 1.

Fig. 1. The Telemax rescue robot.

For research in simultaneous localization and mapping
(SLAM) in the area of urban search and rescue (Kleiner
and Dornhege [2007]) the robot is equipped with several
sensors: a GPS receiver, an inertial measurement unit
(IMU), odometry, a 2D laser scanner and a 3D laser

scanner. The task of the robot is to automatically explore
a disaster area and to generate a map of that area.

The robot uses the data from the gyroscope of the IMU,
the compass of the IMU, the odometry of the robot and
the 2d laser scanner in order to generate a map of the
environment and to localize itself in that map. Moreover,
the robot uses the data of the 2d laser scanner and scan
matching techniques in order to provide an improved
odometry (Lu and Milios [1997]).

The different sensors and sensor modalities provide differ-
ent measurements of the robot motion in its environment.
The compass of the IMU provides the absolute heading
against north. The gyroscope of the IMU provides an
estimation of the angular velocity around the vertical axis.
The odometry provide information about the distance
traveled and the angle turned by the robot. The sensors
and its modalities are summarized in Table 1

Sensor Modality Unit Symbol

GPS Receiver Global Position m < xGPS , yGPS >

IMU Compass Yaw rad ΘIMU

IMU Gyroscope Angular Velocity rad/s Ω

Odometry Distance Traveled m dODO

Scan Matching Distance Traveled m dSM

Scan Matching Yaw rad ΘSM

Table 1. The sensors of the rescue robot and
its modalities.

Based on simple physical considerations we can obtain the
following relations between different sensor streams. These
relations have to hold if the system and all its sensors show
the correct behavior.

The derivation of the measurements of yaw of the compass
is proportional the velocity measurements of the gyroscope
( d

dtΘIMU ∼ Ω). The physical anchor of that relation
is the turning velocity of the robot. The derivation of
yaw of the scan matching is proportional the gyroscope
( d

dtΘSM ∼ Ω). The derivations of the measurements of yaw
of the compass and the scan matching are proportional
( d

dtΘIMU ∼ d
dtΘSM ).

In order to supervise these relations we use observers based
on qualitative reasoning techniques. For details see Section
3. The idea is to compare the trends (derivation) of the
data streams in a qualitative manner. Simply spoken if
data stream A is related to data stream B both streams
have to show a similar qualitative behavior. For instance if
the values in data stream A increase also the values in data
stream B have to increase. The observer does not operate
on absolute values but on abstracted trends. The observer
for different relations raises an alarm if the behaviors of
the two data stream significantly differ.

Such observers allow us to supervise the system. If one or
more observer raise an alarm it is an indicator that some
parts of the system do not behave as expected. Using an
abstract logical model of the relations together with these
observations allows the robot to reason what is the root
cause of an observed problem. We use a consistency-based
diagnosis approach.

Once the robot localized the problem, e.g., a permanently
or sporadically malfunctioning sensor, it has to automati-
cally react on that circumstance. One solution is to forward
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this information to the high-level decision making system
in order to allow the robot to derive an alternative plan. In
our approach we propose that the robot use this informa-
tion of the sensor validation to decide if the data of a sensor
or algorithm are reliable enough to trust them. If this is
not the case the robot has the possibility to suppress such
unreliable sensors in order to improve the performance of
the overall sensor data processing. If the disturbance of a
sensor is only temporary, e.g., GPS blocked by a tree, this
fact is also recognized and the robot is able to reuse the
sensor once the problem has disappeared.

3. SENSOR MONITORING

In order to supervise a data stream from a sensor or sensor
fusion and to determine mismatches in the relation of
two data streams we use a set of observers. An observer
takes two data streams, determines the qualitative trends
in both streams and evaluates if there is a significant
discrepancy in these trends.

In a first step the observer determines the qualitative trend
of two data streams. The gradient of the data is mapped to
three qualitative symbols [−, 0,+]. The symbol − means
that the values in the stream decrease. The symbol +
means that the values in the stream increase. The symbol
0 means that there is no significant change in the data. The
Algorithm 1 depicts a method to determine the qualitative
trend.

Algorithm 1 abstractStream(S, b, w)
1: r1 = deriveStream(S,w)
2: r2 = deriveStream(r1, w)
3: r3 = deriveStream(r2, w)
4: a[1] = 0
5: for i=2 to |S| do
6: if r1[i] < −b then
7: a[i] = −
8: else
9: if r1[i] > b then

10: a[i] = +
11: else
12: if ¬((−b < r2[i] < b) ∧ (−b < r3 < b))

then
13: a[i] = 0
14: else
15: a[i] = a[i− 1]
16: end if
17: end if
18: end if
19: end for
20: return a

The algorithm takes a data stream S and a boundary b and
returns a stream of qualitative symbols representing the
trend in the stream S. b is a parameter, which determines
the gradient, which is used as a classifier for the qualitative
trends.

In a first step the algorithm calculates the first, second
and third derivative of the data stream. The calculation
of the derivative is done using Algorithm 2. It calculates a
linear regression for a sliding window on the data stream.
The parameter w determine the width of the window. The

window is used to suppress noise and peaks in the data.
Then each local gradient is classified by a comparison with
the boundary b. If the gradient is below −b or above +b
the gradient is classified as − or + respectively.

If the gradient lies with in the interval [−b, b] the algorithm
also evaluates the higher derivations in order to detect
minima, maxima or saddle points in the stream. If no
classification is applicable so far no statement about the
trend can be given and the algorithm prolongs the trend of
the last time stamp. This approach is similar to a approach
proposed by Aichernig et al. [2009].

Algorithm 2 deriveStream(S,w)
1: for i=1 to |S| do
2: start = min(⌈i + w

2 ⌉, |S|)
3: end = max(1, ⌊i− w

2 ⌋)
4: d[i] = linearRegression(S [start , end ])
5: end for
6: return d

Figure 2 depicts the results of the abstraction process for
the yaw measurements by the compass of the IMU during
a mapping mission.

In order to monitor whether two related data stream differ
significantly in their qualitative trends we use Algorithm
3. The algorithm compares the trends of two data streams
S1 and S2. If there is a mismatch a counter is incremented
otherwise the counter is decremented. The counter cannot
fall below zero. If the counter exceeds a given threshold th
the observer raises an alarm represented by the constant
no match. The counter and the threshold are used in order
to guarantee that the observer only raises an alarm if a
significant mismatch occurs e.g., a mismatch for a longer
period of time.

Algorithm 3 observe(S1, S2, th)
1: counter = 0
2: for i=1 to |S1| do
3: if S1[i] 6= S2[i] then
4: count = counter + 1
5: else
6: counter = max(0, counter − 1)
7: end if
8: if counter > th then
9: o[i] = no match

10: else
11: o[i] = match
12: end if
13: end for
14: return o

Figure 3 depicts the results of the observer process for the
trends of the yaw of the scan matching algorithm and the
gyroscope of the IMU.

4. MODELING AND MODEL-BASED DIAGNOSIS

Given the information obtained from the observers, which
compare the outcome of the different sensors in a qual-
itative manner, we are interested in finding preferable
unique causes for mismatches. Model-based and in par-
ticular consistency-based diagnosis provides a foundation
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Fig. 2. Qualitative trends [-,0,+] of the yaw measurements by the compass of the IMU.
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Fig. 3. Observation of mismatches of trends of the yaw of the scan matching algorithm and the gyroscope of the IMU.

for this purpose. In this paper we follow Reiter’s approach
(Reiter [1987]) and define the diagnosis problem as tuple
(SD,COMP,OBS) where SD is a logical description of
the model, COMP is a set of components that might cause
undesired effects, and OBS is a set of observations. In
our particular application SD describes the relationship
between sensor information and the comparison results
obtained from the observer, COMP is the set of sensors,
and OBS is a set of predicates that are provided by the
observer, which hold in a certain point of time. According
to Reiter [1987] a diagnosis is a set ∆ ⊆ COMP where
the logical sentence SD ∪ OBS ∪ {¬AB(c)|c ∈ COMP \
∆} ∪ {AB(c)|c ∈ ∆} is satisfiable. The predicate AB
stands for abnormal and is used in SD for explicitly stating
correctness or incorrectness of a component.

In consistency-based diagnosis usually only the correct
behavior of a component is described in SD with the
consequence that every superset of a diagnosis is itself
a diagnosis. Note that in Reiter’s original paper (Reiter
[1987]) diagnoses have to be always minimal. In our
case we do not restrict the diagnosis definition but of
course assume that the implementation delivers minimal
diagnoses where minimality is defined with respect to
subsets. I.e. a diagnosis is said to be minimal if no real
subset of the diagnosis is itself a diagnosis accordingly to
the given definition. We further restrict our model to only
represent the correct behavior, which is sufficient for our
purpose. Situation like the one described by Struss and
Dressler [1989] hardly occur in our domain. Moreover, in

case of further restrictions to be applied in the model we
borrow the ideas of Friedrich et al. [1990] and represent
impossibilities in the model directly.

In our application the observers described in the previ-
ous sections communicate with the diagnosis engine via
specifying observations. This communication is done on
a regular basis every pre-defined time step. The diag-
nosis model itself has no state and communicates back
the results also once in every time step with a latency
necessary for computing the diagnoses after receiving the
observations. Since our model has no internal state the cor-
rectness or incorrectness of sensors is only done statically.
This is possible because there is currently no need for a
temporal model where time has to be treated explicitly.
For communicating knowledge between the observers and
the diagnosis engine we use the predicate match in cases
where two sensors deliver the same results accordingly to
the observer, and no match otherwise. We assume that
each observer either delivers match or no match for a pair
of sensors but never both.

In this section we use the following example for explain-
ing the used model. We assume three sensors, i.e., a
gyroscope IMU GYRO , a compass IMU YAW , and a
sensor for angle measurements SM YAW . All of them
are compared pairwise using three observers, which de-
liver either match(X,Y ) or no match(X,Y ) for X,Y ∈
{IMU GYRO , IMU YAW ,SM YAW }. For the diagno-
sis problem to be solved we assume all three sensors
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to be part of the set of components, i.e., COMP =
{IMU GYRO , IMU YAW ,SM YAW }.
In the following we formalize a model of the sensor system.
For this purpose we use a predicate relation for stating
that 2 sensors are ”related”, which means that there
is an observer comparing the sensor values. Moreover,
we introduce a predicate sensor stating that a certain
constant represents a sensor. Hence, with relation and
sensor we formalize the system’s structure. Moreover,
since relation is symmetric, we add the following rule to
SD:

∀X,Y : relation(X,Y ) ↔ relation(Y,X)

For our example we add the following facts to SD:

sensor(IMU GYRO)∧
sensor(IMU YAW )∧
sensor(SM Y AW )∧

relation(IMU GYRO , IMU YAW )∧
relation(IMU GYRO ,SM YAW )∧
relation(IMU YAW ,SM YAW )

In the next step we define the behavior of a sensor. We
rely on a very simple model stating that a correct sensor
delivers a correct signal. Note that the opposite is not true
in general. Thus an incorrect sensor might deliver correct
or incorrect signals. We represent the sensor value using
the predicate ok where the constant representing a sensor
is used as parameter.

∀Si ∈ COMP : sensor(Si) → (¬AB(Si) → ok(Si))

If two sensors are related and thus compared with each
other using an observer, a correct signal coming from one
sensor should match a correct signal coming from the other
connected sensor. Formally, we state this behavior using
the following rule:

∀Si, Sj ∈ COMP,Si 6= Sj :
related(Si, Sj) → (ok(Si) ∧ ok(Sj) → match(Si, Sj))

All of the described rules are part of the used model
and are therefore element of SD. What is missing is a
rule describing inconsistency between the behavior and
the given observations. We do this by stating that it is
impossible to derive match and no match at the same
time.

∀Si, Sj ∈ COMP,Si 6= Sj :
match(Si, Sj) ∧ no match(Si, Sj) → ⊥

Using this model SD we are able to compute diagnoses for
given observations. Let us first assume that the values of
two comparisons do not match. E.g., we assume OBS to
be

{match(IMU GYRO ,SM YAW ),
no match(IMU GYRO , IMU YAW ),
no match(IMU YAW ,SM YAW )}.

In this case there is only one single fault diagnosis
{IMU YAW } indicating the compass to be not working
correctly.

If we assume another set of observations

OBS′ = {match(IMU GYRO ,SM YAW ),
match(IMU GYRO , IMU YAW ),
no match(IMU YAW ,SM YAW )},
we receive two single fault diagnoses {IMU YAW } and
{SM YAW }. Using the available information we cannot
distinguish between these diagnoses.

Although the described model for sensor validation is
rather simple, it can be extended for fitting to certain
situations. In the following we describe how failure mask-
ing or information regarding fault propagation can be
represented in our model. The latter situation deals with
dependencies between sensors. We might know that two
sensors react in the same way on environmental conditions.
If one sensor delivers wrong values due to its environment,
the other will do so as well and vice versa. For example,
consider a situation where we have two sensors that do only
work outside of buildings. In order to extend our model,
we only need to add the following rule for our two sensors
S1, S2 to our model SD:

(ok(S1) → ok(S2)) ∧ (ok(S2) → ok(S1))

This two rules ensure that whenever S1 has to be assumed
faulty, S2 has to be assumed faulty as well in order to be
able to resolve the contradiction.

Another issue is the handling of failure masking. We might
have knowledge that if two sensors do match both must
deliver a correct signal. We represent this knowledge by
stating that whenever match(S1, S2) is true for two sensors
S1 and S2 their outputs must also be true.

match(S1, S2) → (ok(S1) ∧ ok(S2))

Note that this kind of knowledge is very strong some-
times preventing the diagnosis engine to deliver a diag-
nosis. For example assume that failure masking is not
allowed in our example and we obtain OBS′ as the set
of observations. In OBS′ there is only one no match
predicate. Hence, from the other match predicates and
the new rule, we immediately derive ok(IMU GYRO),
ok(IMU YAW ), and ok(SM YAW ) from which follows
that match(IMU Y AW,SM Y AW ) has to be true re-
gardless of any fault assumption. Hence, we are able to
derive a contradiction from SD and OBS′ but are not able
to resolve it. A solution would be to make the assumption
that failures are not masked itself explicit and relax the
rule by saying that failure masking is only correct if the
delivered observation itself is correct, i.e.:

match(S1, S2)∧CORR(match(S1, S2)) → (ok(S1)∧ok(S2))

The diagnosis engine can use the new assumption CORR
to explain situations where no diagnoses can be derived
due to the given observations.
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Note that the introduced model is adapted to our ap-
plication, i.e., the online validation of sensor input, with
the objective to improve the sensor fusion via dynamic
retracting and asserting sensors from the computation.
The given models can be used in similar applications where
more than 3 sensors are involved. Moreover, the system
architecture behind, i.e., the coupling of observers with
logic-based models, can also be used in other applications
but requiring to adapt the underlying model.

The output of this diagnosis process is the basis for the
decision of the robot which sensor data are reliable.

5. EXPERIMENTAL RESULTS

The proposed validation approach has been evaluated
on a Telemax robot introduced in Section 2. The robot
performed SLAM while driving from inside the robotics lab
to an outdoor area of the Computer Science Department
of the University of Freiburg.

The robot, which was manually controlled, started in right
corner of the lab, went trough a stair case followed by
a door, performed a large u-turn in the outdoor area,
reentered the building and staircase, and moved within
another u-shape trough the lab. It took 220 seconds to
complete the path. The robot leaved the building after 70
seconds and reentered the building after 150 seconds.

During the run the robot collected data from the compass,
the gyroscope, the laser range finder, and the odometry.
This data was used for simultaneous localization and
mapping. Figure 4 depicts the obtained grid-map for the
first part of the path within the lab. During this section of
the path all sensors delivered reliable data leading to an
acceptable estimate of the map and robot location.

Fig. 4. Grid-map obtained by the robot within the lab.
The robot starts in the right upper corner and moves
until it reaches the stair case and the door in the lower
right corner.

After the robot left the building, it faced a large open
area with little structure, such as walls and corners. Con-
sequently, the laser scanner frequently reported maximum
range measurements. Due this fact the scan matching al-
gorithm had not sufficient features for matching successive

laser scans which is the basis of this algorithm. Therefore,
estimates of the driven distance and angle suddenly be-
came seriously inaccurate.

Algorithms not aware of such significant changes continue
to integrate poor measurements leading to wrong position
estimates and unusable maps. Figure 5 depicts this effect
clearly. It shows an aerial image of the lab in the left lower
corner. Moreover, it depicts the position estimate of the
robot. It shows that during the beginning the estimates
were correct. When the robot left the building (indicated
by the white circle) the position estimates drifted away.
The white circle indicates when the robot reentered the
building. The errors in the position estimate can clearly be
seen as the position estimation for that particular position
is far behind the building at the left upper corner. This
scenario clearly shows the need of an intelligent sensor
validation approach.

Fig. 5. Uncorrected path of the robot in the lab and on the
parking lot. The white circle depicts the position on
the path when the robot left the lab. It depicts also
the true location of the door. The white square depicts
the position on the path when the robot reenters the
lab.

In a second experiment we computed from recorded data
the same path while running the proposed sensor val-
idation. Using the algorithms of Section 3 we observe
the qualitative trends of the yaw measurements of the
compass, the velocity measurements of the gyroscope and
the yaw estimation of the scan matching. Figure 2 shows
the qualitative abstraction of the yaw measurements of
the compass. Moreover, we set up three observers which
monitored the relation between the trends of the three
sensors:
relation(IMU GYRO , IMU YAW ),
relation(SM YAW , IMU YAW ),
relation(IMU GYRO ,SM YAW )

Figure 3 depicts the results of the observer for the trends of
the yaw of the scan matching algorithm and the gyroscope
of the IMU. Until 70 seconds the scan matching works
correctly. From 70 to 150 seconds the alarms were triggered
because of the mismatch of the trends. After the robot
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reentered the building, and thus the scan matching worked
correctly again, the alarms disappeared.

Fig. 6. Generated path of the robot in the lab and on
the outer area using the proposed sensor validation
algorithm. The white circle depicts the position on
the path where the robot left the lab. It depicts also
the true location of the door. The white square depicts
the position on the path where the robot reentered the
lab.

Using the logical model of the relations between the sensor,
the observations made by the three observers, and model-
based reasoning, we are able to reason back to the root
cause that the scan matching algorithm did not work
properly (NAB(SM YAW )).

The meta algorithm on the robot used this information to
on-line adapt its sensor fusion. During periods where the
scan matching is not reliable, the robot does not use the
data for the localization and do a simply dead reckoning
using the odometry. When there was no detection of
erroneous data anymore, scan matching has been used
again.

Figure 6 shows the improved path using the proposed
sensor validation approach. There is still an error in the
position estimation during the period the robot is outside
the building but the error is significantly reduced. This is
shown by the fact that the position estimation of leaving
the building (white circle) and entering the building (white
square) are much closer.

The results of the second run clearly shows that we are
able to detect and localize problems in sensor data and
that the feedback to the sensor fusion improves the overall
performance of the system.

6. CONCLUSION AND FUTURE WORK

In this paper we proposed a sensor validation approach
for autonomous mobile robots. The key idea is to compare
qualitative trends in different sensor data streams in order
to detect problems in one or more sensors. The abstraction
of the data is based on qualitative reasoning techniques.
It calculates the gradient in the data and maps it to some
qualitative symbols. If two sensor streams are related by

physical constrains, we are able to compare the trends of
the two streams in order to detect unexpected behaviors
from the data. Such unexpected behavior is usually a
manifestation of a sensor failure.

We use observations of unexpected behaviors together with
a logical model of the expected relation of different sensor
streams to reason about the true root cause of a problem.
We use consistency-based reasoning for this purpose. Once
the root cause of a problem is located the robot is able to
adapt its sensor processing on the fly in order to reduce
the impact of the fault. For instance, the robot can decide
to suppress a particular data source.

Preliminary experiments with a real robot in a search and
rescue scenario have shown that the proposed approach is
able to find and mitigate problems caused by disturbed
sensors.

A major open question is how models of sensor relations
can be obtained in general. For complex robot system it
might be time consuming to generate such models man-
ually. Moreover, the influence of parameters used in the
proposed algorithms for the abstraction has to be further
investigated. Finally, it is questionable if the proposed
abstract models are expressive enough to represent all
relations in complex systems.
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Abstract: Diagnosing multiple-component systems is difficult and computationally expensive,
as the number of fault hypotheses grows exponentially with the number of components in
the system. This paper describes an efficient computational framework for statistical diagnosis
featuring two main ideas: (1) structuring fault hypotheses into tiers, starting from low cardinality
fault assumptions (e.g., single fault) and gradually escalating to higher cardinality (e.g., double
faults, triple faults) when necessary; (2) at each tier, dynamically partitioning the overall system
into subsystems, within which there is likely to be a single fault. The partition is based on
correlation between the system components and is dynamic: when a particular partition is ruled
out, a new one is constructed based on the updated belief. When no viable partition remains,
the search proceeds to the next tier. This approach enables the use of single-fault diagnosis,
which has only linear complexity, to the subsystems avoiding exponential hypothesis explosion.
We demonstrate the concepts and implementation via examples and simulation. We analyze
the performance and show that for practical systems where most components are functioning
properly, the proposed scheme achieves a desirable tradeoff between computational cost and
diagnosis accuracy.

1. INTRODUCTION

Troubleshooting a practical system to isolate broken com-
ponents can be difficult, as the number of fault com-
binations grows exponentially with the number of com-
ponents. In diagnosis literature, various ideas have been
proposed to address the computational challenge. The gen-
eral diagnosis engine (GDE) work de Kleer and Williams
(1987) finds minimal diagnoses, isolating not the com-
plete fault combination, but a minimal subset of broken
components that can explain the observations. Another
example is the production plant diagnosis work Kuhn
and de Kleer (2008), which extends model-based diagnosis
Reiter (1987); de Kleer and Williams (1987) to production
systems such as food processing plants, oil refineries, and
printers. The diagnosis engine Kuhn and de Kleer (2008)
discriminates fault assumptions based on their complexity.
Diagnosis starts with simple fault assumptions (e.g., single,
persistent, and/or independent faults) for computationally
efficient diagnosis, and escalates to more complicated fault
assumptions (e.g., multiple, intermittent, and/or interac-
tion faults) when necessary. This progression of diagnosis
greatly reduces computation complexity.

The minimal diagnosis idea and the progressive diagnosis
work are qualitative in nature. Can we extend similar ideas
from qualitative reasoning to statistical inference? Can we
perform Bayesian updates in a computationally efficient
manner? This are the questions we address in this paper.

Statistical inference is now widely adopted in diagnosis.
The basic idea is to evaluate hypotheses (fault combi-
nations) based on their probability given the observation
data Berger (1995). Mathematically, for any hypothesis x

in the hypotheses space X , we update its probability via
the Bayes rule:

p(x|o) = αp(o|x)p(x), (1)

where p(x) is the initial probability (prior) for the hypoth-
esis x, p(o|x) is the likelihood probability of observing o
given that x is true, and α is the normalization factor to let
p(x|o) sum up to 1. The resulting p(x|o) is the posterior
probability that x is true given the observation o. The
diagnosis that best explains the data is the maximum a
posterior (MAP) estimate

xMAP = arg max
x∈X

p(x|o). (2)

While Bayesian update offers a coherent and quantitative
way of incorporating observation data, it faces the same
need to search through all hypotheses in X . In practice, a
system with M components has the hypothesis space

X = {000000, 000001, . . . , 111111}

Each hypothesis x ∈ X is a bit vector, where i-th bit is
an indicator whether the i-th component has fault (0 for
not having fault, 1 for having fault). The computational
complexity of the Bayesian update is O(2M ). When M is
large, the update is prohibitively expensive.

In this paper, we propose two ideas to mitigate the compu-
tational difficulty. The first is tiered inference, illustrated
in Sec. 2. The basic idea is to organize the hypothesis space
X into tiers with increasing fault cardinality. Inference is
restricted to lower tiers (fewer defective modules) until the
lower tiers have been ruled out by the observation data.
This idea is implicit in many diagnosis engines such as
GDE de Kleer and Williams (1987) and MBD Thiebuax
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Fig. 1. Basic idea: (1) organize hypothesis into tiers (along
the vertical direction), and (2) partition components
into subgroups (along the horizontal direction), for
instance, AB are a group, and CD are a group.

et al. (1996), but we develop it as part of a more general
framework. Our main contribution is the second idea: a
divide-and-conquer strategy presented in Sec. 3. It par-
titions system components into single-fault subsystems.
This partitioning enables utilizing single-fault diagnosis,
which only has linear complexity, to diagnosing a multiple-
fault system.

Figure 1 illustrates these basic concepts. In the diagram,
the hypothesis space X is represented as a matrix, with
columns representing components, and rows representing
the different fault assumptions. Organizing hypotheses
into tiers is shown as dividing the hypothesis into vertically
stacked blocks. Inference starts from the top block (no-
fault tier), and progresses down to the single-fault tier X1,
then to the double-fault tier X2, and so on. The second
idea is to organize modules into groups, for instance, AB
form a subsystem, and CD forms a subsystem. This forms
a horizontal partition in the figure.

While partitioning a multiple-fault system into single-fault
subsystems is a neat idea, how to partition is actually
a tricky problem. We take a best-effort approach: given
the posterior belief {p(x)}, we seek a partition which
results in subsystems that are single-fault with maximum
probability. Sec. 4 describes a computationally efficient
greedy algorithm based on the intuition that modules
within a subsystem must be negatively correlated so that
the total number of faults remains constant (single-fault).
The partitioning idea and algorithm are the main novelty
of this paper.

Many diagnosis approaches have taken advantage of the
hierarchical structure of the system being diagnosed Pra-
van (2001) Srinivas (1994). For example, all possible com-
binations of faults in a subsystem can be represented as
a single component, as done in Siddiqi and Huang (2007).
Similarly, if two distinct faults are indistinguishable they
can be represented as one fault. These approaches greatly
reduce computational cost. However, they depend on one
single decomposition determined a priori. The approach of
this paper is quite different: it dynamically constructs and

modifies the decomposition as diagnosis proceeds and is
complementary to these fixed approaches.

Sec. 5 demonstrates the application of tiered inference to
production plant diagnosis. Consider a production system,
where raw material is transported through a sequence of
modules (known as an “itinerary”) and modified to pro-
duce a product. At the end of an itinerary, one observes a
good product or a damaged product. The product is dam-
aged if any of the modules in the itinerary malfunctions.
Furthermore, damage caused by a defective module cannot
be repaired by subsequent modules. In this paradigm,
diagnosis aims at isolating broken modules based on the
itineraries and observed output. For this diagnosis prob-
lem, we analyze the tradeoff between computational cost
and inference accuracy. While we use production plant
diagnosis as an illustration, the ideas presented in this
paper are more general and can be extended to other
diagnosis problems.

2. TIERED INFERENCE

To mitigate the computational difficulty, we further ad-
vance our prior work in Kuhn and de Kleer (2008) and
propose the notion of tiered inference. The basic idea is to
restrict posterior computation to a subset of hypotheses,
and broaden the scope of inference only when necessary.
In the tiered inference framework, we partition the overall
hypothesis space into tiers, i.e.,

X = X0 ∪ X1 ∪ X2 ∪ · · · ∪ XM , (3)

where each tier Xj is defined as the collection of hypotheses
assuming a total of j faults in the system, i.e., hypotheses
with cardinality j (

∑
i xi = j). Once the system is ob-

served to be malfunctioning, the need for diagnosis arises.
Inference starts with the single-fault tier X1, assuming that
the system has only one fault. At this tier, the inference
only updates the posterior for the hypotheses in X1 and
ignores all other hypotheses. This drastically reduces the
computational complexity from O(2M ) to O(M). How-
ever, the single-fault assumption is an approximation, as
the system can have multiple faults. When a conflict is
detected, i.e., all the hypotheses in X1 conflict with the
observation data, we escalate the inference to the next
tier X2, assuming a total of two faults in the system. The
inference then updates all hypotheses in X2. The process
repeats until observation data or the hypothesis space is
exhausted.

Before diving into technical details, we first provide some
intuition using an example. Figure 2 shows the compu-
tation structure in the tiered inference framework. The
hypothesis space X is partitioned into non-overlapping
tiers X1,X2, . . . ,XM as shown in Figure 2a. Figure 2b
shows the computation in the tiered inference algorithm.
Imagine a sequence of observations as follows:

(1) The first batch of observations is used to update all
hypotheses in X1, hence the computation is linear in
|X1|. In Figure 2b, this is shown as vertical solid lines
in first tier (the upper-left corner). The length of the
lines symbolizes the amount of computation, in this
case proportional to the size of X1.

(2) The last observation of the first batch rules out all
hypotheses in X1. In this case, we are forced to
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Fig. 2. Computational structure: (a) partition hypothe-
sis space into tiers, (b) computation in the tiered
inference framework, (c) computation in the whole
hypothesis space.

escalate to the double tier X2. The observations now
need to be re-applied. This corresponds to the solid
lines in the second tier. The computation is linear in
|X2|.

(3) The second batch of observations are applied to all
hypotheses in X2. The computation is shown as the
dashed lines in the second tier.

(4) The last observation of the second batch further rules
out all hypotheses in X2. Now we escalate to X3

and re-apply all the previous observations (solid and
dashed lines in the third tier). As more observations
are accumulated, the update computation (dotted
lines in the figure) is restricted to X3.

In contrast, Figure 2c shows the computation where all
observations are applied to all hypotheses. Notice that the
total vertical lines are much shorter in Figure 2b than
in Figure 2c. The computational savings are clear. The
savings are primarily due to the fact that the higher tier
hypotheses are not updated until necessary.

In this tiered inference framework, what is the price to pay
in return for the inference computational savings? First
bear in mind that this is an approximation — we have
ignored the higher tiers when the lower tiers remains con-
sistent with the observations. Therefore tiered inference
loses optimality, for instance, the maximum a posterior
(MAP) diagnosis is only optimal within the tiers that had
been worked on. One can no longer claim optimality in
the overall hypothesis space. Secondly, the tiered inference
framework needs to store all past observations. In the case
where the current tier is ruled out, the past observations
will be re-applied to the new tier. This means the system
should have enough memory. The comparison is as follows:
If the computation is done sequentially each time a new
observation is made, the memory storage requirement for
updating the whole hypothesis space is 2M — only the
posterior probabilities need to be stored, the observation
itself does not need to be stored. In contrast, the mem-
ory requirement for the tiered inference method is |Xj | +
O(|observations|), i.e., we need to store the probability of
hypotheses in the current tier, as well as all observations in
the past. When the observation history is long, the mem-
ory requirement is high. In essence, the tiered inference
framework reduces the burden on computation, but shifts

the burden to memory storage. In practice one may be able
to compress the observation history into some aggregated
form.

It is important to characterize when this tiered inference
framework is advantageous. In practical systems, most
modules are likely to be good, and the total number of
faults is likely to be small. In this case, the single-fault tier
can be much more probable than the double-fault tier, and
even more so than the triple-fault tier, and so on. Hence
it makes sense to focus computational resources to the
single-fault tier, and escalate to the higher tiers only when
necessary. The higher tier hypotheses are safely ignored
because they have minimal probability to start with. The
computational savings are tremendous. On the other hand,
a pathological case would be the situation where each
module has a high (close to 1) probability of having
fault. From the computational point of view, starting from
the low cardinality tiers is less attractive, since the low
cardinality hypotheses are likely to be ruled out by the
observations, and the reduction in inference computation
is less significant. Furthermore, as we shall see shortly, the
tiered inference framework will incur an overhead cost of
defining the next subset or tier of hypotheses to work on
every time an existing tier is ruled out. This overhead cost
will be high in this pathological case, making the tiered
inference framework less attractive. On the flip side, this
pathological case is rare.

3. PARTITION INTO SINGLE-FAULT SUBSYSTEMS

Diagnosing a single-fault is computationally efficient. If a
M -module system is assumed or known to have a single-
fault, we only need compare M hypotheses, rather than
the 2M hypotheses in the multi-fault case. Given that
single-fault inference is computationally efficient, it would
be nice to apply this technique whenever applicable. This
motivates us to find single-fault subsystems although the
overall system can have multiple faults.

The tiered inference idea in the previous section suggests
that we can use single-fault diagnosis in the first tier X1

until data conflict arises. Figure 3 shows a simple example
system with only 4 modules (ABCD). Figure 3a arranges
the hypotheses based on their cardinality. This defines
the tiers X0, X1, X2, and so on. In the tiered inference
framework, we start from X0 and X1. When data suggests
that the system (ABCD) has more than one faults, the

tiered inference escalates to the double-fault tier, X2
△
= {x :∑

i xi = 2}, as shown in Figure 3b. At this point, we know
that the overall system (ABCD) has at least two faults,
but it is possible that subsystems, for instance, (AB) and
(CD) each has a single fault. In this case, we can still
apply single-fault diagnosis to subsystems (AB) and CD
separately to isolate the faults. The computation is still
efficient. With this partition, the update is restricted to
hypotheses into the subset X t = {x | xA + xB ≤ 1, xC +
xD ≤ 1}, shown as the hypotheses marked with check-
marks in the top box in Figure 3c. The computation is
restricted to X t, hence fast.

The question now is to seek a good partitioning such
that the partitioned subsystems are most likely to have
single fault. Formally, the partitioning problem is as fol-
lows: given an overall system S containing modules, the
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 0  0  0  0
 0  0  0  1
 0  0  1  0

 1  1  0  1
 1  1  1  0
 1  1  1  1
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 1  0  0  0

 1  0  1  1
 0  1  1  1

A B C D

A B C D

 0  1  0  1
 0  1  1  0
 1  0  0  1
 0  0  1  1

 1  1  0  0
 1  0  1  0

 0  1  0  1
 0  1  1  0
 1  0  0  1
 0  0  1  1

 1  1  0  0
 1  0  1  0

if assuming
A+B<=1
C+D<=1

A+D<=1
B+C<=1

if assuming

other partitioning possible

.....

 0  1  0  1
 0  1  1  0
 1  0  0  1
 0  0  1  1

 1  1  0  0
 1  0  1  0

X2

X2

(a)                                        (b)                                               (c)

X0

A B C D

 0  0  0  0
 0  0  0  1
 0  0  1  0

 0  1  0  1
 0  1  1  0

 1  1  0  1
 1  1  1  0
 1  1  1  1

 0  1  0  0 
 1  0  0  0

 1  0  0  1
 0  0  1  1

 1  0  1  1
 0  1  1  1
 1  1  0  0
 1  0  1  0

X1

X2

X3

X4

X1

X2

Fig. 3. Example of tiered inference: (a) hypothesis space
and tiers; (b) escalating to tier X2; (c) partition X2

into two groups, each with (at most) a single fault:
top box — partition into {(AB), (CD)}; second box
— partition into {(AD), (BC)}. Other partition are
also possible.

partitioning divides S into two groups S1 and S2 such
that S1 ∪ S2 = S and S1 ∩ S2 = ∅. For instance, in the
example in Figure 3, S1 = (AB) and S2 = (CD) is a
valid partition. Note that this partitioning is not unique:
we can partition (ABCD) into {(AB), (CD)} (top box in
the figure), or {(AD), (BC)} (second box in the figure) 1

or other combinations. The next section addresses the
question of which partition to use. The basic idea is to
examine the correlation between system components to
find those subsets which collectively contain only a single
fault with maximum probability.

Given a subsystem partition and the corresponding subset
of hypotheses X t assuming at most a single fault within
each subsystem, the algorithm restricts the posterior up-
dates to the subset, until the observation data conflicts
with X t. In this case, we backtrack to the existing tier X2

and find a more suitable partition. When the whole tier
X2 is ruled out by observation, we escalate to the third tier
X3 (the collection of hypotheses with 3 fault modules) and
partition the overall system into three subsystems, each of
which hopefully contains a single fault. The whole process
repeats as more observations are made.

4. HOW TO PARTITION

4.1 Criterion for partitioning

As mentioned in the previous section, when the single-fault
assumption fails, we escalate to X2 and assume that the
overall system has two faults. We partition the M -module
system into two subsystems, or two groups, within which
there is likely to be at most one fault.

There are many ways of partitioning a system into two
groups. For example, (ABCD) can be partitioned into
C1

4 +C2
4/2 = 7 ways. Which one is more preferable? What

optimality criteria should we use? The intuition is clear: we
would like to make sure that the single-fault assumption
for each subsystem is true with maximal probability.

Criterion: We favor the partition (of the
module set) which captures maximal proba-

1 We use the bracket to denote a group within which there is believed
to be only single-fault, and the curly bracket for a collection of
groups.

bility mass, i.e., maximizing the probability∑
x∈X t p(x).

For instance, in Figure 3, partitioning into subsystems
{(AB), (CD)}, shown as the top block on the right hand
side, captures hypotheses {0101, 0110, 1001, 1010}. There
are two hypotheses {0011, 1100} that violates the single-
fault assumption in (CD) and (AB) respectively. If the
probabilities p(0011) and p(1100) are small, this means
(AB) and (CD) are likely to have single-fault, and the
partition is advantageous. On the other hand, if p(0011)
and p(1100) are big, this mean the single-fault subsystem
assumption is questionable. To compare the two parti-
tions {(AB), (CD)} and {(AC), (BD)}, we only need to
compare the probability mass of missed hypotheses, in
this case, p(0011) + p(1100) and p(0110) + p(1001). The
partition with a lower probability mass is more favorable.

4.2 A partitioning algorithm

Now with the optimality criterion, how should we design
the partitioning algorithm? The straightforward solution is
to compare all partitions and see which partition captures
the largest probability sum, but this is too expensive with
complexity 2M . Can we find a partitioning which is good
(of course suboptimal) with much less computation time?
We first discuss the case of partitioning into two groups.

Intuition: For a group of modules to have a
single fault, i.e.,

∑
i∈P xi = 1, the xi’s would

have to be negatively correlated.

In other words, when one member xi increases, there must
be another xj which decreases in order to maintain the
constant sum. This means we should look for modules
with significant negative correlation and group them into
a group. In contrast, if two members are positively cor-
related, i.e., when one increases/decreases, the other one
increases/decreases too, then these two modules should
not be grouped into the same group.

Using this heuristics we propose an algorithm, which
examines the correlation coefficient between modules. The
correlation coefficient is defined as

ρ(i, j)
△
=

Cov(xi, xj)
σiσj

=
E [(xi − µi)(xj − µj)]

σiσj
(4)

For any two modules i and j, xi and xj are the indicators of
their respective health (0 if the module is good, and 1 if the
module is bad), µi and µj are the respective mean of xi and
xj , and σi and σj are their respective standard deviations.
The correlation coefficient ρ(i, j) measures the dependency
between xi and xj . It has the following properties: (a)
−1 ≤ ρ ≤ 1; (b) the sign of ρ shows whether the two
random variables are positively or negatively correlated;
(c) ρ = 1 if xi = xj , and ρ = −1 if xi = −xj ; (d) sym-
metry: ρ(i, j) = ρ(j, i). Given a set of hypotheses {x} and
their respective probability values, one can easily compute
the mean {µi}i=1,...,M , the standard deviation {σi}, the
covariance matrix {Cov(xi, xj)}i,j=1,...,M , and the corre-
lation coefficient ρ(i, j) for any i and j. The computational
complexity is linear in the number of hypotheses.

DX-09, Stockholm, Sweden June 14-17, 2009

230



The algorithm is the following:

(1) From the hypotheses and their respective probabili-
ties, evaluate the correlation coefficient ρ(i, j) for any
(i, j). The result is a correlation coefficient matrix of
size M ×M .

(2) Find the two group seeds i1 and i2 as the module
which have the highest correlation E(x2

i ) values. This
indicates that these two modules are more likely to
have a fault than the others. In the case of a tie, we
select seeds randomly. The two groups “grow” around
the seeds. Previously we have used a random selection
scheme: randomly select the first seed i1, and then
find the second group seed i2 as the module which
has the highest correlation with i1. Since these two
are positively correlated, they should not be in the
same group. The max-correlation scheme works best
in our simulations.

(3) For any remaining module j, compare the correla-
tion coefficients ρ(i1, j) and ρ(i2, j). The module is
assigned to group 1 if ρ(i1, j) < ρ(i2, j) and to group
2 if otherwise.

Computational complexity — The computation is
primarily on the computation of {ρ(i, j)}. The complexity
if O(M2 · |# of hypotheses|) — there are M2 correlation
coefficients, and computing each need to go through all
hypotheses in the current tier. In contrast, the “oracle”
scheme of comparing all partitioning combinations has
complexity O(2M · |# of hypotheses|).
Performance — Despite its simplicity, this greedy
algorithm works well. In our simulation, we repeated for a
large number (100) of random simulations, and compared
this partitioning scheme against the enumeration of 2M

possible partitions. Our partition selection scheme has the
following performance:

• Against the missing probability metric: our partition
selection method is at about the 85% percentile
among all 2M partitions, i.e., around 15% partitions
are better than our solution, and 85% are worse. But
the computational complexity is much less.

• Compared to the “oracle” — the partition with
smallest missing probability, our partition scheme
produces a slightly larger missing probability, on
average 3–5% larger.

Example — Consider a 5-module production system
(ABCDE). The observations are as follows: (1) observing
a fault with itinerary (ABCDE); (2) observing a fault
with itinerary (ABC); (3) observing a fault with (DE). At
this point, the single fault assumptions are eliminated. We
assume each module is defective with a prior probability
r = 0.1. We further assume all faults are persistent. In this
case, the covariance coefficient matrix is:

ρ =




1 −0.5 −0.5 0 0
−0.5 1 −0.5 0 0
−0.5 −0.5 1 0 0

0 0 0 1 −1
0 0 0 −1 1


 (5)

The partitioning algorithm selects B and D as group seeds
and partitions modules into two subsystems (ABC) and
(DE), which agrees with our intuition.

A similar problem is optimal number partitioning Korf
(1995), which partitions a set of integer numbers into
two groups with equal sums. However, there is a fun-
damental difference: the optimal number partitioning is
deterministic, while our partitioning problem is inherently
statistical and must work with uncertainties. As a result,
the algorithms for the two problems are quite different.

4.3 Preparing probability distribution for partitioning

The algorithm above requires the computation of corre-
lation coefficients {ρ(i, j)}i,j=1,2,...,M . They are computed
based on a set of hypotheses and their respective prob-
ability values. Should this hypothesis set be the entire
hypothesis space (X , size 2M )? or a smaller subset? We
argue that it may be sufficient to compute the distribution
for a subset. For instance, if the first tier (the single fault
hypotheses tier X1) is ruled out, and we must escalate to
double faults, we only need to examine the double fault
hypothesis tier X2, since other hypotheses are out of the
representation of two-group partition anyway. Therefore
the other hypotheses will not be covered by the parti-
tioning. In our tiered inference framework, we use tier X2

for partitioning into two groups. Likewise, if X2 is ruled
out by observations, we escalate to the triple-fault tier X3,
and partition the M -module system into three groups. The
partitioning is computed based on the probability values
of all hypotheses in X3.

The algorithm described above can be modified to par-
titioning components into any number of groups. The
extension is straight-forward: we just select more group
seeds in Step 2, and let the seeds grow into groups.

5. IMPLEMENTATION AND SIMULATION

As an example to illustrate the advantages and drawbacks
of the tiered inference approach, we consider diagnosis of a
production plant. Assume that modules are independent,
and each module is defective with a known prior probabil-
ity r. All faults are intermittent, i.e., a defective module
damages any product passing it with a known probability
q, known as the intermittency probability. In practice, each
module may have its own r and q, different from the others.
In our implementation, for simplicity, we assume that all
modules share the same r and q value.

Mathematically, we have the prior probability

p(x) =
(
r
∑

i
xi

)
·
(
(1− r)M−

∑
i
xi

)
.

Given an itinerary w, the likelihood of observing an output
o (0 for good, and 1 for damaged) is

p(o|x) =
{

(1− q)k(w,x) if o = 0
1− (1− q)k(w,x) if o = 1

Here the exponent k(w,x) is the number of defective
modules involved in the production itinerary w given the
hypothesis x. This is actually quite intuitive: a product
is undamaged only when none of the defective modules
malfunctions, hence the probability is the module-wise
good probability (1− q) raised to the power k(w,x).

Now with prior and likelihood probabilities specified, we
perform Bayesian updates (Equation 1). Two diagnosis
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schemes are compared: (a) a baseline scheme applying all
observations sequentially to update the posterior belief
p(x|o) for all x ∈ X that has not been ruled out by
previous observation data; and (b) the tiered inference
scheme described in Secs. 2– 4. To evaluate the perfor-
mance, we simulate 300 random trials, each with an ob-
servation sequence of 400 randomly generated production
itineraries and corresponding outputs. Performance are
assessed based on cost and accuracy:

• Computational cost: for the baseline scheme, compu-
tational cost is measured as the accumulative number
of posterior updates, i.e., how many times (Equa-
tion 1) is executed. For tiered inference, the cost is
the sum of two parts: (i) the inference cost, i.e., the
number of posterior updates, and (ii) the overhead
cost of partitioning modules into subsystems, mea-
sured as the number of hypotheses sieved through
to compute the correlation coefficient (Equation 4).
Table 1 reports the two terms, separated by a “;” in
the third column.

• Diagnosis accuracy, measured as the total number of
bits that xMAP differ from the ground truth. Ideally,
if xMAP recovers the ground truth, this term should
be 0. However, this is often not achieved, even in the
baseline inference scheme. This is due to the fact that
the observations may not be sufficient, for instance, if
some defective modules are never used in production,
and/or the faults are intermittent, hence the defects
are never observed.

Table 1 reports the results for a 10-module production
system, averaged over 300 random trials. Each row corre-
sponds to a value of r, ranging from 0.05 to 0.9. Small r
implies a healthy system, while r = 0.9 corresponding to
an extremely shaky system where all modules are likely
to fail. We use the extremes to provide insights. Note the
following:

(1) The computational cost saving using the tiered
inference scheme is significant. For instance, with r = 0.05,
the tiered inference scheme has a computation cost less
than 1% of the baseline scheme. With r = 0.9, the
tiered inference computation is around 10% of the baseline
computation.

(2) The baseline scheme is on average more accurate
than the tiered inference. This is expected, since the tiered
inference is an approximation.

(3) Tiered inference is most advantageous when r is
small. The inference accuracy is almost as good as the
baseline scheme for r ≤ 0.2, and the computation cost is 1–
2 magnitudes order lower. This shows the benefit of tiered
inference. The good performance is not surprising, as a
system with small r is what tiered inference was originally
designed for.

(4) As r increases, tiered inference incurs a increasingly
heavy partitioning overhead cost (second number in the
third column). This is due to the fact that the system has
more defective modules, and the single-fault assumption
within subsystems is often ruled out by observation data.
In this case, the partitioning operations are frequently
repeated. The overhead cost makes computational savings
less dramatic. Furthermore, tiered inference becomes less

Computation cost Diagnosis accuracy
baseline tiered baseline tiered

r = 0.05 285779.7 2268.5; 63.3 0.03 0.03
r = 0.1 265003.1 2051.9; 448.3 0.17 0.13
r = 0.2 236468.3 2705.2; 1435.7 0.47 0.59
r = 0.5 175757.8 6293.7; 4610.0 1.51 2.36
r = 0.9 141973.8 7875.2; 6470.0 1.16 5.07

Table 1. Tradeoff between computational cost and di-
agnosis accuracy. This table is generated assuming the
intermittency probability of q = 0.1. The second col-
umn reports computation cost of the baseline scheme
measured as the number of hypotheses updated; the
third column reports the computation cost for tiered in-
ference for Bayesian update and partitioning overhead,
and the last two columns report diagnosis accuracy of
the two schemes, measured as the number of bits that

MAP estimate differs from the ground truth.

accurate. For instance, in the last row (r = 0.9), the
tiered inference diagnosis has roughly 5 bits flipped. It
misses to detect 5 defective modules. In comparison, the
baseline has 1.16 bits flipped on average. Note that this
is due to their different strategies: the baseline scheme
seeks exact inference and optimal diagnosis, while tiered
inference favors low-cardinality diagnosis. Tiered inference
stays at lower tiers as long as the lower tiers can explain the
data. This is similar to a minimal diagnosis: the minimal
candidate set can be quite different from the underlying
ground truth, especially when the faults are intermittent
and the number of observations are limited.

6. CONCLUSION

This paper has presented a new framework for efficiently
computing multiple fault diagnoses. This framework intro-
duces the generic notion of tiered inference which focuses
search and inference on the set of hypotheses most likely
to contain the fault(s). Past approaches which focus on
most probable, subset-minimal, or minimum cardinality
approaches are all instances of the more general tiered
approach. In addition, this paper introduced the notion
of partitioning the modules such that efficient, linear,
single fault inference can be used (and never requires
the usual multiple-fault inference scheme). By perform-
ing single fault diagnosis on each partition, the potential
computational inference on each partition is avoided. For
smaller cardinality diagnoses, we believe the inference sav-
ing outweighs the cost of computing partitions (including
recomputing partitions when they are discovered to be
unsuccessful).
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Abstract: This work is devoted to find an optimal set of sensors for model-based FDI.
The novelty is that binary integer linear programming is used in the optimization problem,
leading to a formulation of the detectability and isolability specifications as linear inequality
constraints. Furthermore, a very detailed system model is not needed since the methodology
handles structural models. The approach has been successfully applied to a two-tank system,
as an illustrative example.

1. INTRODUCTION

Fault diagnosis systems are an increasing and important
topic in many industrial processes. The number of publi-
cations devoted to fault diagnosis has increased notably in
the last years, as it can be seen in Blanke et al. (2006) and
Gertler (1998). In Model-based Fault Diagnosis, diagno-
sis is basically performed from the comparison between
a process model and on-line process information. Since
process information is usually obtained by means of the
sensors installed in the process, it is important to develop
methodologies to place the correct set of sensors in the
process in order to guarantee some diagnosis specifications.

In this paper, diagnosis specifications are detection and
isolation of single faults. Two kind of faults are considered:
system faults, which concern fixed components in the
system, and sensor faults which concern sensors chosen for
installation. No hardware redundancy will be considered,
though the method could be easily extended to include it.

Large-scale diagnosis models may consist of many dif-
ferent types of descriptions, for example static/dynamic
linear equations, lookup tables, logic rules, non-linear
differential-algebraic equations, etc. One way to analyze
such a general class of models in a general framework
is to analyze the model structure. A structural model is
a coarse model description, based on a bi-partite graph,
that can be obtained early in the development process,
without major engineering efforts. This kind of models is
suitable to handle large scale systems since efficient graph-
based tools can be used and does not have numerical
problems. However, only best case results are obtained.
More information about structural modeling applied to
fault diagnosis can be found in Blanke et al. (2006).

In model-based Fault Detection and Isolation (FDI), faults
are modeled as deviations of parameter values or unknown
signals and diagnostic models are often brought back
to a residual form. The main approaches to construct

⋆ This work was supported in part by the Research Comission of
the Generalitat of Catalunya (Grup SAC, ref. 2005SGR00537) and
by CICYT (ref. DPI-2008-01996) of Spanish Ministry of Education

residuals are based on using Analytical Redundancy Re-
lations (ARRs) generated either using the parity space
(Staroswiecki and Comtet-Varga, 2001) or observer ap-
proaches (Nikoukhah, 1998). In Maquin et al. (1997) the
sensor placement problem is solved by the analysis of a
set of possible ARRs using algorithms of cycle generation
in graphs. Some other results devoted to sensor placement
for diagnosis using graph tools can be found in Raghuraj
et al. (1999), Krysander and Frisk (2008), Commault et al.
(2008), Yassine et al. (2008), Travé-Massuyès et al. (2006)
and Rosich et al. (2007). All these works use a structural
model-based approach and define different diagnosis spec-
ifications to solve the sensor placement problem.

In Sarrate et al. (2007), an optimal sensor placement for
model-based FDI requires finding the set of all possible
ARRs, considering that all possible candidate sensors are
installed. Then, a set of sensors that minimizes the total
cost of the network is selected such that the resulting
ARRs satisfy that a pre-established set of faults can be
detected and isolated. The optimization problem is casted
as a Binary Integer Programming problem (Wosley, 1998),
where the optimization vector states whether a sensor
is installed or not and FDI specifications are translated
into constraints. However, the non-linear nature of such
constraints lead to a high computational complexity of the
resulting optimization problem. An alternative approach
is proposed in Fijany and Vatan (2006), which however
involves the formulation of a non-linear objective function.

In this work both approaches are enhanced by formulating
a Binary Integer Linear Programming (BILP) problem.
The FDI specifications are formulated as linear constraints
and the objective cost function is also linear, so the BILP
problem can be efficiently solved by an LP-based branch-
and-bound algorithm.

In this paper, as a matter of notational convention, bold
and uppercase letters denote matrices, bold and lowercase
letters denote vectors, and normal lowercase letters denote
matrix o vector elements. Also, the n×n identity matrix is
denoted by In, the n×m null matrix is denoted by 0n×m

and the i × j ones matrix is denoted by 1i×j . Finally,
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the number of k-combinations from a set of n elements is
denoted by Ck

n.

In Section 2, the sensor placement problem is formulated
as a BILP problem. The main contribution of this paper is
developed in Section 3, where FDI specifications are for-
mulated as binary linear constraints. Section 4 summarizes
the BILP formulation of the sensor placement problem
and extends it to include ARRs optimal selection. Next,
Section 5 describes an application of the sensor placement
methodology to a two-tank system. Finally, Section 6 re-
marks the conclusions and future extensions of the present
work.

2. SENSOR PLACEMENT FOR FDI AS A BILP
PROBLEM

Similar to optimization based on linear programming, a
standard optimization problem using BILP can be formu-
lated as a linear objective function and constrained by
linear inequality constraints. This is expressed as:

min
x

cT x subject to: (1)

Ax ≤ b (2)
x is binary (3)

The main constraint is that any element of the optimiza-
tion vector x must be binary, i.e. ∀x ∈ x : x ∈ {0, 1}.
Moreover, matrix A and vector b form the linear inequal-
ity constraints. Finally, c is a cost vector of the linear
objective function.

The sensor placement problem for FDI developed in this
article can be summarized as finding a minimal set of
sensors to be installed in the system such that faults can
be detected and isolated.

The sensor placement problem can be formulated as a
BILP problem where the set of candidate sensors to
be installed is represented by the optimization variable
vector. This means that if the entry x ∈ x equals 1, the
corresponding sensor must be installed whereas if x equals
0, the sensor does not need to be installed.

Furthermore, by means of the c vector a cost can be
assigned to each sensor in order to find an optimal solution
based in some criterion, e.g. minimal cardinality, minimal
economical price, etc.

Using this formulation, all constraints must be written as
linear inequalities. Thus, for sensor placement for FDI,
fault detectability and fault isolability constraints must
be expressed as in (2). Section 3 is devoted to show how
FDI specifications can be expressed as linear inequalities.

For the sake of simplicity, in the following development,
it is assumed that there exists a sensor configuration
such that all faults concerned are fully detectable and
isolable among them. Some guidelines will be given in
Section 4 allowing this assumption to be dropped. Note
that verifying whether this assumption is fulfilled can be
accomplished by just checking which faults are detectable
and isolable when all the candidate sensors are installed
in the system.

3. CONSTRAINTS FORMULATION

In model-based FDI, ARRs are used to check the consis-
tency between the model and system measurements. An
ARR can be obtained from a subset of model equations
by eliminating unknown variables through the convenient
manipulation of the equations. Therefore, an ARR is an
expression that only depends on known (measured) vari-
ables. Structural analysis theory has been extensively used
in model-based FDI to generate the ARRs from the model
equations (Blanke et al., 2006, Travé-Massuyès et al., 2006,
Krysander et al., 2008).

It is straightforward to establish a relation between the
ARRs set and the set of known variables. This relation is
represented by a bi-adjacency matrix where the row set is
the ARRs set and the column set is the sensors set. Let n
be the number of ARRs and k be the number of candidate
sensors, then the biadjacency matrix M = [mij ] is a n× k
matrix defined by:

mij =
{

1 if ARR i depends on sensor j

0 otherwise
(4)

Knowing which equations are related to a certain ARR
it is possible to determine the set of faults that an ARR
is sensitive to. This ARR-fault relation is known in the
literature by the Fault Signature Matrix (FSM) (Blanke
et al., 2006). Let l be the number of system faults to be
diagnosed, then the biadjacency matrix F = [fij ] is a n× l
matrix defined by:

fij =
{

1 if fault j may affect ARR i

0 otherwise
(5)

Remark that, the FSM F will refer to system faults. A
similar FSM will be considered for sensor faults, which
will be denoted by Fq = [fqij ] and easily deduced from M
as Fq = M.

In the following sections, the constraint formulation pro-
posed in Sarrate et al. (2007) will be revised and further
developed to formulate fault detectability and isolability
specifications as linear constraints.

A small example is used through the paper in order
to clarify how this formulation should be applied. This
example consists of a set of five ARRs, a set of three
candidate sensors and a set of two system faults. The
corresponding matrices M, F, Fq are depicted in (6).

M = Fq =




0 1 1
1 0 0
0 0 1
1 1 1
1 0 1


 F =




0 1
1 0
1 0
1 1
0 1


 (6)

3.1 ARR selector constraint

Given a subset of installed sensors there may be some
ARRs that are not valid since they depend on non-installed
candidate sensors. Let q = [ q1 · · · qk ]T be the binary
vector that denotes whether a sensor is installed or not.
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Then, an ARR i is called non-selectable if there is a sensor
j such that qj = 0 and mij = 1. This motivates the ARR
selector :

ρi =
k∏

j=1

[mijqj + (1−mij)] (7)

Note that ρi is a binary variable such that if ARR i is
non-selectable then ρi equals 0. However, expression (7) is
non-linear and can not be casted as a constraint in (2). In
order to do so, remark that inequality (8) holds as long as
ARR i is non-selectable.

k∑

j=1

[mijqj + (1−mij)] < k (8)

Next, introducing the binary variable ρi in inequality (8),
the expression (9) is obtained, which is equivalent to the
ARR selector in (7).

k∑

j=1

[mijqj + (1−mij)]− kρi ≥ 0 (9)

Note however that expression in (9) implies that:

ARR i is not valid → ρi = 0

whereas the reverse is not true. This means that ρi can be
viewed as a dummy variable in the optimization problem.
This variable is forced to zero as long as the corresponding
ARR is non-selectable.

Now, equation (9) is linear. Therefore, it is suitable for
BILP formulation. Equation (9) can be extended to all
the n ARRs, and written in vector form as:




mi1 · · · mik

...
. . .

...
mn1 · · · mnk







q1

...
qk


−k




ρ1

...
ρn


+




β1

...
βn


 ≥ 0n×1 (10)

where βi =
∑k

j=1(1 − mij) for i = {1, · · · , n}. Finally,
equation (10) can be written in a compact form as:

[−M kIn ]
[
q
ρ

]
≤ β (11)

where vector ρ = [ ρ1 · · · ρn ]T is the set of ARR selectors
and β = [ β1 · · · βn ]T is a vector of coefficients.

Expression (11) has the same form as (2). Furthermore, the
optimization variable vector is augmented by including the
ARR selector, i.e. x = [qT ρT ]T .

Given the example in (6), equation (11) becomes:




0 −1 −1 3 0 0 0 0
−1 0 0 0 3 0 0 0
0 0 −1 0 0 3 0 0
−1 −1 −1 0 0 0 3 0
−1 0 −1 0 0 0 0 3


 ·




q1

q2

q3

ρ1

ρ2

ρ3

ρ4

ρ5




≤




1
2
2
0
1


 (12)

3.2 Fault detectability constraint

A fault is structurally detectable if there exists at least one
ARR that can be affected by this fault. Hence, the ARR
selector plays an important role since all non-selectable
ARRs must be rejected from the detectability study.

Since system and sensor faults are considered in this paper,
the number of equations needed to check fault detectability
is l + k. Next, both type of constraints are deduced.

System faults detectability

Given a fault j, the following expression holds:

a system fault j is detectable ↔
n∑

i=1

(fijρi) ≥ 1 (13)

Equation (13) can be extended to all system faults, and
written in compact form as:

[
0l×k −FT

] [
q
ρ

]
≤ −1l×1 (14)

Therefore, the set of system faults is detectable if con-
straint (14) holds.

Following with the example in (6), equation (14) becomes:

[
0 0 0 0 −1 −1 −1 0
0 0 0 −1 0 0 −1 −1

]
·




q1

q2

q3

ρ1

ρ2

ρ3

ρ4

ρ5




≤
[
−1
−1

]
(15)

Sensor faults detectability

A similar expression to (13) is used for sensor fault
detectability:

a sensor fault j is detectable ↔
n∑

i=1

(fqijρi) ≥ qj (16)

Note that for a non-installed sensor, the right hand side of
inequality (16) becomes 0, meaning that no detectability
property is expected for this sensor fault. However, as long
as a sensor is chosen for installation, equation (16) becomes
similar to (13).

Equation (16) can be extended to all sensor faults, and
written in compact form as:
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[
Ik −Fq

T
] [

q
ρ

]
≤ 0k×1 (17)

Thus, the sensor fault detectability constraint for the
example in (6) is:

[ 1 0 0 0 −1 0 −1 −1
0 1 0 −1 0 0 −1 0
0 0 1 −1 0 −1 −1 −1

]
·




q1

q2

q3

ρ1

ρ2

ρ3

ρ4

ρ5




≤
[ 0

0
0

]
(18)

3.3 Fault isolability constraint

Two faults are structurally isolable if their corresponding
signatures in the FSM are different. This is true as long
as ARR-based exoneration is assumed (Travé-Massuyès
et al., 2006).

Since system and sensor faults are considered in this
paper, the number of equations needed to check fault
isolability is Cl+k

2 . Next, three types of constraints are
deduced depending on whether system or sensor faults are
considered.

Fault isolability between system faults

Given two system faults j1 and j2, inequality (19) holds
as long as their signatures in the FSM are different.

two system faults
j1 and j2 are isolable

↔
n∑

i=1

|fij1 − fij2 |ρi ≥ 1 (19)

Equation (19) can be extended to any combination of two
system faults, and written in compact form as:

[
0Cl

2×k −FI1
T

] [
q
ρ

]
≤ −1Cl

2×1 (20)

where FI1 = [fI1 im] is a n× Cl
2 matrix with:

fI1 im = |fij1 − fij2 | ∀j1, j2 ∈ {1, . . . , l} : j1 < j2 (21)

where m indexes in lexicographical order the Cl
2 system

faults combinations.

Following with the example in (6), equation (20) becomes:

[ 0 0 0 −1 −1 −1 0 −1 ] ·




q1

q2

q3

ρ1

ρ2

ρ3

ρ4

ρ5




≤ [−1 ] (22)

Fault isolability between system faults and sensor faults

Isolability involving a sensor fault depends on whether the
corresponding sensor is considered for installation or not.
So, the condition for isolability between a system fault and
a sensor fault can be stated as:

a system fault j1 and a
sensor fault j2 are isolable

↔
n∑

i=1

|fij1 − fqij2
|ρi ≥ qj2

(23)

Note that for a non-installed sensor, the right hand side
of inequality (23) becomes 0, meaning that no isolability
property is expected for this sensor fault. However, as long
as a sensor is chosen for installation, equation (23) becomes
similar to (19).

Equation (23) can be extended to any pair of system fault
and sensor fault, and written in compact form as:

[
G2 −FI2

T
] [

q
ρ

]
≤ 0l·k×1 (24)

where G2 is the following l · k × k matrix:

G2 = [ Ik Ik · · · Ik ]T (25)

and FI2 = [fI2 ip] is a n× l · k matrix with:

fI2 ip = |fij1 − fqij2
|

{∀j1 ∈ {1, . . . , l}
∀j2 ∈ {1, . . . , k} (26)

where p indexes in lexicographical order the cartesian
product of the system faults set and the sensor faults set.

Remark that matrix G2 is used to involve the correspond-
ing sensor in (23) according to the index j2 used to build
matrix FI2 .

Remind that in the example given in (6), k = 3 and l = 2.
Therefore equation (24) becomes:




1 0 0 0 0 −1 0 −1
0 1 0 −1 −1 −1 0 0
0 0 1 −1 −1 0 0 −1
1 0 0 −1 −1 0 0 0
0 1 0 0 0 0 0 −1
0 0 1 0 0 −1 0 0



·




q1

q2

q3

ρ1

ρ2

ρ3

ρ4

ρ5




≤




0
0
0
0
0
0




(27)

Fault isolability between sensors faults

Now the isolability condition involves two sensor faults,
so it depends on whether both sensors are considered
for installation. The condition for isolability between two
sensor faults can be stated as the following non-linear
inequality:

n∑

i=1

|fqij1
− fqij2

|ρi ≥ qj1qj2 (28)
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Note that as long as both sensors are not selected for
installation, the right hand side of inequality (28) becomes
0, meaning that no isolability property is expected between
their corresponding sensor faults. However, as long as both
sensor are selected for installation, equation (28) becomes
similar to (19).

Equation (28) can be transformed into the equation in
(29), which is an equivalent linear constraint.

two sensors faults
j1 and j2 are isolable

↔
n∑

i=1

|fqij1
−fqij2

|ρi ≥ qj1 +qj2−1

(29)

Note that the left hand side of the equation in (29) is non-
negative, so this constraint will only become active when
both sensors are selected for installation.

Equation (29) can be extended to any combination of two
sensor faults, and written in compact form as:

[
G3 −FI3

T
] [

q
ρ

]
≤ 1Ck

2×1 (30)

where G3 is the following Ck
2 × k matrix:

G3 =




1
...
1

Ik−1

0
...
0

1
...
1

Ik−2

...
0 · · · 0 1 1




(31)

and FI3 = [fI3 ir] is a n× Ck
2 matrix with:

fI3 ir = |fqij1
− fqij2

| ∀j1, j2 ∈ {1, . . . , k} : j1 < j2 (32)

where r indexes in lexicographical order the Ck
2 sensor

faults combinations.

Remark that matrix G3 is used to involve the correspond-
ing pair of sensors in (29) according to the indexes j1 and
j2 used to build matrix FI3 in (32).

Finally, the last constraint is applied to the example in
(6), so equation (30) becomes:

[ 1 1 0 −1 −1 0 0 −1
1 0 1 −1 −1 −1 0 0
0 1 1 0 0 −1 0 −1

]
·




q1

q2

q3

ρ1

ρ2

ρ3

ρ4

ρ5




≤
[ 1

1
1

]
(33)

4. PROBLEM FORMULATION

4.1 Sensor placement optimization

Once detectability and isolability constraints have been
introduced, the optimal sensor placement for FDI can be
formally presented. The full problem is formulated as:

min
[qT ρT ]

[cT 01×n]
[
q
ρ

]
subject to: (34)




−M kIn

0l×k −FT

Ik −Fq
T

0Cl
2×k −FI1

T

G2 −FI2
T

G3 −FI3
T




[
q
ρ

]
≤




β
−1l×1

0k×1

−1Cl
2×1

0l·k×1

1Ck
2×1




(35)

[qT ρT ] is binary (36)

Constraint (35) is the concatenation of (11), (14), (17),
(20), (24) and (30) respectively, where all the matrices
involved have been previously defined.

The number of rows (i.e., constraints) in (35) is the
following:

• The ARR selector constraints (11) involve n rows.
• The detectability constraints (14) and (17) involve

l + k rows.
• The isolability constraints (20), (24) and (30) involve
Cl
2 + l · k + Ck

2 = Cl+k
2 rows.

The cost vector of the objective function is extended as a
result of including ρ in the variable vector. Since the goal
is optimizing the set of sensors, the costs related to the
ARR selector, ρ, are set to zero. Hence, ρ is regarded as a
dummy vector.

Following with the example in (6), the sensor placement
problem for FDI is formulated as the BILP problem in
(34)-(36), taking into account the constraints obtained in
the previous sections. The following cost vector is con-
sidered [ 1 1 1 0 0 0 0 0 ]T . Thus, the objective function
seeks the minimization of the sensor set cardinality. The
optimization problem is solved using the bintprog func-
tion in Matlab. The result is the optimization vector
[ 1 0 1 0 1 1 0 1 ]T . This means that sensors q1 and q3 are
required for installation and that selectable ARRs 2, 3 and
5 are sufficient to attain fault detectability and isolability
among system and sensor faults.

In this example, a solution has been found that satisfies de-
tectability and isolability of all concerned faults, following
the assumption stated in Section 2. However, this assump-
tion could not always hold. If detectability and isolability
of all concerned faults are not attainable with any sensor
configuration, then maximum detectability and isolability
specifications should be determined. Then, the rows in (35)
that involve undetectable faults or non-isolable pairs of
faults should be removed from the constraints set in order
to make the optimization problem feasible.

DX-09, Stockholm, Sweden June 14-17, 2009

239



0 1 2 3 4 5 6
0

1

2

3

4

5

6

qp(t)

qv(t)

hu(t)

hl(t)

uv(t)

up(t)

Fig. 1. Two-tank system

4.2 Sensor placement optimization with minimal set of
ARR

The BILP optimization stated in (34)-(36) can be ex-
tended to optimize the selected ARRs. This requires set-
ting a cost for each ARR in the cost vector of the objective
function. Therefore, the optimization problem will be ex-
pressed as follows:

min
[qT ρT ]

[cT c′T ]
[
q
ρ

]
subject to: (35) and (36)

(37)

where c′ is a column-vector of n ARR costs.

There exist several reasons for optimizing the set of ARRs.
For instance, minimizing the number of chosen ARRs,
minimizing their complexity in terms of the number of
equations involved in their computation, or even, maxi-
mizing their sensitivity or robustness.

Usually, the main goal will be to optimize the sensors set
and then, once a minimal sensor set is ensured, optimize
the ARR set. Thus, given c′ =

[
c′1 · · · c′n

]T , condition
(38) must be fulfilled to satisfy this requirement.

n∑

i=1

c′i < cj ∀cj ∈ c, j ∈ {1, . . . , k} (38)

5. APPLICATION TO A TWO-TANK SYSTEM

In this section, the BILP formulation developed in the
previous sections is illustrated through a two-tank system
example. The same aplication has already been used in
Sarrate et al. (2007) when solving the sensor placement
problem for FDI, but using non-linear constrains.

The system is made up of two tanks interconnected by
a pump and a valve. A schematic representation of the
system is shown in Fig. 1.

The system can be equipped with two level sensors mea-
suring liquid heights in the tanks hu and hl, and two flow-
rate sensors measuring qp and qv. The inputs variables up

Table 1. Incidence Matrix

Unknown variables
hu hl qp qv up uv

e1 1 1 1
e2 1 1 1
e3 1 1 1 1
e4 1 1 1
e5 1
e6 1
e7 1
e8 1
e9 1
e10 1

Table 2. Faults of the Two-Tank System

Fault Description Affected equation

fu upper tank leak e1

fl lower tank leak e2

fhu wrong upper tank level sensor reading e5

fhl
wrong lower tank level sensor reading e6

fqp wrong pump flow sensor reading e7

fqv wrong valve flow sensor reading e8

fup wrong pump control input sensor reading e9

fuv wrong valve control input sensor reading e10

and uv can also be measured. The flow in the pump, qp,
depends on both levels, hu and hl, and the input to the
pump, up. The flow in the valve, qv, depends on the upper
tank level, hu, and the input to the valve, uv.

The non-linear dynamic equations describing the process
behavior and the sensor equations that relate the unknown
variables with the measurements are all gathered in (39).
Su and Sl are the upper and lower tank sections respec-
tively. ha is the height difference between both tanks. cp

and cv are the pump and valve constants, respectively.
Finally, ρ is the liquid density and g is the standard gravity.

e1 : ḣu =
1
Su

(qp − qv)

e2 : ḣl =
1
Sl

(qv − qp)

e3 : qp = cpsgn(∆p)
√
|∆p|

with ∆p ≡ fp(up)− ρg(ha + hu − hl)
e4 : qv = cvfv(uv)

√
ρghu

e5 : hu = hu,measured

e6 : hl = hl,measured

e7 : qp = qv,measured

e8 : qv = qp,measured

e9 : up = uv,measured

e10 : uv = up,measured

(39)

The incidence matrix describing the structural model that
corresponds to (39) is depicted in Table 1.

Six sensor faults are considered, as well as two system
faults: leaks in the upper and lower tanks. Table 2 lists all
possible faults along with their corresponding descriptions,
and the equation affected by them.

Given the structural model depicted in Table 1, 35 ARRs
can be found. For further information on methods devoted
to finding ARRs see Krysander et al. (2008), Travé-
Massuyès et al. (2006) and Pulido and Gonzalez (2004).
Then, taking into account which equation is related with
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Table 3. Optimal set of ARRs

e1 e2 e3 e4 e5 e6 e7 e8 e9 e10

ARR9 0 1 1 1 0 1 0 1 1 1
ARR18 1 0 1 1 0 1 0 1 1 1
ARR23 1 1 0 1 0 1 0 1 0 1
ARR27 1 1 1 0 0 1 0 1 1 0
ARR32 1 1 1 1 0 0 0 1 1 1

Table 4. FSM for the optimal set of ARRs

fu fl fhl
fqv fup fuv

ARR9 0 1 1 1 1 1
ARR18 1 0 1 1 1 1
ARR23 1 1 1 1 0 1
ARR27 1 1 1 1 1 0
ARR32 1 1 0 1 1 1

each sensor or fault, matrices M , F and Fq can be
extracted 1 .

If all candidate sensors were installed, it would be straight-
forward to check that all faults are detectable and isolable
(assuming ARR-based exoneration): it suffices to verify
that all columns in F and Fq have at least a ’1’, and that
every possible pair of columns is different. So, an optimal
sensor placement problem can be posed, since it should
have at least that feasible solution.

The following sensor cost c = [ 140 100 135 130 145 110 ]T

is taken, with the costs being assigned following the order
of measurable variables given in Table 1. Regarding the
ARRs set, a cost is assigned according to the number of
system equations (i.e., e1,e2,e3,e4) that each ARR relates
with. This cost tries to penalize the complexity of ARRs,
in terms of number of systems equations involved. Remark
that condition (38) is fulfilled by every sensor cost, since
for this example

∑35
i=1 c′i = 91.

The BILP optimization is solved using the bintprog func-
tion in Matlab. The result is q∗ = [ 0 1 0 1 1 1 ]T . There-
fore, the optimal subset of sensor is {hl, qv, up, uv}. More-
over, an optimal subset of ARRs is found, that depends
on these sensors and guarantees fault detectability and
isolability, see Table 3. The corresponding FSM is shown in
Table 4. Remark that all faults are detectable and isolable.

6. CONCLUSIONS

In this work, a new methodology to solve the sensor
placement problem for FDI has been addressed. The sen-
sor placement problem has been presented formally as a
binary variable problem. The novelty is that BILP stan-
dard formulation is used, therefore standard algorithms
to solve BILP optimization can be used. The advantage
is that these algorithms are deeply developed and their
branch and bound search is well-studied, leading to a fast
resolution in the majority of cases. Even so, the worst
case scenario would lead to a search of all the 2n possible
binary vectors of n elements. However, the authors believe
that the use of a structural model together with the well-
developed optimization solver tools existing in the market
make this approach suitable for handling large-scale sys-
tems in many cases.

1 Due to the size of such matrices (i.e., 35 rows), they are not shown
in the paper.

Furthermore, the ARRs optimization has been included in
the sensor placement problem with no extra effort, so that
the most convenient set of ARRs are also selected.

The authors are aware that the ARR-based exoneration
assumption may be unrealistic in many cases. However,
this method could be easily extended to the case when
a residual does not always cross the threshold at fault
occurrence. Fault isolability should then be stated as in
Krysander and Frisk (2008). It should be reformulated as
a linear binary constraint, and included in the optimization
problem.

The sensor placement problem based on a BILP formu-
lation could also be extended to diagnostic specifications
other than fault detectability and isolability (e.g. robust-
ness), as long as they could be formulated as linear in-
equality constraints.

The main drawback of the present approach is that the
complete ARRs set must be provided beforehand. It is
known that generating the whole set of ARRs is a compu-
tationally complex task. Future works might be improved
by solving the BILP optimization without the need of gen-
erating such ARRs set. An incremental ARR generation
approach (Rosich et al., 2007) or an approach based on
the Dulmage-Mendelsohn decomposition (Krysander and
Frisk, 2008) could be applied, for instance.
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Abstract: In the present paper we address the problem of computing the Minimal Additional Sensor
Sets (MASS) that guarantee a desired level of diagnostic discrimination for a system.
Recently, techniques based on the symbolic compilation of qualitative system models have been
proposed for the computation of MASS. The main contributionof this paper is the adaptation and
application of such techniques to a structural approach suitable for the computation of MASS for
component-oriented models consisting of sets of numericalequations. In this respect, the paper can
be viewed as a bridge across the AI and FDI approaches to model-based sensor placement.
In particular, our approach derives the MASS for a given system starting from a Resolution Process
Graph which associates a subset of equations to the set of unknown variables and defines the set of
redundant relations. We show that the resulting method exploits the symbolic compilation techniques
not only as a way to provide computational savings (including some theoretical guarantees on the
computational complexity), but it also exhibits interesting features, such as handling of multiple faults.
As a test bed of the proposed approach, we have chosen the problem of the MASS computation for a gas
turbine subsystem which has been previously adopted by other researchers to illustrate their proposal.

1. INTRODUCTION

In recent years the Model-Based Diagnosis community has
devoted a significant attention to the problem of diagnosability
and to the related problem of determining a set of sensors that
guarantees the diagnosability of a given system (or at leasta
desiredlevel of diagnosability since in some cases it is very
hard to assure diagnosability in all possible conditions ofthe
system).
In most cases one is interested in finding a sensor set that
is minimal according to some criteria such as set inclusion,
cardinality or total cost. The search space for the minimal
sensor sets is usually specified by the system modeler as a set
of potential measurement points, i.e. physical quantitiesthat
could be measured by placing a suitable sensor. Such a search
space could be constrained either by positive information (e.g.
we already have some sensors in place that “come for free”) or
negative information (e.g. the sensors placed in certain places
are too unreliable or prone to failure or too costly). When
such constraints are present, the problem of computing the
Minimal Sensor Sets (MSS) is transformed into the problem
of computing the Minimal Additional Sensor Sets (MASS).

The problem of computing the MSS (or MASS) has been
widely studied in the FDI literature (e.g. Travé-Massuyès et al.
[2001], Commault et al. [2006], Travé-Massuyès et al. [2006],
Krysander and Frisk [2008]). It is worth mentioning that the
problem is computationally hard and usually requires a sig-
nificant amount of search since it requires that the solutionis
optimal. For this reason, in many cases the problem has been
addressed by putting some additional constraints such as the
single fault assumption, so that the requirement of diagnos-
ability is simplified by requiring that, for each component,it
is possible to discriminate whether it is ok or faulty under the
assumption that at most one fault is present in the system.

Recently, in Torta and Torasso [2007], the computation of
MASS has been approached in a quite different way by exploit-
ing symbolic representation and compilation techniques. Such
a proposal (and its extension Torta and Torasso [2008]) has
been developed by taking asymbolic AIapproach to the prob-
lem, and therefore addresses component based systems where
the domain theory of the single components is given in terms
of qualitative relations (in particular, this approach hasbeen
demonstrated on combinatorial digital circuits and qualitative
models of hydraulic systems).
More specifically, in Torta and Torasso [2007], the discrim-
inability relations for a given level of observability are parsi-
moniously encoded using Ordered Binary Decision Diagrams
(OBDDs) and such discriminability relations are built froman
extended model of the system to be diagnosed which includes
a set of switches modeling the inclusion (or the exclusion),
through a suitable placement of sensors, of potentially observ-
able variables into the set of actual observations.
The most relevant result in Torta and Torasso [2007] concerns
the fact that the minimization of the (additional) sensor sets
can be done in polynomial time with respect to the size of
the symbolic representation of the sets of sensors satisfying
the discriminability requirements. Another important property
of this approach is that it naturally handles the computation of
MASS that guarantee diagnosability also when the single fault
assumption is lifted.
The main goal of the present paper is to investigate whether
(and to what extent) the symbolic approach proposed in Torta
and Torasso [2007] can be extended and adapted in order to deal
with system models given in terms of numeric equations.
As mentioned above, the problem of MASS computation for
such class of systems has been previously investigated and
many FDI approaches have been proposed. In this paper we
concentrate specifically on the approach presented in Trav´e-
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Massuyès et al. [2001]. Our focus is not only to reproduce,
with a different method, the results of the existing approach,
but also to investigate the potential benefits of our method in
terms of computational costs and flexibility, i.e. release of some
assumptions, such as the single fault assumption.

The paper is structured as follows. In section 2, we review
some of the basic concepts developed in Torta and Torasso
[2007] for qualitative relational models, tailoring the definitions
to the purposes of this paper. In section 3, after reviewing the
relevant parts of the approach of Travé-Massuyès et al. [2001],
we propose a mapping from the Resolution Process Graph of
a numeric equation model to a suitable qualitative relational
model. In section 4 we show how MASS can be computed from
the qualitative relational model, and some nice propertiesof
such a computational process. The application of the proposed
method is illustrated in section 5 using as a test bed a gas turbine
subsystem taken from Travé-Massuyès et al. [2001]. Finally, in
section 6, we review the contributions of this paper in the light
of the existing literature and potential further developments.

2. DISCRIMINABILITY AND MASS FOR QUALITATIVE
RELATIONAL MODELS

In this section we provide the formal setting for characterizing
the notion of diagnostic discriminability and the one of Minimal
Additional Sensor Set. We start from the definition ofSystem
Descriptionaccording to which the model is given in terms of
discrete variables and qualitative relations among them.
Definition 1. A System Descriptionis a pair SD = (SV , DT)
where:

- SV is the set of discrete system variables partitioned in
C (system components),X (exogenous variables) andE
(endogenous variables). We will denote withD(v) the finite
domain of variablev ∈ SV ; in particular, for eachc ∈
C, D(c) consists of the valuesok and ab for representing
respectively the nominal and faulty behavioral modes1

- DT (Domain Theory) is a relation over the variables inSV 2

We are now ready for introducing the notion of discriminability
of a component. Such a notion clearly depends on the degree of
observabilityof the system, represented as a subsetO ⊆ E of
observable endogenous variables.
Definition 2. Let c ∈ C be a system component. We say thatc
is discriminablew.r.t. observabilityO ⊆ E iff for each instance
X of X :

ΠO(σc(ok)(DT 1 X )) ∩ΠO(σc(ab)(DT 1 X )) = ∅
whereΠ, σ and1 are theproject, selectand join operations
defined in the relational algebra.

According to the above definition, componentc is considered
discriminable w.r.t. a given observabilityO when, for each
possible assignmentX to the inputs, it is possible to tell
whetherc is ok or ab by looking just at the values of theO
variables.
Note that the values of the observablesO depend not only on
the behavioral mode ofc and the value of the inputsX , but
also on the behavioral modes of the other componentsC\{c}.
1 Actually, the domain of component variables can contain more than one
faulty behavioral mode. For the purpose of this paper, however, it is sufficient
to consider theab mode.
2 Usually, in compositional systems, relationDT is obtained by joining a set
of relationsDT1, . . ., DTm modeling parts of the system behavior.

However, in the above definition we require that the values of
O consistent withc(ok) and the inputX are disjoint from the
values ofO consistent withc(ab) regardless of the assignments
of behavioral modes to componentsC\{c}.
This has also a significant consequence on the generality of
the definition: in fact there is no assumption on the maximum
number of simultaneous faults that may affect the system, i.e.
any combination ofokandabvalues for the componentsC\{c}
is allowed.

Since we are interested in verifying whether a set of compo-
nents is discriminable and what kind of observability guaran-
tees such a discrimination, we introduce the notions of discrim-
inability requirementand Minimal Sensor Set.
Definition 3. A discriminability requirementδ involving a
component variablec is satisfied by an observabilityO iff c
is discriminable w.r.t.O according to Definition 2.
We denote as∆ = {c∆,1, . . . , c∆,k} a set of discriminability
requirements;∆ is satisfied byO iff O satisfies the discrim-
inability requirements forc∆,1, . . . , c∆,k.
Definition 4. A Minimal Sensor Setw.r.t. the set of require-
ments∆ is an observabilityO∗ which satisfies∆ such that no
other observabilityO′, |O′| < |O∗| satisfies∆.

The preference criterion for selecting Minimal Sensor Setsis
based on the minimum cardinality, reflecting the assumption
that all the sensors have an equal cost; we will comment on
sensors with (qualitatively) different costs in section 6.
In many practical cases the availability of some sensors is
known a priori, so one could be interested in solving the
problem of minimizing the additional sensors.
Definition 5. Given a set of sensors (i.e. observability)OAV ⊆
E, a Minimal Additional Sensor Setw.r.t. the set of require-
ments∆ is an observabilityO∗ such thatOAV ∪ O∗ satisfies
∆ and for no other observabilityO′, |O′| < |O∗| , OAV ∪ O′

satisfies∆.

Our goal is to find a minimal observabilityO∗ w.r.t. the re-
quirements in∆. As stated in the introduction, the adoption
of switches for representing different degrees of observability
has been exploited in previous works in order to make possible
the computation of MASS for compiled qualitative models with
some formal guarantees on the computational complexity (for
details see Torta and Torasso [2007, 2008]).
Definition 6. Given an endogenous variablee ∈ E its asso-
ciatedobservation switchswe is a variable withdom(swe) =
{yes, no}which takes the valueyesor nodepending on the fact
that endogenous variablee is currently observable or not . We
denote asSW the set of switches.

A switch can be used to specify a relation between an endoge-
nous variablee and what is observed about the value ofe. In
particular, whenswe is set tono, variablee is not observed at all
and therefore the observation has a special valueabs (absent).
Once the switches and their models are added to the Domain
TheoryDT we get an extended Domain TheoryXDT .
In the following sections we will show how the idea of ex-
tending DT with switches can be exploited for computing
MASS in a structural approach. In particular, we will show
how the notion of indiscriminability given in Definition 2 can
be reformulated in terms of assignments to switches and cor-
responding observed values; we will then discuss an algorithm
which computes MASS based on this reformulated definition
of discriminability.
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name component(s) equation

r1 Injt q3 = Kinj ×
√

p3 − cpd∗

r2 q4 −Kli × q3 = 0

r3 GCVh q2 = fsg ×
√

fpg2 − p3

r4 GCVh q3 −KI × q2 = 0

r5 SRVh fqg = fsgr ×
√

p∗1 − fpg2

r6 SRVh q2 −KI′ × fqg = 0
r7 GCVm fsg = f(fag, 96hql∗)
r8 SRVm fsgr = f(fagr, 96hql∗)
r9 GCVm fsg = f(fsrout∗, 96hql∗)
r10 SRVm fsgr = f(fprgout∗, fpg2, 96hql∗)
r11 SRVm & SRVh fpg2 = f(fprgout∗)

Fig. 1. Model and RPG for the GFS System.

3. A STRUCTURAL APPROACH BASED ON
QUALITATIVE RELATIONAL MODELS

In this paper we consider the class of system models that was
addressed in Travé-Massuyès et al. [2001]. In particular, each
system model is characterized by a set of components and
a set of numeric equations, where each equation is possibly
associated with one or more components. The equations are
defined in terms of endogenous variables (which are initially
assumed to be all unknown) and exogenous variables (which
are assumed to be known), and each component can be either
in theokor ab (abnormal) modes.
The upper part of Figure 1 shows the model of a Gas Fuel
Subsystem (GFS) as presented in Travé-Massuyès et al. [2001],
where the names of exogenous variables end with the star
character.

3.1 Resolution Process Graph and Redundant Relations

As discussed in Travé-Massuyès et al. [2001], from this kind
of numeric equation models it is possible to derive a Resolution
Process Graph (RPG) which represents a causal ordering for the
resolution of the equations in the system model, i.e. the RPG
defines the dependency paths among variables which indicate
the order in which every equation should be used to solve

successively for the unknown variables3 .
In particular, for each unknown variablev, the RPG contains a
nodeNv with an incoming arc from a nodeNeq which repre-
sents the equationeq matched withv in the RPG. If equation
eq involvesv plus other endogenous and exogenous variables
v1, . . . , vk, then nodesNv1 , . . . , Nvk

in RPG are connected
to nodeNeq with outgoing arcs; the intended meaning is that
valuesv1, . . . , vk will be used for determining the value ofv
via eq.
The number of equations in the model is, in general, greater
or equal to the number of unknown variables; in the latter case
some equations, called Redundant Relations (RR), appear as
sink nodes in the RPG (i.e. they have only incoming arcs). The
lower part of Figure 1 shows the RPG for the GFS model; note
that equationr5 is a Redundant Relation. For example, variable
p3 has an incoming arc from its matched equationr1 which, in
turn, has incoming arcs from exogenous variablecpd∗ andq3.
Since RRs are not needed to determine the values of the un-
known variables, they can be reformulated in terms of known
variables (Analytical Redundant Relations); therefore, it is pos-
sible to check whether an RRr is satisfied or not in the situation
defined by the known variables. This is reflected in the value of
a variable calledresidualwhich assumes the valuez (for zero)
if r is satisfied andnz (for non-zero) is r is not satisfied.
Since the residual variables can take only two values, they can
be modeled as discrete qualitative variables; moreover their
value, which depends only on known values, is always known.
As in many other works (including Travé-Massuyès et al.
[2001]), we assume that the exoneration working hypothesis
holds: a faulty componentc always implies that the residuals of
all the (Analytical) RRs in which it is involved are non-zero.
In our example RPG of Figure 1, all of the system com-
ponents are involved by the RRr5 since, in order to re-
formulate r5 in terms of the (known) exogenous variables
p∗1, 96hql∗, fprgout∗, fsrout∗ and cpd∗, we need equations
r1, r3, r4, r6, r9, r10, r11 (and, of courser5 itself) which, all
together, involve componentsSRV h, Injt, GCV h, GCV m,
SRV m, i.e. all of the system components in the GFS.

3.2 Building a Qualitative Relational Model

In this section we show how, starting from an RPG, it is possi-
ble to automatically build a qualitative relational model which
includes switch variables, along the lines of section 2. Each
switch variable allows to represent the presence/absence of a
sensor for measuring an endogenous variablee which, in the
RPG, is matched with a non-RRr; the addition of the sensor
makes relationr become a RR and, therefore, a new residual
can be associated withr.
As we will see, the residuals of the RRs in the original RPG
and the residuals of new RRs that arise as a consequence of ob-
serving endogenous system variables constitute the observable
variables in the qualitative relational model.
We start by defining some of the qualitative system variables
of the System Description which correspond to variables in the
RPG:

- the setC of component variables contains a variablec with
domainD(c) = {ok, ab} for each component in the RPG

- the setX of exogenous variables contains a variablex with
domainD(x) = {nom, abk} for each exogenous variable in

3 The RPG can be obtained straightforwardly from aperfect matchingbe-
tween the endogenous variables and a subset of the equations(Cassar and
Staroswiecki [1997]).

DX-09, Stockholm, Sweden June 14-17, 2009

245



the RPG; in particular,nom means thatx has a nominal value,
while abk means thatx has an abnormal (but known) value

- the setE of endogenous variables contains a variablee
with domainD(e) = {nom, abk, unk} for each endogenous
variable in the RPG; in particular,nom means thate has a
nominal value,abk means thate has an abnormal (but known)
value andunk means thate has an abnormaland unknown
value

Note that, since we assume that exogenous variables are always
known, they can only assume qualitative valuesnom and
abk, while endogenous variables may also take an unknown
abnormal valueunk. We also define three additional sets of
variables:

- the setRES of residual variables; for each equationr in the
RPG, there is a variableresr ∈ RES with possible values
abs (absent),z (zero) andnz (non-zero). As we will see, a
residual variableresr takes theabs value when the equation
r is not a RR in the RPG and the endogenous variableer

matched withr in the RPG is not sensorized
- the setÊ of propagatedendogenous variables; for each en-

dogenous variablee in the RPG, there is a variablêe ∈ Ê
with possible valuesnom, abk andunk. As we will see,after
an endogenous variablee has been observed with a sensor,
the value that is propagated to solve the dependent equations
may be different than the value ofe itself (in particular, the
value ofê may beabk when the value ofe is unk)

- the setSW of switch variables; for each non-RRr in the
RPG, there is a variableswer ∈ SW with possible values
yes andno, whose meaning is that the endogenous variable
er matched withr in the RPGis (resp.is not) sensorized

Note that we introduce a residual for each equation in the model
since, by adding sensors, all of the equations may become RR
and therefore have an associated residual. In the GFS system,
the set of residualsRES, beside a residualresr5 for RR r5,
also contains residuals for the other equationsr1 − r4 andr6 −
r11; such residuals will take values different thanabs when the
switches of their matched variables are set toyes. For example,
if swp3 has valueyes (i.e.p3 is sensorized), relationr1 becomes
a RR and, therefore, the residualresr1 will be allowed to take
as value eitherz or nz, but notabs.

The next step consists in building a number of qualitative
relations that specify the constraints among theC, X , E, RES,
Ê andSW variables.
For each non-RRr, we build a qualitative relationQRr which
determines the value of the endogenous variableer matched
with r in the RPG as a function of the values of the other
(propagated) endogenous variables as well as the exogenous
and component variables that appear inr (denoted respectively
with Êr, Xr andCr). Figure 2 shows howQRr is built. The
need of expressing the value ofer in terms of the values
of the propagated endogenous variablesÊr instead of the
base endogenous variablesEr stems from the fact that each
endogenous variablee that has an outgoing arc towardsr in the
RPG may have been observed with a sensor (see the description
of switch relations below).
RelationQRr contains tuples in whicher has valuenom,

tuples whereer has valueabk and tuples whereer has value
unk (line 14).
The setQRnom of tuples in which er has valuenom is
computed in lines 3-6 and contains all the assignments to

Algorithm BuildQR
builds a qualitative relationQRr corresponding to a non-RRr
er: variable matched withr in the RPG
Er = {e1, . . . , el}: other endogenous variables in equationr
Xr = {x1, . . . , xk}: exogenous variables in equationr
Cr = {c1, . . . , cm}: component variables in equationr

1 Êr = {ê ∈ Ê : e ∈ Er}
2 D(r) = D(Xr)×D(Êr)×D(Cr)×D({er})
3 ϕnom = (∀ê ∈ Êr : ê(nom))
4 ϕnom = ϕnom ∧ (∀x ∈ Xr : x(nom))
5 ϕnom = ϕnom ∧ (∀c ∈ Cr : c(ok))
6 QRnom = σϕnom∧er(nom)D(r)
7 ϕabk = (∃ê ∈ Êr : ê(abk)) ∨ (∃x ∈ Xr : x(abk))
8 ϕabk = ϕabk ∧ (∀ê ∈ Êr : ê(nom) ∨ ê(abk))
9 ϕabk = ϕabk ∧ (∀c ∈ Cr : c(ok))
10 QRabk = σϕabk∧er(abk)D(r)
11 ϕunk = (∃ê ∈ Êr : ê(unk))
12 ϕunk = ϕunk ∨ (∃c ∈ Cr : c(ab))
13 QRunk = σϕunk∧er(unk)D(r)
14 QRr = QRnom ∪QRabk ∪QRunk

Fig. 2. Building Qualitative Relations for RRs.

Xr ∪ Êr ∪ Cr s.t. all the component variables areok and all
the exogenous and propagated endogenous variables have the
nominal valuenom.
Note that, in line 6, we make use of the setD(r) which
represents all the possible assignments to the variables that
appear inQRr, namelyXr ∪ Êr ∪ Cr ∪ {er}. Such a set is
defined in line 2 as the Cartesian product of the domains (i.e.
sets of possible assignments) ofXr, Êr, Cr ander.
Technically, the setQRnom is computed by building a logic
conditionϕnom equivalent to what we have informally stated
above, and by selecting (with theσ operator) fromD(r) those
tuples that satisfyϕnom ander(nom).
Similarly, the setQRabk of tuples in whicher has valueabk
is computed in lines 7-10 and contains all the assignments to
Xr ∪ Êr ∪Cr s.t. all the component variables areok and all the
exogenous and propagated endogenous variables have either
the nominal valuenom or an abnormal but known valueabk but
at least one of them has valueabk (otherwiseer would have a
nom value). Indeed, provided all of the components associated
with equationr areok, if one or more exogenous or propagated
endogenous variables have abnormal (but known) values, the
value ofer that we predict by usingr will be abnormal but it
will be known.
Finally, the set of tuplesQRunk in which er has valueunk
is computed in lines 11-13 and contains all the assignments to
Xr∪Êr∪Cr s.t. at least one component variable isab or at least
one propagated endogenous variable has an unknown abnormal
valueunk. Indeed, in such a case, the value ofer that we predict
by usingr will be abnormal and unknown.
For the GFS system of Figure 1, we build a relationQRr for all
the equationsr1, . . . , r11, except forr5 which is a RR.

For each non-RRr, we also build a qualitative switch relation
SWRr which expresses the relation between the endogenous
variableer and its associated propagated variableêr depending
on the value of switch variableswer . Such a relation also
determines the value of the residualresr of r which is absent
when the switch has valueno (since, in such a case,r is a non-
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Algorithm BuildSWR
builds a qualitative switch relationSWRr corresponding to
a non-RRr
Inputs:
er: variable matched withr in the RPG

1 DSW (r) = D(swer )×D(er)×D(êr)×D(resr)
2 ϕabs = swer (no)
3 SWRabs = σϕabs∧(êr=er)∧resr(abs)DSW (r)
4 ϕz = swer (yes) ∧ (er(nom) ∨ er(abk))
5 SWRz = σϕz∧(êr=er)∧resr(z)DSW (r)
6 ϕnz = swer (yes) ∧ er(unk)
7 SWRnz = σϕnz∧êr(abk)∧resr(nz)DSW (r)
8 SWRr = SWRabs ∪ SWRz ∪ SWRnz

Fig. 3. Building Switch Relations for non-RRs.

RR), but can take meaningful values when the switch has value
yes (andr becomes a RR). Figure 3 shows howSWRr is built.
RelationSWRr contains tuples in whichresr has valueabs,

tuples whereresr has valuez (zero) and tuples whereresr has
valuenz (non-zero) (line 8).
The setSWRabs of tuples in whichresr has valueabs (com-
puted in lines 2-3) contains the assignments where the switch
swer has valueno, as explained above. In such a case, the value
of the propagated variablêer is set to be the same as the value
of er (i.e. eithernom, abk or unk).
The setSWRz of tuples in whichresr has valuez (computed
in lines 4-5) contains the assignments whereswer has valueyes
and the endogenous variableer (which is sensorized) has either
the nominal valuenom or an abnormal but known valueabk.
Also in such a case, the value of the propagated variableêr is
set to be the same as the value ofer (i.e. eithernom or abk).
Finally, the set of tuplesSWRnz in which resr has valuenz
(computed in lines 6-7) contains only one assignment, where
swer has valueyes, the sensorized endogenous variableer

has valueunk and the propagated variablêer has valueabk.
This is the case when, thanks to the presence of the sensor
measuringer, the value of variablêer (which is propagated
to solve equations that are causally downstream in the RPG)
becomes an abnormal but known value.

The third and last kind of relations we build are qualitative
relationsQRRr which, for each RRr in the RPG, determine
the value of the residualresr as a function of the values of the
exogenous, (propagated) endogenous and component variables
that appear inr. Figure 4 shows howQRRr is built.
RelationQRRr contains tuples in whichresr has valuez and
tuples whereresr has valuenz (line 9) (sincer is a RR, its
residualresr is always known, so it never takes valueabs).
The setQRRz of tuples in whichresr has valuez, is computed
in lines 3-5 and contains all the assignments toXr ∪ Êr ∪ Cr

s.t. all the component variables areok and all the propagated
endogenous variables have either the nominal valuenom or an
abnormal but known valueabk. In other words, provided all of
the components associated with equationr areok, the residual
of r is zero even if one or more propagated endogenous vari-
ables have known abnormal values; indeed, when we evaluate
r by substituting the known abnormal values and the predicted
nominal values of the other propagated endogenous variables,
the equation is satisfied.
Similarly, the set of tuplesQRRnz in which resr has value
nz, is computed in lines 6-8 and contains all the assignments
to Xr ∪ Êr ∪ Cr s.t. at least one component variable isab or

Algorithm BuildQRR
builds a qualitative relationQRRr corresponding to a RRr
Inputs:
Er = {e1, . . . , el}: endogenous variables in equationr
Xr = {x1, . . . , xk}: exogenous variables in equationr
Cr = {c1, . . . , cm}: component variables in equationr
resr: residual variable for equationr

1 Êr = {ê ∈ Ê : e ∈ Er}
2 D(r) = D(Xr)×D(Êr)×D(Cr)×D(resr)
3 ϕz = (∀ê ∈ Êr : ê(nom) ∨ ê(abk))
4 ϕz = ϕz ∧ (∀c ∈ Cr : c(ok))
5 QRRz = σϕz∧resr(z)D(r)
6 ϕnz = (∃ê ∈ Êr : ê(unk))
7 ϕnz = ϕnz ∨ (∃c ∈ Cr : c(ab))
8 QRRnz = σϕnz∧resr(nz)D(r)
9 QRRr = QRRz ∪QRRnz

Fig. 4. Building Qualitative Relations for RRs.

at least one propagated endogenous variable has an unknown
abnormal valueunk. Indeed, if one of the components isab,
the residual ofr is non-zero by the exoneration hypothesis;
and, even when all the components areok, if we evaluater by
substituting the predicted nominal value for a variable that has
an unknown abnormal value, the equation isnot satisfied, i.e.
its residual is non-zero.
For the example GFS system of Figure 1, we build a relation
QRRr only for equationr5, which is the only RR in the RPG.

3.3 Compiled Extended Domain Theory

The method described in the previous section, starting froman
RPG of a set of equations, creates a set of qualitative relations.
In particular, as we have seen, the resulting set of relations
contains a relationQRr and a switch relationSWRr for each
non-RR, and a relationQRRr for each RR.
It is then possible to build a qualitative Domain TheoryXDT
simply by joining all of these parts together (as mentioned in
Definition 1). We use the notationXDT to stress the fact that
the model built in this way is extended with switch variables
and other related variables; indeed, as detailed in the previous
section, beside the basic setsC, X andE of component, ex-
ogenous and endogenous variables, the setXSV of (extended)
system variables also includes residualsRES, propagated en-
dogenous variableŝE and switch variablesSW , and the do-
main theoryXDT is defined over all of these variables.

While the relationsQRr, SWRr andQRRr have limited size
since they are just local theories involving a limited number of
variables, the global Domain TheoryXDT may be very large.
For this reason it becomes of critical importance the ability of
expressingXDT (and the other relations that we will needed
for computing the MASS) in a compact form.
In particular, following Torta and Torasso [2007, 2008], in
the present paper we have adopted Ordered Binary Decision
Diagrams for encodingXDT and other relations involved in
our algorithms. For space and clarity reasons, we will keep ex-
pressing the algorithms in the following sections in terms of re-
lational algebra operations over extensional relations, instead of
in terms of operations on OBDDs; the compilation of a relation
with an OBDD and the mapping between relational algebra and
OBDD operations is quite straightforward (for an OBDD-based
implementation of diagnosis see Torasso and Torta [2006]).

DX-09, Stockholm, Sweden June 14-17, 2009

247



Here we want just to point out that the compilation into OB-
DDs generally has a huge impact on reducing the size of the
encodings of the relations, and will also provide an interesting
computational complexity result on the minimization of MASS
(see Property 1).
It is worth noting that the extended domainXDT has many
similarities with the Extended HFS Matrix of Travé-Massuyès
et al. [2001], since they both record the relations between com-
ponent failures and values of the residuals, in a way conditioned
by the set of sensors. However, there are relevant differences:
- XDT is parsimoniously computed and encoded in OBDD
compiled form
- thanks to this fact,XDT is able to define the failures-residuals
relations not only under the single-fault assumption, but for the
combinatorially larger space of multiple-fault situations
- the sets of sensors which condition the failures-residuals re-
lations are explicitly represented inXDT through the switch
variables; this will be the basis for the computation of MASS
described in the following section. In particular, we note that
an instanceYSW of the SW variables identifies a degree of
observability (i.e. a Sensor Set)OYSW : a variablee is in OYSW

iff the switchswe is set toyes

Before describing the computation of MASS, we explicitly
redefine the notion of discriminability into an equivalent one
expressed in terms of the extended domain theory.

Definition 7. Let c ∈ C be a system component. We say thatc
is discriminablew.r.t. observabilityO ⊆ E iff for each instance
X of X :

ΠRES(σc(ok)(XDT 1 YSW 1 X )∩
∩ΠRES(σc(ab)(XDT 1 YSW 1 X ) = ∅

whereYSW is an assignment toSW variables s.t.OYSW = O

It is worth noting that, compared to Definition 2, a specific ob-
servabilityO is replaced byYSW , while the observable traces
are expressed in terms of the variablesRES introduced for
representing the residuals. This notion of indiscriminability will
prove to be essential for computing MASS with the approach
described in the next section.

4. COMPUTING MASS

Before describing in detail the computation of the MASS, we
briefly summarize the main steps. The starting point is a set of
discriminability requirements∆ = {c∆,1, . . . , c∆,k} pointing
out which components the user is interested to discriminate(for
full diagnosability,∆ is equal to the whole set of components).
Given a specific discriminability requirementδi = c∆,i, the
system computes the setSSδi which includes all the sensor
sets that guarantee the discriminabilty ofc∆,i. We iterate the
process for each discriminability requirement in∆ obtaining
setsSSδ1 , . . . , SSδk

and, by intersecting these sets, we get the
set of all sensor setsSS∆ which satisfy all the discriminability
requirements in∆.

At this point the user can go on in the analysis by requiring
the system to compute the Minimal Sensor Sets or the Minimal
Additional Sensor Sets. In particular, the user can specifya set
of constraintsΩ on the sensors: more specifically, it is possible
to specify that an endogenous variablee is certainly observed
(by adding a constraint inΩ that assigns the valueyes to swe),
or thate is not to be considered (in this case the constraint in
Ω assigns valueno to swe). Note thatΩ can be conveniently
expressed as a partial assignment to theSW variables.

If the user puts no constraint inΩ, the system computes the
MSS, otherwise it computes the MASS, according to defini-
tions 4 and 5.
UsingSS∆ andΩ, the minimization module is able to compute
all the Minimum Additional Sensor Sets and therefore is able
to provide the user with the MASS that satisfy his/her discrim-
ination requirements.
It is worth noting that, in general, the globally optimal setof
sensors (i.e. the MASS for∆ = {c∆,1, . . . , c∆,k} andΩ) can
not be obtained as the union of the locally optimal MASS for
requirementsc∆,1, . . ., c∆,k, since such a union may be glob-
ally suboptimal. Therefore the optimization problem cannot be
distributed but has to be solved at the global level and this is
challenging in terms of computational cost; however, we will
show that our compilation-based approach will allow us to have
some formal guarantee on the computational complexity.

A final remark concerns the generality of the approach. In the
approach sketched above there is no feature that depends on the
particular kind of system model: in fact, the presented approach
can be applied both to systems directly modeled as qualitative
relation systems and to equation based systems once they have
been reformulated in terms of qualitative systems.
In the following two subsections, we show how to compute
SS∆ and, then, how to compute the MASS by taking into
consideration a set of constraintsΩ on the sensors.

4.1 ComputingSS∆

As stated above, we first computeSSδ for each specific dis-
criminability requirementδ involving componentc. This com-
putation is summarized in Figure 5 where the computational
steps are expressed in terms of relational operations project,
select and join. It is worth recalling that the actual implemen-
tation of the algorithm is based on OBDDs which encode the
relations and the relational operations are expressed in terms of
the operators working on the OBDDs.
Coming back to the algorithm, first of all we compute two rela-
tions Hok andHab by restricting the extended domain theory
XDT to the cases when the componentc is ok and to the
complementary cases when the componentc is ab.
We have now to check that the two cases are discriminable in
terms of observable traces. For this reason we project relations
Hok andHab on variables which are relevant for discriminabil-
ity, and therefore we maintain in the two relations just the vari-
ablesX (exogenous variables which are known),RES (resid-
uals which are always known but take the valueabs in case
the corresponding endogenous variable has not an associated
sensor) andSW (switches which allow to capture the different
levels of observability). Note that the behavioral mode of the
components are forgotten, since definition 7 requires that the
two behavioral modes ofc are discriminable regardless of the
assignments of behavioral modes to the other components.

In line 5 we compute relationHcom by intersectingHok and
Hab. The tuples of relationHcom are assignmentsX ∪ YSW ∪
YRES to theX ∪SW ∪RES variables; the presence of such a
tuple inHcom means that, when exogenous variables have value
X and we observeYRES as the values of residuals, there exists
at least one assignment to the component variables consistent
with X andYRES wherec(ok) holds and at least another such
assignment wherec(ab) holds.
In other words, a tupleX∪YSW ∪YRES in Hcom indicates that,
at least under inputX , c(ok) andc(ab) are not discriminable
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ComputeSSdelta(XDT , c)
1 Hok = σc(ok)(XDT )
2 Hok = ΠX∪SW∪RES(Hok)
3 Hab = σc(ab)(XDT )
4 Hab = ΠX∪SW∪RES(Hab)
5 Hcom = Hok ∩Hab

6 SScom = ΠSW (Hcom)
7 SSδ = D(SW )\SScom

Fig. 5. Computation ofSSδ.

under the observability encoded byYSW . Since Definition 7
requires that discriminability holds for all inputsX , we project
Hcom on SW variables in order to isolate the observabilities
that violate this requirement (i.e. in line 6 we computeSScom).
By complementing this set of observabilities, we obtain theset
of observabilitiesSSδ that satisfy the requirement of discrim-
ination for componentc. This is done in line 7 by subtracting
SScom from D(SW ) which represents the set of all possible
assignment toSW .
Once the setsSSδi have been computed for each discriminabil-
ity requirement in∆, the set of sensors which satisfy all the
discriminability requirements can be easily computed as:

SS∆ = SSδ1 ∩ . . . ∩ SSδk

4.2 Computing MASS fromSS∆

The final step consists in computing the Minimum Additional
Sensor Sets by exploitingSS∆ and by taking into account the
constraints provided by the user on the presence/absence of
sensors (i.eΩ).
The computation of the MASS is performed by the function
CompMASS(Figure 6). First of all (line 1) the algorithm takes
into consideration the set of constraintsΩ on the sensors pro-
vided by the user. Note that in case the user may not be willing
or able to provide any constraint,Ω = ∅.
The relationSS∆,Ω contains now all the sensor sets satisfying
the discrimination requirements in∆ compatible with the con-
straints inΩ.

The minimization (lines 2-6) is performed by exploiting a set
of precomputed sets of sensorsCSSi, where a genericCSSi

contains all the possible combinations of switchesswe with
exactlyi switches assuming the valueyes.
In other words eachCSSi represents all the possible observ-
abilities that involve exactlyi observable variables. Therefore
CSS0 represents the case where nothing is observable (all the
switchesswe have valueno) while CSS|E| represents the case
when all the|E| endogenous variables are actually observed (all
the switchesswe have valueyes).
Due to lack of space, we do not report the details of the com-
putation of setsCSSi. The algorithm for such a computation
(reported in Torta and Torasso [2007]) iteratively computes
eachCSSi starting fromCSS0.
Given that we have at disposal the setsCSSi, the minimization
step can be implemented in a very simple way (lines 2-6): it
is sufficient to verify whether the intersection ofSS∆,Ω with
CSSi is not empty starting fromCSS0. As soon as we find
a non-empty intersection for indexi, relationMASSrepresents
the set of all the possible combinations ofi sensors which sat-
isfy both the discriminability requirements and the constraints
on the sensors.
We have the guarantee thati is the minimum number of

CompMASS(SS∆, Ω)
1 SS∆,Ω = SS∆ 1 Ω
2 i = 0
3 MASS = SS∆,Ω ∩ CSSi

4 while MASS == ∅ ∧ i < |E|
5 i = i + 1
6 MASS = SS∆,Ω ∩ CSSi

Fig. 6. Computation of SetMASS.

switches since we have already verified that with0, 1, . . . , i−1
sensors we fail in finding a solution.

Thanks to compilation of the relations with OBDDs and the fact
that the OBDDs which encode setsCSSi have a polynomial
size in the number of switchesSW (and consequently of the
endogenous variablesE, see Torasso and Torta [2006]), it turns
out that the potentially very expensive task of computing the
minimal (additional) sensor sets can be done in polynomial time
with respect to the size of the OBDDO(SS∆) which encodes
SS∆, as formalized by the following property.

Property 1. Let O(SS∆) be an OBDD encoding setSS∆;
then, OBDDO(MASS) encoding all the MASS can be com-
puted byCompMSSin timeO(|E|3 · |O(SS∆|).

This property mirrors a similar result obtained for Minimum
Cardinality Diagnoses whose proof is reported in Torasso and
Torta [2006]. When the OBDD encodingSS∆ is small, we
have the guarantee thatCompMSScan always be executed
efficiently.

5. APPLICATION TO THE GFS

We have applied the approach described in the previous sections
to the GFS system, whose RPG is reported in Figure 1. The ex-
periments have been conducted with a Java implementation of
the algorithms that uses the JBDD interface to the Buddy library
for the OBDD operations; the test machine was equipped with
an Intel Core Duo CPU at 2.4GHz and 2GB of RAM.
The OBDD representing the compiledXDT has a size of 776
nodes, and is computed in less than 10msec. Although the ex-
ample system is quite small (51 variables including the switch,
residual and propagated endogenous variables), 776 nodes are a
very limited size for representing all of the tuples of the (global)
extended domain theoryXDT .
First, we compute the MASS under the same conditions as the
ones of the example presented in Travé-Massuyès et al. [2001]:
- we make the single fault assumption; in order to enforce this
assumption, we intersect the OBDD which representsXDT
with an OBDD CD1 representing all of the single fault di-
agnoses plus the assignment where all components areok.
The OBDDCD1 is computed in a similar way as the Cardi-
nality Sensor Sets, the main difference being that the role of
yes/no sensors is played by ok/ab components - we letΩ be
the set{swfpg2(yes), swfqg(yes), swfsg(yes), swfsgr(yes),
swq4(no)}
The OBDD CD1 has a size of 14 nodes, while the OBDD
XDT1 representingXDT ∩CD1 has a size of 763 nodes, and
is computed in a negligible amount of time.
We computeSSδ for each requirementδ = c, c ∈ C and then
intersect all of theSSδ obtaining the setSS∆ of all the sensor
sets which satisfy all the requirements. The size of the OBDD
representingSS∆ is 63 nodes, while the maximum size of the
setsSSδ is 60 nodes. The time required for computingSS∆
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starting fromXDT1 is around 20 msec.
Finally, we intersectSS∆ with Ω obtaining the OBDD for
SS∆,Ω (20 nodes) and we compute the MASS fromSS∆,Ω,
obtaining a unique optimal solution{swp3(yes)}, which is the
same as the one computed in Travé-Massuyès et al. [2001].
These computations take a negligible amount of time.
As an example variation that we can compute with a neg-
ligible amount of time, we also compute the MASS start-
ing from the sameSS∆, but with Ω = ∅ (i.e. we com-
pute the MSS under the single-fault assumption). It turns
out that there is a unique MSS with cardinality 3, namely
{swfqg(yes), swq2(yes), swp3(yes)}.
Another variation consists in releasing the single fault assump-
tion and compute the sensor sets which guarantee diagnosabil-
ity regardless of the number of faults affecting the system.In
such a case, ifΩ is set as in Travé-Massuyès et al. [2001], we
find the single MASS{q3(yes), p3(yes)}.
This MASS, together with the 4 sensors required byΩ, results
in the set of 6 sensors{swfpg2(yes), swfqg(yes), swfsg(yes),
swfsgr(yes), swp3(yes), swq3(yes)}. The total time needed
for this computation is around 20 msec.
As a last variation, we letΩ = ∅ in the multiple-fault case,
finding 3 different solutions of cardinality 6, namely:

- mss1 = {swfag(yes), swq3(yes), swp3(yes), swfpg2(yes),
swq2(yes), swfsgr(yes)}

- mss2 = {swfsg(yes), swq3(yes), swp3(yes), swfpg2(yes),
swfqg(yes), swfsgr(yes)}

- mss3 = {swfsg(yes), swq3(yes), swp3(yes), swfpg2(yes),
swq2(yes), swfsgr(yes)}

Note thatmss2 is the same sensor set as the one obtained above
as the union ofΩ and the MASS{q3(yes), p3(yes)}.

6. CONCLUSIONS

The problem of computing the MASS for numeric equations
system models has been deeply investigated in the FDI litera-
ture (e.g. Travé-Massuyès et al. [2001], Commault et al. [2006],
Travé-Massuyès et al. [2006], Krysander and Frisk [2008]).
In the present paper we have proposed and discussed a novel
method for computing MASS by exploiting recent techniques
based on the symbolic compilation of qualitative system models
(Torta and Torasso [2007]) within a structural approach suitable
for numerical equations models.
Our work addresses the problem starting from a Resolution
Process Graph which is assumed to be computed with some
existing techniques developed within the FDI community (e.g.
Travé-Massuyès et al. [2001]); the RPG is then mapped to a
qualitative relational model and symbolic AI techniques are
applied in order to compute the MASS. In this respect, the
paper can be viewed as a bridge work across the AI and
FDI approaches to model-based sensor placement; it is worth
mentioning that other works have aimed at bridging these two
approaches for related problems such as diagnosability (Cordier
et al. [2006]) but, as far as we know, the previous works do not
directly address the computation of MASS.
The main advantage of the proposed approach consists in its
flexibility that is made possible by the adoption of compilation
techniques. In particular, we have shown that it is possibleto
compute and compactly represent a setSS∆ compactly encod-
ing all the sensor sets satisfying the given discriminability re-
quirements. OnceSS∆ has been built, it is possible to perform a
wide number of minimizations under different conditions with

formal guarantees on the computational complexity. Moreover,
the same method can be used for computingSS∆ under the
single-fault assumption or in the multiple faults case.
A crucial point of our approach is the possibility of compiling
the extended domain theoryXDT and the setSS∆ into OB-
DDs of reasonable size. While this was certainly true for the
small system model studied in this paper, Torta and Torasso
[2007] reports experiments on systems of non-trivial size;in
particular, the compiledXDT andSS∆ are quite compact for
a system (namely, thec74182digital circuit from ISCAS85)
involving 70 components and 28 observation switches.
The approach described in the present paper could be extended
in a number of ways. In particular, we have adopted the strong
notion of indiscriminability of Travé-Massuyès et al. [2001],
whereby a mode must be discriminable regardless of the current
inputs. A weaker notion of indiscriminability may require that
the modes are discriminable just under at least one combination
of the input values; our approach can be applied without any
major change to this case, as shown in Torta and Torasso [2007].
Similarly, the discriminability requirements addressed in our
paper consist in the discrimination ofc(m) from ¬c(m) un-
der any combination of modes of the other components. The
approach can be easily extended in order to deal with differ-
ent kinds of requirements, e.g. discrimination ofci(mi) from
cj(mj) (see again Torta and Torasso [2007]).
Finally, while in the present paper we have used minimum
cardinality of sensors as a preference criterion, an obvious gen-
eralization would be to allow different costs for the sensors. Our
approach can be generalized to cover the case of a limited num-
ber of (qualitative) possible costs for each sensor by extending
the notion of CSS relation.
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Abstract: Lazy computation is not new in model-based diagnosis of active systems (and of discrete-
event systems in general). Up to a decade ago, diagnosis methods for discrete-event systems required
the (off-line) explicit generation of the system model in order to perform (on-line) diagnosis. Since
this systematic approach is impractical when the system is large and distributed, a lazy approach was
taken later, which does not require the previous generation of the system model. However, a similar
drawback still exists when diagnosis involves an uncertain temporal observation, typically represented
by a directed acyclic graph. In order to reconstruct the system behavior based on such an observation,
an index space is generated as the determinization of a nondeterministic automaton derived from the
observation, the prefix space. The point is that the prefix space and the index space sadly suffer from the
same computational difficulties as the system model, with the aggravating that they must be generated at
problem-solving time (on-line). In order to overcome these difficulties, the idea explained in this paper
is to confine the explosion of the prefix space and the index space based on the constraints offered by
the reconstructed behavior. But at this point a circularity arises: on the one hand, the prefix space and
the index space are needed to reconstruct the system behavior, on the other, the reconstructed system
behavior is needed to confine them. A circular pruning technique, which enables the lazy generation of
the system behavior, the prefix space and the index space, is presented. The technique, which exploits
the layered structure of both the prefix space and the index space, also led the authors to specialize an
incremental determinization algorithm to efficiently cope with acyclic automata. Theoretical analysis
and experimental results are available.

1. INTRODUCTION

Active systems (Lamperti and Zanella [2003]) are a class of
asynchronous discrete-event systems that can be used to model,
at a high abstraction level, real physical systems in order to
carry out diagnosis and monitoring. In the last decade such
tasks have been investigated and a number of working algo-
rithms have been proposed (Baroni et al. [1999], Lamperti and
Zanella [2004, 2006]). Before the notion of active systems were
defined, synchronous discrete-event systems had already been
considered in the literature as a promising modeling abstraction
for monitoring and diagnosis purposes (Sampath et al. [1995,
1996]). What was actually more innovative since the very initial
introduction of active systems (Baroni et al. [1998]) was not, as
it is seemingly obvious, the different class of modeled systems
(asynchronous vs. synchronous), but the ability to come to a
diagnosis without previously generating the global behavioral
model of the system at hand, an ability which, although dealt
with for asynchronous discrete-event systems, applies also to
synchronous ones. This ability may be considered as an in-
stance of a lazy computation, as opposed to a busy computation.
In computer science laziness is a positive feature, aimed at
saving computational resources in both space and time, which is
adopted in several contexts, such as Boolean expression evalu-
ation and functional languages, including Haskell (Thompson
[1999]). Trivially, laziness obeys a general principle which
states that a processing step shall be performed only if and
when necessary. In the context of diagnosis of discrete-event
systems, the global behavioral model of the system at hand,
which encompasses all the possible evolutions of the system,
compliant with whichever observation, is not strictly necessary

in order to reconstruct the dynamic evolutions based on a given
specific observation (as is the case in order to solve a single di-
agnosis/monitoring problem). Therefore, in a lazy perspective,
the global behavioral model is not built and only the evolutions
compliant with the given observation are reconstructed. If the
same diagnostic problem occurs several times, the same on-line
computation is performed in each session. In a busy perspec-
tive, instead, the global behavioral model is built off-line once
for all and then it is exploited for all diagnostic sessions, bring-
ing a considerable gain in on-line computational complexity.
The reason for a lazy computation is to be preferred is that the
size of the global behavioral model is explosive for real-scale
systems, thus a busy approach is practically infeasible. That
is why all state-of-the-art approaches to diagnosis of discrete-
event systems (Pencolé and Cordier [2005]) do not rely on the
generation of the global behavioral system model.

Some years after the introduction of active systems, the concept
of a temporal uncertain observation was defined (Lamperti
and Zanella [2002]), and diagnosis problems featuring such
a kind of observations were taken into account. An uncertain
temporal observation, being (logically and temporally) under-
constrained, represents several sequences of observable events.
For diagnosis purposes, all the evolutions of the active system,
consistent with all such sequences, have to be reconstructed on-
line. Such a reconstruction is driven by a deterministic acyclic
automaton, called the index space, which is obtained as the de-
terminization of an acyclic automaton, called the prefix space,
which, in turn, is drawn from a directed acyclic graph (DAG),
which is the more natural front-end representation of an uncer-
tain observation. The approaches proposed so far to diagnose
an active system given a temporal uncertain observation expect
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that the whole index space is built, necessarily on-line since the
observation may vary over sessions. However, the size of the
prefix space and the index space is huge even for small DAGs,
therefore such approaches are practically infeasible. Moreover,
such spaces may include paths that are physically impossible,
that is, sequences of observable events that cannot be gener-
ated by the considered active system. The approaches proposed
so far can then be considered as busy ones from the point
of view of observation handling, while this paper proposes a
lazy approach for diagnosis of active systems with uncertain
temporal observations, that is, an approach that builds only the
useful portions of the prefix space and the index-space (and
avoids building physically impossible states). Envisaging such
an approach is not straightforward since one can realize that a
path of the index space is physically impossible, and, therefore,
it has to be pruned, only based on the reconstruction of the
evolutions of the system. Thus a circularity arises: on the one
hand, the index space drives the evolution reconstruction and,
on the other, the performed reconstruction serves as a basis for
discarding states in the index space and in the prefix space as
well. How to cope with such a circularity is explained in the
remainder of the paper.

2. DIAGNOSIS OF ACTIVE SYSTEMS

An active system is a network of components that are connected
to one another through links. Each component is modeled by
a communicating automaton that reacts to events either com-
ing from the external world or from neighboring components.
Events exchanged between components are queued into links
before being consumed. The way a system reacts to an event
coming from the external world is constrained by the com-
municating automata of the involved components and the way
such components are connected to one another. The whole set
of evolutions of a system ˙ , starting at the initial state �0,
is confined to a finite automaton, the behavior space of ˙ ,
Bsp.˙; �0/. However, a strong assumption for diagnosis of
active systems is the unavailability of the behavior space since,
in real, large-scale applications, the generation of the behavior
space is impractical. As such, Bsp.˙; �0/ is intended for formal
reasons only. A (possibly empty) path within Bsp.˙; �0/ rooted
in �0 is a history of ˙ . When the system reacts, it performs a
sequence of transitions within the behavior space, called the
actual history of the system. Some of these transitions are
observable as visible labels. Also, each transition can be either
normal or faulty. If faulty, the transition is associated with a
faulty label. Given a history h, the (possibly empty) set of
faulty labels encompassed by h is the diagnosis entailed by h.
Likewise, the sequence of visible labels encompassed by h is
the trace of h.

Example 1. Shown in Fig. 1 is an abstraction of the behavior
space Bsp.˙; �0/. We assume that each arc corresponds to a
component transition, which moves the system from one state
to another. In the figure, only the visible labels of observable
transitions, namely a, b, and c, are displayed. A possible history
is Œ�0; �2; �4; �2; �4; �6; �8�, with trace Œa; c; b�.

Ideally, the reaction of a system should be observed as the trace
of the actual history. However, what is actually observed is a
temporal observation O. This is a DAG where nodes are marked
by sets of candidate visible labels, while arcs denote partial
temporal ordering among nodes. For each node, only one label
is the actual label (the one in the actual history), with the others
being the spurious labels. The set of labels in a node ! of O is

Fig. 1. Behavior space Bsp.˙; �0/.

denoted as k!k. Since temporal ordering is only partial, several
candidate traces are possible for O, with each candidate being
determined by choosing a label for each node while respecting
the ordering constraints imposed by arcs. The set of candidate
traces is written kOk.

Example 2. Depicted in Fig. 2 is a temporal observation O

involving nodes !1; : : : ; !4. Node !2 is marked by labels b and
�, where the latter is the null label, which is in fact invisible.
Thus, as far as !2 is concerned, either b or nothing has been
generated by the system. Since !3 and !4 are connected by an
arc, c necessarily precedes this occurrence of b in any trace.
Note that trace Œa; c; b� belongs to kOk.

Fig. 2. Temporal observation O for system ˙ .

A diagnostic problem }.˙/ requires determining the set of
candidate diagnoses implied by the histories of ˙ whose traces
are in kOk. Intuitively, the (possibly infinite) set of histories
in Bsp.˙; �0/ is filtered based on the constraints imposed
by each trace relevant to O. Since among such traces is the
(unknown) actual trace, among the candidate diagnoses will
be the diagnosis implied by the actual history, namely the
(unknown) actual diagnosis. To solve }.˙/, the diagnostic
engine performs three major steps:

(1) Indexing. An index space Isp.O/ is generated from O.
This is a deterministic automaton whose language is kOk.

(2) Reconstruction. Based on Isp.O/, the set of histories
whose trace is in kOk is determined in terms of a behav-
ior, written Bhv.}.˙//. This is an automaton such that
each state is a pair .�; =/, where � is a state in Bsp.˙; �0/

and = a state in Isp.O/. A transition .�; =/
T
�! .� 0; =0/

in Bhv.}.˙// is such that �
T
�! � 0 is a transition in

Bsp.˙; �0/. Besides, if T is visible with label `, then

=
`
�! =0 is a transition in Isp.O/, otherwise =0 D =.

(3) Decoration. Each state in the reconstructed behavior
Bhv.}.˙/ is decorated by the set of diagnoses implied
by all histories ending at such a state.
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Fig. 3. Prefix space Psp.O/ (left) and index space Isp.O/ (right).

Eventually, the solution of }.˙/, namely �.}.˙// is deter-
mined by distilling the diagnoses, in the decorated behavior,
whose state is associated with a final state of Isp.O/.

Example 3. Outlined on the right-hand side of Fig. 3 is the
index space of observation O (Fig. 2), namely Isp.O/. This is
generated as the determinization of a nondeterministic automa-
ton called the prefix space of O, written Psp.O/, outlined on
the left-hand side. Each state P of Psp.O/ is a set of nodes of
O, called a prefix of O. A prefix P implicitly identifies P

�,
where P

� is the union of P and the set of ancestors (in O)
of all nodes in P . For instance, P9 identifies f!2; !4g [ f!3g.
Psp.O/ is generated starting from the empty set P0 and, for
each state P , selecting one node ! 2 O not included in P

�

but whose ancestors are included in P
�. Then, for each label

` 2 k!k, a transition P
`
�! P

0 is inserted, where P
0 is the

prefix identifying the set P
� [ f!g. Only one final state exists,

(in our example, P11), which identifies all nodes of O.

Example 4. Shown in Fig. 4 is the reconstructed behavior
(plain part of the graph) relevant to a diagnostic problem }.˙/,
where the behavior space of ˙ is in Fig. 1, the observation O

is in Fig. 2, and the index space of O is in Fig. 3. The gray part
of the graph is generated by the reconstruction algorithm, but
is eventually discarded as spurious (since it is not encompassed
by any path from initial state .�0; =0/ to final state .�8; =9/.
Notice that the language of Bhv.}.˙// is the singleton facbg,
despite the infinite number of histories (owing to cycles).

Fig. 4. Reconstruction of behavior Bhv.}.˙//.

Fig. 5. Relationships between languages.

The previous example shows that the language of Bhv.}.˙//
is a subset of the language of Isp.O/, as depicted in Fig. 5.
Precisely, the language of the reconstructed behavior is the in-
tersection of the language of the index space with the language
of the behavior space (Su and Wonham [2005]).

3. LAZY DIAGNOSTIC ENGINE

The systematic approach to problem solving introduced above
may become inappropriate owing to the explosion of the prefix
space and, consequently, of the index space. We faced this
problem when experimenting with algorithms for subsumption-
checking of temporal observations (Lamperti and Zanella
[2008]). The cause for the huge number of nodes can be un-
derstood by analyzing how the index space is generated. Given
an observation O, the prefix space of O is built by considering
all possible ways in which nodes of O can be selected, based on
the precedence constraints imposed by the arcs of O. At each
choice, we create new transitions in the prefix space, marked
by the labels within the selected node of O, and connect each
of them to another state of Psp.O/. Such a state is marked by a
set of nodes (a prefix) of O that identifies the whole set of nodes
already chosen in O. Intuitively, the less temporally constrained
O, the larger the set of possible sequences of choices. The exact
number of states in Psp.O/ equals the cardinality of the whole
set of prefixes of O. In particular, assuming n nodes in O, if
O is linear (nodes totally ordered) then the number of states
in Psp.O/ equals n C 1. If O is totally disconnected (nodes
temporally unconstrained) then the number of states in Psp.O/
equals 2n. So, in the worst case, the number of states of Psp.O/
grows exponentially with the number of nodes in O. In practice,
even for disconnected observations of moderate size, say 40
nodes, the prefix space contains 240 states, corresponding to
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more than 1012 states! With such numbers, if the generation of
the prefix space is impractical, the transformation of it into the
equivalent deterministic automaton, the index space, is simply
out of question. So, what to do? Generally speaking, not all the
candidate traces included in Isp.O/ are consistent with the be-
havior space of the system, just as not all the histories included
in the behavior space are consistent with Isp.O/. In fact, in the
reconstruction phase, we filter out the histories in Bsp.˙; �0/
based on the constraints imposed by Isp.O/, thereby yielding
Bhv.}.˙//. Now, the point is, we might try to perform some
sort of pruning of the index space Isp.O/ based on the con-
straints imposed by the behavior space Bsp.˙; �0/. However,
this would work only assuming the availability of the latter,
which is not the case. A better idea is to filter out the index
space based on the reconstructed behavior Bhv.}.˙//. This
allows us to avoid the generation of Bsp.˙; �0/. By contrast,
the problem is now that Bhv.}.˙// is itself generated based on
Isp.O/, giving rise to a circularity: we need Isp.O/ to generate
Bhv.}.˙// and we need Bhv.}.˙// to generate Isp.O/. Inter-
estingly, we can cope with this circularity by building the index
space and the reconstructed behavior adopting a lazy approach,
where the constructions of the two automata are intertwined.
So, the reciprocal constraints can be checked at each step.

A second shortcoming of the systematic approach to problem
solving concerns the structure of the reconstructed behavior.

� Let ˇ D .�; =/ be either the initial state or a state reached
by a visible transition in Bhv.}.˙//. Let Silent.ˇ/ be the
subgraph of Bhv.}.˙// rooted in ˇ and reached by silent
transitions only. Then, all states in Silent.ˇ/ will share the
same index =.

� Let ˇ1 D .�; =1/ and ˇ2 D .�; =2/ be two states in
Bhv.}.˙// sharing the same system state � . Then, the
projections of Silent.ˇ1/ and Silent.ˇ2/ on Bsp.˙; �0/ are
identical. In other words, if we remove the indexes =1 and
=2 from Silent.ˇ1/ and Silent.ˇ2/, respectively, we come
up with the same fragment of the behavior space.

These peculiarities of Bhv.}.˙// suggest that there is some
redundancy in its reconstruction. On the one hand, states of
Bhv.}.˙// marked by the same index = can be grouped to
form a fragment of Bsp.˙; �0/ involving silent transitions only.
This way, index = can be associated with the whole fragment
rather than with each state within the fragment. On the other,
and more importantly, since each fragment functionally de-
pends on its root ˇ (either the initial state of Bhv.}.˙// or
a state reached by a visible transition), a previous generation
of the fragment can be reused with no need for model-based
reasoning when ˇ is generated as the next state in Bhv.}.˙//.
This way, we avoid re-generating the duplicated fragment of be-
havior. This factorization can be defined for the behavior space
too, giving rise to the notion of condensed behavior space,
Bsp.˙; �0/. Each state C 2 Bsp.˙; �0/ is a condensation,
namely C D Cond.�/, where � is the root of C . The exit states
of C are those exited by (at least) one visible transition directed
towards another (possibly the same) condensation.

Example 5. Shown in Fig. 6 is the condensed behavior space
Bsp.˙; �0/ relevant to Bsp.˙; �0/ in Fig. 1.

Based on Bsp.˙; �0/ we can define the notion of a condensed
behavior Bhv.}.˙// as the automaton whose nodes are asso-
ciations .C ; =/ between a condensation C in Bsp.˙; �0/ and a
state = in Isp.O/. In the initial state .C0; =0/, C0 is the initial
state of Bsp.˙; �0/ and =0 is the initial state of Isp.O//. A

Fig. 6. Condensed behavior space Bsp.˙; �0/.

transition .C ; =/
T
�! .C 0; =0/ is such that C

T
�! C

0 is a transition

in Bsp.˙; �0/, ` is the visible label of T , and =
`

�! =0 is a
transition in Isp.O/.

In order to perform circular pruning, the lazy diagnostic engine
is required to determinize Psp.O/ into Isp.O/ incrementally,
by exploiting the layered structure of the former. In fact, if
n is the number of nodes of O, Psp.O/ is made of n C 1
layers. An algorithm, called LISCA, has been developed as an
extended specialization of the Incremental Subset Construction
algorithm for determinization of finite automata (Lamperti et al.
[2008]). LISCA allows the index space to be updated at the
generation of each new layer of the prefix space. Circular
pruning amounts to interwining the generation of the index
space and the reconstruction of the condensed behavior so as
to prune them at each layering step, with the latter consisting of
the following sequence of actions:

(1) Generation of the next layer of the prefix space (states at
the same next level along with relevant transitions);

(2) Update of the corresponding index space by means of the
LISCA algorithm;

(3) Extension of the condensed behavior based on the updates
of the index space;

(4) Pruning of the condensed behavior based on its new
topology;

(5) Pruning of the index space based on the updated con-
densed behavior;

(6) Backward propagation of the pruning of the index space
to the prefix space.

Once generated the next layer of Psp.O/, LISCA extends
Isp.O/ and returns the sequence of relevant updates U. Three
sorts of updates are considered:

� Ext.=/: extension of an existing state =;

� New.=
`

�! =0/: creation of a new transition, possibly to-
wards a newly created state;
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� Dup.=
`

�! =0; =00/: duplication of state =0 (along with rel-
evant exiting transitions) and redirection of the transition
towards =00.

Once updated Isp.O/, the condensed behavior can be extended
based on the extensions recorded in U. The update actions
are considered in the order they have been stored in U and
processed as follows.

� Ext.=/: Each state .C ; =/ 2 Bhv.}.˙// is qualified as
belonging to the new frontier of the condensed behavior.
This information is exploited for pruning the latter.

� New.=
`
�! =0/: Each state .C ; =/ in the condensed behav-

ior is considered. Let T` be the set of transitions �
T

�! � 0

leaving an exit state of C such that T is a visible transition

associated with label `. Then, for each �
T

�! � 0 2 T`,

the condensed behavior is extended by .C ; =/
T

�! .C 0; =0/,
where C

0 is the condensation rooted in � 0. If there exists a

T` which is not empty, then =
`
�! =0 is marked as consis-

tent in U.

� Dup.=
`
�! =0; =00/: The subsequent redirection of =

`
�! =0

towards =00 is mimicked in the condensed behavior

as follows. Each transition .C ; =/
T
�! .C 0; =0/ in the

condensed behavior is replaced by the new transition

.C ; =/
T
�! .C 0; =00/, where .C 0; =00/ is a newly created

state (notice that C
0 is already involved in the con-

densed behavior, though associated with a different in-
dex, namely =0). Besides, just as for the index space,

for each transition .C 0; =0/
T �

��! .C� ; =�/, a new transition

.C 0; =00/
T �

��! .C� ; =�/ is created. Notice how these oper-
ations do not alter the regular language of the condensed
behavior. Consequently, there is no need for checking the
consistency of the created transitions.

Once extended the condensed behavior, the latter can be pruned
as follows. Let B and B

0 be the sets of frontier nodes of
Bhv.}.˙// before and after the extension of the latter, respec-
tively. Formally, a node .C ; =/ is within B

0 when:

Ext.=/ 2 U _ New.=1

`
�! =/ 2 U _ Dup.=1

`
�! =2; =/ 2 U:

Let B
� D B � B

0. For each .C ; =/ 2 B
�, if = is not final in

Isp.O/ and there does not exist a transition exiting .C ; =/, then
.C ; =/ is removed along with its entering transitions, while the
parents of the removed node are inserted into B

0 (for upward
cascade pruning).

Once the condensed behavior has been extended based on
U, the index space can be pruned based on the unmarked

(inconsistent) transitions. To this end, each transition =
`

�! =0

not marked as consistent in U is removed from the index space.
Furthermore, if =0 becomes isolated (no entering transition)
then =0 too is removed from the index space. The removal of
a node from the index space is sound because we can prove that
such a node will no longer be reached by any transition in future
extensions of the index space. We can also prove that downward
cascade pruning cannot hold in Isp.O/.

The pruning of the index space is completed, then it is prop-
agated to prune the prefix space. To this purpose, the frontier
Ii of Isp.O/, this being the set of all (not pruned) nodes of

Isp.O/ that have either been generated or extended by LISCA
in the current iteration i . Such nodes are reached by the only
sequences of observable labels that are consistent with the be-
havior reconstructed so far, where such sequences are the only
ones that will possibly be extended in the further iteration. Let
Pi be the set of states belonging to the i -th layer of the prefix
space, which is the layer that has been generated at the current
iteration. Each node P 2 Pi such that P …

S

=2Ii
k=k has to

be removed from the prefix space.

Example 6. Consider the diagnostic problem }.˙/ defined in
Example 4. Fig. 7 shows how to solve the same problem by
means of the lazy diagnostic engine, namely LDE. First, the
initial states of Psp.O/ (at layer 0), Isp.O/, and Bhv.}.˙//
are generated. Then, LDE loops 4 times, where 4 is the number
of nodes in O (which equals the number of successive layers in
Psp.O/), as detailed below.

(1) The first layer of Psp.O/ is generated, involving states
P1, P2, and P3, with transitions from P0. Then, Isp.O/
is extended by LISCA. Updates in U are Ext.=0/,

New.=0

a
�! =1/, New.=0

b
�! =2/, and New.=0

c
�! =3/. Then,

Bhv.}.˙// is extended by three nodes, with the only

consistent transition in Isp.O/ being =0

a
�! =1. Thus, the

other two transitions are pruned from Isp.O/ (along with
states =2 and =3). This pruning is propagated to Psp.O/,

where P0

b
�! P2, P0

c
�! P3, and P3 are removed.

(2) Similarly, the second layer of Psp.O/ is generated, in-
volving states P4, P5, and P6, and relevant entering
transitions. The subsequent extension of Isp.O/ involves

Ext.=1/, New.=1

b
�! =4/, and New.=1

c
�! =5/. Notice

that transition P2

c

�! P6 does not cause any update in

Isp.O/. In fact, we would expect New.=0

c
�! =6/. The

point is that, once a transition exiting a state = and marked
by a label ` is removed, = is decorated with the incon-
sistent label `, so that all subsequent attempt to extend
= with a transition marked by ` will be immediately
avoided. Besides, the corresponding transitions in Psp.O/

are removed (in our example, P2

c

�! P6). The extension
of Bhv.}.˙// creates four new states, all entered by tran-

sitions marked by c: only =1

c

�! =5 is marked as consis-

tent. Thus, =1

b
�! =4 is removed from Isp.O/, as well as

P1

b
�! P4 from Psp.O/.

(3) The third layer of Psp.O/ is generated, with P8 and
P10 being the newly-created states. This causes the ex-

tension of Isp.O/ by Ext.=5/ and New.=5

b
�! =9/. This

updates translate into Bhv.}.˙// as the new transition

.C4; =5/
b
�! .C8; =9/, with the creation of .C8; =9/. No in-

consistent transition is detected. Instead, unlike the previ-
ous steps, at this point the pruning of Bhv.}.˙// applies.
We have B

� D B � B
0 D f.C2; =5/; .C7; =5/; .C5; =5/g.

Since no transition exits either of these three states and
=5 is not final in Isp.O/, these states are removed from
Bhv.}.˙//, along with entering transitions. This pro-
vokes the removal of state .C1; =1/ and its entering tran-
sition, too.

(4) The last layer of Psp.O// is generated, involving the fi-
nal state P11 and three entering transitions. These causes

the extension of Isp.O/ by Ext.=9/ and New.=9

b
�! =11/.
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Fig. 7. Lazy generation of Psp.O/ (left), Isp.O/ (center), and Bhv.}.˙// (right).

However, the latter is inconsistent in Bhv.}.˙//, there-
fore it is removed from Isp.O/. This causes the removal

of P8

b
�! P11 and P10

b
�! P11 from Psp.O/ as well.

Notice that, compared with Fig. 3, the number of states and
transitions in both Psp.O/ and Isp.O/ is considerably reduced
in Fig. 7, as expected. Of course, the advantage in using the lazy
approach depends on the extent of the set resulting from the
difference between the language of Isp.O/ and the language of
Bsp.˙; �0/, in other words, on the number of spurious traces
in kOk: the larger the set of spurious traces, the better the
performances of LDE compared with the busy approach.

4. REDUCTION OF MEMORY ALLOCATION

This section is aimed at analyzing the reduction of the memory
allocation that can be brought by LDE as far as the prefix space
is concerned. The estimate we have adopted for such allocation
is the sum of the number of nodes and arcs of the prefix space
generated by the diagnosis process. A totally disconnected
observation is considered since it represents the worst case for
the size of the prefix space.

Proposition 7. The prefix space of a totally disconnected ob-
servation, consisting of n nodes, includes 2n nodes.

Proof. The number of nodes of the prefix space is the number
of all the distinct prefixes of the given observation, ranging from
prefixes of length 1 to prefixes of length n. In the case of a
totally disconnected observation, the total number of prefixes
equals the number of all the subsets of the n distinct nodes of
the observation, whose cardinality is 2n. The same things can be
seen from another perspective: the prefix space of a completely
disconnected observation exhibits a layered structure where
each layer l of the graph (starting from layer 0 for the initial
node) includes all the prefixes whose cardinality is l . Therefore,
the number of prefix space nodes at layer l , being the number
of subsets of l elements of a set of n distinct elements, is

�

n

l

�

.
The total number of nodes of the prefix space is the summation
of the number of nodes of all the layers, these being n, thus
(re)obtaining

P

n

lD0

�

n

l

�

D 2n. �

Proposition 8. If a totally disconnected observation, consisting
of n nodes, each of them including just one label, is considered,

the sum of the number of edges entering and exiting any prefix
space node of such an observation is n.

Proof. Assume that a totally disconnected observation consist-
ing of n nodes is given. Since, as explained above, in this case
a prefix space node at layer l represents a set of l observation
nodes, the number of edges exiting from such a node is n � l
since this is the number of elements (observation nodes) that
do not belong to the current set and each of them can be added
to the set, so as to obtain a prefix space node of layer l C 1.
The number of entering edges equals the number of subsets of
the current set that have a cardinality l � 1 as, in fact, these
correspond to all the nodes at level l �1 starting from which the
current set can be obtained by adding a single element. Thus,
the number of entering edges is the number of combinations of

class l � 1 of a set of l elements, that is
�

l

l�1

�

D l . Then, the
sum of the number of (entering and exiting) edges inherent to a
node at level l is l C .n � l/ D n. �

The number of edges of the prefix space is given by the sum
of the number of labels contained in the nodes. Such a number
is the minimum when each observation node contains just one
label, which is exactly the case we have considered above.

Proposition 9. The total minimum number of edges of a prefix
space corresponding to a totally disconnected observation of n
nodes is n2n�1.

Proof. Each edge exiting from a prefix space node enters in
another and there exists no edge entering a node that does not
exit from another: this means that, if we sum all the edges
inherent to a node, which is n for each prefix space node (of
a totally disconnected observation consisting of n nodes, each
of them including just one label), each edge has been counted
twice in such a sum. Therefore the number of edges in the prefix
space is n2n=2 D n2n�1. �

Based on what has been proven above, the minimum value of
the sum of the number of nodes and edges of the prefix space of
a totally disconnected observation of n nodes is 2n C n2n�1 D
2n.1 C n=2/. This is the size of the prefix space built by the
busy diagnostic approach, where such size is independent of
the consistency of the observation traces.
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Assume now that there is just one sequence of the n observa-
tion nodes that produces a sequence of observable labels that
belongs to the language of the behavior space. This is the case
when LDE produces the most significant reduction, since the
intersection of the language of the specific observation and the
language of the system behavior is minimal, which means that
the extent of pruning is considerable. However, even when this
condition holds, the extent of pruning varies on an observa-
tion basis since the reconstructed behavior may comply with
very long prefixes of the observation. The best case for the
memory allocation reduction by LDE is obtained when, at each
iteration, all the nodes of the prefix space but one are pruned
in the backward propagation owing to their inconsistency. In
the next iteration, the number of generated prefix space nodes
of layer l C 1 equals the number of edges exiting from the
only surviving node at layer l , this number being n � l (for
the reasons explained above). Therefore, the number of prefix
space nodes that are generated throughout the LDE process is

1 C
Pn�1

lD0
.n � l/ D n.n C 1/=2 where the first addendum

1 is due to the initial node, while the second addendum is
the number of nodes in all the other layers, which equals the
number of prefix space edges generated by the whole LDE
process. Therefore, in the best case, when LDE is adopted the
sum of the number of nodes of edges of the prefix space is
D n.n C 1/=2 C 1 C n.n C 1/=2 D n2 C n C 1.

By comparing these results inherent to the prefix space, that
is, a memory occupation expressed by a quadratic function, if
LDE is adopted, and by a n2n function if the busy approach
is adopted, circular pruning seems effective. A similar analysis
for the index space is not provided here for the sake of the paper
length.

5. EXPERIMENTAL RESULTS

The implementation of a prototype software system, coded
in the Haskell programming language (Thompson [1999]),
that embodies the lazy diagnosis method dealt with in this
paper was performed, as well as the implementation of the
(busy) diagnosis method previously proposed by the authors
for a-posteriori diagnosis (Lamperti and Zanella [2003]), say
the Diagnostic Engine (DE). As explained in Section 2, DE
involves no circular pruning, therefore it processes in one step
the whole observation, in order to obtain the prefix space.
Then, it invokes the Subset Construction algorithm (Hopcroft
et al. [2006]) to determinize the whole prefix space into the
(whole) index space. Next, it performs a reconstruction of the
behavior driven by the index space and, finally, it decorates the
behavior in order to draw candidate diagnoses, each of them
being a set of faults. Also the implemented LDE, after having
reconstructed the condensed behavior corresponding to the
whole observation, decorates it and draws candidate diagnoses.

In order to compare the performances of LDE and DE, hun-
dreds of experiments were run based on observations with dif-
ferent sizes and different overlays between their extensions and
the language of the behavior space. Such experiments have con-
firmed that the savings in memory allocation brought by LDE,
as far as the prefix space and the index space are concerned,
increase with the size of the observation and, given the same
observation, decrease with the growing of the extent of the
overlay. Interestingly, the execution time of LDE was shorter
than that of DE in all experiments, with a saving in time having
the same trend as the saving in space.
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Fig. 8. LDE vs. DE: space.
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Fig. 9. LDE vs. DE: time (left), and LDE time only (right).

Shown in Fig. 8 and Fig. 9 are the size of the memory allocation
and the execution time of the two methods, respectively, with
the x-axis marked by the number of nodes in the involved
observations. Memory allocation (space) is the maximum value
of the sum of nodes and arcs of both the prefix space and
the index space, while the execution time is the CPU time
in seconds, as recorded in a log file by setting a compiler
(Glasgow Haskell Compiler) option. The two figures refer to 10
experiments led on a five-component seven-link active system
with totally disconnected observations including from 1 to 10
nodes, where the observation including n C 1 nodes is obtained
by adding a new node to the observation including n nodes
(n 2 Œ0 :: 9�). On the right of Fig. 9 the CPU time of LDE
is drawn on a different scale since it is hardly visible in the
diagram on the left. The platform for experiments is a PC
with an Intel Xeon 3.60 GHz microprocessor, 3.50 GB RAM,
equipped with Windows XP Professional operating system.

6. CONCLUSION

This paper is focused on a lazy approach to diagnosis of
active systems with uncertain temporal observations, which
acts in an incremental fashion and it is primarily aimed at
reducing the size of the memory space needed by the automata
for observation handling, namely the (nondeterministic) prefix
space and its equivalent deterministic index space. The lazy
generation of the index space has been obtained by adapting an
algorithm for incremental determinization already proposed by
the authors (Lamperti et al. [2008]), by both specializing it so
as to cope with acyclic automata only (instead of all automata)
and extending it, so as to increment the deterministic automaton
at each step based on several transitions of the corresponding
nondeterministic automaton (instead of just one). Experimental
evidence supports the theoretical claim of space reduction, and
shows also a saving in computation time.

In fact, although not underlined in the paper, while working to
this approach, the authors have also improved the efficiency of
both the other activities involved in diagnosis processing along
with observation handling, that is, behavior reconstruction and
decoration. A key to this point is the exploitation of Silents.
The concept of Silent in this paper is the same as that of

DX-09, Stockholm, Sweden June 14-17, 2009

257



Silent (Closure) in previous contributions by the authors on
monitoring of polymorphic systems (Lamperti and Zanella
[2004]) and active systems (Lamperti and Zanella [2005]).

In monitoring, the state of the active system has to be estimated
at the occurrence of each system message. However, even in
case the previous state is univocally known and there is just one
system state s reachable via an observable transition generating
the observed event, the current state is bound to be uncertain
owing to silent transitions. The set of possible states at each
newly generated system message is confined within a limited
domain, called Silent (Closure) of s, this corresponding to all
the states reachable from s via silent transitions. The reason for
introducing the same notion also for the task of diagnosis is
quite different.

In diagnosis, the Silent (Closure) of a system state s (which
is the target of an observable transition) is the set of system
states that share the same (observation) index of s during the
behavior reconstruction process. This way, a Silent (Closure)
becomes a super-state of the considered active system, a fac-
torization of its reconstructed behavior that enables the reuse
of existing (previously reconstructed) super-states, possibly in-
creasing efficiency. Moreover, the (thus obtained) new modular
representation of the reconstructed behavior can be exploited
in order to draw diagnoses more quickly. Such improvements
have a relevance of their own since they are independent of the
specific diagnosis approach at hand, that is, they apply both to
existing approaches (that build the whole index space) and to
the new approach as well (that builds the index space in a lazy
fashion).

Pruning an uncertain observation based on an incremental his-
tory reconstruction is a result that can be generalized to domains
other than active systems. The task of transforming an uncertain
observation graph into an automaton is not faced in Grastien
et al. [2005], where it is assumed that the uncertain observa-
tion is represented by an automaton from the very beginning.
However, such an automaton could be pruned based on a lazy
technique similar to ours.

Other approaches in the literature have tried to improve ef-
ficiency, above all for carrying out the monitoring task, for
which real time constraints hold. An approach that can perform
diagnosis during monitoring can perform also a-posteriori di-
agnosis, while the vice versa does not hold. For instance, the
approach to monitoring of discrete event systems presented by
Qiu and Kumar [2006], which is inspired by the diagnoser ap-
proach (Sampath et al. [1995, 1996]), adopts a distributed pro-
cessing architecture consisting of several non-communicating
agents. The special case when there is just one agent actually
represents the centralized case, which is the only one consid-
ered by the active system approach. The computation effort
of the approach by Qiu and Kumar [2006] is linear both off-
line, in order to build the (nondeterministic) diagnoser, which
is the data structure needed for monitoring, and on-line, at each
monitoring step. However, such an approach considers certain
observations only and, at the moment, we cannot devise how
much the degrees as well as the kinds of uncertainties that may
affect an observation can change such figures.
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Abstract: This paper deals with fault prognosis, whose objective is to observe a plant and
predict any behavior which does not conform to a specification. We study the prognosis of real-
time discrete event systems (RTDES), where the plant and the specification are modeled by
timed automata (TA). We develop a fault prognosis method inspired from a recent fault diagnosis
method for RTDES. Our prognosis method is based on reformulating the real-time prognosis
problem into a non-real-time form, using a transformation of TA into finite state automata
where the timing constraints are captured by two types of events: Set and Exp events that
correspond to activation and expiring of clocks, respectively. We develop a prognosis procedure
that checks prognosability and synthesizes a prognoser. Compared to other prognosis methods,
our procedure reduces the state space explosion problem and a practical prognosis architecture
is proposed.

1. INTRODUCTION

Fault Prognosis (or more briefly: prognosis) aims at pre-
dicting any behavior of a plant that does not conform to
a specification. Or more briefly, the objective is to predict
faults of a plant before their occurrences. Note the contrast
with diagnosis, which aims at detecting faults after their
occurrences. Prognosis in the context of discrete event
system (DES) is an active research area (Vachtsevanos
et al. [2006], Genc and Lafortune [2006], Jéron et al. [2007],
Kumar and Takai [2008]). In this paper, we study the
prognosis of real-time DES (RTDES), that is, DES whose
behaviors satisfy timing constraints. Two approaches are
known to model time passing: discrete time (Ostroff [1990],
Ostroff and Wonham [1990]) and dense time (Alur and Dill
[1994], Alur [1999]). We have opted for dense time because
it is more accurate than discrete time. We model RTDES
by timed automata (TA) (Alur and Dill [1994]), which
are based on dense time, and develop a prognosis method
inspired from a diagnosis method for RTDES (Khoumsi
and Ouédraogo [2009]). More precisely, we develop a pro-
cedure that checks prognosability and synthesizes a prog-
noser for RTDES, which is based on reformulating the
real-time prognosis problem into a non-real-time form,
using a transformation of TA into finite state automata
called SEA (for Set-Exp-Automata). In SEA, the timing
constraints are captured by two types of events: Set and
Exp events that correspond to programming and expiring
of clocks, respectively. The transformation “TA7→SEA” is
called SetExp and is presented in detail in Khoumsi and
Ouédraogo [2005], Ouédraogo [2008]. Compared to tick-
based transformations (Ostroff [1990], Ostroff and Won-
ham [1990]) or region automata (RA)-based transforma-
tions (Alur and Dill [1994], Alur [1999]) methods, SetExp
reduces significantly the state explosion induced by the

? This work was supported in part by the Natural Sciences and
Engineering Research Council (NSERC) of Canada.

magnitude of constants used in timing constraints. Note
that SetExp has already been applied in other studies of
RTDES, namely, in diagnosis (Khoumsi and Ouédraogo
[2009]), supervisory control (Khoumsi [2005], Ouédraogo
et al. [2006], Ouédraogo [2008], Ouédraogo et al. [2009]),
and testing (Khoumsi [2004], Khoumsi et al. [2003]).

The rest of the paper is structured as follows. In Section 2,
we present the model of TA. Section 3 defines formally the
prognosis problem under the model of TA. In Section 4,
we present the transformation SetExp. Section 5 presents a
method, based on SetExp, for checking prognosability and
synthesizing a prognoser. And in Section 6, we conclude
by recapitulating our contributions and proposing some
future research issues.

We will use the following usual notations: 2X is the set of
subsets of a set X, N is the set of nonnegative integers, R
is the set of nonnegative real numbers, and the intervals
[a; b] = {y ∈ R | a ≤ y ≤ b}, [a; b[= {y ∈ R | a ≤ y < b},
and ]a; b] = {y ∈ R | a < y ≤ b}.

2. TIMED AUTOMATA (TA)

In this section, we present timed automata (TA) (Alur
and Dill [1994]), which is the model we have opted for
to describe the plant and its non-faulty behavior (called:
specification). TA are suitable because their manipulation
is relatively simple and their expressiveness adequate for
modeling RTDES.

2.1 Basics of TA

Definition 2.1. A clock is a variable that takes values in R;
it can be reset (to 0) and, between two resets, its derivative
w.r.t time is = 1. Let C be a finite set of clocks.
Definition 2.2. A clock constraint is a formula “xi ∼ k”,
where xi is a clock, ∼∈ {<,>,≤,≥,=} and k ∈ N. Let
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ΦC be the set of clock constraints using clocks of C. The
constant true is a particular clock constraint of ΦC .

A TA is syntactically defined by (L,Σ, C, T , I, `0) where :
L is a finite set of locations, `0 is the initial location, Σ
is a finite set of events (alphabet), and C is a finite set of
clocks. I : L 7→ 2ΦC associates to each location ` ∈ L a
so-called invariant I` ⊂ ΦC . T ⊂ L × Σ× L × 2ΦC × 2C is
a transition relation.

Therefore, a transition of A is defined by T = 〈q;σ; r;G;Z〉,
where: q, r ∈ L are origin and destination locations of T ,
σ ∈Σ is the event of T , G⊂ΦC is called guard of T , and
Z⊆C is called reset of T . A guard or an invariant is said
satisfied when all its clock constraints evaluate to true,
otherwise it is unsatisfied. An empty guard or invariant
means the constant true (i.e., always satisfied).

The semantics of a TA A = (L,Σ, C, T , I, `0) is: at time
τ0 = 0, A is at the initial location `0 and all clocks evaluate
to 0. When q is the current location, a transition T =
〈q;σ; r;G;Z〉 is enabled when G is satisfied, otherwise, T
is disabled. From q, the event σ can be executed only when
T is enabled, and after the execution of σ, location r is
reached and all clocks in Z are reset (to 0). During an
execution of a TA, the invariant of the current location
is always satisfied. That is, a location is necessarily left
(by an event occurrence) before its invariant becomes
unsatisfied.

As an illustrative example, we consider the TA of Fig. 1.
Each node represents a location with its invariant, if any.
Each arrow linking q to r and labeled 〈σ;G;Z〉 represents
a transition 〈q;σ; r;G;Z〉. An empty G,Z or invariant is
represented by −. In a location, each transition can be (but
is not necessarily) executed when it is enabled. Initially,
the TA is in L0 and can at any time execute the event a.
The execution of a is simultaneous with the reset of x and
leads to L1, in which the event b is enabled when x < 3
and the event c is enabled when x ≥ 3. The invariant x < 5
of L1 requires that L1 be left (by executing c or b) before
x = 5. The execution of b from L1 resets x and leads to
L0. The execution of c from L1 leads to L2. The invariant
x < 5 of L2 requires that L2 be left (by executing d) before
x = 5. The execution of d from L2 resets x and leads to
L0.

L0 L1
x<5

L2
x<5b;x<3;{x}

a;−;{x} c; x > 3; −

d; −; {x}

Fig. 1. Example of Timed Automaton

In order to define more formally the semantics of a TA,
we will use the notions of valuation of clocks, timed trace
and timed language, which are presented in the next
subsections.

2.2 Clock Valuation

A valuation on a set of clocks C is a function v which
assigns a value of R to each clock x ∈ C. Given δ ∈ R
and a valuation v, v+δ denotes the valuation v′ such that
v′(x) = v(x) + δ for every x∈ C. Given a valuation v and
Z⊆C, v[Z] denotes the valuation v′ such that v′(x)=0 for

every x ∈ Z, and v′(x)=v(x) for every x∈C\Z. v0 denotes
the null valuation, i.e., v0(x) = 0 for every x∈C. Given a
valuation v and the invariant I` of a location `:

• I` is said satisfied by [v; v + τ ] (resp. [v; v + τ [) if I` is
satisfied by every v+δ s.t. 0≤δ≤τ (resp. 0≤δ<τ).

• I` is said unsatisfied by v+ if there exists τ >0 s.t. I`

is satisfied by no v+δ s.t. 0<δ<τ .

2.3 Timed Traces of TA, and Their Concatenation

A timed trace over an alphabet Σ is a finite sequence
λ = τ1σ1 · · · τnσnτn+1, where each τi (i = 1, · · · , n + 1)
is a delay of R and each σi (i = 1, · · · , n) is an event of
Σ. An empty timed trace consists of a single delay τ1 and
no event. |events(λ)| denotes the number n of events in λ

and time(λ) is the sum
∑n+1

i=1 τi of all delays in λ.

For example, in “2 a 1 b 0 a 3” σ1 = a, σ2 = b, σ3 = a,
τ1 =2, τ2 =1, τ3 =0, τ4 =3, |events(λ)|=3 and time(λ)=6.
It means that: a occurs at time 2; b occurs at time 3,
because the delay 1 separates a and b; a occurs (a second
time) at time 3, immediately after b, because the delay 0
separates b and a; no event occurs during a delay 3 after
a.

Let λ = τ1σ1 · · · τnσnτn+1 and µ = τ ′1σ
′
1 · · · τ ′mσ′mτ ′m+1 be

two timed traces over an alphabet Σ. λµ denotes the timed
trace τ1σ1 · · · τnσn γ σ′1 · · · τ ′mσ′mτ ′m+1 where γ is the delay
τn+1+τ ′1. For example, if λ = 2 a 4 b 1 and µ = 2 c 1 b 2, we
obtain λµ = 2 a 4 b 3 c 1 b 2.

2.4 Acceptance of Timed Trace, Timed Language

We consider a TA A = (L,Σ, C, T , I, `0). An empty
timed trace λ = τ1 is accepted by A if the invariant
I`0 is satisfied by [v0; v0 + τ1]. A nonempty timed trace
λ = τ1σ1 · · · τnσnτn+1 is accepted by A if there exists a
sequence of n consecutive transitions 〈`0;σ1; l1;G1;Z1〉,
· · · , 〈ln−1;σn; ln;Gn;Zn〉 of A that starts in `0 and respects
the following conditions, where vi = (vi−1 + τi)[Zi], for
i = 1,· · · ,n:

• ∀i=1 · · ·n: Gi is satisfied by vi−1+τi.
• ∀i=1 · · ·n + 1: Ili−1 is satisfied by [vi−1; vi−1+τi].

Intuitively, λ is accepted by A if it may be executed by A.
Definition 2.3. The timed language of a TA A, noted
TL(A), is the set of all timed traces accepted by A.

2.5 Projection of Timed Trace, of Timed Language

Let Σ be the alphabet of a TA, which is partitioned
into Σo and Σuo , the sets of observable and unobservable
events, respectively. Let λ be a timed trace over Σ. The
projection (sometimes called mask) of λ, noted M (λ), is
obtained from λ by removing the events of Σuo and then by
replacing consecutive delays by their sums. For example,
if Σo = {a, c}, Σuo = {b} and λ = 2 a 1 b 3 c 1 b 2, then
M (λ) = 2 a 4 c 3. And the projection of a timed language
K is naturally: M (K) = {M (λ) |λ ∈ K}.

2.6 Hypotheses

Hypothesis 2.1. TA are deterministic, that is, if two tran-
sitions execute the same event from the same location and
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can be enabled at the same time, then they lead to the
same location and reset the same clocks.
Hypothesis 2.2. There is no unobservable reset, i.e., no
clock is reset with the occurrence of an unobservable event.
Hypothesis 2.3. The reset of a transition depends uniquely
on the event of the transition. In other words, the transi-
tions that have the same event also have the same reset.

Hyp. 2.1 is also used in diagnosis of RTDES (Khoumsi
and Ouédraogo [2009], Bouyer et al. [2005]). Hyp. 2.2
is not a restriction when the TA has no cycle with
unobservable resets, because in this case the TA can be
modified so that Hyp. 2.2 holds (Bérard et al. [1998]).
Hyp. 2.3 will be justified later in Subsection 5.5. The
class of TA respecting Hyp. 2.3 subsumes Event-Recording
Automata (ERA) (Alur et al. [1994]) but is subsumed by
Deterministic TA (DTA) (Alur et al. [1994]).

3. PROGNOSIS UNDER THE MODEL OF TA

We consider a plant and a specification modeled by two TA
P and S, respectively. A timed trace accepted by P is called
healthy (resp., faulty) timed trace if it is accepted (resp.,
not accepted) by S. We consider the timed languages:
P = TL(P), S = TL(S), and F = P \S. Without loss
of generality, we assume S ⊆ P , and thus S and F form a
partition of P , i.e., P = S ∪ F and S ∩ F = ∅. Intuitively:
P contains the timed traces that may be executed by the
plant, S (resp. F ) contains the healthy (resp., faulty) timed
traces of the plant.

3.1 Property of TA

We consider the following 2-point property, which guaran-
tees the satisfaction of invariants during the execution of
a TA: 1) The invariant of the initial location is satisfied at
time 0; and 2) when the invariant of the current location
is about to become unsatisfied with elapse of time, a tran-
sition must be enabled and the invariant of its destination
location must be satisfied. Formally, for a TA A:

(1) I`0 is satisfied by v0.
(2) ∀λ∈TL(A), let ` and v be respectively the location

and the clock valuation at the termination of λ:
• If ∃τ > 0 such that I` is unsatisfied by (v + τ)+

and satisfied by [v; v + τ ];
Then ∃e ∈ Σ such that λτe ∈ TL(A).

• If ∃τ > 0 such that I` is unsatisfied by (v + τ)
and satisfied by [v; v + τ [;

Then ∃e ∈ Σ,∃δ < τ such that λαe ∈ TL(A) for
every α where δ ≤ α < τ .

The above property must be (and is assumed) satisfied by
the TA P, because P models the behavior of a real system.
Otherwise, P is considered as an incorrect model. When
this property is not satisfied, it is easy to transform the
TA P so that the property holds.

Let us explain why it is not required that the property be
satisfied by S. Consider a timed trace λ ∈ S ⊆ P that
leads to the locations `P and `S , of P and S respectively.
Consider a time passing δ that follows λ. If after the
execution of λδ, I`P

(in P) is satisfied but I`S
(in S) is

not satisfied, then λδ is considered faulty, i.e., λδ ∈ F .

3.2 Prognosis Objectives Under the Model of TA

Let us call “fault” any “execution of a faulty timed trace”.
Prognosis of P w.r.t. S aims at predicting faults. As in the
prognosis of DES (Kumar and Takai [2008], Jéron et al.
[2007], Genc and Lafortune [2006]), we target the following
two objectives:

• No missed prediction: every fault is predicted be-
fore its occurrence.

• No false prediction: after a fault has been predicted,
it will certainly occur.

The task of the prognoser is to observe continuously the
plant and issue the prognosis 1 (resp. 0) when a fault
(resp. no fault) is predicted. Recall that the alphabet
Σ is partitioned into Σo and Σuo , the sets of observ-
able and unobservable events, respectively. We consider
that the prognoser observes only the events of Σo. The
prognoser can thus be formally defined by a function:
XTA : M (P ) 7→ {0, 1}. Intuitively, after the execution
of λ ∈ P , the prognoser has observed M (λ) and issues
the prognosis XTA(M (λ)). In order to define formally
the two objectives “No missed prediction” and “No false
prediction”, we will first define the notions of Boundary
and Non-Indicator timed traces, which are inspired from
the prognosis of DES (Kumar and Takai [2008]). Given two
timed languages P and S such that S ⊆ P , let F = P \S:
Definition 3.1. A boundary trace of S w.r.t P is a trace
λ ∈ S which can be immediately followed by a fault. A
fault may manifest itself in the following two ways.

(1) λ is followed by an event σ ∈ Σ, such that λσ ∈ F .
The set of this type of boundary traces is formally
defined by: ∂1 = {λ ∈ S | ({λ}Σ) ∩ F 6= ∅}.

(2) λδ ∈ F is faulty for every delay δ ∈ R. The set
of this type of boundary traces is formally defined
by: ∂2 = {λ ∈ S | λδ ∈ F,∀δ ∈ R}. To simplify
the definition of ∂2, invariants have been assumed
not using “<”. But the proposed prognosis method
remains applicable without this assumption.

The set of all boundary traces is defined by: ∂ = ∂1 ∪ ∂2.
Definition 3.2. A non-indicator trace of S w.r.t P is a
trace of S for which a fault in future is not guaranteed.
The set Υ of non-indicator traces of S w.r.t P is formally
defined by: Υ = {λ ∈ S | ∀δ ∈ R, ({λ}Σ≥δ

t ) ∩ S 6= ∅},
where Σ≥δ

t contains every timed trace µ over Σ such that
time(µ) ≥ δ.

For simplicity of notation, P and S are not explicitly
indicated in ∂ and Υ.

The “No missed prediction” objective is that each fault
be predicted before its occurrence. Or equivalently: when
a fault may occur imminently, it is already predicted.
Formally:

∀λ ∈ ∂ : XTA(M (λ)) = 1 (1)

The “No false prediction” objective is that after a fault has
been predicted, it will certainly occur. Or equivalently: a
fault is not predicted when its occurrence in future is not
certain. Formally:

∀λ ∈ Υ : XTA(M (λ)) = 0 (2)
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3.3 Existence of Solutions Under the Model of TA

From Eqs. (1,2), we see that M (∂) and M (Υ) must
be distinguished, because their timed traces necessitate
distinct prognoses (0, 1). Formally:

M (∂) ∩M (Υ) = ∅ (3)

We thus have the following definition and theorem:
Definition 3.3. Given two TA P and S, the pair (S,P) is
called TA-prognosable if Equation (3) holds.
Theorem 1. There exist functions XTA satisfying Eqs. (1,2)
iff (S,P) is TA-prognosable.

We can thus define formally our prognosis problem:
Problem 1. To check if (S,P) is TA-prognosable (i.e.,
Eq. (3) satisfied), and if yes, to construct a function XTA

that satisfies Eqs. (1,2)

In Section 4 we propose a transformation of TA which will
be used in Section 5 to solve Problem 1.

4. TRANSFORMATION SETEXP: FROM TA TO SEA

Our approach to check prognosability and compute the
prognoser is based on transforming the prognosis prob-
lem into a non-real-time form, For that purpose, we use
a procedure called SetExp that transforms a TA into
a particular FSA called SEA (for Set-Exp-Automaton).
This section introduces SetExp and SEA. Khoumsi and
Ouédraogo [2005], Ouédraogo [2008] contain a detailed and
formal presentation of SetExp and SEA.

Let A be a TA and B = SetExp(A) its corresponding SEA.
A and B describe the same order and timing constraints
on events. B is obtained from A by adding to its structure
two additional types of events called Set and Exp. These
events capture the timing constraints of the TA and have
the following meaning, for a clock x ∈ C and k ∈ N:

• An event Set(x; k) means that x is reset (i.e., set to
zero) and programmed so that it will expire when
its value is equal to k. And Set(x; k1 , · · · , kp), with
k1 < · · · < kp, means that x is reset and programmed
so that it will expire several times, when its value is
equal to k1, · · · , kp, respectively. And Set(x) means
that x is reset but no expiring is programmed.

• An event Exp(x; k) corresponds to the expiring of x
when its value is equal to k.

Note that Set(x; k) is followed, after a delay k, by its
corresponding Exp(x; k), and Set(x; k1 , · · · , kp) is followed,
after delays k1 < · · · < kp, by Exp(x; k1 ), · · · ,Exp(x; kp).

To illustrate the basic principle of SetExp, consider the
event sequence “ab” such that the delay between the events
a and b is ≤ 3. In a TA, this specification is expressed
by using two consecutive transitions Ta and Tb which
represent the occurrences of a and b respectively, and such
that Ta resets a clock x and Tb has the guard x ≤ 3.
SetExp represents this specification by the two sequences:
“〈aSet(x ; 3 )〉 · b ·Exp(x ; 3 )”, “〈aSet(x ; 3 )〉 · 〈Exp(x ; 3 )b〉”
where 〈aSet(x ; 3 )〉 corresponds to the simultaneous occur-
rences of a and Set(x ; 3 ), and 〈Exp(x ; 3 )b〉 corresponds
to the simultaneous occurrences of b and Exp(x ; 3 ). Both
sequences mean that at the occurrence of a, the clock x is

reset and programmed so that it expires after 3 time units.
In the first (resp. second) sequence, it is specified that b
occurs before (resp. simultaneously to) the programmed
expiring. Note that we have uniquely the first (resp. sec-
ond) sequence if the timing constraint were x < 3 (resp.
x = 3).

For a TA A over the alphabet Σ, an event of the SEA
B = SetExp(A) can be of one of the following three types,
where σ ∈ Σ, E is a set of Exp events and S is a set
(possibly empty) of Set events:

• Type 1: E , which means the simultaneous occurrences
of all the Exp events of E .

• Type 2: σS, which means the simultaneous occur-
rences of σ ∈ Σ and all the Set events of S. When S
is empty, it simply means the occurrence of σ.

• Type 3: EσS, which means the simultaneous occur-
rences of E (Type 1) and σS (Type 2).

The alphabet of the SEA B is noted Γ.

In the above example, Exp(x ; 3 ) is of type 1, 〈aSet(x ; 3 )〉
and b are of type 2, and 〈Exp(x ; 3 )b〉 is of type 3.

An invariant I` of a location ` of a TA may require to
force an event to leave ` before I` becomes unsatisfied.
In a SEA, this consists in forcing an event a before or
simultaneously to an Exp event. In this case, we will say
that the Exp event is preempted by a. More generally, in
a SEA, Exp-preemption can be applied to transitions of
types 1 and 3 since they contain Exp-events. We denote by
PreemptExp(q) the set of Exp-events that are preempted
in a state q.

For example, if we apply SetExp to the TA of Fig. 1 we
obtain the SEA of Figure 2. For each state (identified by 1,
. . . , 4), we have indicated the corresponding location and
the timing constraint which is satisfied. For respecting the
invariant x < 5 of L1, Exp(x ; 5 ) is preempted in State 3 by
c. And for respecting the invariant x < 5 of L2, Exp(x ; 5 ) is
preempted in State 4 by 〈dSet(x )〉. Preempted expirations
are indicated between [ and ].

Recall that a SEA is a FSA, and thus the acceptance of
an event sequence by a SEA is defined in the usual way.
Definition 4.1. The language of a SEA B, noted L(B), is
the set of sequences accepted by B.

bSet(x)

aSet(x,3,5) L1
x < 3

Exp(x,3)c
L2

3 < x < 5
dSet(x)

L01

Exp(x,3)

[Exp(x,5)]
c [Exp(x,5)]L1

3 < x < 5

2

3

4

Fig. 2. Transformation SetExp applied to the TA of
Figure 1

In comparison with other (tick-based and RA-based)
transformation methods, SetExp reduces significantly the
state explosion due to the magnitude of constants used
in timing constraints. In particular, if we multiply by a
value p all the constants in timing constraints of a TA A,
then we just have to multiply by p all the constants in
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Set and Exp events of the SEA B = SetExp(A); nothing
more. This reduction of state explosion is due to the fact
that in a SEA B = SetExp(A), the only time instants
that are represented by events, are those when a timing
constraint (in a guard or invariant) of the TA A switches
from satisfied to unsatisfied and vice versa.

5. PROGNOSIS USING SETEXP

5.1 Example to Illustrate Our Prognosis Procedure

In this section we propose a prognosis procedure, which
will be illustrated by the example of Figure 3. Note that
the plant corresponds to the example already given in
Figure 1. The specification simply forbids d, that is, the
behavior is faulty from the moment where d occurs. The
invariant x < 5 in L1 and L2 of the plant guarantees that
if b does not occur before x = 3, then c and d will certainly
occur before x = 5. And the guard x ≥ 3 of c guarantees
that c occurs after or simultaneously to x = 3, and d occurs
after x = 3 Therefore, from the moment where x = 3 and b
has not occurred, we can predict that the faulty behavior
(i.e., occurrence of d) will certainly occur before x = 5.
We expect that our prognosis procedure should predict
the fault from that moment where x = 3.

a;−;−
b;−;−
c;−;−

b;x<3;{x}

a;−;{x}
L2

x<5
c; x > 3; −

d;−;{x}

Plant Specification

L0 x<5
L1

Fig. 3. Example of TAs modeling the plant and the
specification

5.2 SEA Modeling the Plant and the Specification

The prognosis problem formulated at the end of Section 3
will be transformed into a non-real-time form in order
to solve it. More precisely, the prognoser will not be
computed on the TAs P and S modeling the plant and the
specification, but on a SEA PSSEA. The latter is computed
in two steps from P and S.

Step One: P and S are combined into a single TA
PS by using a so-called asymmetric product, which we
note PS = P⊗S. Intuitively, PS accepts the same timed
language as P, with the particularity that its locations
are distinguished in two categories: the healthy locations
are reached by the timed traces of P that respect the
order and guard constraints of S, while the faulty locations
are reached by the timed traces not respecting order or
guard constraints of S. Therefore, the faulty locations are
certainly not reached by the timed language of S. The
invariants of S are not taken into account (they will be
taken into account in Step 2). The asymmetric product
is formally defined in Ouédraogo [2008], Ouédraogo et al.
[2009].

Figure 4 shows the result of Step 1 for our example.
The healthy and faulty locations are indicated by h and
f , respectively. In each location, we have indicated the
corresponding location of P.

x<5
L1L0 x<5

L2

x<5
L2

x<5
L1

L0

ff f

h h h
d;−;{x}

d;−;{x}
b;x<3;{x}

b;x<3;{x}

a;−;{x}

a;−;{x} c; x > 3;−

c; x > 3;−

Fig. 4. Result of Step 1 for the example of Fig. 3

Step Two: We compute the SEA PSSEA = SetExp(PS),
but in applying only the Exp-preemptions needed to satisfy
the invariants of P. The Exp-preemptions needed to satisfy
the invariants of S are not applied. Besides, the states
of PSSEA are distinguished in two categories: the faulty
states and the healthy states. A faulty state corresponds
either to a faulty location of PS, or to a healthy location
where the corresponding invariant of S is not satisfied.
A healthy state corresponds to a healthy location where
the corresponding invariant of S is satisfied. Intuitively,
healthy (resp. faulty) states correspond to states of P
reachable (resp. not reachable) by S. A state q of PSSEA

is called marked state if it has neither an Exp-preemption
nor an outgoing Exp-transition (transition of type 1 or 3).
Intuitively, we can remain forever in a marked state.

Figure 5 shows the result of Step 2 for our example. The
healthy, faulty and marked states are indicated by h, f
and m, respectively. In each state, we have indicated the
corresponding location of P and a timing constraint that
holds, if any.

3<x<5
L1

L0

dSet(x)

bSet(x)

[Exp(x,5)] [Exp(x,5)]c

aSet(x,3,5)

Exp(x,3)c
Exp(x,3)

h

h m

[Exp(x,5)]

f

Exp(x,3)

c [Exp(x,5)]

Exp(x,3)c

f m
aSet(x,3,5)

3<x<5
L1

L1
x<3L0

bSet(x)

3<x<5
L2

dSet(x)

L1
x<3

3<x<5
L2

h

h

ff

Fig. 5. Result of Step 2 for the example of Fig. 3

5.3 Prognosis Architecture

We propose the prognosis architecture of Fig. 6, which
illustrates the link between the prognoser and the plant,
and shows how the prognosis problem is reformulated
into a non-real-time form. This architecture comprises the
plant and the prognoser, the latter being composed of
two modules: ProgSEA and a Clock-Handler (CH), which
behave w.r.t PSSEA, and observe the plant through its
observable events (i.e., Σo). More precisely:

• CH observes the events of Σo and generates Set and
Exp events. When CH observes an event σ ∈ Σo, it
generates the Set events which are associated to σ
in PSSEA. A Set event corresponds to an activation
(reset and programming) of a clock. An Exp event
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corresponds to the expiring of a clock previously
activated.

• ProgSEA observes the Set and Exp events of CH and
the observable events (Σo) of the plant. From these
observations, ProgSEA issues a prognosis∈{0, 1} on
whether a fault is predicted. Note that ProgSEA deals
with timing constraints via its interaction with CH.

Since Set events are associated to events observed by
CH, the proposed architecture requires that in the SEA
PSSEA, Set events are associated uniquely to observable
events (of Σo). This corresponds to Hypothesis 2.2 given
in Section 2.6.

Σ oΣ uo

Plant
Prognosis system

Clock−Handler ( CH )

Exp

ProgSEA

{0, 1}

Observes
Set

Fig. 6. Prognosis architecture

5.4 Prognosis Problem Formulated in the SEA Framework

With the above prognosis architecture, the prognosis prob-
lem is reformulated as follows:

(1) The system to be prognosed, noted (P;CH), consists
of the plant and CH and is modeled by the SEA
PSSEA.

(2) The specification (representing the healthy behavior)
is defined by the SEA SSEA, which corresponds to
PSSEA without its faulty states.

(3) The objective is to compute the model of ProgSEA
that will predict behaviors of (P;CH) that do not
conform to SSEA.

An advantage of this reformulation is that we have trans-
formed a real-time prognosis problem into a non-real-time
form. In fact, (P;CH) can be seen as a non-real-time DES,
because its behavior is defined uniquely by event sequences
of P and CH. The Set and Exp events are used to express
the timing constraints in the form of event sequences. An
other advantage is that we provide a simple and practical
prognosis architecture.

To define more formally the new problem formulation,
we use the notions of boundary states and non-indicator
states, as follows:

• A boundary state is a healthy state of PSSEA that
has an outgoing transition whose destination state is
faulty. That is, from a boundary state, we can reach
a faulty state with time passing (transition of type 1)
or by the occurrence of an event of Σ (transition of
type 2 or 3).

• A non-indicator state is a healthy state of PSSEA

from which we can reach a healthy marked state or
a cycle of healthy states, and thus, it is possible that
we never reach a faulty state. Therefore, no fault can
be predicted with certainty when the current state is
non-indicator.

Note that boundary and non-indicator characteristics are
not exclusive with each other, that is, a healthy state may
be identified as both boundary and non-indicator.

We use the following languages of SEA: P = L(PSSEA)
contains the sequences accepted by PSSEA, S = L(SSEA)
and F = P\S contain, respectively, the healthy and faulty
sequences of P. We also define ∂SEA (resp. ΥSEA) as the
set of sequences of S that lead to boundary (resp. non-
indicator) states of PSSEA.

To define SEA-prognosability, we use the projection of
event sequence and of language of SEA (denoted M , like
for TA), which consists in erasing the events of Σuo .
Definition 5.1. Given the two SEA PSSEA and SSEA,
the pair (SSEA,PSSEA) is called SEA-prognosable if the
following equation is satisfied:

M (∂SEA) ∩M (ΥSEA) = ∅ (4)

Equation (4) means that after projection in Σo, the bound-
ary states of S remain distinguishable from the non-
indicator states of S.

We now consider the following prognosis function XSEA :
M (S) 7→ {0, 1}:

∀µ∈S : XSEA(M (µ))=
{

1, if M (µ) 6∈M (ΥSEA)
0, if M (µ)∈M (ΥSEA)

}
(5)

We have the following important propositions:
Proposition 5.1. (S,P) is TA-prognosable if (SSEA,PSSEA)
is SEA-prognosable.
Proposition 5.2. If (SSEA,PSSEA) is SEA-prognosable
then there exists a function XTA satisfying Eqs. (1,2) and
issuing, at any time during the execution of (P;CH), the
same prognosis (0 or 1) as the function XSEA defined by
Eq. (5).

From Propositions 5.1 and 5.2, we deduce that solving
Problem 1 formulated at the end of Section 3 is guaranteed
by the resolution of the following problem:
Problem 2. To check if (SSEA,PSSEA) is SEA-prognosable
(i.e., Eq. (4) satisfied), and if yes, to construct the function
XSEA defined by Eq. (5).

5.5 Prognosis Procedure

Based on the results of the previous subsections, we
propose a six-step prognosis procedure that checks SEA-
prognosability and constructs the function XSEA. We
illustrate the steps of our procedure by the example of
Fig. 3.

Steps One and Two: We apply the two steps of Subsec-
tion 5.2, which compute the TA PS and the SEA PSSEA,
respectively. For the example of Figure 3, the results of
Step 1 and 2 have been shown on Figures 4 and 5. In Fig-
ure 5, the healthy, faulty and marked states are indicated
by h, f ,m, respectively.

Step Three: Among the healthy states of PSSEA, we
identify the boundary states and the non-indicator states
defined in Subsection 5.4, and then we remove all faulty
states (they were useful only to identify the boundary
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states and the non-indicator states). Let SSEA be the
obtained SEA.

Figure 7 shows the result of Step 3 for our example, where
boundary and non-indicator states are indicated by b and
ni, respectively. Since all states are healthy, the indication
h is implicit. The indication m is no more given, because
it was necessary in Step 2 only to identify non-indicator
states.

bSet(x)

aSet(x,3,5)

c

Exp(x,3)

b [Exp(x,5)]

nini

[Exp(x,5)]

Exp(x,3)c

Fig. 7. Result of Step 3 for the example of Fig. 3

Step Four: We compute the SEA SSEAo = M (SSEA)
by applying to SSEA the projection M . Intuitively, the
events of Σuo are erased and then we apply the usual
projection of FSA. Each state q of the resulting SSEAo

corresponds to a set of states {q1, ..., qp} of SSEA, which
we note q ≡ {q1, ..., qp}. When the prognoser has observed
a sequence that leads to q ≡ {q1, ..., qp}, it knows that
(P,CH) is in one of the states q1, ..., qp.

• A state of SSEAo is called ambiguous state if it
contains both a boundary state and a non-indicator
state (may be a same state which is both boundary
and non-indicator). Intuitively, when the prognoser
has observed a sequence that leads to an ambiguous
state of SSEAo, it cannot exclude the possibility that
(P,CH) is in a boundary or in a non-indicator state.
Therefore, it cannot make any prediction.

• A state of SSEAo is called indicator state if it con-
tains no non-indicator state. Intuitively, when the
prognoser has observed a sequence that leads to an
indicator state of SSEAo, it deduces that (P,CH) is
not in a non-indicator state of SSEA. Therefore, it can
predict that a fault will certainly occur in a bounded
future.

Figure 8 shows the result of Step 4 for our example,
assuming c is the only unobservable event. The unique
indicator state is identified by i, and there is no ambiguous
state.

In this Step 4, we assume Hypothesis 2.3 which guarantees
that after the projection, no state has several outgoing
transitions with the same event but distinct clock resets.
Otherwise, CH cannot decide which clocks have to be reset
when the event occurs.

bSet(x)

Exp(x,3) iaSet(x,3,5)

Fig. 8. Result of Step 4 for the example of Fig. 3

Step Five: We check SEA-prognosability (defined by
Eq. (4)) which is satisfied iff SSEAo has no ambiguous
state.

SEA-prognosability is satisfied in the SSEAo of Fig. 8,
because there is no ambiguous state.

Step Six: Assuming SEA-prognosability, we compute the
prognoser ProgSEA, which is an observer of (P,CH) that
issues a prognosis verdict according to its observation.
It can be formally defined by the SSEAo computed in
Step 4 and by the function XSEA (defined by Eq. (5))
which associates the prognosis 1 to the indicator states
of SSEAo and the prognosis 0 to the other states. SEA-
prognosability guarantees that when the (P,CH) may
become faulty at a next transition: it will certainly become
faulty at any next transition, and the prognoser can
predict it.

Since our example is SEA-prognosable, we compute the
prognoser, which issues the prognosis 1 when it has ob-
served a sequence that leads to the indicator state (i) of
SSEAo of Fig. 8. The prognosis is 0 for the two other states.
We see that the faulty behavior is predicted as soon as
Exp(x ; 3 ) is observed instead of b (i.e., x = 3 and b has not
occurred). Note that this corresponds to our expectation
of the end of Subsection 5.1.

By the use of SetExp, our prognosis procedure reduces
significantly the state explosion due to the magnitude of
constants used in timing constraints. This reduction is due
to the fact that the only time instants that are explicitly
represented by events, are those when a timing constraint
of the plant or the specification switches from satisfied to
unsatisfied and vice versa.

6. CONCLUSION

We provide a prognosis method for real-time discrete event
systems (RTDES) modeled by timed automata (TA). The
method is based on expressing the real-time prognosis
problem into a non-real-time form, using a transformation
of TA into finite state automata, where the passing of
time is represented by two types of events: Set and Exp
events that correspond to activations and expiring of
clocks, respectively. The proposed transformation is called
SetExp. We develop a procedure based on SetExp that
checks prognosability and synthesizes a prognoser. An
advantage of our approach is that, beside providing a
practical prognosis architecture, it reduces significantly
the state explosion problem induced by the magnitude of
constants used in timing constraints.

In a near future work, we will present a more complete
study of the complexity of our prognosis procedure. We
also plan to implement the procedure and apply it to
complex examples. Another interesting issue is to study
the decentralized prognosis of RTDES.
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ment of Electrical and Computer Engineering, Univer-
sity of Sherbrooke, Sherbrooke, QC, Canada, 2008.
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Abstract: The paper contributes to modeling an orchestrated complex Web Service (BPEL)
with Colored Petri Nets (CPNs) for diagnosis. In the CPNs model, colored tokens are used to
represent the faults in a BPEL process. A uniform fault model is introduced to represent both the
faulty input data and external faulty Web services called by the BPEL activities. We use three
I/O data dependency relations for each BPEL activity. To represent the fault propagation in
colored Petri nets, we define the color propagation functions for each data dependency relation.
We give a concrete translation from a BPEL service to a CPNs model. Model-based diagnosis
framework is then used. Based on the evolution equation in Petri nets theory, we construct an
inequations system as a diagnosis problem and solve it with an algebra algorithm.

Keywords: Model-based diagnosis, BPEL, Web service, Colored Petri Nets

1. INTRODUCTION

Self-healing software is one of the important challenges for
Information Society Technologies research. Our paper pro-
poses a centralized diagnosis approach for BPEL (OASIS
[2006]) services, whose goal is to design a framework for
self-healing Web services by adopting artificial intelligence
methodologies to solve the diagnosis problem by support-
ing online detection and identification of faults.

A Web service (WS) is a set of distributed message ori-
ented interacting components. We can construct complex
WS systems by composing basic WSs in two ways: orches-
tration and choreography (P2P). An orchestrated BPEL
service is a central process to organize (basic or complex)
WSs to finish complex tasks. A choreographed WS has not
a central process while all the involved WSs are aware of
their partners but none has the global view of the whole
WS application. Distributed WS applications make B2B
engineering more convenient but raise more challenges for
handling dysfunctions. For example, how to locate the
source and reason of faults when they occur somewhere
in a distributed WS application? As orchestration is the
basic of the WS composition, we focus on single BPEL
service diagnosis based on CPN (Diaz [2001]) model which
can be easily extended to a distributed environment.

During the interaction of distributed WS components,
subtle faults can come from corrupted data or some
functional errors. Due to the message oriented nature of
WS applications, faulty data is propagated through the
? This research has been initiated in the framework of the FP6
IST project 516933, WSDIAMOND (Web Services DIAgnosability,
MONitoring and Diagnosis) and continued in the framework of
the national ANR project WEBMOV (Web services Modeling and
Verification).

execution trace and is used to elaborate other faulty data
and control decisions. In this way the subtle faults become
large ones.

Consider the following example which will be used as
an illustration example along this paper: a BPEL ser-
vice FlightAgent calculates a series of business flight
costs. The FlightAgent starts with a receive activity
C to receive a request string of the series of departure
cities and dates, for example, from Paris to London on
01/03/2008, and from London to Madrid on 03/03/2008,
from Madrid to Rome on 05/03/2008, and from Rome
to Paris on 09/03/2008, all the dates are in European
format. FlightAgent iteratively (by using While activity
W ) invokes an invoke activity S to split the request string
to get the information for one flight: the departure city, a
departure date, and an arriving city (which is also the de-
parture city of next flight). Whereafter an invoke activity
O reserves the flight tickets and cumulatively calculates
the flight fees.

We consider two types of faults: the faulty input data and
the bad basic WS which sometimes cannot be tested or
detected immediately. For example, bad activity S inter-
prets the date format incorrectly, 01/03/2008, 03/03/2008,
05/03/2008, and 09/03/2008 are misinterpreted as Jan-
uary 03, 2008, March 03, 2008, May 03, 2008, and Septem-
ber 03, 2008. which is hard to test locally. As to the
prizing rules of the airline, at the end of the process, reply
activity P returns the total ticket price of the whole trip
(in figure 3a) which is unreasonably huge. The client (or
other Web service which invokes FlightAgent) can arise
an exception. These two types of faults both reflect on data
within the BPEL process. So we consider both of them as
data fault while the latter one is explained as the basic
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WS fault. Note that we suppose the overall orchestration
and choreography schema is correctly designed.

A BPEL process can be considered as a discrete event
system (DES). Automata, process algebra, and Petri nets
are the most popular models. We refer the reader to
Yan [2008] for the surveys of formal methods of Web
services modeling. In this paper, we address the data
faults by using the model based diagnosis approach, and
more specially, the discrete event model based approach
(Ardissono et al. [2005], Benveniste et al. [2003], Boukadi
et al. [2006], Chatain and Jard [2005], Li et al. [2007],
Yan and Dague [2007], Ye and Dague [2008], Zhang et al.
[2008]). Among the usual discrete event model, we use
colored Petri nets to define the diagnoser. Many works use
the Petri nets to do diagnosis (Benveniste et al. [2003],
Li et al. [2007], S.Genc and S.Lafortune [2005], Ye and
Dague [2008]). Some works use high level Petri nets to
modeling WS (Chatain and Jard [2005], Yi and Kochut
[2004], Zhang et al. [2008], Boukadi et al. [2006]) as the
CPN model is more compact and expressive from the
aspect of data evolution. While there are few work which
uses CPN model to solve the WS diagnosis problem.

The main originality of this work is a natural use of the
colored Petri nets (supported by CPN Tools CPN Group
[2007]); the color domain is used to model data (states)
status and transitions are used to define transition sta-
tus. The model presented here can be generalized to a
very large software domain besides Web services. Another
originality is the diagnosis methods: unlike most of other
works based on Petri nets, we don’t use an unfolding
approach (Benveniste et al. [2003], S.Genc and S.Lafortune
[2005], Yan and Dague [2007], Ye and Dague [2008]), but
use the incidence matrix and the characteristic vector of
the observed trace in order to transform the diagnosis
problem to an inequations system, and then we propose an
algorithm to solve one inequation and then the inequations
system.

The paper is organized as follows: in section 2, we in-
troduce CPN model for the BPEL services and define
their firing rules. We define CPN model for typical basic
activities and structural operators of BPEL in section 3; in
section 4, we define the diagnosis problem and its solution
and illustrate it with a concrete example; in section 5,
we introduce some related work, compare the different
methods, and give some directions for future research.

2. COLORED PETRI NET

A Petri net is a Colored Petri Net if its tokens can be
distinguished by colors. Here we restrict the definition of
Colored Petri Net that we use in this paper.

Let E be a set, a multiset on E is an application m from E
to Z (a multiset is denoted as m = q0e0 + ....+ qnen where
qi = m(ei), Z is the integer set). We use M(E) to define
the set of finite multisets from E to Z, and M+(E) if we
restrict it to N. Sum and subtract operators between two
multisets are defined as in Jensen [1997]. For two given
value domains D, D′, we denote by [D → D′] the set of
possible functions from D to D′.
Definition 1. A Colored Petri Net graph (CPN graph) is
a tuple N=〈Σ,X ,F ,P ,T ,cd,Pre,Post〉, where: Σ is a set of

colors (see Jensen [1997]). X is set of variables that range
over Σ. F is a set of color functions, F ⊆ ⋃

n
[Σn → Σ].

P is a set of labeled places, and there are two types of
places exists: AP , the activation places which contains
the CPN execution control, DP , which contains the data
used during the execution of CPN, especially, we denote
the constant data places set as CP ; Formally, this is
represented as follows: P : AP ∪ DP and CP ⊆ DP ,
AP ∩DP = ∅. T is a set of labeled transitions, we denote
Type : T ′ → T ′′ with T ′, T ′′ ⊂ T and T ′ ∩ T ′′=∅ is a type
function of T . Cd : P → 2Σ, is a function that associates to
each place a color domain 1 . Pre, Post : are forward and
backward matrices such that Pre : P × T →M+(Σ∪X ),
are input arc expressions. And Post : P × T → M+(E),
are output arc expressions.

E represents a color expression which can be a color
constant, a variable, or a color function of F (completely
or partially instantiated). Given an expression e ∈ E , we
use V ar(e) to denote the set of variables which appear in
e, and Eval(e), the evaluation of e in Σ.

We denote •t and t• as the input and output places set of
transition t, •p and p• as the input and output transitions
set of place p.
Definition 2. A CPN graph N = 〈Σ,X ,F ,P ,T ,cd,Pre,
Post〉 is well formed iff: ∀t ∈ T, ∀p ∈ t•, we have
V ar(Post(p, t)) ⊆ V ar(Pre(., t)) with V ar(Pre(., t)) =⋃
p′∈•t

var(Pre(p′, t)).

In a well formed CPN graph, we restrict that for each
transition, the output arc expressions must be composed
by the variables which are in the input arcs expressions.

To each CPN graph, we associate its terms incidence
Matrix C (P × T →M(E)) with C = Post− Pre.
In the following, we define the behaviors (the dynamics)
of a CPN System.
Definition 3. A marking M of a CPN graph is a multiset
vector indexed by P , where ∀p ∈ P,M(p) ∈M+(cd(p)).

Operators + and − on multisets are extended to markings
in an obvious way.
Definition 4. A Colored Petri Net system (CPN system)
is a pair S=〈N,M0〉 where N is a CPN graph and M0 is
an initial marking.
Definition 5. A transition t is enabled in a CPN system
S with present marking M , iff ∃u, with M ≥ Pre(., t)u,
V ar(Pre(., t)) → Σ, which is a binding of the input arcs
variables. 2

We use M [t〉u to denote that t is enabled in M by the
use of u, and we use the classic notation M [t〉 if u is not
important (e.g. when u is unique).
Definition 6. Let M be a marking and t a transition, with
M [t〉u for some u. The firing of the transition t changes
the marking of CPN from M to M ′ = M + C(., t)u. We
note the firing as M [t〉uM ′.
1 In this definition, a transition has no color domain. This restriction
will be explained in section 3.2.
2 u must respect the color domain of the places, i.e., ∀p ∈• t,
x ∈ var(Pre(p, t)), we have u(x) ∈ cd(p).
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Definition 7. We extend the definition 6 to a sequence of
transitions δ ∈ T ∗ as: M [δ〉M if δ is the empty sequence;
M [ωt〉M ′ iff ∃M ′′ such that M [ω〉M ′′ and M ′′[t〉uM ′.

3. FROM BPEL TO CPN MODEL

There exist already many works dedicated to translate
BPEL services into CPN model for verifying (Tan et al.
[2009],Boukadi et al. [2006]), composing (Zhang et al.
[2008]), supervising (Chatain and Jard [2005]), etc.. In this
section, we construct our own CPN model by introducing
the faulty behaviors into Petri nets model which is suit-
able not only for diagnosing BPEL services, but also for
diagnosing other large software systems.

A BPEL process consists of basic activities and structured
operators. The idea of modeling BPEL to CPN is: to map
each primitive data to a place, each basic activity to a
transition. To each basic activity, input and output activa-
tion places ain ∈ P and aout ∈ P are associated to identify
the execution order. To include the fault model, additional
transitions are added to represent the unobservable faulty
activities either in basic WSs or in BPEL services. The
structured operators are modeled as CPNs which sew
the structured sub-processes by combining, disjointing, or
generating the local activation places. Once a red token
is generated by a faulty transition in a basic activity,
the fault is passed along the execution trace through the
arc expressions which are represented in Pre and Post
matrices. In the following, we define how to translate the
static and dynamic features into CPN models.

3.1 BPEL data Variables and constants

BPEL data variables and constants
To catch maximally the dependency between data (vari-
ables, constants, etc.), we decompose the structured data
types into their elementary parts, denoted by the leaves
of their XML tree structure. For a variable X of type m
(resp. an Xpath expression), we use xi to range over the
Leaves(m) (resp. Leaves(X)) and denote the xi part of
X by a couple (X,xi). In our mapping, each data variable
and constant is represented by a unique place in CPNs.

Color Domain
In our CPN model, three colors are used: red (r) marks
a place with faulty data value; black (b), not faulty data
value; and unknown color (∗), unknown correctness of data
value.

Data dependency within BPEL v.s. color functions
To specify the effect of each activity on data, we give
each activity a data dependency signature in term of three
dependency relations (Ardissono et al. [2005]): forward
(FW ), if the activity just copies the value from the
input to the output; source (SRC), if the output data is
generated by the activity; and elaboration (EL), if the
output data is elaborated from the set of input data.
To each of this dependency relation, we associate a color
propagation function to represent the data status (faulty,
correct, or unknown status) production.
Definition 8. Given the data relations set D = {FW ,
SRC, EL}, ∀d ∈ D, the associated color propagation
function dc is defined as: ∀c,c′∈Σ,∀C⊆Σ,





FW c ∈ [Σ→ Σ], FW c(c)=c
SRCc ∈ [∅ → Σ], SRCc=∗
ELc ∈ [2Σ → Σ], ELc(C)=c′, with c′={

b, iff ∀c ∈ C, c=b
r, iff ∃c ∈ C, c=r
∗, iff ∃c ∈ C, c=∗ ∧ @c′′ ∈ C, c′′=r

In the following sections, we model dynamic features,
the basic BPEL activities and structured operators with
CPNs.

3.2 Translate basic BPEL activities into CPNs

BPEL service is composed with a series of basic activities.
We map each basic activity to its CPN model. Due to
space limitation, we restrict our definitions to four main
basic activities (Receive,Assign,Invoke, and Reply) while
the other similar activities can be easily translated in the
same way.

The main idea in mapping BPEL basic activities to CPNs
is: each primitive data is mapped to a place, each basic
activity is mapped to a transition, and Pre and Post
matrices are defined based on semantical data dependency.
In order to distinguish the activities execution order and
the traces among different branches, to each basic activity,
we associate an input activation place ain and an output
activation place aout.

As we focus on the data fault diagnosis of one BPEL
service, the BPEL service code is assumed to be correct.
Possible faults can be faulty data received by Receive
activities, or faulty activities which come from other WS
called by Invoke activities. So we must introduce fault
models for Receive and Invoke activities to localize the
faulty data or external WS. Our approach is to introduce
additional transitions to represent the unobservable faulty
activities and to define the color functions in Pre and Post
matrices which represent the propagation of faults.
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Fig. 1. receive and invoke CPN

Receive(m,X): an activity simply copies the values from
a message m to a local variable X. In order to model the
receiving of a set of faulty parts from a message value,
we add for each part of the message an internal transition
(fault) before the firing of the receive transition in figure 1
(left). Note that data places (m,mi), (x, xi) are simplified
as mi, xi.

The CPN model of Receive contains two kinds of fault
transitions: the activation fault transition tf0 , and the
data fault transitions tfi , we define their types as:
Type(tf0)=Type(tfi)=trec. The execution of tfi is trig-
gered by the consummation of the token in the input
activation place. Once tf0 (or tfi) is executed, we can
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deduce that there is a faulty control (or data) input. The
transmission of the fault (red token) is illustrated on the
arc expressions. Each arc expression represents the colored
token consumed (on an arc (p, t)) or produced (on an arc
(t, p)). To keep the liveness of the CPNs, we add an arc
from the output place xi to the receive transition trec and
its associated color function Cxi

is the color of the output
data place xi.

Reply(Y,m): an activity that copies values from a vari-
able Y to a message m for returning the response of the
BPEL service to its invoker. So Reply can be the ending
of BPEL and simply forwards (FW ) values. There is no
fault model in its CPN and we simply fill Post with FW
functions.

Assign(X,Y): an activity that reorganizes local variable
parts inside a BPEL process without changing the values.
So its model is similar to Reply activity. Similar operators:
Throw and Rethrow. The Wait, Empty, and Exit activ-
ities do not have relation with the variables, so their CPN
model only have the input and output activation places.

Invoke(X,Y): an activity that calls another basic or
composite Web service. It takes the value of the variable
X as input and stores the output in the variable Y . The
data dependency can be FW , EL, and/or SRC. As Y can
be infected by external faulty WS which is unobservable,
we introduce a series of unobservable faulty transitions
after the invoke transition to model the faults caused by
external WS as is illustrated in figure 1 (right).

The CPN model of Invoke only contains the data fault
transitions tfi , which are triggered by the consummation
of the token in the output activation place. Once tfi is
executed, there should be a fault in its output data place
and it can be passed to the other activities along the BPEL
process execution trace. Again, we define Type(tfi) = tinv.

3.3 Translate structured BPEL activities into CPNs

In this section, we show how to obtain BPEL process CPN
by a modular combination of a set of CPNs. We formally
define four main structural operators (Sequence, Switch,
While, and Flow) while the other similar operators can
be easily translated in the same way.

Sequence operator sequence(S1, S2)
Sequence connects different activities, and the execution
order of these activities is the same as their appearance
order in the constructor. So we can generate the resulting
sequence CPN by simply merging the local intermediate
output and input activation places of contractive CPNs
(in figure 2(a)).

Conditional operator Switch({(coni(Xi, Vi),Si)}i∈I)
Switch represents an alternative execution of the activities
Si under the conditions coni(Xi, Vi). Xi and Vi are respec-
tively the variables and constants. For each subprocess
Si, we add a transition coni to generate its activation
place. Each coni takes the common activation input place
of Switch, Xi, and Vi as inputs to elaborate an input
activation place ain

i for subprocess Si. A new aout is added
to replace all the aouti of subprocess Si (in figure 2(c)).
Similar operators: Scope together with the compensation

handlers, event handlers, and fault handlers, Pick together
with OnMessage, IF , Link.

Iterative operator while(con(X,V ), S1)
While iterates the activity S1 execution until the breaking
off of the conditions con(X). The CPN graph of While is
similar to Switch in which the activation input place of the
subprocess S1 is elaborated by the activation input place
of While, X, and V . But in While, the aout of iterative
subprocess is also ain of tcon. Note that tcon represents the
transition if condition con is true and tcon represents the
transition if condition con is false (in figure 2(b)). Similar
operators: RepeatUntil, ForEach.

Parallel operator flow({Si}i∈I)
Flow executes the activities Si in parallel. It terminates
when all the activities are finished (fork-join). So we
add ain, aout, tin, and tout to compose the subprocesses
together in parallel (in figure 2(d)).
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Fig. 2. CPN models of the structural operators

3.4 Some remarks on the BPEL model

Observable vs unobservable transitions
To distinguish the BPEL activities transitions which are
observable and the fault transitions which are not, we
divide T into observable transitions Tobs and fault transi-
tions TF (T=Tobs∪TF and Tobs∩TF =∅). Remember a type
function over faults has been defined, that associates to a
fault its observable transition Type: TF→Tobs.

Initial and symptom markings of BPEL model net
The initial marking is obtained by marking P . CP are
marked as unknown as they cannot be changed by any
transition; DP are marked as black; a ap ∈ AP which
activate the first execution of CPN is marked as black
and the other AP are marked as 0. The final marking is
retrieved from the thrown exception. When fault(s) occurs,
an exception will be thrown to specify on which activity,
there is a faulty part(s), which corresponds to the places
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in DP . Specially, unmatched or uninitiated data (variable)
refers the BPEL process may chose fault execution branch.
In this case, the input activation place of the activity
will be marked as r. All the other places are marked as
unknown because there is no information of their marking.

One-boundness of the BPEL model nets
The resulted CPNs are one-bounded (or safe, means one
place can at most contain one token, proof is omitted
because of space limitation), in which places represent
either data or activation variables.

3.5 Example (cont’d):

Now we can construct the CPN of the BPEL service
flightAgent as in figure 3. Note that place d0 represents
the request string, d1 is a null flight schedule variable,
and invoke activity to will fill it with data during the
execution of process flightAgent. Place d5 is the output
flight schedule list variable. To keep the visibility of the
graph, the color functions which do not concern the data
dependency are omitted, for example, color function Cain

on the arc (ain, tc) is omitted.
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Fig. 3. BPEL (a) and CPN model of flightAgent

4. DIAGNOSIS OF BPEL SERVICE USING CPN

4.1 Diagnosis problem

During the runtime of a BPEL service instance, we can
record the sequence of activities executed within this
instance, that we call the trace. This trace belongs to
(Tobs)∗. When a fault occurs, an exception is thrown
by an execution engine or a WS client, what we call in
diagnosis literature, a symptom occurs. Exceptions are
thrown due to some inconsistency of a part of the services
state. The inconsistency concerns either data variables
values or activation data (e.g receiving a null, corrupt,
or unexpected message). In either case, a symptom can
be represented as a marking where the faulty data (or

activation) places are marked as a red token and the others
can be marked either as black or unknown.
Definition 9. Let M be a marking, M is a symptom
(exception) marking iff ∃p, M(p)(r)6=0. We denote the
symptom markings by M̂ .

We can now give the definition of a diagnosis problem as
follows:
Definition 10. A diagnosis problem is a tuple D=<
N, δo, M̂ >:

• N is a CPN system that represents the model of a BPEL
service;

• δo is an observable trace δo ∈ (Tobs)
∗;

• M̂ is a symptom marking.

Before giving a definition of a solution to a diagnosis
problem, we introduce a covering relation as follows:
Definition 11. A covering relation ¹ between colors of
Σ={r, b, ∗} is a partial ordered relation where any color
covers itself and the ∗ color covers all colors (i.e ¹={(r, r),
(b, b),(∗, ∗),(r, ∗),(b, ∗)}). We extend the color covering
relation to multisets and markings as follows:

• let m, m′ ∈M+(Σ), we have m ¹ m′ iff
∑
c∈Σ

m(c)=
∑
c∈Σ

m′(c)∧

∀c 6= ∗, m′(c) > 0⇒ m(c) ≥ m′(c)
• let M, M ′ be two markings, we have M ¹ M ′ iff ∀p ∈ P ,

M(p) ¹M ′(p)

This means if two multisets have the covering relation,
each of their elements must have the same token numbers.
And explicitly, as ∗ covers both r and b, but r and b do
not cover each other, so 3× r does not cover 2× r+ 1× b.
We give now a definition of a diagnosis:

Definition 12. Let D=〈N ,δo,M̂〉 be a diagnosis problem,
a diagnosis Sol⊆TF and Sol 6=∅ such that: M0+C×

−⇀
δ ¹M̂

with
−⇀
δ is a characteristic vector defined as follows:

• ∀t ∈ Tobs,
−⇀
δ (t)=

−⇀
δo(t), where

−⇀
δo(t) is the occurrence number

of t in δo;

• ∀tf ∈ Sol,
−⇀
δ (tf )=1;

• ∀tf ∈ (TF \ Sol),
−⇀
δ (tf )=0.

Note that we restrict the value of a fault transition to 1.
This is due to the fact that a fault transition only changes
the color of token to red and has no effect on the activation
places marking. Even if a fault happens more than once
we consider only the occurrence of the fault transition that
can explain the symptom (the red token). Thus we restrict
the value of the characteristic vector of a fault transition
to one or zero (happened and explains the symptom or did
not happen).

Definition 13. Let D=〈N ,δo,M̂〉 be a diagnosis problem
and Sol be a diagnosis, Sol is minimal iff ∀Sol′ ⊂ Sol,
Sol′ is not a diagnosis.

Definition 14. Let D=〈N ,δo,M̂〉 be a diagnosis problem,
the diagnosis solution DS ⊆ 2F is the set of all possible
minimal diagnoses.
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4.2 Diagnosis of CPN by inequations system solving

Let D=〈N ,δo,M̂〉 be a diagnosis problem and let ni be
variables ranging over {0, 1}, we construct the character-
istic vector δ as follows:

• ∀t ∈ Tobs,
−⇀
δ (t)=

−⇀
δo(t);

• ∀tfi
∈ TF ∧

−⇀
δo(Type(tfi

)) 6= 0,
−⇀
δ (tfi

)=ni;

• ∀tf ∈ TF ∧
−⇀
δo(Type(tf ))=0,

−⇀
δ (tf )=0;

We can then construct an inequations system (one inequa-
tion for each place) for the diagnosis problem as follows:

QM̂=





Eqp1 : M̂(p1) ºM0(p1) + C(p1, .)
−⇀
δ

· · ·
Eqpi : M̂(pi) ºM0(pi) + C(pi, .)

−⇀
δ

· · ·

To each place p, we associate an inequation Eqp where
the left part is l(Eqp)=M̂(p) and the right part is
r(Eqp)=M0(p)+C(p, .)

−⇀
δ . We divide the set of inequations

QM̂ into three subsets:

• Qr
M̂

={Eqp|l(Eqp)=r}
• Qb

M̂
={Eqp|l(Eqp)=b}

• Q∗
M̂

={Eqp|l(Eqp)=∗ ∨ l(Eqp)=0}

The diagnosis algorithm executes backward reasoning re-
cursively (algorithm 2) for each inequation Eqp ∈ Qr

M̂
within QM̂ and then combines all the diagnosis results
(algorithm 3). In the following, we give first the solution
of one inequation and then that of an inequations system.

One inequation Qr
M̂

solving
The part on the right side of an inequation is a multi

set composed by color functions, constants, and the cor-
responding place variables which may have positive or
negative coefficients. Solving the inequation consists in
canceling the negative terms in the right part, keeping
the positive color functions, and evaluating the positive
coefficient ni red tokens to 1 (algorithm 1). Algorithm 1
looks for the possible minimal diagnosis Nr

p corresponding
to one symptom place p in a symptom marking. And at
the same time, it looks for the candidate inequations Cr

p
which can explain the symptom place but should be solved
further. So to completely solve an inequation, we need to
recursively solve Cr

p until getting a final diagnosis solution
for one symptom place. The idea is to recursively solve
each inequation in Qr

M̂
by getting the diagnosis solution

Solp for one symptom place (algorithm 2).

An inequations system QM̂ solving
By solving each inequation in Qr

M̂
, we get the diagnosis

for a inequations system QM̂ (algorithm 3). The union set
of all the Solp is the diagnosis solution for QM̂ which can
contain multiple symptoms (faults).

4.3 Example (cont’): incidence matrix of flight agent

In the example of CPN of flight agent, we can see that
flight agent CPN contains 12 places and 11 transitions (5
of them are unobservable, and 6 are observable). Table 1
is the incidence matrix of flight agent got by C=C+−C−.

3
∪
× is an operator that applies the union operator on couples

resulting from the Cartesian product.

Algorithm 1 Algorithm partially solving a Qr
M̂

inequation:

solvAnEqu(Eqp)

Input: Eqp: a Qr
M̂

inequation concerns a place p;

Output: < Cr
p , Nr

p > {Cr
p :a set of color functions which generate

red tokens; Nr
p : a set of faulty transitions;}

1: Cr
p=∅; Nr

p=∅;
2: ForEach ni × ci ∈ r(Eqp)+=

∑
i∈I

ni × ci do
3: if ni is not a constant and ci = r then
4: Nr

p=Nr
p ∪ {tfi

}; {records the faulty transition tfi
in Nr

p}
5: else if ci is a color function concerning place p′ then
6: Cr

p=Cr
p ∪ {cp′};{records the place cp′ if its color ci is

unknown for further solving}
7: else if ci is a color propagation function dc

i then
8: Cr

p={Cr
p} ∪ {cpi ∈ V ar(ci)};{records all the input places

of ci for further solving}
9: end if

10: end for
11: return < Cr

p , Nr
p >;

Algorithm 2 Diagnosis solution algorithm for completely solving
a Qr

M̂
inequation: CSD(QM̂ , Eqp)

Input: QM̂=Qr
M̂
∪Qb

M̂
∪Q∗

M̂
: the inequations system ;

Eqp ∈ Qr
M̂

: an inequation to solve;

Output: Solp: a diagnosis solution concerning a symptom place p;
1: Solp=∅;
2: 〈Cr

p ,Nr
p 〉=solvAnEqu(Eqp);{get the first back reasoning result,

Cr
p need to be resolve further}

3: Solp=Solp ∪Nr
p ;{record the current diagnosis}

4: if Cr
p 6= ∅ then

5: ForEach cp′ ∈ Cr
p do

6: if ∃Eqp′ ∈ Q∗
M̂

then

7: if l(Eqp′ )=∗ then

8: Solp = Solp ∪ CSD(Qr
M̂
∪ {r º r(Eqp′ )} ∪ (Qb

M̂
∪

Q∗
M̂

) \ {Eqp, Eqp′}, r º r(Eqp′ )); {evaluates the

l(Eqp′ ) as r, reconstructs the inequations system and
recursively back reasoning until solved all the related
places}

9: else if l(Eqp′ )=0 then

10: Solp=Solp∪CSD(Qr
M̂
∪{r º r(Eqp′ )+cp′}∪ (Qb

M̂
∪

Q∗
M̂

) \ {Eqp, Eqp′}, r º r(Eqp′ ) + cp′ );{evaluates the

l(Eqp′ ) as r and add a red token on the right side
of the inequation to balance Eqp′ , reconstructs the
inequations system, and recursively back reasoning
until solved all the related places}

11: end if
12: end if
13: end for
14: end if
15: return Solp;

Algorithm 3 Diagnosis solution algorithm for QM̂

Input: QM̂=Qr
M̂
∪Qb

M̂
∪Q∗

M̂
: the inequations system ;

Solp=∅: a diagnosis solution concerning a symptom place p;
Output: D: a diagnosis solution of QM̂ ;
1: D=∅;
2: ForEach Eqp ∈ Qr

M̂
do

3: Solp=CSD(QM̂ , Eqp); {resolve each inequation in Qr
M̂

by

back reasoning}
4: D=D

∪
× Solp; 3

5: end for
6: return D;
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Table 1. C = C+ − C−: incidence matrix of flight agent

C+ − C− tfa tf0 tf1 tC tW t
W

tS tf3 tO tf2 tP

ain r − ain ain-ain ain-ain −ain

a2 FW c(ain) −a2 −a2 FW c(a4)

a3 ELc(a2 , d2) −a3 a3-a3
a4 FW c(a3) a4-a4 −a4
a5 ELc(a2 , d2) −a5

aout FW c(a5)

d0 r − d0 d0-d0
d1 r − d1 d1-d1
d2 FW c(d0)-d2 d2-d2 d2-d2 d2-d2 r − d2
d3 FW c(d1)-d3 ELc(d4)-d3 −d3
d4 ELc(d2)-d4 r- d4 d4-d4
d5 ELc(d3)-d5

As to space limitation, in the incidence matrices, we use
the name of places to represent the colors of the places,
for example, ain represents Cain . Transitions tfa

, tf0 , tf1 ,
tf2 , and tf3 are unobservable activities (in gray columns).
Especially tfa

, tf0 , and tf1 generate the input fault data
of flight agent, tf3 represents the external fault in the WS
which is invoked by tS , and tf2 represents the external
fault in the WS which is invoked by tO.

4.4 Example (cont’): diagnosis solution of flight agent

In our diagnosis scenario, each BPEL process is associated
with a monitoring platform, which dedicates to record the
status of the activities and variables of each execution
instance, and a diagnosis WS, which contains the initialed
(all DP are marked as black and AP are marked as 0
excepts the first input activation) CPN model of the BPEL
and acknowledge the diagnosis WS. The diagnosis WS
can be triggered by the BPEL executer (BPEL execution
engine) or invoker (WS, application, etc). Once a symptom
is thrown by the executer or invoker, the (activation or
data) places which correspond to the symptom is marked
as r while the other data places are marked as ∗, and
activation places are marked as 0. Now suppose we get a
series of observed activities σ0: C, W , S, O, W , S, O, W ,
and P , which means the while iteration is processed twice.
Then we construct a characteristic vector

−⇀
δ T : (tfa tf0 tf1

tC tW tW tS tf3 tO tf2 tP )=(n0 n1 n2 1 2 1 2 n4 2 n3 1).
Given an initial marking M0 =(ain a2 a3 a4 a5 a

out d0 d1

d2 d3 d4 d5)=(b 0 0 0 0 0 b b b b b b), we suppose that,
in two diagnosis scenarios, we got two symptom markings
Mn1 = (ain a2 a3 a4 a5 a

out d0 d1 d2 d3 d4 d5)=(0 0 0 0 0
∗ ∗ ∗ ∗ ∗ ∗ r), and Mn2 = (ain a2 a3 a4 a5 a

out d0 d1 d2

d3 d4 d5)=(0 0 0 0 0 r ∗ ∗ ∗ ∗ ∗ r ). For symptom marking
Mn1 , we can construct an inequations system as in (1).

Note that for final marking Mn2 , we can construct a
similar inequations system except Eqaout is different (r º
FW c(Ca5) + 0) from the one in equation system (1).
By applying the diagnosis algorithms, the diagnosis that
concerns the symptom marking Mn1 is illustrated in figure

4 while the diagnosis that concerns Mn2 is the
∪
× product

of the diagnosis illustrated in figures 4 as the inequations
system for symptom marking Mn2 contains one more red
token in the activation output place aout. In figure 4, we
illustrate the diagnosis solving process in structured trees.
The nodes represent the inequations needed to be solved
and each leaf represents a diagnosis and the union of all
leaves is a diagnosis solution.

As a result, for symptom marking Mn1 , we have the di-
agnosis: D1={{tf0}, {tf1}, {tf2}, {tf3}} represents 4 single
faults. Either the input data fault d0, or the input data
fault d1, or the transition fault on invoke activity S,
or the transition fault on invoke activity O. Concerning
the symptom marking Mn2 , the diagnosis is extended

as: D=D1

∪
× D2, where D2 concerns the red token in

activation place aout. As illustrated in figure 4 (right),
D2={{tfa

}, {tf0}, {tf2}}. So, we get diagnosis D={{tf0},
{tf2}, {tfa

, tf1}, {tfa
, tf3}}, i.e., the fault is on input data

place d0, or on transition O, or on input activation place fa

and invoke activity C, or on input activation place fa and
invoke activity S. And these results can be used further
for the study of diagnosability.





Eqain : 0 º (r − Cain )× n0 − Cain + b
Eqa2 : 0 º FW c(Cain )− Ca2 × 2− Ca2 + FW c(Ca4 )× 2 + 0
Eqa3 : 0 º ELc(Ca2 , Cd2 )× 2− Ca3 × 2 + 0
Eqa4 : 0 º FW c(Ca3 )× 2− Ca4 × 2 + 0
Eqa5 : 0 º ELc(Ca2 , Cd2 )− Ca5 + 0
Eqaout : ∗ º FW c(Ca5 ) + 0
Eqd0 : ∗ º (r − Cd0 )× n1 + b
Eqd1 : ∗ º (r − Cd1 )× n2 + b
Eqd2 : ∗ º FW c(Cd0 )− Cd2 + (r − Cd2 )× n3 + b
Eqd3 : ∗ º FW c(Cd1 ) + (ELc(Cd4 )− Cd3 )× 2− Cd3 + b
Eqd4 : ∗ º (ELc(Cd2 )− Cd4 )× 2 + (r − Cd3 )× n4 + b
Eqd5 : r º ELc(Cd3 )− Cd5 + b

(1)

E q
d 5

E q
d 3

E q
d 4

E q
d 1

E q
d 2

E q
d 0

E q
a    o u t

E q
a 5

E q
a 2

E q
d 2

E q
d 0

E q
a    i n E q

a 4

E q
a 3

t f3t f1

t f2

t f0

t f2

t f0 t fa

Fig. 4. Diag: Mn1 and Diag: Eqaout in Mn2

5. RELATED WORK

The major method for diagnosing a DES is trajectory
unfolding. Unfolding method is used on the observable
trajectory of system evolution to find the faulty states as
the diagnosis. For example, Ye and Dague [2008] proposes
a decentralized model-based diagnosis algorithm based on
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the PNs model (Li et al. [2007]) by inversely unfolding the
trajectory. But in Ye and Dague [2008], local diagnoser
does not support iteration in BPEL processes.

We can adapt the flightagent example according to the
modeling methods of Benveniste et al. [2003] by represent-
ing the states of the BPEL service as places and activities
as transitions for applying the unfolding approach for
diagnosis. As this modeling approach does not consider
the data dependency so it cannot ensure the diagnosis is as
minimal as ours. S.Genc and S.Lafortune [2005] models a
modular interacting system as a set of place-bordered Petri
nets and proposes a distributed online diagnosis which
applies algebra calculations from the local models and the
communicating messages between them. But the fact that
S.Genc and S.Lafortune [2005] models the state of a model
as a transition which causes the combinatorial explosion
of the state space, and its simple Petri nets definition are
too limited to deal with the data aspects.

There are some works that model the WS system with
other types of models. In Console et al. [2002], a system is
modeled with process algebra containing faulty behavior
models. The diagnosis is done by comparing all possible
action traces with the observations. All the faulty actions
of the matched traces are the diagnosed faults. But Con-
sole et al. [2002] models and diagnosis the general WS
applications but not a concrete WS specification language.
Yan and Dague [2007] models BPEL services as enriched
synchronized automata pieces and diagnose by trajectory
reconstruction from observation while the algorithm is
incapable for diagnosing the control fault in the process.

A similar diagnosis approach has been proposed in Ardis-
sono et al. [2005], of which we use the same data de-
pendency relation. But Ardissono et al. [2005] does not
support loops in WS process while we represent loops as
the occurrence in a characteristic vector. In such way, we
solve the loops without extra cost. The consistency-base
diagnosis approach proposed in Ardissono et al. [2005] is
more abstract but loses the precision on the modeling level.

Although our approach contains recursive loop, all the
recursive stops once each inequation is checked. So in worst
case, each inequation in the inequations system is checked
at most once. For each inequation concerning place p, the
time of calculating depends on the color (propagation)
functions defined in scope of •p, |t| in worst case where
t is the number of transitions. So the worst complexity
is O(|p| · |t|). But in practical, related color (propagation)
functions are much less than |t|. So the complexity of our
algorithm is much less than those of Yan and Dague [2007],
Ardissono et al. [2005], Ye and Dague [2008] (O(|p| · |t|2)).

6. CONCLUSION

This CPN modeling approach addresses diagnosis of data
fault(s) of orchestrated Web services. The paper constructs
a model for the faulty data and faulty activities in a
BPEL process. We construct an inequations system for the
diagnosis of a BPEL service. And a concrete inequations
solving algorithm is proposed. The diagnosis takes advan-
tage of the matrix calculation, which helps to improve
the effectiveness of the diagnosis. The interpretation of
happened (1) or not happened (0) status of the fault

transitions avoids the unfolding of Petri nets. So the it-
erative structure in BPEL services does not increase the
complexity of the diagnosis.

Our diagnosis approach can be easily extended into the dis-
tributed environments according to the approach proposed
in S.Genc and S.Lafortune [2005] by defining a proper
composition protocol of the CPNs.
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Fault Diagnosis of Nonlinear Systems using
LPV Interval Observers
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AbstractIn this paper, an interval model-based fault diagnosis method for nonlinear system described by
means ofLinear Parameter Varying(LPV) model is proposed. The methodology is based on computing
residuals, indicators that are obtained comparing measured inputs and outputs signals with analytical
relationships, which are obtained by system modeling. The proposed detection method uses aLPV
interval observeras a passive robust strategy to generate adaptive thresholds by propagating uncertainty
to the residuals. The isolation task considers the knowledge about the faulty system behavior using the
fault sensitivity concept. The innovation of this methodology is based on the use of the fault estimation
to isolate the faults. Finally, the minimum detectable and isolable fault of the proposed method are
characterized. An application based on quadruple-tank process is used to validate the proposed fault
diagnosis approach.

Keywords: Fault Detection, Fault Isolation, Fault Diagnosis, LinearParameter Varying, LPV Interval
Observer, Linear Matrix Inequalities, Minimum DetectableFault.

1. INTRODUCTION

Many model-based fault diagnosis techniques in FDI commu-
nity, mostly based on linear models, have been investigatedand
developed in the literature over the last few years. However,
physical systems are inherently nonlinear. Existing methods
range from the direct use of nonlinear models to the use of neu-
ral networks, Takage-Sugeno fuzzy systems and neuro-fuzzy
systems (Chen and Patton, 1999). On the other hand, the use
of FDI linear-based methods has been extended to nonlinear
systems using linearization around an operating point (Murray-
Smith and Johansen, 1997). However, for systems with high
nonlinearity and a wide operating range, the linearized ap-
proach fails to give satisfactory results. Alternatively,Linear
Parameter Varying(LPV) models have recently attracted the
attention of the FDI research community. Such models can be
used efficiently to represent some nonlinear systems and allow
applying powerful linear design tools to complex nonlinear
models (Shamma and Athans, 1992). This has motivated some
researchers from the FDI community to develop model-based
methods using LPV models (see Bokor et al. (2002), among
others). The model-based fault diagnosis can be divided in two
tasks: fault detection and isolation. The principle of model-
based fault detection is based on the use of the mathematical
models of the monitored system to exploitanalytical redun-
dancy. In practice, because of input and output noise, nuisance
inputs and modeling errors affecting to the considered model,
robust residuals generators must be used. The robustness ofa
fault detection system means that it must be only sensitive to
faults, even in the presence of model differences (Chen and
Patton, 1999). One of the approaches to robustness, known as
passive, is based on enhancing the robustness of the fault detec-
tion system at the decision-making stage. Most of the passive
robust residual evaluation methods are based on an adaptive
threshold changing in time according to the plant input signal
and taking into account model uncertainty either in the timeor

frequency domain (Puig et al., 2008). The typical FDI isola-
tion approach uses a set of binary detection tests to compose
the observed fault signature. When applying this methodology
to dynamic systems, since they may exhibit symptoms with
different dynamics and/or fault sensitivities, the use of binary
codification of the residual produces loss of information (Puig
et al., 2005). It is possible to use other additional informa-
tion associated with the relationship between the residuals and
faults, as the residual fault sensitivity, to improve the isolation
results (Meseguer et al., 2006).

The innovation of this paper is to present a new fault detec-
tion and isolation method for nonlinear systems that can be
described as LPV models. The fault detection methodology
is based on comparing on-line the real system behavior of
the monitored system obtained be means of sensors with the
estimated behavior using anLPV interval observer. In the case
of a significant discrepancy (residual) is detected betweenthe
LPV model and the measurements obtained by the sensors,
the existence of a fault is assumed. Due to the effect of the
uncertain parameters, the outputs of LPV models are bounded
by an interval to avoid false alarms in the detection module.
Analyzing in real-time how the faults affect to the residuals
using the residual fault sensitivity, it is possible, to isolate the
fault, and even in some cases it is also possible to determineits
magnitude.

The structure of this paper is the following: in Section 2,
the structure of the LPV interval observer is presented. Fault
detection task based on LPV interval observer is described
in Section 3. In Section 4, the fault isolation methodology
using residual fault sensitivities is proposed. The expressions
for minimum detectable and isolable fault are presented in
Section 5. Finally, in Section 6, an application example based
on quadruple-tank process is used to assess the validity of the
proposed approach.
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2. LPV INTERVAL OBSERVER

2.1 LPV representation

Let us consider that the nonlinear system to be monitored can
be described by the following LPV representation:

x(k+ 1) = A(ϑ̃k)x(k) + B(ϑ̃k)u0(k) + Fa(ϑ̃k) fa(k)
y(k) = C(ϑ̃k)x(k) + D(ϑ̃k)u0(k) + Fy(ϑ̃k) fy(k)

(1)

whereu0(t) ∈ ℜnu is the real system input,y(t) ∈ ℜny is the
system output,x(t) ∈ ℜnx is the state-space vector,fa(t) ∈
ℜnu and fy(t) ∈ ℜny represents faults in the actuators and
system output sensors, respectively.ϑ̃k := ϑ(k) is the system
vector of time-varying parameters of dimensionnϑ that change
with the operating point scheduled by some measured system
variablespk (pk:=p(k)) that can be estimated using some known
function:ϑk= f (pk). However, there is still some uncertainty in
the estimated values that can be bounded by:

Θk = {ϑk ∈ ℜnϑ | ϑk ≤ ϑk ≤ ϑk}, ϑk = f (pk) (2)

This set represents the uncertainty about the exact knowledge
of real system parametersϑ̃k.

The system (1) describes a model parametrized by a scheduling
variable denoted bypk. In this paper, the kind of LPV sys-
tem considered are those whose parameters vary affinely in a
polytope (Apkarian et al., 1995). In particular, the state-space
matrices range in a polytope of matrices defined as the convex
hull of a finite number of matricesN. That is,(

A(ϑ̃k) B(ϑ̃k) Fa(ϑ̃k)
C(ϑ̃k) D(ϑ̃k) Fy(ϑ̃k)

)
∈ Co

{(
A j(ϑ j ) B j (ϑ j ) Fa, j (ϑ j )
C j (ϑ

j ) D j (ϑ
j ) Fy, j (ϑ

j )

)}

:=
N∑

j=1

α j (pk)

(
A j(ϑ j ) B j (ϑ j ) Fa, j (ϑ j )
C j (ϑ

j ) D j (ϑ
j ) Fy, j (ϑ

j )

)
, (3)

with α j(pk) ≥ 0,
∑N

j=1α j(pk) = 1 andϑ j = f (p j) is the vector
of uncertain parameters ofjth model where eachjth model is
called a vertex system and it is assumed according property (2)
that:ϑ j ∈ [ϑ j, ϑ j].

Consequently, the LPV system (1) can be expressed as follows:

x(k + 1) =
N∑

j=1

α j (pk)
[
A j (ϑ

j )x(k) + B j (ϑ
j )u0(k) + Fa, j (ϑ

j ) fa(k)
]

y(k) =
N∑

j=1

α j (pk)
[
C j (ϑ j )x(k) + D j (ϑ j )u0(k) + Fy, j (ϑ j ) fy(k)

] (4)

Here A j , B j, C j and D j are the state space matrices defined
for jth model. Notice that, the state space matrices of system
(1) are equivalent to the interpolation between LTI models,for
example:A(ϑ̃k) =

∑N
j=1α

j(pk)A j(ϑ j).

The polytopic system is scheduled through functionsα j(pk),
∀ j ∈ [1, . . . ,N] that lie in a convex set

Ψ =

{
α j(pk) ∈ RN, α(pk) =

[
α1(pk), . . . , αN(pk)

]T
,

α j(pk) ≥ 0, ∀ j,
N∑

j=1

α j(pk) = 1
}
. (5)

There are several ways of implementing (3) depending on
howα j(pk) functions are defined (Murray-Smith and Johansen,
1997). Here the functionα j(pk) is given by:

(
A(ϑ̃k) B(ϑ̃k) Fa(ϑ̃k)
C(ϑ̃k) D(ϑ̃k) Fy(ϑ̃k)

)
(6)

=

N∑

j=1

2∑

i1=1

· · ·
2∑

iv=1

v∏

m=1

µm,im(pm(k))

︸                              ︷︷                              ︸
α j (pk)

(
A j (ϑ j ) B j (ϑ j ) Fa, j (ϑ j )
C j (ϑ

j ) D j (ϑ
j ) Fy, j (ϑ

j )

)

with µm,1 =

(
pm(k)−pj

m

)
(
pj

m−pj
m

) andµm,2 = 1 − µm,1 wherep j
m and p j

m

represent the upper and lower bounds ofpm, respectively andv
is the number of scheduling variables.

2.2 LPV Interval Observer

The system described by (1) is monitored using a LPV interval
observer with Luenberger structure considering parameterun-
certainty given byϑ j ∈ [ϑ j, ϑ j]. In the following, we consider
only strictly proper systems such thatD = 0. Consequently,
the LPV interval observer can be written by extending the
representation of Meseguer et al. (2006) for LTI models as:

x̂(k+ 1)=
N∑

j=1

α j(pk)
[
A0, j(ϑ j)x̂(k) + B j(ϑ j)u(k) + L jy(k)

]

ŷ(k) =
N∑

j=1

α j(pk)
[
C j(ϑ

j)x̂(k)
]

(7)

whereA0, j(ϑ j) = A j(ϑ j)−L jC j(ϑ j), u(k) is the measured system
input vector, ˆx(k) is the estimated system state vector, ˆy(k) is the
estimated system output vector andL j is the observer gain that
has to be designed in order to stabilize the observer given by(7)

for all ϑ j ∈ [ϑ j , ϑ
j
]. Each observer gain matrixL j ∈ ℜnx×ny is

designed to stabilize each vertexjth and to guarantee a desired
performance (A0, j) regarding fault detection forϑ j ∈ [ϑ j , ϑ j ]
(Chilali and Gahinet, 1996).

2.3 Observer design

The design of the interval LPV observer (7) can be solved with
the LMI pole placement technique (Chilali and Gahinet, 1996),
that allows to locate the poles of the observer in a subregionof
the left half-plane using a LMI region.

In particular, let consider a disk LMI region calledD defined
by an affix (−q, 0) and a radiusr such that (q+ r) < 1. The two
scalarsq andr are used to determine a specific region included
in the unit circle where the observer eigenvalues will be placed.
Therefore, this circular region puts a lower bound on both the
exponential decay rate and the damping ratio of the closed-loop
response. The design of the interval LPV observer (7) such that
the observer poles are placed in this LMI region requires to find
for each vertexjth (with j ∈ [1, . . . ,N]) the observer gainL j

and unknown symmetric matrixX j = XT
j > 0 that is:

( −rX j qXj + (A0, j(ϑ j)TX j)T

(q+ A0, j(ϑ
j)T)X j −rX j

)
< 0, (8)

for ϑ j ∈ [ϑ j, ϑ j].

Note that expression (8) is a Bilinear Matrix Inequality (BMI)
which cannot be solved with LMI classical tools. But substitut-
ing Wj = LT

j X j it is possible to transform it into:
[ −rX j · · ·

(q+ A j(ϑ
j)T)X j −C j(ϑ

j)TWj · · ·
qXj + XT

j A j(ϑ
j) −WT

j C j(ϑ
j)

−rX j

]
< 0. (9)

Then, the design procedure boils down to solving the LMI (9)
and then determiningL j = (WjX−1

j )T . Finally, the observer
gains L j will be interpolated according to interval LPV ob-
server (7) as:L =

∑N
j=1α

j(pk)L j .
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3. FAULT DETECTION USING LPV OBSERVERS

3.1 Observer input/output form

The system in (1) can be expressed in input-output form using
the shift operatorq−1 and assuming zero initial conditions as
follows:

y(k) = y0(k) +G fa(q
−1, ϑ̃k) fa(k) +G fy(q

−1, ϑ̃k) fy(k) (10)

where:
y0(k) =Gu(q−1, ϑ̃k)u0(k) (11)

Gu(q−1, ϑ̃k) = C(ϑ̃k)(qI−A(ϑ̃k))−1B(ϑ̃k) + D(ϑ̃k) (12)

G fa(q−1, ϑ̃k) = C(ϑ̃k)(qI−A(ϑ̃k))−1Fa(ϑ̃k) (13)

G fy(q−1, ϑ̃k) = Fy(ϑ̃k) (14)

Alternatively, the observer described by Eq. (7) can be ex-
pressed in input-output form by1 :

ŷ(k) =
N∑

j=1

α j(pk)
[
G j(q−1, ϑ j)u(k) + H j(q−1, ϑ j)y(k)

]
(15)

where:
G j (q−1, ϑ j ) = C j (ϑ

j )(qI−A0, j (ϑ
j ))−1B j (ϑ

j ) (16)

H j (q−1, ϑ j ) = C j (ϑ
j )(qI−A0, j (ϑ

j ))−1L j (17)

The effect of the uncertain parametersϑk on the observer
temporal response ˆy(k, ϑk) can be bounded using an interval
satisfying2 :

ŷ(k) ∈
[
ŷ(k), ŷ(k)

]
(18)

in a non-faulty case. Such interval is computed independently
for each output (neglecting couplings between outputs):

ŷ(k) = min
ϑk∈Θ



N∑

j=1

α j (pk)
[
G j (q−1, ϑ j )u(k) + H j (q−1, ϑ j )y(k)

]


(19)

ŷ(k) = max
ϑk∈Θ



N∑

j=1

α j (pk)
[
G j (q−1, ϑ j )u(k) + H j (q−1, ϑ j )y(k)

]


(20)

subject to the observer equations given by (7). Such interval can
be computed using the algorithm based on numerical optimiza-
tion presented in Puig et al. (2005).

3.2 Basic adaptive thresholding

Fault detection is based on generating a nominal residual com-
paring the measurements of physical variablesy(k) of the pro-
cess with their estimation ˆy(k) provided by the associated sys-
tem model:

r(k) = y(k) − ŷ(k) (21)
wherer(k) ∈ ℜny is the residual set and ˆy(k) is the prediction
obtained using the nominal LPV model. According to Gertler
(1998), the computational form of the residual generator, ob-
tained using (15), is:

r(k) =
N∑

j=1

α j (pk)
[
−G j (q−1, ϑ j )u(k) +

(
I − H j (q−1, ϑ j )

)
y(k)

]
(22)

Alternatively, the residual given by (22) can be also expressed
in terms of the effects caused by faults using its internal or
unknown-input-effect form (Gertler, 1998). This form, obtained
combining (10), (15) and (21), is expressed as:
1 In the following, for simplicity and with abuse of notation,transfer functions
are used for LPV systems, although computations are performed entirely using

the state space representation:G( j) ,


A( j)

0 (ϑ j ) B( j)(ϑ j )
C( j)(ϑ j ) 0


2 In the remainder of the paper, interval bounds for vector variables should be
considered component wise.

r(k) = r0(k) +
N∑

j=1

α j (pk)
[(

I − H j (q−1, ϑ j )
) (

G j
f y(q−1, ϑ j ) fy(k)

+G j
f a(q−1, ϑ j ) fa(k)

)]
(23)

where
N∑

j=1

α j (pk)G j
f y(q−1, ϑ j ) =G f y(q

−1, ϑ̃k)

N∑

j=1

α j (pk)G j
f a(q−1, ϑ j ) =G f a(q−1, ϑ̃k)

r0(k) =
N∑

j=1

α j (pk)
[
−G j (q−1, ϑ j )u(k) +

(
I − H j (q−1, ϑ j )

)
y0(k)

]
(24)

Notice that, the expression (24) represents the non-faultyresid-
ual. Comparing (22) and (24), it should be noticed that both
r0(k) andr(k) are affected in the same way by the observation
gainL.

When considering model uncertainty located in parameters,the
residual generated by (21) will not be zero, even in a non-
faulty scenario. To cope with the parameter uncertainty effect
a passive robust approach based on adaptive thresholding can
be used (Horak, 1988). Thus, using this passive approach, the
effect of parameter uncertainty in the residualr(k) (associated
to each system outputy(k)) is bounded by the interval:

r(k) ∈ [r(k), r(k)] (25)

where:

r(k) = ŷ(k) − ŷ(k) andr(k) = ŷ(k) − ŷ(k) (26)

being ŷ(k) the nominal predicted output, ˆy(k) and ŷ(k) the
bounds of the predicted output (18) using observer (7). The
residual generated by (26) can be expressed in input-output
form using (15) as:

r(k) = min
θ∈Θ



N∑

j=1

α j (pk)
[
∆G j (q−1, ϑ j )u(k) + ∆H j (q−1, ϑ j )y(k)

]


(27)

r(k) = max
θ∈Θ



N∑

j=1

α j (pk)
[
∆G j (q−1, ϑ j )u(k) + ∆H j (q−1, ϑ j )y(k)

]


(28)

where:
∆G j (q−1, ϑ j ) = G j (q−1, ϑ j ) −G j (q−1, ϑ

j
0)

∆H j (q−1, ϑ j ) = H j (q−1, ϑ j ) − H j (q−1, ϑ
j
0)

beingϑ j
0 the nominal parameters.

Then, a fault is indicated if the residuals do not satisfy the
relation given by (25), or alternatively, if the measurement is
not inside the interval of predicted outputs given by (19)-(20).

4. FAULT ISOLATION USING LPV FAULT
SENSITIVITIES

4.1 Fault signature matrix

Fault isolation consists in identifying the faults affecting the
system. It is carried out on the basis of fault signatures, (gen-
erated by the detection module) and its relation with all the
considered faults,f (k) =

{
fa(k), fy(k)

}
. Robust residual evalu-

ation presented in Section 3.2 allows obtaining a set offault
signaturesφ(k) = [φ1(k), φ2(k), . . . , φny(k)], where each fault
indicator is given by:

φi(k) =

{
0 if r(k) < [r(k), r(k)]
1 if r(k) ∈ [r(k), r(k)] (29)
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The standard FDI fault isolation method is based on exploiting
the relation defined on the Cartesian product of the sets of
considered faults:

FSM ⊂ φ× f , (30)

whereFSM is the theoretical fault signature matrix (Gertler,
1998). One element of such matrixFSMiℓ will be equal to one,
if the fault fℓ(k) is affected by the residualr i(k). In this case, the
value of the fault indicatorφi(k) must be equal to one when the
fault appears in the monitored system. Otherwise, the element
FSMiℓ will be zero.

In this work, it is proposed to use of information provided bythe
fault residual sensitivityin the design of the diagnosis system
in order to increase fault isolability.

4.2 LPV Fault residual sensitivity

In general, the occurrence of a fault signal can be caused
by different faults. Therefore what allows distinguishing one
fault from the others are the fault signal dynamic properties
that should be different for each different fault. According
to (Gertler, 1998), these theoretical dynamic properties are
described by theresidual fault sensitivitythat can be expressed
as follows:

S f =
∂r
∂ f

(31)

which is a transfer function that describes the effect on the
residual, r, of a given fault f . The expression of residual
sensitivity is obtained using the residual internal form given
by (23). Thus, the sensitivity changes with the operating point
parametrized by scheduling variablepk as the LPV system (1).

The residual (23) can be re-written as follows:

r(k) = r0(k) + S fy(q
−1, ϑ̃k) fy(k) + S fa(q

−1, ϑ̃k) fa(k) (32)

whereS fy is the sensitivity of the output sensor fault andS fa is
the sensitivity of the actuator fault.

4.2.1 LPV Residual sensitivity of an output sensor fault:

Analyzing the residual internal form given by (32), and con-
sidering the fault residual sensitivity definition given by(31),
the residual sensitivity for the case of a output sensor fault fy is
given by a matrixSfy of dimensionny×ny whose expression is:

Sfy(q
−1, ϑ̃k) =

N∑

j=1

α j(pk)
[(

I − H j(q−1, ϑ j)
)
G j

f y(q
−1, ϑ j)

]

=



Sf y1,1(q
−1, ϑ̃k) · · · Sf y1,ny(q

−1, ϑ̃k)
...

. . .
...

Sf yny,1(q
−1, ϑ̃k) · · · Sf yny,ny(q

−1, ϑ̃k)


(33)

where the element of this matrix located at theith-row and in the
ℓth-column.Sf yi,ℓ describes the sensitivity of the residualr i(k)
regarding the faultfyℓ (k) affecting the output sensor.

4.2.2 LPV Residual sensitivity of an actuator fault:

Applying the analysis procedure used in the output sensor case,
the residual sensitivity of an actuator faultfa is given by a
matrixSf a of dimensionny×nu:

Sfa(q
−1, ϑ̃k) =

N∑

j=1

α j(pk)
[(

I − H j(q−1, ϑ j)
)
G j

f a(q−1, ϑ j)
]

=



Sf a1,1(q
−1, ϑ̃k) · · · Sf a1,nu(q

−1, ϑ̃k)
...

. . .
...

Sf any,1(q
−1, ϑ̃k) · · · Sf any,nu(q

−1, ϑ̃k)


(34)

where each row of this matrix is related to one component of
the residual vectorr(k) =

{
r i(k) : i = 1, 2, . . . , ny

}
while each

column is related to one component of the actuator fault vector
fa =

{
fa,ℓ : ℓ = 1, 2, . . . , nu

}
.

4.3 Fault isolation algorithm

Figure 1 shows the scheme of the fault diagnosis algorithm
proposed in this paper. The detection module has been alredy
explained in Section 3. The result of this module applied to
the residualr(k) produces anobserved fault signatureφ(k). The
observed fault signature is then supplied to the fault isolation
module that will try to isolate the fault so that a fault diagnosis
can be produced.

Figure 1.Block diagram of the fault diagnosis system.

In this paper, a new fault isolation approach is proposed that
makes use of the fault estimation provided the residual fault

sensitivity (31). More precisely, assuming that
(
Sf (q−1, ϑ̃k)

)−1

exists3 , the expression of the fault estimation is given by:

f̺̂,ℓ(k) =
(
Sf̺,ℓ (q

−1, ϑ̃k)
)−1

r i(k) (35)

where i ∈ [1, . . . , ny] and being f̺̂,ℓ =
{
f̂y,ℓ, f̂a,ℓ

}
, ∀ ℓ ∈

[1, . . . , ny, 1, . . . , nu]. This relation considers the influence of
each fault f (k) on the each residualr(k). Notice that, the
sensitivity expression changes with the operating point and
consequently the fault estimation is parametrized by scheduling
variablepk.

Using the fault estimation (35), a newFSMmatrix (calledfault
signature matrix FSMest) can be defined as shown in Table 1.
This fault signature matrix is evaluated at every time instant.

Each fault hypothesis corresponds to eachℓth-column of
FSMestmatrix of Table 1. The fault hypothesis corresponding
to ℓth-column is accepted if all the fault estimation values are
equal. More precisely, assuming that the system is just affected
by one fault f (k) at a timet0, the isolation process is done by

3 If
(
Sf (q−1, ϑ̃k)

)−1is non-square and can be tackled using the left
pseudo-inverse
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f̺̂,ℓ fy,1 · · · fy,ny fa,1 · · · fa,nu

r1(k) f̂r1 fy,1 · · · f̂r1 fy,ny
f̂r1 fa,1 · · · f̂r1 fa,nu

r2(k) f̂r2 fy,1 · · · f̂r2 fy,ny
f̂r2 fa,1 · · · f̂r2 fa,nu

.

.

.
.
.
.

. . .
.
.
.

.

.

.
. . .

.

.

.

rny(k) f̂rny fy,1 · · · f̂rny fy,ny
f̂rny fa,1 · · · f̂rny fa,nu

Table 1.Fault signature matrix based on the fault estimation
(FSMest) with respect tor i (k)

finding the fault that presents a fault estimation with a mini-
mum distance with respect to the average of fault estimation
hypothesis being postulated as a diagnosed fault:

min
{
dfy,1, . . . , dy,ny, dfa,1, . . . , da,nu

}
(36)

where the distance is calculated using the Euclidean distance
between vectors:

df̺,ℓ =

√(
f̂r1 f̺,ℓ (k) − f̂ m

f̺,ℓ
(k)

)2
+ · · · +

(
f̂rny f̺,ℓ (k) − f̂ m

f̺,ℓ
(k)

)2
svf̺,ℓ
(37)

where:

f̂ m
f̺,ℓ

(k) =

∑ny

i=1 f̂r i f̺,ℓ (k)

ny
and svf̺,ℓ =

{∞ i f FS M , r(k)
1 i f FS M = r(k)

for f̺,ℓ =
{
fy,ℓ, fa,ℓ

}
, ∀ ℓ ∈ [1, . . . , ny, 1, . . . , nu].

Finally, in order to prevent false alarms when the fault signals
appears in different time instants, Puig et al. (2005) proposes
a solution that consists in not allowing an isolation decision
until a prefixed waiting time (Tw) has elapsed from the first
fault signal appearance. This timeTw can be calculated from the
largest transient time response from non-faulty situationto any
faulty situation. The valueTw must be evaluated once the first
residual is activated. This interval of time is maximum when
the fault is the minimum isolable fault. Such a fault will be
determined in the next section.

5. MINIMUM DETECTABLE /ISOLABLE FAULT

5.1 Minimum Detectable Fault

According to Gertler (1998), the minimum detectable fault
(“triggering limit”) corresponds to a fault that brings a resid-
ual to its threshold. A first approximation of the minimum
detectable fault can be obtained considering the residual sen-
sitivity to a fault.

Considering the system is just affected by a fault, its adaptive
threshold (27)-(28) provided by the LPV interval observer can
be also expressed in terms of the effects caused by faults as:

r(k) =max
ϑ∈Θ
{r(k)} (38)

r(k) =min
ϑ∈Θ
{r(k)} (39)

where:

r(k) =
N∑

j=1

α j(pk)
[
∆G j(q−1, ϑ j)u(k) + ∆H j(q−1, ϑ j)y0(k)

+∆H j(q−1, ϑ j)
(
G fa(q

−1, ϑ j) fa(k) +G fy(q
−1, ϑ j) fy(k)

)]

In this section, the minimum detectable fault will be computed
using dynamic value of the nominal residual (23) and using
the adaptive threshold (38)-(39) provided by the LPV interval
observer used to generate the residual. The minimum detectable

fault occurs when a fault brings the residual to its threshold. In
other words:

r(k) = r(k) or r(k) (40)

Substituting the previous expressionr(k) by (23) and assuming
the maximum threshold,r(k) can be replaced by (39):

r0(k) +
N∑

j=1

α j (pk)
[(

I − H j (q−1, ϑ
j
0)

) (
G fa(q−1, ϑ

j
0) fa(k) +G fy(q−1, ϑ

j
0) fy(k)

)]

= max
ϑ∈Θ



N∑

j=1

α j (pk)



r0(k)︷                                            ︸︸                                            ︷
∆G j (q−1, ϑ j )u(k) + ∆H j (q−1, ϑ j )y0(k)

+∆H j (q−1, ϑ j )
(
G fa (q−1, ϑ j ) fa(k) +G fy(q−1, ϑ j ) fy(k)

)]}
(41)

wherer0(k) is a vector which contains the effect of the model
parameter uncertainty on the residual. Therefore to obtainthe
minimum detectable fault can be supposed thatr0(k) = 0. Thus,
the expression (41) can be represented as:

N∑

j=1

α j (pk)
[(

I − H j (q−1, ϑ
j
0)

) (
G fa(q−1, ϑ

j
0) fa(k) +G fy(q−1, ϑ

j
0) fy(k)

)]

=

N∑

j=1

α j (pk)
[
r0(k) + ∆H j (q−1, ϑ j )

(
G fa(q−1, ϑ j ) fa(k) +G fy(q−1, ϑ j ) fy(k)

)]

(42)
assuming thatr0(k) is without fault.

The expression (42) will be used to obtain the minimum de-
tectable fault expression for output sensor and actuator faults.

5.1.1 Minimum detectable output sensor fault

Considering the expression (42), for the output sensor fault case
is presented it can be particularized as follows:

N∑

j=1

α j(pk)
[(

I − H j(q−1, ϑ
j
0)
) (

G fy(q
−1, ϑ

j
0) fy(k)

)]

=

N∑

j=1

α j(pk)
[
r0(k) + ∆H j(q−1, ϑ j)

(
G fy(q

−1, ϑ j) fy(k)
)]

(43)

assuming thatr0(k) is r0(k) or r0(k).

Thereby, the minimum detectable output sensor fault can be
obtained from expression (43):

f min
y,n (k) = min

ϑ∈Θ



N∑

j=1

α j (pk)


r0(k)

(
I − H j (q−1, ϑ j )

)
G fy(q−1, ϑ j )




(44)

f min
y,p (k) = max

ϑ∈Θ



N∑

j=1

α j (pk)


r0(k)(

I − H j (q−1, ϑ j )
)
G fy(q−1, ϑ j )




(45)

wheren is the negative value off min
y (k), p is the positive value

of f min
y (k) and assuming that

(
I − H j(q−1, ϑ j)

)
G fy(q

−1, ϑ j) ex-
ists forϑ ∈ Θ. Note that the expression of residual sensibility
to a output sensor fault (33) is the same that the numerator of
(44)-(45). Thus, the equations can be expressed as:

f min
y,n (k) =min

ϑ∈Θ



N∑

j=1

α j(pk)

[
r0(k)

S fy(q−1, ϑ j)

]
(46)

f min
y,p (k) =max

ϑ∈Θ



N∑

j=1

α j(pk)

[
r0(k)

S fy(q−1, ϑ j)

]
(47)

5.1.2 Minimum detectable actuator fault

Applying the analysis procedure used in the output sensor fault,
the minimum detectable actuator fault function is given by:
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f min
a,n (k) =min

ϑ∈Θ



N∑

j=1

α j(pk)

[
r0(k)

S fa(q−1, ϑ j)

]
(48)

f min
a,p (k) =max

ϑ∈Θ



N∑

j=1

α j(pk)

[
r0(k)

S fa(q−1, ϑ j)

]
(49)

assuming thatS fa(q
−1, ϑ j) exists forϑ ∈ Θ.

5.2 Minimum Isolable Fault

With the information provided by the minimum detectable fault
algorithm it is possible to obtain the fault estimation of each
residualr(k). The minimum isolable fault depends from this
results and its expression is given by:

f Iso
̺,ℓ (k) = max

{
f Iso
r1̺,ℓ

(k), . . . , f Iso
rny̺,ℓ

(k)
}

(50)

for f̺,ℓ =
{
fy,ℓ, fa,ℓ

}
andℓ ∈ [1, . . . , ny, 1, . . . , nu].

6. APPLICATION EXAMPLE

6.1 Description of Quadruple-Tank Process

Johansson (2000) presents a multivariable laboratory process
that consists of four interconnected water tanks and derives a
mathematical model. A schematic diagram of the process is
shown in Fig. 2. The target is to control the level in the lower
two tanks with two pumps. The process inputs arev1 and v2
(input voltages to the pumps) and the outputs areh1 and h2
(voltages from level measurement devices). Mass balances and
Bernoulli’s law yield:

dh1

dt
= − a1

A1

√
2gh1 +

a3

A1

√
2gh3 +

γ1k1

A1
v1

dh2

dt
= − a2

A2

√
2gh2 +

a4

A2

√
2gh4 +

γ2k2

A2
v2

dh3

dt
= − a3

A3

√
2gh3 +

(1− γ2)k2

A3
v2

dh4

dt
= − a4

A4

√
2gh4 +

(1− γ1)k1

A4
v1

(51)

whereAi is the cross-section of Tanki, ai is the cross-section of
the outlet hole andhi is the water level. The voltage applied to
Pumpi is vi and the corresponding flow iskivi . The acceleration
of gravity is denotedg. The parameter values of the laboratory
process are given by:{A1,A3} = 28 cm2, {A2,A4} = 32 cm2,
{a1, a3} = 0.071cm2, {a2, a4} = 0.051cm2, k1 = 3.235cm3/Vs,
k2 = 3.320cm3/Vs, γ1 = 0.5650 andγ2 = 0.47 where the
model of the quadruple-tank process the uncertain parame-
ters are bounded by:k1 ∈ [3.14, 3.33], k2 ∈ [3.29, 3.35], γ1 ∈
[0.55, 0.58] andγ2∈[0.455, 0.485].

Now, using a LPV representation provided by Shamma and
Athans (1992), results in a system model that can be divided
into two parts. The first part represents the relative expressions:
[

ḣ1(t) − ḣeq
1

ḣ2(t) − ḣeq
2

]
=

[
a11(h) 0

0 a22(h)

] [
h1(t) − heq

1
h2(t) − heq

2

]
+



b11(h) − ∂h
eq
1

∂h4
b41(h) −∂h

eq
1

∂h3
b32(h)

−∂h
eq
2

∂h4
b41(h) b22(h) − ∂h

eq
2

∂h3
b32(h)



[
v1(t) − veq

1
v2(t) − veq

2

]

(52)

where the equilibrium expressions are given by:

heq
1 (h) =

2γ1k1a3v1(t)
√

2gh3(t) + γ2
1k2

1v1(t)2 + 2a2
3gh3(t)

2a2
1g

(53)

heq
2 (h) =

2γ2k2a4v2(t)
√

2gh4(t) + γ2
2k2

2v2(t)2 + 2a2
4gh4(t)

2a2
4g

(54)

veq
1 (h) =

a3
√

2gh3(t)

(1− γ2)k2
(55)

veq
2 (h) =

a4
√

2gh4(t)

(1− γ1)k1
(56)

The second part provides the information of scheduling vari-
ables, these equations should be expressed in the original non-
linear system (51):

[
ḣ3(t)
ḣ4(t)

]
=

[
a33(h) 0

0 a44(h)

] [
h3(t)
h4(t)

]
+

[
0 b32(h)

b41(h) 0

] [
v1(t)
v2(t)

]
(57)

Figure 2.Schematic diagram of the quadruple-tank process.

6.2 Fault sensitivity analysis

The set of measured variables arev1(k), v2(k), h1(k), h2(k), h3(k)
andh4(k). Using these variables and LPV model presented by
expression (57) and (52), four residuals can be derived:

r1 = h1 − ĥ1 r2 = h2 − ĥ2

r3 = h3 − ĥ3 r4 = h4 − ĥ4
(58)

The mathematical model of quadruple-tank process developed
by Johansson (2000) has been modified in order to include a
set of typical faults. The faults are described in Table 2 andthe
description of how they were implemented.

Fault Description

fa,ℓ Additive fault in the pumpℓ
fh,ℓ Additive fault in the level measurement device of tankℓ

Table 2.Description of the fault scenarios

Analyzing the relations between the results and their faults, the
theoretical binary fault signature matrix presented in Table 3
can be derived. Thus, taking into account how the residual
signal is affected by faults, not all the faults are diagnosable:
fa,1 cannot be distinguished fromfh,4 and fa,2 from fh,3. This
problem can be solved with the methodology proposed in this
paper.

The LPV interval observer was implemented in discrete time
with sampling time ofTs=0.5s and the system (57) and (52)
was approximated with Euler method. The proposed LPV inter-
val observer design procedure was applied to obtainL j such that
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fa,1 fa,2 fh,1 fh,2 fh,3 fh,4

r1 1 1 1 0 1 1
r2 1 1 0 1 1 1
r3 0 1 0 0 1 0
r4 1 0 0 0 0 1

Table 3.Theoretical binaryFSM

the poles are in disk LMI region with the parametersq = −0.8
andr = 0.2. In the design of the observer gainsL j uncertainty
in matrix A j(ϑ j) has been considered.

6.3 Minimum detectable/isolable fault

To illustrate the importance of considering the effect of the op-
erating point in the fault sensitivity, the values of the minimum
detectable fault are presented for two different operating points.
Table 4 presents the results when the inputs are:v1 = 1V and
v2 = 1V, while Table 5 has the results when the inputs are:
v1 = 2V andv2 = 2V. These results have been obtained using
the expressions of minimum detectable output sensor fault (46)-
(47) and actuator fault (48)-(49). In can be seen that the values
are significantly different.

fa,1 fa,2 fh,1 fh,2 fh,3 fh,4

r1 0.5451 0.1091 0.1587 0 0.0350 0.0584
r1 -0.481 -0.119 -0.139 0 -0.037 -0.055
r2 0.1557 0.1648 0 0.2457 0.0519 0.0515
r2 -0.178 -0.153 0 -0.215 -0.047 -0.055
r3 0 0.0610 0 0 0.0403 0
r3 0 -0.067 0 0 -0.039 0
r4 0.0363 0 0 0 0 0.0235
r4 -0.039 0 0 0 0 -0.023

Table 4.Minimum detectable fault whenv1 = 1V andv2 = 1V

fa,1 fa,2 fh,1 fh,2 fh,3 fh,4

r1 1.0840 0.2172 0.6268 0 0.1395 0.2322
r1 -0.954 -0.237 -0.544 0 -0.149 -0.223
r2 0.3073 0.3268 0 0.9688 0.2071 0.2054
r2 -0.353 -0.304 0 -0.849 -0.191 -0.220
r3 0 0.1218 0 0 0.1612 0
r3 0 -0.134 0 0 -0.156 0
r4 0.0724 0 0 0 0 0.0942
r4 -0.077 0 0 0 0 -0.093

Table 5.Minimum detectable fault whenv1 = 2V andv2 = 2V

Fig. 3 presents a time evolution response of level measurement
of Tank 2h2 whenv1 = 1V andv2 = 1V. In this case, an additive
fault in the Pump 2 (fa2 = −0.16cm) is caused int = 100. In
Table 4 the value of minimum detectable fault for this case is
f min
r2,a2
= −0.153 and the result of Fig. 3 confirms that the value

is correct.
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Figure 3.Level measurement signal of tank 2 and their adaptive threshold
when v1 = 1V and v2 = 1V and presents an actuator fault offa,2 =
−0.16cm.

Now, Fig. 4 presents a time evolution response of level mea-
surementh2 in other operating point (v1=2V andv2=2V). The
fault caused in an additive fault in the pump 2 offa2 = −0.31cm.
In Table 5, the value of minimum detectable fault for this case

is f min
r2,a2
= −0.304 and the result of Fig. 4 confirms that the value

is correct.
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Figure 4.Level measurement signal of tank 2 and their adaptive threshold
when v1 = 2V and v2 = 2V and presents an actuator fault offa,2 =
−0.31cm.

To show the importance of the relationship between the input
voltage applied pump and minimum detectable fault is pre-
sented the Fig. 5. It can be noticed that the value of the min-
imum fault changes with the operating points.
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Figure 5.Minimum detectable fault when change the operating pointv1

and v2 (a) Relationship between sensor faulth1 and residualr1 (b)
Relationship between sensor faulth4 and residualr1.

Finally, the minimum isolable faults presented in Tables 6 and
7 are calculated based on the results obtained for the minimum
detectable fault values of Tables 4 and 5 using expression (50).

fa,1 fa,2 fh,1 fh,2 fh,3 fh,4

0.5451 0.1648 0.1587 0.2457 0.0519 0.0584
-0.481 -0.153 -0.139 -0.215 -0.047 -0.055

Table 6.Minimum isolable fault whenv1 = 1V andv2 = 1V

fa,1 fa,2 fh,1 fh,2 fh,3 fh,4

1.0840 0.3268 0.6268 0.9688 0.2071 0.2322
-0.954 -0.304 -0.544 -0.849 -0.191 -0.223

Table 7.Minimum isolable fault whenv1 = 2V andv2 = 2V

6.4 Fault isolation scenarios

The fault scenarios were implemented with a fault magnitude
that is isolable according to Tables 6 and 7. In both cases
the fault occurrence time ist f = 100s and the value of
Tw = 5s (Tw was calculated causing the minimum isolable fault
and observation the maximum time in which all residuals are
activated).

6.4.1 Scenario 1:An additive fault in the level measurement
device of Tank 1:fh,1,

fh,1(k) =

{
0 for k < 200

0.2cm for k ≥ 200 (59)

In this fault scenario, the fault is clearly isolated such asit can
be noticed from Table 3. Fig. 7(a) shows the time evolution
of the fault signatures, where the residualr1(k) is activated in
t = 100s, but the diagnosed fault (see Fig. 7(b)) is activated
until t = 105s due to waiting timeTw. Finally, the estimated
fault is presented in Fig. 7(c) where the maximum value of
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Figure 6. Results of scenario 1. (a) Fault signatures obtained of fault

detection task. (b) Diagnosed fault obtained of fault isolation task (c)
Fault estimation of the diagnosed fault.

estimation is f̂h,1 = 0.2581cm in t = 50.5s. After 50s, the
estimate of fault isf̂h,1 = 0.2cm.

6.4.2 Scenario 2:An additive fault in the Pump 1:fa,2,

fa,2(k) =

{
0 for k < 200

−0.325cm for k ≥ 200 (60)

In this fault scenario, the fault is not isolated with the binary
FSM (see Table 3). Fig. 7(a) presents the time evolution of
the fault signatures, where the residualr1(k) is activated int =
101.5s, r2(k) andr3(k) is activated int = 105. Fig. 7(b) shows
that the diagnosed fault isfa,2 and is activated int = 106s.
Finally, Fig. 7(c) presents the estimated fault offa,2 where the
minimum value of estimation iŝfa,2 = −0.3507cmin t = 535s.
The value of fault estimation in steady state isfa,2 = −0.325cm.
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Figure 7. Results of scenario 2. (a) Fault signatures obtained of fault

detection task. (b) Diagnosed fault obtained of fault isolation task (c)
Fault estimation of the diagnosed fault.

7. CONCLUSIONS

In this paper, the fault diagnosis method for nonlinear sys-
tem described by means of an interval LPV model has been
proposed. The fault detection problem has been implemented

through LPV interval observers. The observer gain is designed
using the LMI pole placement method by solving a set of
LMIs for each vertex of the parametric uncertainty region. As
a result, a set of gains is obtained and these are interpolated
to calculate the gain of LPV interval observer. The fault isola-
tion task has been implemented using the concept of residual
fault sensitivities. This concept has been exploited to provide
additional information to the relationship between residuals and
faults. Moreover, it allows obtaining the possible fault estima-
tion for each residual signal. Additionally the minimum de-
tectable and isolable fault has been presented. This information
is important to evaluate the limits of fault diagnosis method.
For faults smaller than minimum detectable/isolatable fault, this
methodology can not detect or isolate the fault, respectively.
Satisfactory results are obtained with the proposed quadruple
four tanks case study.
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Abstract: Embedded controlled systems often undergo non-linear behaviors due in particular to actuator
saturations. A way to tackle these non linearities is to model them by Piece-Wise-Affine (PWA) functions
and to define an operating mode for each region of linear behavior. However, the number of components
that could introduce saturations leads to an explosion of the number of operating modes, especially
when the system under consideration is already a multimode system. Performing mode tracking and
diagnosis of this type of hybrid systems requires to build a set of consistency tests issued from Analytical
Redundancy Relations (ARRs) for each nominal and faulty mode, which means that the number of ARRs
to be stored may be prohibitive. This paper addresses the diagnosis of hybrid systems switching between
operating modes that undergo saturation behaviors. It proposes to generate non-linear parameterized
ARRs, and to account for all regions of linear behavior, i.e. nominal, faulty and saturation regions, with
automata representing the transitions between them at the level of each component. The parameters
appearing in the ARRs are then provided by the states of the synchronized component automata and
the ARRs needed to track the system mode are instantiated and checked on the fly, then reducing
dramatically the required memory space and computation time. The proposed mode tracking algorithm
has been tested on the Attitude Control System (ACS) of an industrial telecommunication satellite.

1. INTRODUCTION

Embedded controlled systems are generally composed of com-
ponents that exhibit complex physical phenomena in their be-
havior. This is the case of most actuators, which have always
limited actuation, being able to produce limited torque, veloc-
ity, etc. and undergoing physical phenomena like static friction,
hysteresis. Their behaviors hence include saturation regions.
These non linearities are very often modeled by Piece-Wise-
Affine (PWA) functions (c.f. Bemporad and Morari [1999]),
whose pieces each define an operating mode of linear behavior
that we call a configuration. However, the number of compo-
nents that could introduce saturations leads to an explosion of
the number of operating modes, especially when the system
under consideration is already a multimode system. This is the
case for performing model-based state tracking and diagnosis
as the considered model generally includes modes of nominal
behavior and of faulty behavior corresponding to the antici-
pated faults (c.f. Hofbaur and Williams [2002], Narasimhan
and Biswas [2002], Cocquempot et al. [2004], Bayoudh et al.
[2008]).
Performing mode tracking and diagnosis of this type of hybrid
systems requires to build a set of consistency tests issued from
analytical redundancy relations (ARRs) for each nominal and
faulty mode, which means that the number of ARRs to be stored
and checked on-line against observations may be prohibitive.
In Narasimhan and Biswas [2007] the pre-enumeration of all
system modes is avoided by on-line generation of system mod-
els based on hybrid bond graph formalism. In Heintz et al.
[2008] the set of analytical redundancy relations needed for

? This work was supported by Thales Alenia Space, France.

fault diagnosis is on-line reconfigurated by updating the set of
diagnosis candidates.
Some works consider the problem of generating ARRs directly
from non linear models, like Staroswiecki and Comtet-Varga
[2001] for polynomial non linearities or Lebbal et al. [2006] for
non-linear hybrid systems.
This paper elaborates on the idea of an implicit piece-wise
linear modeling approach for saturation and hysteresis non lin-
earities. It proposes to generate parameterized ARRs, and to
account for the different regions of linear behavior, i.e. nominal,
faulty and saturation regions, with a discrete-event model given
by an automaton representing the transitions between them at
the level of each component. Casting these automata at the level
of components avoids to consider the explosive region combi-
nation for the whole system. The parameters appearing in the
ARRs are then provided by the states of the synchronized com-
ponent automata. For obvious reasons, we avoid performing the
synchronized product and propose to develop a mode-transition
tree whose root is given by the current belief mode. The ARRs
needed to track the system mode can then be instanciated on
the fly from the parameterized ARRs, reducing dramatically the
required memory space and the number of ARRs to be checked
against observations at each data acquisition time.
The proposed mode tracking algorithm has been tested for di-
agnosing actuator faults of the Attitude Control System (ACS)
of a telecommunication satellite case study provided by Thales
Alenia Space.
The paper is organized as follows. Section 2 provides the hybrid
non-linear modeling paradigm used to model the system and
introduces the discrete-event models used to represent the linear
behavior regions at the level of each component. Section 3
presents an extension of the parity space approach for parame-
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terized ARRs generation and their dynamic instantiation from
the component automata. An academic example is introduced
in Section 4 for illusustration. Finally, Section 5 presents the
ACS case study, the corresponding models and applies the
mode tracking algorithm on a selected scenario.

2. HYBRID SYSTEM MODELING

Let us consider a class of hybrid systems switching be-
tween operating modes of normal and faulty behavior. The
system behavior is represented by a hybrid automaton S =
(ζ ,Q,Σ,T,C,(q0,ζ0)) as provided in Henzinger [1996], where:

• ζ is the set of continuous variables, state, input and output
variables.
• Q is the set of discrete system states. Each state qi ∈ Q

represents a behavioral mode of the system. It includes
nominal and anticipated fault modes, Q = QN ∪QF .

• Σ is the set of discrete events that correspond to the
controlled mode changes, spontaneous mode changes and
fault occurrences. Events corresponding to spontaneous
mode changes are triggered upon guards that involve
continuous variables.

• T ⊆ Q×Σ→ Q is the partial transition function.
• C is the set of system constraints linking continuous

variables. It contains differential and algebraic equations
modeling the continuous behavior of the system.

• (ζ0,q0) ∈ ζ × Q is the initial condition of the hybrid
system.

The occurrence of an anticipated fault Fi is modeled by a
discrete event fi ∈ ΣF . Under the single fault hypothesis, a fault
event f ∈ ΣF occurs in a nominal mode ql ∈ QN and leads to a
fault mode qk ∈ QF .

2.1 The underlying continuous behavior

The continuous behavior of the hybrid system in each operating
mode qi ∈ Q is represented in the state space by Equations1, 2
and 3. Without loss of generality, the free-noise hypothesis is
assumed.
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S j
i and Z j

i model the saturation and hysteresis non linearities
that appear in the evolution and observation equations, respec-
tively. These are of the form given in Figures 1 and 3. nSi and nZi
denote the number of saturation and hysteresis non linearities
introduced by a subset of system components, respectively.
nx, nu, ny are the state, input and the output dimensions, re-
spectively. M j

i , N j
i and T j

i ∈ R, L j
i and P j

i ∈ R×Rnx , K j
i and

Q j
i ∈ R×Rnu , µ j

xi and ν j
xi ∈ Rnx ×R, µ j

yi and ν j
yi ∈ Rny ×R.

The idea proposed in this paper to account for the non linearities
appearing in Equations 4 and 5 is based on an implicit piece-
wise linear model, the linear regions corresponding to addi-
tional modes. To do this, we rely on a set of discrete variables

α i
i ∈ {−1,0,1} and β i

i ∈ {−1,1} and express the Equations 2
and 3 defining the non linearities in the compact form given by
Equations 4 and 5.

S j
i (x) = (1−|α j

i |)(L
j
i x+K j

i u)+α j
i M j

i (4)

Z j
i (x) = β j

i N j
i (5)

Interestingly, variables α j
i and β j

i are used as interface variables
whose valuation is given by the evolution of a set of automata
that we associate to the non linearities. These are provided in
Figures 2 and 4 for saturation and hysteresis non linearities,
respectively.
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Unlike MLD models from Bemporad and Morari [1999], con-
straints are not added but automata are used to take into ac-
count the transitions between regions, which can be viewed as
discrete dynamics. This leads to a parameterized state space
representation of the system behavior (c.f. Equation 6) involv-
ing continuous and discrete variables. The approach introduces
additional modes in component automaton models, introducing
saturated and/or hysteresis behavior.
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3. PARAMETERIZED ARR-BASED MODE ESTIMATION

3.1 Parameterized ARRs

Based on the parameterized state space representation of the
system (c.f. Equation 6), the parity space approach (c.f. Chow
and Willsky [Jul 1984], Bayoudh et al. [2008]) is now extended
to diagnose the class of non-linear hybrid systems given by
Equation 1. A set of parameterized ARRs is associated to each
operating mode of the hybrid system and obtained as follows:
Let U = [u(0)T

, ...,u(nx)T
]T and Y = [y(0)T

, ...,y(nx)T
]T denote

the vectors of the nx successive derivatives of the input and the
output. By successively derivating the state evolution equation
nx times, we obtain:

Y = O(α j
i )x+H(α j

i )U +G(α j
i ,β

j
i ) (7)

with:

H(α j
i ) =




D(α j
i ) 0 ... 0

C(α j
i )B(αi) D(α j

i ) ... ...
... ... ... 0

C(α j
i )A(α j

i )B(α j
i ) ... ... D(α j

i )




O(α j
i ) =




C(α j
i )

C(α j
i )A(α j

i )
...

C(α j
i )[A(α j

i )]nx




G(α j
i ,β

j
i ) =




W (α j
i ,β

j
i )

C(α j
i )V (α j

i ,β
j

i )
C(αi)A(α j

i )V (α j
i ,β

j
i )

...

C(α j
i )[A(α j

i )]nx−1V (α j
i ,β

j
i )




Let Ω(α j
i ) be a matrix orthogonal to the matrix O(α j

i ), i.e.
Ω(α j

i ).O(α j
i ) = 0 So, we can eliminate the state x in equation

7 by left-hand multiplying by Ω(α j
i ). Hence we obtain the

parameterized ARRs as follows:

ρi = Ω(α j
i )Y −Ω(α j

i )H(α j
i )U−Ω(α j

i )G(α j
i ,β

j
i ) (8)

Notice that the order of the parity space is equal to the order of
the system state in order to always guarantee the existence of
Ω(α j

i ).

To each ARR we associate a Boolean indicator called residual
that is equal to 0 if the ARR is satisfied when checked against
observations, and equal to 1 otherwise. This consistency test in
only possible after the ARRs have been instantiated with the
proper values of α j

i and β j
i . This step is detailed in the next

section.

3.2 Dynamic ARR instantiation

Our diagnosis algorithm is based on checking online the ARRs
of the different modes of the system against the incoming
observations (c.f. Bayoudh et al. [2008]). In the present case,
the stored parameterized ARRs are not checkable as so. Hence
assuming that the system is in a given current mode, we
need to anticipate which are the possible modes to which the
system can transition. The set of possible destination modes
is computed by considering the discrete dynamics of each
component given by the associated automaton. The component
automata are combined locally, i.e. starting from the current
considered mode. Two hypotheses must be considered :

(1) asynchronous guard validation : there is only one compo-
nent mode change at a time,

(2) synchronous guard validation : several components change
mode at the same time.

This results in a mode-transition tree whose root is given by
the current mode and leaves correspond to possible destination
modes for which the values of α j

i and β j
i can be retrieved. The

matrix Ω(α j
i ) is computed and the corresponding ARRs can

hence be instantiated and they are instantiated only for these
possible mode destination. These ARRs can then be checked
against observations to track the system mode.

For the whole system three cases can be distinguished:

• the hybrid system remains in the previous operating mode
and each component remains in the same linear region,

• the hybrid system remains in the previous operating mode
but some components change linear region,

• the hybrid system changes operating mode.

4. ACADEMIC EXAMPLE

Given the hybrid system presented by Figure 5. The continuous
behavior in mode N and F are given by Equations 9 and 10
respectively.{

ẋ = A1x+B1u+ µ1
x1

S1
1(x,u)+ν1

x1
Z1

1(x,u)
y = C1x+D1u+ µ1

y1
S1

1(x,u)+ν1
y1

Z1
1(x,u) (9)

A1 =
[−2 0

0 −2

]
, B1 =

[
1
1

]
, C1 = [1 0 ], D1 = [1 ]

µ1
x1

=
[

1
0

]
, ν1

x1
=
[

0
1

]
, µ1

y1
= [1 ], ν1

y1
= [1 ]

N F
f

1

Fig. 5. Mode automaton of the whole system
{

ẋ = A2x+B2u+ µ1
x2

S1
2(x,u)

y = C2x+D2u+ µ1
y2

S1
2(x,u) (10)
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A2 =
[−3 0

0 −3

]
, B2 =

[
1
0

]
, C2 = [1 0 ], D2 = [1 ]

µ1
x2

=
[−1

0

]
, µ1

y2
= [−1 ]

S1
2(x,u) = S1

1(x,u) =

{−1 if 2x1 + x2 <−1
2x1 + x2 if |2x1 + x2| ≤ 1
1 if 2x1 + x2 > 1

(11)

Z1
1(x,u) =

{
−2 if x1 + x2 ≤−3
2 if x1 + x2 > 3 (12)

!
1

1 = −1 !
1

1 = 0 !
1

1 = 1

1 2 3

2x1 + x2 > −1

2x1 + x2 < −1

2x1 + x2 > 1

2x1 + x2 < 1

1

Fig. 6. Mode automaton of component C1

!1
1 = !1 !1

1 = 1

.......

a b

c

x1 + x2 > 3

x1 + x2 < !3

f f

1

Fig. 7. Mode automaton of component C2

Parameterized ARRs: the parametrized state space model of
the system in mode N and F is given by:
A(α1

1 ) =
[
−2+2(1−|α1

1 |) (1−|α1
1 |)

0 −2

]
, B(α1

1 ) =
[

1
1

]
,

C(α1
1 ) = [1+2(1−|α1

1 |) (1−|α1
1 |) ], D(α1

1 ) = [1 ],

V (α1
1 ,β

1
1 ) =

[
α1

1
3β 1

1

]
, W (α1

1 ,β
1
1 ) = [α1

1 +3β 1
1 ],

A(α1
2 ) =

[
−3−2(1−|α1

2 |) −(1−|α1
2 |)

0 −3

]
, B(α1

2 ) =
[

1
0

]
,

C(α1
2 ) = [1−(1−|α1

2 |) −(1−|α1
2 |) ], D(α1

2 ) = [1 ],

V (α1
2 ) =

[
−α1

2
0

]
, W (α1

2 ) = [−α1
2 ]

The parameterized ARRs of the system in mode N and F are
then given by:

ρ1 = Ω(α1
1 )Y −Ω(α1

1 )H(α1
1 )U−Ω(α1

1 )G(α1
1 ,β

1
1 ) (13)

ρ2 = Ω(α1
2 )Y −Ω(α1

2 )H(α1
2 )U−Ω(α1

2 )G(α1
2 ) (14)

Ω(α1
1 ), H(α1

1 ), G(α1
1 , β 1

1 ), Ω(α1
2 ), H(α1

2 ) and G(α1
2 ) are com-

puted from A(α1
1 ), B(α1

1 ), C(α1
1 ), D(α1

1 ), V (α1
1 , β 1

1 ), W (α1
1 ,

β 1
1 ), A(α1

2 ), B(α1
2 ), C(α1

2 ), D(α1
2 ), V (α1

2 ) and W (α1
2 ) as pre-

sented in Section 3.

Dynamic ARR instantiation: to instantiate the parameterized
ARRs, we focus on the system structure. The system is com-
posed of two components C1 and C2. In mode N, component
C1 introduces a non linearity of type S j

i and C2 introduces a non
linearity of type Z j

i . In mode F the component C1 introduces a
non linearity of type S j

i and C2 does not introduce any type of
non linearity. The automata associated to the two components
C1 and C2 are given by Figures 6 and 7, respectively. The values
of the discrete variables α1

2 = α1
1 and β 1

1 appear in the modes
of the automata. If combined, these two automata would lead to
the automaton of Figure 8, which is the mode automaton of the
whole system in which operating modes have been refined with
the possible configurations and possible transitions. We show
the automaton of the whole system to better explain the relation
betwen this automaton and the component automata but in our
approach the automaton of the whole system is never computed.

.2 .21a

1b

2a

2b

3a

3b

1c 2c 3c

N

F

f
f

f
f

f
f

1

Fig. 8. The composition of component automata

1b

2b

1a

1c

{!1, "
1
1 = !1, #1

1 = 1}

" {!1, "
1
1 = 0, #1

1 = 1}

" {!1, "
1
1 = !1, #1

1 = !1}

" {!2, "
1
2 = "1

1 = !1}

1

Fig. 9. The mode-transition tree of the current mode (1b)
considered for dynamic ARR instantiation

5. THE ATTITUDE CONTROL SYSTEM (ACS)

The satellite attitude is its orientation compared to external
reference frames and is influenced by external disturbances.
Hence a control system is required for the satellite stabilization,
namely, the Attitude Control System (ACS) (c.f. TTV [2002])
that controls the satellite attitude in the presence of disturbances
by pointing the satellite axes in the directions required for the
mission. The attitude control is achieved by on-line measuring
the satellite attitude and determining the appropriate control
torques that are exerted by actuators. In our case study, the
actuators are four reaction wheels. Each wheel is composed
by a motor and a flywheel. The principle of the wheel is
to create torque by accelerating or decelerating the flywheel,
which produces a reaction torque directly applied to the satellite
platform. In this paper, the diagnosis approach is tested on a
MATLAB/SIMULINK simulator of a satellite ACS provided
by Thales Alenia Space.

5.1 The ACS presentation

The studied system is composed by a satellite stabilized by 4
reaction wheels. The control is achieved by exchanging the ki-
netic momentums. Observable variables are the torque setpoint
for each wheel denoted Tcmdi generated by the controller and
the satellite attitude measured by star-tracker and gyroscope
sensors (c.f. Figure 10). Each wheel is composed by a flywheel
that exchanges a kinetic momentum Hrwi with the satellite and
a motor that exerts a motor torque denoted Troti . The state space
equations of the system are derived from physical laws (by
means of the Kinetic momentum theorem).

Fig. 10. The Attitude Control System of the satellite
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5.2 The motor model

Equation Condition
Troti = kmi ×Tcmdi |Tcmdi | ≤

Trotmax
kmi

Troti = Trotmax Tcmdi >
Trotmax

kmi

Troti =−Trotmax Tcmdi <−
Trotmax

kmi

Table 1. Motor torque limitation in nominal mode

Troti
= !Trotmax

Troti
= kmi

Tcmdi
Troti

= Trotmax

Troti
= 0

!1i
1 = !1 !1i

1 = 0 !1i
1 = 1

Troti
> !Trotmax

Troti
< !Trotmax

Troti
> Trotmax

Troti
< Trotmax

fj fj

fj

1

Fig. 11. The automaton model of the motor associated to wheel
i

The motor introduces one non-linearity saturation due to the
motor torque limitation as provided in Table 1, where kmi
denotes the motor scale factor. In this paper, we consider
electrical actuator failures. F1, F2, F3 and F4 model fault
situations of motors that correspond to: Trot1 = 0, Trot2 = 0,
Trot3 = 0, Trot4 = 0, respectively. The automaton model of the
motor is given in Figure 11.

5.3 The flywheel model

Condition Kinetic momentum Static friction
θi =−θmax Hrwi =−Hrwmax TStatic f rici =− fCoulomb
−θmax ≤ θi ≤ 0 Hrwi =−∫ Trwi TStatic f rici =− fCoulomb
0≤ θi ≤ θmax Hrwi =−∫ Trwi TStatic f rici = fCoulomb

θi = θmax Hrwi = Hrwmax TStatic f rici = fCoulomb

Table 2. Kinetic momentum limitation and static
friction

!i = −!max !i ≤ 0

!i = !max !i ≥ 0

α2i
1 = −1

βi
1 = −1

α2i
1 = 0

βi
1 = −1

α2i
1 = 1

βi
1 = 1

α2i
1 = 0

βi
1 = 1

!i > −!max

!i < −!max

!i < !max

!i > !max

!i > 0!i < 0

1

Fig. 12. The automaton model of the flywheel associated to
wheel i

The flywheel introduces two non-linearities due to the kinetic
momentum limitation and the static friction as provided in
Table 2, where Trwi and TStatic f rici denote the flywheel and the
static-friction torques, respectively . The rotation velocity of
the flywheel is θ̇i =

Hrwi
Ii

, where Ii is the flywheel inertia. The
automaton model of the flywheel is given in Figure 12.

5.4 The diagnosis module

The mode automaton of the system is shown in Figure 13. N
models the nominal behavior of the system, F1, F2, F3 and
F4 denote the fault modes corresponding to motor failures. The
single fault hypothesis is assumed for sake of clarity and due

N

F1 F2

F3
F4

f1

f2

f3

f4

1

Fig. 13. The mode automaton of the system: {Satellite+4 Reac-
tion Wheels}

to space limitation. Three parameterized analytical redundancy
relations are associated to each operating mode of the system.
They are computed from the state space model of the whole sys-
tem and shown in Table 3. The theoretical automaton resulting
from the composition of component automata (flywheels and
motors) contains 44×44 = 65536 modes. The mode-estimation
based on dynamic-ARR-instantiation considerably reduces the
computation problem. From a current mode, the number of
possible mode destination is in the worst case equal to 3×
4 + 2× 4 = 20 modes, under the asynchronous guard valida-
tion hypothesis 1 . Furthermore, the system is diagnosable i.e.
the belief state is always always reduced to one single mode,
consequently, in the worst case, the mode-estimation algorithm
based on dynamic-ARR-instantiation checks only the ARRs of
20 modes by instantiating 20×3 = 60 ARRs.
The mode-estimation algorithm based on ARR-instantiation
tracks transitions from the nominal mode to fault modes as well
as transitions in the same operating mode (nominal or faulty).
The detection of transitions from nominal to fault modes is
required for the diagnosis information. The detection of tran-
sitions within an operating mode provides information about
the component configurations. This information is required for
desaturation mechanism triggering, indeed when a flywheel
enters in the saturation zone, thrusters are activated leading the
wheel to the linear behavior zone.

mode parameterized ARRs
N ρ1({α1i

1 ,α
2i
1 ,β

i
1, i = 1..4})

F1 ρ2({α2i
1 ,β

i
1, i = 1..4})

F2 ρ3({α2i
1 ,β

i
1, i = 1..4})

F3 ρ4({α2i
1 ,β

i
1, i = 1..4})

F4 ρ5({α2i
1 ,β

i
1, i = 1..4})

Table 3. The parameterized ARRs of the ACS

5.5 Simulation and results

Some scenarios are tested on the ACS simulator giving satis-
factory results. Let consider the following scenario:

N(α13
1 = 1)

(Trot3<Trotmax , t=14.05s)
−−−−−−−−−−−−−−→ N(α13

1 = 0)
( f1, t=25s)−−−−−−→ F1

The system starts in the nominal mode N. At t = 14.05s
the system configuration changes: motor of the 3th-reaction
wheel leaves the saturation zone, but the system remains in
the nominal mode. At t = 25s, we inject the fault F1 that
corresponds to the failure of the motor of wheel 1. The on-line
evolution of residuals ρ1 and ρ2 instantiated with appropriate
parameters are shown in Figure 14. These residuals are on-line
instantiated by the dynamic-ARR-instantiated-based algorithm
and computed with the incoming measures/control-inputs and
their 1st and 2nd derivatives. The evolution of the state variables
are provided in Figure 16. The mode estimate and observable
1 In this study case, guards are independent hence the asynchronous guards
hypothesis holds.
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Fig. 14. The evolution of residuals instantiated in mode N and
F1

variables are shown in Figure 15. The mapping between the
evolution of system residuals, mode estimate, and the non
observable state variables is verified.
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Fig. 15. Parametrized-ARR-based mode/configuration estima-
tion
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Fig. 16. The evolution of the system state

6. CONCLUSION

This paper considers the problem of mode tracking and diag-
nosis of a class of non-linear hybrid systems. This problem

is approached by the generation of a set of consistency tests
arising from ARRs for every mode of the system. The main
contribution of the paper is to propose a way to handle non lin-
earities of saturation and hysteresis type without calling for an
a priori built piece-wise linear model that results in defining an
operating mode for each region of linear behavior. The reason
for this is to avoid the combinatorial explosion of the number
of behavioral modes and, further, of the number of ARRs to be
stored and checked against the observations at each acquisition
time. The proposed idea is to keep the piece-wise linear model
implicit and to generate parameterized ARRs whose valuation
is provided by the states of a set of automata defined at the level
of each component to account for all regions of linear behavior.
From the on-line point of view, the parameterized ARRs needed
to track the system mode at a given time instant are instan-
tiated dynamically guided by a local synchronization of the
component automata.This reduces the required memory space
and computation time, going from exponential complexity to
polynomial. The proposed mode tracking algorithm has been
tested on an the Attitude Control System (ACS) of an industrial
telecommunication satellite and shows good performance.
Future work will consider to extend the proposed scheme to
hybrid systems whose discrete dynamics involve observable
discrete events. In this case, a method to account both for con-
tinuous and discrete information has been proposed in Bayoudh
et al. [2008]. It involves the generation of a set of specific dis-
crete events from the expected consistency tests changes from
one mode to another and the building of a diagnoser accounting
for all discrete events. The method proposed in this paper could
be used, coupled to a diagnoser to generate the specific discrete
events on line, hence avoiding to store all the ARRs used in the
consistency tests.
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Abstract: Integrated System Health Management methodologies require efficient fault iden-
tification approaches to ease system reconfiguration or to adapt controllers to accommodate
for the faulty behaviors. However, accurate and timely on-line fault identification of complex,
nonlinear systems is difficult and can be computationally expensive.
In this work, we extend the quantitative fault isolation and identification proposal in TRAN-
SCEND. We propose a more efficient approach based on previous works on model decomposition
and dependency compilation. We generate a set of smaller estimation tasks from the global
estimation problem to reduce the computational burden. We tested the approach in a nonlinear
three tank system. Current results show a considerable reduction in fault identification time,
without compromising the accuracy in the estimation.

1. INTRODUCTION

The need for increased performance, safety, and reliability
in engineering systems provides the motivation for de-
veloping Integrated Systems Health Management (ISHM)
methodologies that include efficient fault detection, diag-
nosis, and recovery mechanisms to reduce downtime and to
increase system availability through the life of the system.
Our focus in this work is on model-based approaches to
on-line fault isolation and identification (FII) in complex
nonlinear systems. Isolation and identification are impor-
tant tasks, because they provide the information needed
to reconfigure the system or to adapt the controller to ac-
commodate for the faulty behavior. However, accurate and
timely fault identification of complex, nonlinear systems is
difficult and can be computationally expensive [Pouliezos
and Stavrakakis [1994], Isermann [2006], Gertler [1998]].

Online methods for model-based diagnosis require the use
of quick but robust fault detection methods to establish
discrepancies between observed and expected system be-
havior. Discrepancies due to faults trigger fault isolation
and identification processes that are responsible for deter-
mining the cause of the fault, and deviation magnitude,
respectively.

TRANSCEND [Mosterman and Biswas [1999]] combines
qualitative fault isolation methods with quantitative pa-
rameter estimation techniques to isolate and to identify
single faults in dynamic systems [Manders et al. [2000]].
Its main problem is that the estimation process over the
whole system becomes quite difficult and time consuming
for complex, nonlinear systems.
� Anibal Bregon and Belarmino Pulido’s work have been partially
supported by the Spanish Ministry of Science and Innovation (MCI
2008-01996). Gautam Biswas’ work was partially supported by
NASA grants NNX07AD12A and USRA 08020-013.

System decomposition has been proposed to reduce com-
plexity in the parameter estimations tasks. The goal of
decomposition consists of generating a set of smaller esti-
mation tasks from the global estimation problem. Williams
and Millar [Williams and Millar [1998]] introduced the
concept of dissent. A dissent describes an overdetermined
subsystem which can be used to estimate the parameters
within the subsystem model.

Possible Conflicts [Pulido and Alonso-Gonzalez [2004]] are
conceptually equivalent to dissents, and can be used in
the same way that dissents are used to generate smaller
estimation tasks for fault identification. A structural ap-
proach based on possible conflicts is applied to derive the
minimal set of overdetermined subsystems from the global
system model. Each subsystem contains a minimal number
of equations that suffice for fault parameters estimation.

In this work, we use the analogies between dissents and
possible conflicts, and the analogies between possible con-
flicts and temporal causal graphs to propose a new fault
isolation and identification approach for TRANSCEND.
Our aim is to turn the global estimation problem in
TRANSCEND into a set of smaller estimation problems
to improve efficiency for the localization and identification
tasks.

We have tested the new identification strategy in a non-
linear simulation system. Experimental results proved the
computational improvement.

The rest of the article is organized as follows. Section 2
briefly introduces TRANSCEND and its current quantita-
tive FII approach. Section 3 describes basic ideas of system
decomposition using dissents and its relation with possi-
ble conflicts. Section 4 then briefly presents the possible
conflicts approach. Section 5 presents the way to derive
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minimal parameter estimators using possible conflicts, and
the new FII approach for TRANSCEND. Section 6 de-
scribes the experimental results obtained for a three tank
system. And, finally, section 7 presents the discussion and
conclusions.

2. THE TRANSCEND DIAGNOSIS APPROACH

TRANSCEND [Mosterman and Biswas [1999], Manders
et al. [2000]] uses a model-based diagnosis approach based
on bond graphs that model the dynamic behavior of the
system. The approach combines qualitative fault isola-
tion methods with quantitative parameter estimation tech-
niques to isolate and identify single faults in the dynamic
system.

2.1 Qualitative Diagnosis from Transients

A fault [Blanke et al. [2006]] is a deviation of the system
structure or the system parameters from the nominal
situation. We can consider different kind of faults, but this
paper focuses only in abrupt faults :
Definition 1. (Abrupt fault). Abrupt faults are instanta-
neous and persistent changes in the parameter values that
cause significant deviations from steady state operations
(transients).

Abrupt faults produce transients in system variables. The
TRANSCEND diagnosis approach assumes the transients
can only have discontinuities at the time of fault occur-
rence, tf , that is, the behavior of the system is continu-
ously differentiable before and after the occurrence of a
fault. This implies that the transient response to a fault
after the time of fault occurrence can be approximated by
the Taylor series expansion:

y(t) = y(tf ) + y′(tf )
(t − tf )

1!

+ y′′(tf )
(t − tf )2

2!
+ . . . + y(k)(tf )

(t − tf )k

k!
+ . . .

where tf is the time of fault occurrence, and t > tf .

If | y(k+1) | is bounded and t is close to tf , then the
Taylor series is a good approximation of the true signal
y(t). As t increases from tf the Taylor series approximation
is going to increasingly differ from the true signal y(t), but
higher order approximations follow the signal for a longer
time interval. This analysis is done to describe the fault
transient signal as a fault signature [Manders et al. [2000],
Roychoudhury et al. [2009]]:
Definition 2. (Fault signature). Given a fault, f , the time
of fault occurrence, tf , and a measurement, m, the fault
signature, FS(f, m), is the set of k + 1 feature values
consisting of the predicted magnitude and the 1st through
kth order derivative values computed at tf from the
residual signal of measurement m.

The problem within this approach is that when the fault
occurs, the magnitude of change in the faulty parameter
is unknown, so derivative values in the fault signature
have to be computed from subsequent measurements. This
is a difficult problem to solve for dynamic systems, and
especially for systems that exhibit complex, nonlinear
behaviors. To address this problem, qualitative constraint

analysis techniques based on fault signatures have been
developed for fault isolation.

The fault signatures are derived from a Temporal Causal
Graph (TCG) that can be automatically derived from a
bond graph model. The signatures are expressed in terms
of qualitative values: below normal (-), normal (0) and
above normal (+), for the measurements, and decreasing
(-), steady (0) and increasing (+), for the derivatives of
measurement deviations.

2.2 The TRANSCEND Fault Diagnosis Approach

Figure 1 illustrates the architecture of the TRANSCEND
fault diagnosis approach.

Fig. 1. Block diagram of the TRANSCEND diagnosis
approach.

The bond graph model of the system is used to generate
both the state-space and the TCG models of the system.
Using the state-space model, an Extended Kalman filter
observer is designed for tracking nominal system behavior
with noisy measurements. Using the estimation of the
outputs given by the observer, ŷ(t), and the measurements,
y(t), an statistical Z-test [Kirk [1999]] is employed for the
fault detection task. A significant deviation in the residual,
r(t), triggers the symbol generation step. In this step,
the measurement and slope values from the residuals are
transformed into qualitative values (+, −, 0), s(t).

The fault signature generation algorithm combines a back-
ward propagation step to identify all possible parameter
deviations (fault hypotheses) that are consistent with a de-
viated measurement, and a forward propagation step that
generates the fault signature, i.e., the effect of each fault
hypothesis on the available measurements [Mosterman and
Biswas [1999]]. As discussed earlier, the fault signature
for the measurement residual is expressed in terms of the
magnitude (zeroth order time-derivative), slope (first order
time-derivative), and higher order effects. All deviation
propagations start off as zeroth order effects (magnitude
changes). When an integrating edge in the TCG is tra-
versed, the magnitude change becomes a first order change,
i.e., the first derivative of the affected quantity changes.

Even though this process is carried out online and trig-
gered only when faults are detected, the prediction step
can be done offline to each potential fault parameter
to generate its fault signature [Mosterman and Biswas
[1999]].

Last step in TRANSCEND is called progressive monitor-
ing. In this step, the system compares signatures of the
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hypothesized faults against measurements as they change
dynamically. This process tries to narrow down the num-
ber of fault candidates, generating a reduced set of fault
candidates, fr.

We will illustrate the significant issues in this paper with
the well-known laboratory plant model of a three tank
system shown in figure 2. Fig. 3 shows the bond graph
model for the plant. Measurement points shown as De and
Df components are connected to junctions, and the faults
appear as explicit parameters of the bond graph model.
Fig. 4 shows the TCG for the plant. For this study, we
consider seven different faults in the plant: change in tank
T1, T2, T3 capacities, and partial blocks in the valves V1,
V2, V3, and in the input pipe. Fig. 4 shows the TCG for
the plant.

P1P1 P2P2

F1F1
F2F2

Output

Large fluid source

T1 T2 T3

V1 V3V2V0

Fig. 2. Diagram of the laboratory plant.

Fig. 3. Bond graph model of the plant. f(x) represents the
control of Rvalve resistance through V0 aperture as a
function of T1 pressure (level).

Applying this process to all possible faults that can arise
in the system shown in figure 2, we obtain the fault
signature matrix for the system (see table 1). In this
table, P1, P2, F1, and F2 columns represent the expected
deviations (no change (0), increasing or decreasing (+/-),
or indeterminate effect 1 (*)) in the measurements, and in
the slope or higher order effects, in the presence of faults.
Column I shows isolation capabilities of this approach 2

(faults on parameters Rv1 and Rv2 cannot be completely
isolated).

2.3 Quantitative Fault Isolation and Identification (FII)
in TRANSCEND

TRANSCEND avoids some of the computational diffi-
culties associated with numerical schemes, but it lacks
1 An indeterminate effect means that there are at least two paths
of the same order that propagate + and - effects, and the dominant
effect is unknown.
2 1 means that the fault can be distinguished, during the isolation
task, from the rest of the faults considered for the system; 0 means
that it can not be isolated

P1 P2 F1 F2 I

CT1 +∗ 0+ ∗∗ 0+ 1

CT2 0+ 0+ 0∗ 0+ 1

CT3 0+ +− 0∗ +− 1

RV1 0− 0+ 0∗ 0+ 0

RV2 0− 0+ 0∗ 0+ 0

RV3 0− 0− 0∗ +− 1

Rpipe 0+ 0+ +∗ 0+ 1

Table 1. Signature matrix for the temporal
causal graph found for the laboratory plant.

discriminative power due to qualitative constraints usage.
For example, table 1 shows that the approach is unable to
distinguish between fault hypotheses RV1 and RV2 for the
three tank system. In these cases, a parameter estimation
procedure over the whole system is carried out [Manders
et al. [2000]]. The idea is to estimate the parameter for each
one of the hypothesized faults from the available measure-
ments. A separate parameter estimator (using standard
least squares) will be initiated for each of the hypothesized
faults in fr using the measurements. Fault parameter with
the smallest least squares error will then be considered as
the faulty element. Moreover, the parameter estimator will
provide the fault magnitude.

This combined qualitative/quantitative fault isolation
scheme provides some advantages against the traditional
numeric schemes, but it experiences computational prob-
lems when applied to on-line fault isolation/identification
for complex, nonlinear systems. The problem is the com-
plexity related to the real time estimation process over the
whole system. It becomes more difficult and more time
consuming as the dimension of the problem grows. This
problem is even worst if we are dealing with complex,
nonlinear systems. Our proposal consists on taking ad-
vantage of the strong analogies between model estimation
and consistency-based diagnosis in the context of their
respective decomposition methods [Williams and Millar
[1998]] to reduce problem complexity.

3. MODEL DECOMPOSITION

Given a continuous time state-space model of a nonlinear
dynamic system:

ẋ = f(x, u, θ)
y = g(x, u, θ)

where f and g are nonlinear functions; x, u, and y are
the vectors of the state, input, and output variables of the
systems; and θ is the set of model parameters. We want to
estimate an unknown parameter, θi ∈ θ. The estimation
procedure consists of solving a nonlinear optimization
problem:
Definition 3. (Nonlinear Optimization Problem). Given a
nonlinear system model and an estimator e(u, θi), we can
estimate θi by solving the nonlinear optimization problem:

θ∗i = argmin
θi

∑
(y − e(u, θi))2 (1)

The goal of model decomposition consists of generating
a set of smaller estimation tasks from the global estima-
tion problem. Williams and Millar introduced the concept
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Fig. 4. Temporal causal graph of the three tank plant.

of dissent in their proposal of Decompositional Model-
based Learning in Moriarty [Williams and Millar [1998]].
A dissent is a minimal subset of equations from a system
model which is over-determined given a set of measured
variables. A dissent describes an overdetermined subsys-
tem which can be used to estimate the parameters within
the subsystem model. Since we want to minimize the
complexity of the estimation task, we are only interested
in those subsystems that are minimal w.r.t. the number
of equations.

Williams and Millar pointed out the analogy between
model estimation using dissents and consistency-based di-
agnosis using minimal conflicts: conflicts are related to a
discrepancy, and dissents signal a potential error in the
estimation process. However, (minimal) conflicts are com-
puted on-line using a dependency-recording engine, while
dissents can be computed off-line. Therefore, dissents are
also closely related to several methods in the DX commu-
nity to avoid on-line dependency-recording (such as pos-
sible conflicts [Pulido and Alonso-Gonzalez [2004]]), and
they are also close to the structural approach employed
in the FDI community to find Analytical Redundancy
Relations [Blanke et al. [2006]].

We exploit this similarity and we focus on the Possible
Conflict approach, which has been proved to be equivalent
to conflict generation in GDE. In fact, Pulido and Alonso-
Gonzalez [Pulido and Alonso-Gonzalez [2004]] have shown
that both dissents and possible conflicts look for the whole
set of minimal over-determined sets of equations in the
model that can be solved using local propagation (solving
one equation in one unknown). Their main difference
comes from their use in model-based reasoning: while
dissents are used for successive parameter estimation in
Moriarty, Possible Conflicts have been used as an off-line
dependency-recording for consistency-based diagnosis.

Summarizing, both approaches can be used to compute
the potential error between a subset of estimations and a
subset of measurements. Therefore, possible conflicts can
be useful to decompose a system in order to reduce the
complexity of the parameter estimation process.

The integration of possible conflicts in the fault isolation
and identification task in TRANSCEND is rather straight-
forward. The structure of each PC defines a minimal subset
of over-determined equations, which can be easily obtained
from the TCG in TRANSCEND, i.e, PCs identify minimal
over-determined structures in TCGs [Bregon et al. [2009],
Biswas et al. [2009]]. Hence, our proposal is to use possible

conflicts to identify off-line those minimal structures in
TCGs, and then, use them as smaller estimation tasks for
each of the hypothesized faults.

Before we develop this methodology, we review concepts
related to possible conflicts in next section.

4. POSSIBLE CONFLICTS

Possible conflicts, PCs for short [Pulido and Alonso-
Gonzalez [2004]], represent sub-systems that may become
conflicts when faults occur within the Consistency Based
Diagnosis framework [Reiter [1987]], i.e., minimal subsets
of equations containing the analytical redundancy nec-
essary to perform fault diagnosis [Pulido and Alonso-
Gonzalez [2004]].

Computation of PCs is performed on an abstract model
linked to the set of equations in the system description, i.e.,
a hypergraph including just the constrains in the model,
and their related known and unknown variables. PCs are
derived off-line using two core concepts: minimal evalua-
tion chains, or MECs, and minimal evaluation models, or
MEMs.

MECs are minimal over-constrained sets of relations, and
they represent a necessary condition for a conflict to exist.
MECs represent a partial subhypergraph from the original
system description.

Each constraint in a MEC has one or more variables. We
call an interpretation to each feasible causal assignment
within a constraint, allowing to solve one variable assum-
ing remaining variables are known. In the general case,
not every interpretation is feasible for non-linear dynamic
models.

The set of interpretations, seen as causal links among
variables in each hyper-arc, define a causal graph for each
MEC. A MEM is a global consistent causal interpretation
for every constraint in a MEC. Hence, a MEM is a
subgraph for each MEC. Using the whole set of available
interpretations for each constraint in a MEC, algorithms
used to compute PCs are able to find every possible causal
interpretation which is globally consistent within a MEC,
i.e., the whole set of MEMs for each MEC. Each MEM
describes an executable model, which can be used to
perform fault detection. Possible Conflicts are defined as
the set of relations in a MEC that has, at least, one MEM.

If there is a discrepancy between predictions from these
models and current observations, the PC must be respon-
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sible for such a discrepancy, and should be confirmed as a
real conflict. Afterwards, diagnosis candidates are obtained
from conflicts following Reiter’s theory.

PCs calculation uses a minimality criteria in terms of sets
of constraints. Nevertheless, it is straightforward to obtain
candidates based on components. It has been demon-
strated that the set of MEMs generated with this approach
is equivalent to the set of conflicts computed by the GDE.

Moreover, if algorithms used to compute ARRs through
structural analysis use such minimality criterion and pro-
vide a complete solution –explores every possible causal
assignment for every minimal ARR–, the set of PCs has
same detection and isolation capabilities as the set of
minimal ARRs.

Finally, if every MEM in every PC provides the same
solution–what is called the Equivalence assumption in
[Pulido and Alonso-Gonzalez [2004]]–, then PCs, minimal
ARRs, and minimal conflicts provide the same solution in
terms of fault detection and isolation capabilities.

Cordier et al. [Cordier et al. [2004]] introduced the concept
of support for an ARR (set of components whose models
are used to derive an ARR). Based on such idea, off-line
compiled conflicts and ARR’s support can be considered
as equivalent (the support for an ARR is a potential
conflict, which is equivalent to a possible conflict). Under
given conditions, the set of minimal ARRs and the set of
minimal conflicts will have same detection and isolation
capabilities.

As we showed in [Bregon et al. [2009]] the set of possible
conflicts of a system can be automatically obtained from
its bond graph model. For the three tank plant, we found
four possible conflicts. Table 2 shows the components and
the output variable estimated for each one of the possible
conflicts.

Components Estimate

PC1 Rpipe F1

PC2 CT1 , RV1 , CT2 , RV2 P1

PC3 RV1 , CT2 , RV2 , CT3 P2

PC4 RV3 F2

Table 2. PCs found for the laboratory plant.

5. AN EFFICIENT FII APPROACH FOR
TRANSCEND

As we previously showed, our aim consist of making use
of the strong analogies between model estimation and
consistency-based diagnosis, and PCs and TCGs, to turn
the global estimation problem in TRANSCEND into a set
of smaller estimation problems. In this section we will show
how to generate these smaller estimators from PCs, and
how to integrate them into the TRANSCEND diagnosis
approach.

5.1 Using PCs to Obtain Minimal Parameter Estimators

PCs have a set of equations, input variables, and one out-
put variable which can be estimated using only observed

variables. For a possible conflict PCk, this estimation can
be defined in state space form as follows:

˙̂xpck
= fpck

(xpck
, upck

, θpck
)

ŷpck
= gpck

(xpck
, upck

, θpck
)

where fpck
and gpck

are nonlinear functions; x̂pck
, and upck

are vectors for the state and input variables; ŷpck
is the

output variable; and θpck
is the set of parameters for PCk.

For linear systems, Gertler established [Gertler [1998,
2002]] that changes in the parameters can be directly
obtained from the residuals of parity relations, and, conse-
quently, parameter estimation can be performed through
parity relations. As PCs are equivalent to ARRs [Pulido
and Alonso-Gonzalez [2004], Armengol et al. [2009]], PCs
can be used to derive parameter estimators for linear
systems.

That equivalence has been guaranteed for some classes
of non-linear systems [Gertler [2002]], but can not be
guaranteed in general. However, for those particular sit-
uations, PCs still can be used in the parameter estima-
tion process, but in a different way: using PCs we can
derive the structure of a parametrized estimator, epck

,
for a nonlinear system (involved parameters, θpck

, and
measured variables: upck

and ypck
). Then, epck

can be used
as a minimal estimator to solve the nonlinear optimization
problem defined in equation (1), as stated in the following
proposition:
Proposition 1. A possible conflict, PCk, and a set of input
variables for PCk, upck

, can be used as a parameter
estimator, ŷpck

= epck
(upck

, θi), by selecting the measured
variable estimated by the possible conflict as ŷpck

, and
solving ŷpck

in terms of the remaining measured variables.

Each estimator is uniquely related to one PC, hence it
contains minimal redundancy required for parameter esti-
mation. In this case, each PC has an executable model that
can be used for simulation purposes. Access to parameters
in the simulation models is straightforward, because these
parameters come directly from the Bond-Graph model of
the whole system. How these models are used for fault
identification in TRANSCEND is shown in next section.

For the three tank system we have obtained four minimal
parameter estimators shown in table 3, one for each
possible conflict.

Related
Estimator PC Parameters Inputs Output

e1 PC1 Rpipe Se, P1 F1

e2 PC2 CT1 , RV1 , CT2 , RV2 F1, P2 P1

e3 PC3 RV1 , CT2 , RV2 , CT3 P1, F2 P2

e4 PC4 RV3 P2 F2

Table 3. Minimal parameter estimators found
for the three tank system, and their related

Possible Conflicts.

Table 3 shows that faults Rpipe, CT1 , CT3 , and RV3 can
be estimated using only e1, e2, e3, and e4 estimators,
respectively. On the other hand, faults in RV1 , CT2 , and
RV2 can be estimated through both e2 and e3 estimators.

When a parameter can be estimated by two or more
minimal estimators, it is possible to choose the preferred
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Fig. 5. The new TRANSCEND FII approach.

estimator in several ways (each estimator has different
properties and provides different results). In this proposal
we only provide the whole set of minimal estimator for each
parameter, but we allow to choose as preferred estimator
the one that better fits the requirements of the system.
To select the preferred estimator, several options can be
considered:

• Select the estimator that minimizes the number of
equations needed for its computation.

• Select the estimator that maximizes the accuracy
in the estimation (trade off between the number of
equations and measurements involved in the PC). In
this work, we selected this option.

5.2 New FII Approach for TRANSCEND

To integrate these ideas in TRANSCEND, we need to
modify its current FII approach [Manders et al. [2000]].

Figure 5 shows the new proposed FII approach for TRAN-
SCEND. It relies upon four steps: i), model decomposition
by off-line computation of the set of minimal PCs from the
bond graph model, ii), off-line computation and selection
of the better minimal estimator for each fault candidate,
iii), on-line quantitative parameter estimation procedure
over the minimal estimators related with the set of isolated
fault candidates, and (iv), decision procedure to select the
faulty candidate.

The parameter estimation block is triggered on-line only
after the progressive monitoring step. The output of the
progressive monitoring (a narrowed down set of possible
fault hypotheses, fr), the inputs, and the outputs of the
system, are used as the inputs for the parameter estima-
tion. Within this block, a parameter estimation process is
carried out for each one of the hypothesized faults, f , using
its corresponding minimal estimator (obtained in step ii)).

Fig. 6 shows the parameter estimation process using the
minimal estimators. A parametrized minimal estimator,
epck

, uses the inputs of the system, upck
, and a parameter

value, θf , to generate an estimation of the output, ŷpck
.

This estimated output is compared against the observed
output, ypck

, by the LS error calculator block. This block
computes the least square error between ŷpck

and ypck
for

the fault candidate f , E2
f . Then, the iteration engine block,

that contains a nonlinear optimization algorithm, finds
the minimum of the error surface E2

f (θf ), by iteratively
invoking the estimator with different parameter values.

The value of the parameter and its minimum LS error
will be the output of the parameter estimation block (and
the input for the decision procedure block). Finally, for
the decision procedure, a statistical test is used to discard
the faulty candidates whose quadratic error, E2, do not
converge to zero.

Fig. 6. Parameter estimation using the minimal estimator
from PCs.

It is important to point out that the big computational
effort of the approach is made to generate the error surface
by several estimations with different parameter values. The
advantage of the new approach against the previous one is
that now, these estimations are carried out with minimal
over-determined sets of equations, instead of using the
whole model.

6. RESULTS ON THE CASE STUDY

The laboratory plant shown in fig. 2 has been used for
empirical studies for the proposed FII methodology. The
study was made on a data-set, made up of examples
obtained from several simulations for each fault mode in
the plant.

Models and simulations were developed using the Simulink R©
environment. Simulations lasted 1000 time steps. White
noise (mean = 0, variance = 5% of the measured signal)
was added to the measurements. To test the consistency
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and accuracy of the approach, we carried out 10 exper-
iments for each fault mode. Results shown in table 4
correspond with the mean values of the 10 experiments
for each fault mode.

Abrupt faults with a 10% fault magnitude in the parame-
ters were introduced at t = 450. We compared the results
obtained using the new FII approach with the minimal
estimators against the previous FII approach using the
whole system model. Table 4 shows the results obtained
for each one of the faulty parameters using 40 seconds
(upper part), and 100 seconds (lower part) data sets for
the estimation. Column Fault candidate shows the output
of the TRANSCEND progressive monitoring block, i.e.,
the reduced set of hypothesized faults for each faulty
parameter. Column PC used shows the possible conflict
used for the estimation of each fault candidate. Column
Real value shows the current value of the faulty param-
eters. Columns Estimated value, Confidence interval,
and Elapsed T ime show the estimated value, the 95%
confidence interval, and the elapsed time for the parameter
estimation, respectively, using the minimal estimators and
the whole model.

For the sake of simplicity, a Nonlinear Least Squares
algorithm was used for the parameter estimation task.

Possible conflicts isolate faults in Rv1 and Rv2 using in
average half the time needed to isolate the same faults
using the whole model. For example, using a 40 seconds
data set for a fault in Rv1 , the minimal estimators are able
to confirm Rv1 and discard Rv2 in 0.056 and 0.047 seconds,
respectively. For the same example the whole system
estimator lasted 0.104 and 0.106 seconds, respectively.

Regarding the identification results, table 4 shows that
for all the faulty situations considered we obtained faster
estimations without loosing accuracy in the estimation.
Parameter values obtained with the minimal estimators
are pretty similar to those obtained using the whole
model. In some cases the estimation was even better while
reducing the time consumed to carry out this estimation
(see, for example, results obtained for faults in parameters
Ct2 , Ct3 , and Rv3). For example, using a 100 seconds data
set of a fault in Rv3 , the minimal estimators are able to
provide better estimation than the whole system, 109.98
vs. 109.89, while improving almost 80% the elapsed time
for the estimation, 0.094 vs. 0.453.

To test the accuracy and validity of the parameters es-
timated with the possible conflicts, we computed the
95% confidence intervals for every faulty situation for the
minimal estimators and the whole model. Intervals are
rather similar in both cases. We also carried out more
experiments using smaller and bigger data sets (20 seconds
and 200 seconds) for the parameter estimation, obtaining
similar results to those shown in table 4.

7. DISCUSSION AND CONCLUSIONS

This paper has presented a novel architecture to improve
efficiency for on-line fault isolation and identification in
TRANSCEND, using system decomposition and possi-
ble conflicts. Our approach exploits the strong analo-
gies between Decompositional Model-based Learning and
Model-based Diagnosis to decompose the global estimation

problem into smaller estimation tasks, thus reducing the
computational problems for on-line parameter estimation.
Based on these analogies, we have used possible conflicts
to find minimal estimators derived from TCGs.

Simulation results obtained so far using the new approach
show an improvement in the efficiency of TRANSCEND
without compromising the accuracy on the estimation.
This improvement comes from the reduced size of the
estimation for the optimization task.

Several approaches have been proposed in the literature
to solve the fault identification problem. Pure on-line
quantitative parameter estimation for nonlinear models is
usually very time consuming [Escobet and Travé-Massuyès
[2001]] and have strong requirements for noise decoupling
and input excitation [Patton et al. [2000]]. To mitigate
these factors, several authors have proposed the combina-
tion of different methods for fault detection and isolation,
and fault identification [Pouliezos and Stavrakakis [1994],
Isermann [2006], Gertler [1998]]. Our proposal follows this
trend.

Main task ahead is to test these ideas in a more complex
nonlinear system, a reverse osmosis system. Our guess is
that using possible conflicts for the parameter estimation
task in a more complex model, computational effort will
decrease due to the bigger complexity of the global model.
We also plan to test the performance of the system with
different optimization algorithms to improve computa-
tional effort, and decrease the possible negative effects of
noise in the measurements in the parameter estimation
process.

REFERENCES

J. Armengol, A. Bregon, T. Escobet, E. Gelso,
M. Krysander, M. Nyberg, X. Olive, B. Pulido, and
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40 seconds

Using PCs Using the whole system

Faulty Fault PC Real Estimated Confidence Elapsed Estimated Confidence Elapsed
parameter candidate used value value interval time value interval time

CT1 CT1 PC2 11 11.03 [10.95− 11.11] 0.063 11.03 [10.99− 11.07] 0.096

CT2 CT2 PC3 11 11.002 [10.94− 11.05] 0.058 10.99 [10.86− 11.12] 0.100

CT3 CT3 PC3 11 11.11 [11.05− 11.18] 0.055 11.13 [10.99− 11.27] 0.092

RV1
RV1 PC2 110 108.79 [108.15− 109.43] 0.056 109.50 [108.78− 110.22] 0.104

RV2 PC3 110 E2 does not converge to zero 0.046 E2 does not converge to zero 0.106

RV2
RV1 PC2 110 E2 does not converge to zero 0.047 E2 does not converge to zero 0.116
RV2 PC3 110 110.21 [110.05− 110.37] 0.053 109.93 [109.19− 110.66] 0.112

RV3 RV3 PC4 110 110.01 [109.71− 110.30] 0.046 111.18 [110.52− 111.84] 0.105

Rpipe Rpipe PC1 110 110.20 [109.01− 111.40] 0.056 110.60 [110.01− 111.18] 0.103

100 seconds

Using PCs Using the whole system

Faulty Fault PC Real Estimated Confidence Elapsed Estimated Confidence Elapsed
parameter candidate used value value interval time value interval time

CT1 CT1 PC2 11 11.04 [11.01− 11.07] 0.122 11.04 [11.02− 11.06] 0.339

CT2 CT2 PC3 11 11.004 [10.98− 11.01] 0.111 11.01 [10.96− 11.05] 0.326

CT3 CT3 PC3 11 11.02 [10.99− 11.04] 0.145 11.02 [10.96− 11.07] 0.314

RV1
RV1 PC2 110 110.38 [110.22− 110.55] 0.136 110.09 [109.78− 110.41] 0.378

RV2 PC3 110 E2 does not converge to zero 0.136 E2 does not converge to zero 0.381

RV2
RV1 PC2 110 E2 does not converge to zero 0.166 E2 does not converge to zero 0.441
RV2 PC3 110 110.06 [110.02− 110.10] 0.179 109.93 [109.61− 110.25] 0.422

RV3 RV3 PC4 110 109.98 [109.83− 110.13] 0.094 109.89 [109.68− 110.09] 0.453

Rpipe Rpipe PC1 110 109.96 [109.36− 110.56] 0.141 110.04 [109.85− 110.24] 0.396

Table 4. Estimation results (estimated value, confidence interval, and elapsed time) for each one
of the faults considered using 40 seconds and 100 seconds data sets.
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Using minimal recoverable configurations
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under actuator outages ?
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Abstract: This paper addresses actuator outages, or any actuator fault under the reconfigura-
tion strategy. Based on the lattice structure of the set of system configurations, the concept of
an extensive control law is introduced and shown to allow the design of a fault tolerant control
strategy that mixes the passive and active approaches (PACT strategy). Extensive controls for
α-stability and quadratic performance admissibility are exhibited and a general algorithm for
the design of a PACT strategy that allows to recover from any recoverable fault is given.

Keywords: Fault tolerant control, Reliable control, Actuator outages.

1. INTRODUCTION

Actuators and sensors, being the weak components of most
control systems, have received considerable attention in
the FDI (Fault Detection and Isolation) and FTC (Fault
Tolerant Control) literature. When specific kinds of faults
(actuator outages, sensor losses [3], [4], [7], [15], [20]) or
specific FTC strategies (system reconfiguration [2]) are
considered, the set I of the system situations to be tackled
is known in advance. This paper addresses FTC in the
presence of actuator outages or any actuator fault under
the reconfiguration strategy (i.e. switching faulty actuators
off).

FTC is understood as the problem of satisfying a given
objective in spite of the presence of faults. Many elabo-
rate objectives are considered in the literature, involving
different control approaches (state or output feedback,
sliding modes, H∞ or H2 optimal control) for regulation,
tracking, disturbance attenuation, stability [3], [5], [7], [8],
[9], [10], [11], [14] [15], [16], [17], [19]. In order to achieve the
objective, FTC design can be carried out through active or
passive schemes. Active fault tolerance (AFT) designs con-
trol laws that are dedicated to each fault of interest, see e.g.
[9], [11] for applications to actuator faults. In passive fault
tolerance (PFT) or in reliable control, a single controller
is designed for all or a subset of the faults. The existence
of a solution is proven in specific cases [14], [16], [17] but
most often, only sufficient existence conditions are given,
e.g. in terms of a Matrix Inequality solvability problem
[7], [8]. Surprisingly, when dealing with actuator outages,
the particular lattice structure of the set of faults is not
exploited. In a recent work [18] some advantages of the
passive and active approaches were combined in order to
? This work has been developed in the project SIRASAS
(Stratégies Innovantes et Robustes pour l’Autonomie des Systèmes
Aéronautiques et Spatiaux) supported by the Fondation de
Recherche pour l’Aéronautique et l’Espace.

securize the transient behavior between the detection and
the accommodation of a fault. In this paper, the concept
of an extensive control law on a lattice is introduced. Using
such a control law, a PAssive / ACTive (PACT) frame is
designed, based on the set of minimal recoverable system
configurations. Such a PACT trades-off the simplicity of
the implementation of a passive fault tolerance strategy
and the efficiency of an active one. Extensive controls are
exhibited for stability and quadratic performance admissi-
bility, and the PACT that guarantees these specifications
to be achieved is precisely designed.

The paper is organized as follows : Section 2 models
the system and the faults, emphasizing the existence of
a lattice of system configurations, on which extensive
controls are introduced and shown to allow the design
of PACT fault tolerant strategies. Section 3 and Section
4 are respectively devoted to extensive controls for α-
stability and quadratic performance admissibility. Section
5 gives the general algorithm for the design of a PACT
that guarantees any recoverable fault to be recovered. An
application example is given in Section 6 followed by some
concluding remarks.

2. PRELIMINARIES

2.1 System and faults

Consider the Linear Time Invariant (LTI) system
ẋ = Ax+Bu (1)

where x ∈ Rn is the state vector, u ∈ Rm is the control
vector, A and B are matrices of appropriate dimensions.

We are interested in the operation of this system under
actuator faults. Fault accommodation, by which faulty
actuators are left in service but controlled with an adapted
control law, is not considered. Instead, it is assumed that
the system reconfiguration strategy is used, i.e. whatever
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the fault that occurs, faulty actuators are switched off.
This is a simple strategy, easily understandable by opera-
tors, that does not need the model of the faulty actuators
to be identified, thus simplifying the Diagnosis step. It
follows that matrix B can take values Bi, i ∈ I = {0, 1, ...}
where index i = 0 is associated with the nominal system
(or nominal configuration), while index i 6= 0 is associated
with fault mode n◦i (or configuration n◦i). Notations are
as follows :

- Si is the set of actuators that are available in configura-
tion n◦i, i ∈ I,
- configuration n◦i is the pair (A,Bi) where Bi = B0Σi,
and

Σi = diag {σi (k) , k = 1, ...m}
with σi (k) = 1 if actuator k belongs to configuration i,
and σi (k) = 0 otherwise. Therefore, Bi contains a subset
Zi of zero columns, that are associated with the actuators
such that σi (k) = 0 (failed or switched-off actuators).

From the definition of the reconfiguration strategy, it
follows that I = {0, 1, 2, ...2m − 1} and the set of system
configurations has a lattice structure, based on the partial
ordering

(A,Bi) � (A,Bj) ⇐⇒ Zi ⊆ Zj
Note : in the sequel we indulge ourselves a slight abuse of
notation, writing either (A,B) ∈ S or (A,Bi) , i ∈ S where
S is a given set / subset of configurations, according to the
fact that indexing is usefull or not.

2.2 Definitions

• In the lattice of system configurations, the prede-
cessors of a configuration (A,B) are P(A,B) =
{(A,Bi) : (A,Bi) � (A,B)}. Its successors are de-
fined by S(A,B) = {(A,Bk) : (A,B) � (A,Bk)}.
Note that a configuration (A,B) belongs both to
P(A,B) and S(A,B).
• Let S ⊆ I be a subset of configurations, (A,B) ∈ S

is minimal in S if S (A,B) ∩ S = (A,B).
• A configuration (A,B) is controllable if the matrix(

An−1B,An−2B, ...AB,B
)

is of rank n, i.e. if the
space Im

(
An−1B,An−2B, ...AB,B

)
= Rn.

• A non-controllable configuration (A,B) is stabiliz-
able if limt→∞ x(t) = 0 where x(t) is the solution
of ẋ (t) = Ax(t), for any initial condition x(0) ∈
Rn\Im

(
An−1B,An−2B, ...AB,B

)
, i.e. the non con-

trollable subsystem is stable.
• A design specification is defined by a property (or

a set of properties) P that is wished to be satisfied
by the closed-loop system.
• A fault is recoverable if there exists a control law

such that the associated configuration satisfies the
specification. In this paper, we restrict ourselves to
the class of state feedback control laws, i.e. the control
signals are generated as u = Kx where K is to be
designed.

2.3 FTC Strategies

Passive, active and PACT strategies Let IPrecov be the
set of recoverable configurations for some property P.
An active fault tolerance strategy associates with each

configuration (A,Bi) , i ∈ IPrecov a state feedback Ki such
that (A+BiKi) satisfies property P, while a passive fault
tolerance strategy looks for one single state feedback K0

such that (A+BiK0) satisfies property P , ∀i ∈ IPrecov.
The active FTC is more complex since it needs the index i
of the current configuration to be known, i.e. the diagnosis
algorithm must detect and isolate the fault, which is
obviously not needed in the passive approach. On the
other hand, there exists an active FTC solution Ki for
each i ∈ IPrecov while there is no guarantee that a unique
solution K0 exists for all i ∈ IPrecov. Note that the so-
called reliable control designs a unique solution Kreliable

for a specified subset IPreliable ⊂ IPrecov.
Our aim is to develop a PACT (PAssive / ACTive)
approach by constructing a bank of state feedbacks K with
the following property

∀ (A,Bi) , i ∈ IPrecov, ∃Ki ⊆ K :
∀K ∈ Ki, A+BiK satisfies P (2)

Note that active fault tolerance defines a PACT with a
number of control laws |Kactive| ≤

∣∣IPrecov
∣∣, while passive

fault tolerance defines a PACT with one single control law.
The interest of a PACT is that it trades-off the efficiency
of the active approach (by allowing to cover the set of
all recoverable faults) and the simplicity of the passive
approach (by finding a bank with a low number of control
laws, since one typically has 1 ≤ |K| ≤ |Kactive|).

PACT design Let K be a bank of state feedbacks, and
define

∀K ∈ K :
IPrecov (K) =

{
(A,B) ∈ IPrecov : A+BK satisfies P

}
(3)

∀ (A,B) ∈IPrecov :
K(A,B) = {K ∈ K : A+BK satisfies P} (4)

From (2) it follows that K is a PACT if and only if the
collection

{
IPrecov (K) ,K ∈ K

}
covers IPrecov. In that case,

each recoverable configuration (A,B) ∈ IPrecov can be
recovered by using one of the control laws in K(A,B).

The design of a PACT involves two steps :

1) find a bank of control laws such that (3) is satisfied,

2) for each K (A,B) which is not a singleton, define a de-
cision procedure by which only one control law associated
with configuration (A,B) is selected.

This paper proposes a design procedure for Step 1. The
design is based on the notion of an extensive control law,
that is presented now.
Definition 1. A control law u = Kx is extensive on the
lattice of system configurations for a property P if it is
such that ∀ (A,B1) , (A,B2) ∈ I one has :

(A+B1K) satisfies P
(A,B2) � (A,B1)

}
=⇒ (A+B2K) satisfies P

Remarks.

1) State feedbacks have been used in this definition in
order to be consistent with the rest of the paper, where
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they are the only considered control laws. Of course, the
definition could be more general, by using controls that
are not necessarily state feedbacks.

2) For extensive controls, a PACT can be designed based
on the set of minimal recoverable configurations, thanks
to the following result.
Proposition 2. Let MPrecov ⊆ IPrecov be the set of mini-
mal recoverable configurations, and for each (A,Bm) ∈
MPrecov, assume there exists a state feedback Km such
that A + BmKm satisfies P . For each configuration
(A,B) ∈ IPrecov defineMPrecov (A,B) =MPrecov ∩ S (A,B).
If the control laws um = Kmx are extensive, the following
strategy is a PACT
∀ (A,B) ∈ IPrecov : K (A,B) =

{
Km : m ∈MPrecov (A,B)

}

Proof. Since A + BmKm satisfies P and um = Kmx
is extensive, all predecessors of (A,Bm) satisfy P when
controlled by the control law um = Kmx. Since the
set IPrecov is covered by the union of the predecessors
of its minimal elements, it follows that each recoverable
configuration (A,B) can be recovered by using one of
the control laws associated with the minimal elements in
MPrecov (A,B) .

In the sequel, we address fault tolerance issues in the
presence of actuator outages in linear time invariant sys-
tems, for specifications that are present in all (resp. many)
control problems, namely stability (more generally α-
stability) and quadratic performance admissibility.

3. PACT FOR STABILITY

3.1 Specification

In this section the property P that defines the design
specification is α-stability. A configuration (A,B) is α-
stable under the state-feedback u = Kx if the closed-loop
matrix F , A+BK is such that Λ (F ) ∈ Cα where Λ (F )
is the spectrum of F and Cα , {z ∈ C : Re(z) ≤ −α} .
An α-stability specification insures the following perfor-
mance of the closed-loop system dynamic behavior : let
x = 0 be an equilibrium point, and let x (0) 6= 0 be a
perturbation, then whatever the considered norm ‖.‖, the
time evolution of the state error is bounded by

∀t ≥ 0 : ‖x ((t)‖ ≤ e−αt ‖x (0)‖

3.2 Recoverable faults

Let Iα−stabrecov ⊆ I be the set of recoverable faults. It is well
known that the eigenvalues of the closed-loop matrix asso-
ciated with the controllable subsystem of a configuration
(A,B) can be forced to any wished value by an appropriate
state feedback [6]. It follows that a necessary and sufficient
condition for a configuration (A,B) to be recoverable is
that it is stabilizable, and all its non-controllable modes
are α-stable.

Note that imposing α-stability for the controllable modes
and accepting simple stability for the non-controllable
modes is an extension of the specification that results
in Iα−stabrecov = Istab where Istab is the set of stabilizable
configurations.

If a fault results in a non-recoverable configuration, fault
tolerance is not possible and the system objective must be
reconfigured (see [2], [12]).

3.3 Main result

Let M be a symmetric matrix. The notation M > 0 (resp.
M ≥ 0 ) means that M is definite positive (resp. semi-
definite non negative).
Theorem 3. Let Mα−stab

recov ⊆ Iα−stabrecov be the set of min-
imal recoverable configurations in I for α-stability. Let{
Hm,m ∈Mα−stab

recov

}
be a set of matrices such that

m ∈Mα−stab
recov

{
Hm = HT

m ≥ 0
Λ (Fm) ∈ Cα

(5)

where for each m ∈ Mα−stab
recov , Fm = A − BmR−1B0Hm

is the closed-loop matrix associated with configuration
(A,Bm) and state feedback Km = −R−1B0Hm and R > 0
is a diagonal matrix. Let

Mα−stab
recov (A,Bi) ,Mα−stab

recov ∩ S (A,Bi)
then any control law uk = Kkx, k ∈ Mα−stab

recov (A,Bi) is
extensive for α-stability, i.e. it α-stabilizes every configu-
ration (A,Bi), i ∈ P(A,Bk).

Proof. Since Fm is α-stable and Hm = HT
m ≥ 0, one has

Hm (Fm + αI) + (Fm + αI)T Hm ≤ 0

which writes, since Σm and R−1 are diagonal
HmA+ATHm ≤ 2HmB0ΣmR−1BT0 Hm − 2αHm (6)

Let now F = A−BR−1BT0 Hm be the closed loop matrix
associated with a configuration (A,B) � (A,Bm) with
B = B0Σ under the same control law um. Considering the
Lyapunov function V (x) = xTHmx one has

V̇ = xT
[
HmA+ATHm − 2HmB0ΣR−1BT0 Hm

]
x

From (6) it follows that

HmA+ATHm − 2HmB0ΣR−1BT0 Hm ≤
2HmB0 (Σm − Σ)R−1BT0 Hm − 2αHm

Noting that from the diagonal form of Σm,Σ and R−1one
has (A,B) � (A,Bm) ⇐⇒ Σm − Σ = diag (ζk) where
ζk ∈ {−1, 0}, it follows that

(Σm − Σ)R−1 ≤ 0
which shows that (A,B) � (A,Bm) =⇒ F is α-stable.
Since the set of stabilizable configurations is covered by
the union of the predecessors of its minimal elements, i.e.

Iα−stabrecov = ∪m∈Mα−stab
recov

P(A,Bm)

it follows that each α-stabilizable configuration (A,B) can
be α-stabilized by the state feedbacks Kk = −R−1BT0 Hk

where k ∈Mα−stab
recov (A,B) .

Remark 4. (1) This result extends the one in [17] where
α = 0 and u is the optimal control law for configu-
ration (A,B) associated with some quadratic cost J =∫∞
0

(
xTQx+ uTRu

)
dt. It shows that the property does

not follow from the optimality of u but is a direct conse-
quence of the partial ordering on the lattice of configura-
tions.

(2) A widely spread approach to reliable control design
is as follows : given a design specification (i.e. a set of
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configurations (A,Bi) , i ∈ S ⊆ Iα−stabrecov ), establish a set
of matrix inequalities that insure the existence of a state
feedback K and a set of Lyapunov functions Vi(x) =
xTLix such that
i ∈ S : Li (A+ αI +BiK) + (A+ αI +BiK)T Li ≤ 0

(7)
If such a state feedback exists, then the control law u = Kx
indeed α-stabilizes every configuration in (A,Bi) , i ∈ S.

Let S∗ be the set of minimal configurations in S, it follows
from Proposition 2 that putting i ∈ S∗ in (7) instead
of i ∈ S gives the same result, while eliminating useless
constraints. Moreover, choosing S = Iα−stabrecov is obviously
associated with the research of a passive fault tolerance
design. At the best of our knowledge, the problem of
how to choose S ⊂ Iα−stabrecov when existence conditions
are not satisfied for S = Iα−stabrecov has not been addressed
(see [13] for a study of the trade-off that must then be
achieved when only a subset of the recoverable faults can
be recovered by reliable control). Note that there is no
trade-off implied by the PACT strategy since it provides
solutions that recover from any recoverable fault.

(3) A straightforward way of finding a set{
Hm,m ∈Mα−stab

recov

}

such that (5) holds is as follows : let Q = CTC ≥ 0 be
given such that (A,C) is observable, then conditions (5)
are satisfied by

m ∈Mα−stab
recov : Hm = W ∗m

where W ∗m is the unique stabilizing solutions of the alge-
braic Riccati equations

(A+ αI)T W ∗m +W ∗m (A+ αI)
−W ∗mBmR−1BTmW

∗
m +Q = 0

This is easily proven from the solution of the Linear
Quadratic optimal control problem associated with the
cost J =

∫∞
0
e2αt

[
xTQx+ uTRu

]
dt (see [1]), which is the

case originally considered by [17] (for α = 0).

4. PACT FOR QUADRATIC PERFORMANCE
ADMISSIBILITY

4.1 Specification

In this section the property P that defines the design
specification is performance admissibility. Let (A,B,Q,R)
be a given quadruple such that B = B0Σ, Q = CTC ≥ 0,
R > 0 is diagonal, (C,A) is detectable and (A,B) is
stabilizable and let u = Kx be a stabilizing state feedback.
Defining the performance by the quadratic cost

J(A,B)(x0,K) =

∞∫

0

[
xTQx+ uTΣRΣu

]
dt (8)

under ẋ = (A+BK)x and x (0) = x0

- which is a compromise between the state error cost xTQx
and the control cost uTΣRΣu, where the selection matrix
Σ accounts for actuator outages - it is well known [1] that
its value is

J(A,B)(x0,K) = xT0 Wx0

where W ≥ 0 satisfies the Lyapunov equation

Q+KTΣRΣK +W (A+BK) + (A+BK)T W = 0 (9)

4.2 Recoverable faults

Let (A,B) be a stabilizable configuration. A classical result
[1] is that the control law u∗ = K∗x which achieves
the minimal value of the cost (8) is such that K∗ =
−R−1BTW ∗, where W ∗ is the unique stabilizing solution
of the algebraic Riccati equation

ATW ∗ +W ∗A−W ∗BR−1BTW ∗ +Q = 0 (10)
In the sequel, following [11], admissible (instead of opti-
mal) costs are of interest.

Definition. A state feedback u = Kx is admissible for a
configuration (A,B) if A+BK is stable and J(A,B)(x0,K)
is bounded by a given specification.

In the sequel, specifications are defined by
J(A,B)(x0,K) ≤ xT0 Nx0

where N = NT > 0 is a given matrix. Therefore any
admissible state feedback satisfies the condition

W −N ≤ 0 (11)
where W is the solution of (9), and therefore (11) can be
written under the form :

Q+KTΣRΣK +N (A+BK) + (A+BK)T N ≤ 0 (12)
(note that since R and Σ are diagonal, one has ΣRΣ =
RΣ = ΣR). It follows that a fault i ∈ I is recoverable if
there exists an admissible state feedback for configuration
(A,Bi).

The following lemma is obvious.
Lemma 5. A necessary and sufficient condition for a fault
i ∈ I to be recoverable is that

(1) (A,Bi) is stabilizable
(2) W ∗i ≤ N (13)

where W ∗i is the unique stabilizing solution of (10) for
B = Bi.

Let Iperrecov be the set of recoverable faults for the perfor-
mance problem, it can be noticed that Iperrecov ⊆ Istab.

4.3 Main result

Theorem 6. Let Mper
recov be the set of minimal config-

urations in Iperrecov, and let u∗m = −R−1BTmW
∗
mx be

the optimal control law for the minimal configuration
(A,Bm) , m ∈ Mper

recov. For every i ∈ Iperrecov define
Mper

recov (A,Bi) ,Mper
recov∩S (A,Bi). Then, any control law

um = −R−1BT0 W
∗
mx with m ∈Mper

recov (A,Bi) is extensive
for quadratic performance admissibility i.e. it is admissible
for all configurations (A,Bi) , i ∈ P(A,Bm).

Proof. First, note that for all m ∈ Mper
recov the pair

(A,Bm) is stabilizable, the Riccati equation (10) has a
unique stabilizing solution W ∗m and W ∗m ≤ N , because
Mper

recov ⊆ Iperrecov. Note also that ∀i ∈ Iperrecov the set
Mper

recov (A,Bi) is non-empty, and one has
(i,m) ∈ Iperrecov ×Mper

recov (A,Bi)
=⇒ (A,B0) � (A,Bi) � (A,Bm)

Applying the state feedback Km,m ∈ Mper
recov (A,Bi) to

(A,Bi) results in the closed-loop Fim = A−BiR−1BT0 W
∗
m,
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and from Theorem 3 it is concluded that Fim is stable.
Let us now prove that Km is admissible. Consider the
cost matrix Wi. Since Fim is stable, Wi is given by the
Lyapunov equation

Q+W ∗mBiR
−1BTi W

∗
m +WiFim + FTimWi = 0 (14)

which follows from the fact that

J
(
x0,K

0
m

)
=
∫ ∞

0

(
xT
[
Q+W ∗mBiR

−1BTi W
∗
m

]
x
)
dt

Combining (10) and (14) gives

FTim (W ∗m −Wi) + (W ∗m −Wi)Fim
+W ∗m

[
BiR

−1BTi −BmR−1BTm
]
W ∗m = 0

from which it is concluded that Wi ≤W ∗m because

(A,Bi) � (A,Bm) =⇒ BiR
−1BTi ≥ BmR−1BTm

Noticing that ∀m ∈ Mper
recov one has W ∗m ≤ N because

Mper
recov ⊆ Iperrecov, it follows that any recoverable fault

in Iperrecov can be recovered by one of the control laws
Km,m ∈Mper

recov (A,Bi) .

5. PACT DESIGN

Given a specification defined by a property P, a PACT
can be designed by the following algorithm.

1) Determine the set of recoverable configurations IPrecov,
2) Determine its minimal elements MPrecov,
3) For each minimal recoverable configuration (A,Bm) ∈
MPrecov, find an extensive state feedback Km such that
A+BmKm satisfies P,

4) For each recoverable configuration (A,B) ∈ IPrecov,
determine the set of state feedbacks by which it can be
recovered MPrecov(A,B) =MPrecov ∩ S(A,B),

5) For each recoverable configuration (A,B) ∈ IPrecov,
select the state feedback to be used among those of
MPrecov(A,B) (the selection procedure is not addressed in
this paper).

Detailed algorithms are not developed here, but it is clear
that there is no combinatorial explosion, since minimal re-
coverable configurations can be directly determined start-
ing from the lower levels of the lattice. Remember that
all minimal configurations have been found as soon as the
whole lattice is covered by the union of their predecessors.

6. EXAMPLE

Consider the system with four actuators a, b, c, d respec-
tively associated with the first, second, third and fourth
column of B0

A =




0.5 −2 0 −1
2 0.5 1 0.2
1 0 2 1
0 0 0 −1


 ,

B0 =




0.5 0 0 0
0 1 0 0
0 0 0.5 0
0 0 0 1




Matrix A is unstable, having the set of eigenvalues Λ(A) =
{0.5 ± 2j;−1; 2}. Using straightforward notations, the
stabilizable configurations are
Istab = {abcd, abc, abd, bcd, acd, ac, cd, bc, bd, ad, d}

6.1 α-stability

Let us consider an α-stability specification, with α = 0.1.
It is easy to see that the recoverable configurations are

Iα−stabrecov = Istab
The minimal recoverable configurations are given by

Mα−stab
recov = {d, ac, bc}

In order to select an appropriate set of state feedbacks
{Km,m ∈ Mα−stab

recov }, Remark 4 (3) is used. Using R =
I4×4 and Q = I4×4, the solutions of the algebraic Riccati
equations (10) are

W ∗d =




22.7 0.97 −3.1 −5.25
0.97 37.72 −59.13 −5.90
−3.1 −59.13 143.67 23.99
−5.25 −5.90 23.99 6.62




W ∗ac =




8.89 2.47 0 −0.75
2.47 10.40 0 3.17

0 0 16.25 5.31
−0.75 3.17 5.31 3.6




W ∗bc =




3.5 −0.92 0 −1.02
−0.92 2.72 0 1.09

0 0 16.25 5.31
−1.02 1.09 5.31 2.93




It follows that the PACT based on Mα−stab
recov = {d, ac, bc}

allows to recover from all recoverable faults, by using the
control laws :

ud = −R−1BT0 W
∗
d x for configurations in

P(A,Bd) = {abcd, abd, bcd, acd, cd, bd, ad, d}

uac = −R−1BT0 W
∗
acx for configurations in

P(A,Bac) = {abcd, abc, acd, ac}

and ubc = −R−1BT0 W
∗
bcx for configurations in

P(A,Bbc) = {abcd, abc, bcd, bc}

as shown on Figure 1.

Note that several control laws are possible for some con-
figurations, as shown on Table 1, hence the need for a
selection procedure.

Configuration abcd abc abd bcd acd ac

ud uac ud ud ud uac

Control law uac ubc ubc uac

ubc

Configuration cd bc bd ad d

Control law ud ubc ud ud ud

Table 1. PACT α-stable strategy for α = 0.1
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6.2 Admissible quadratic performance

Let us now consider the problem of admissible quadratic
performance, where the performance index is defined by
the two matrices Q = I4×4 and R = I4×4, i.e. J =∫∞
0

(
xTx+ uTu

)
dt. From the set of stabilizable configu-

rations Istab and the admissibility condition
N = τW ∗0

where W ∗0 is the cost matrix associated with the nominal
system, one gets the set of minimal recoverable configura-
tions Mper

recov which are displayed on Table 2 for different
values of τ .

τ 30 12 8 5 4.3 4

Mper
recov d, ac ac, ad, bc ac, ad bd, bc bc bc

bc bd, cd bc, bd acd abd

Table 2. the sets Mper
recov associated with dif-

ferent values of τ

For τ = 5, the state feedbacks associated with the minimal
recoverable configurations are given by

W ∗bd =




3.29 −0.84 1.68 −0.45
−0.84 2.64 −3.79 −0.19
1.68 −3.79 56.08 14.52
−0.45 −0.19 14.52 4.64




W ∗acd =




6.75 1.26 −0.45 −1.16
1.26 6.77 −2.38 0.96
−0.45 −2.38 13.32 3.14
−1.16 0.96 3.14 1.86




W ∗bc =




3.5 −0.92 0 −1.02
−0.92 2.72 0 1.09

0 0 16.25 5.31
−1.02 1.09 5.31 2.93




and the associated PACT allows to recover from all recov-
erable faults, by using the control laws :

ubc = −R−1BT0 W
∗
bcx for configurations in

P(A,Bbc) = {abcd, abc, bcd, bc}

ubd = −R−1BT0 W
∗
bdx for configurations in

P(A,Bbd) = {abcd, abd, bcd, bd}

and uacd = −R−1BT0 W
∗
acdx for configurations in

P(A,Bacd) = {abcd, acd}

as shown in Figure 2. Table 3 shows the different control
laws that are possible for each of the recoverable configu-
rations.

Configuration abcd abc abd bcd acd bc bd

uacd ubc ubd ubc uacd ubc ubd

Control law ubc ubd

ubd

Table 3. PACT admissible performance strat-
egy for τ = 5

7. CONCLUSION

When actuator outages are considered, or when system
reconfiguration is used preferably to fault accommodation,

the set of faults for which fault tolerance is seeked is known
in advance, and has a lattice structure. Based on the notion
of extensive control on the lattice of system configurations,
this paper has developed a mixed passive / active approach
based on the set of minimal recoverable configurations,
that is able to recover from all recoverable faults. The
PACT strategy results in a large simplification of the
diagnosis and the reconfiguration procedures, since FDI
must only distinguish between those configurations that
are associated with different control laws in the designed
bank, and FTC must only switch to the appropriate one,
as determined by the selection procedure. The design of
the selection procedure is the subject of ongoing research.
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Fig. 1. The PACT for α-stability (α = 0.1)
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Abstract: Given a system design (SD), a key task is to optimize this design to reduce the
probability of catastrophic failures. We consider the task of redesigning an SD to minimize the
probability of particular faults by introducing components selected from a component library.
We have implemented a General Redesign Engine (GRE), which uses model-based reasoning
techniques and Boolean functional synthesis from component libraries, to automate redesign
for combinational circuits. For a significant subset of observations leading to catastrophic
(forbidden) modes we demonstrate that GRE trades off redesign cost for increased fault
tolerance, and shows a significant advantage compared to the Triple-Modular Redundancy
(TMR) method. Our algorithm has a wide application in AI, including automated software
and hardware design, error detection, reconfiguration and recovery, and modular robotics.

Keywords: model-based design; model-based redesign; fault-tolerance; modular redesign;
functional synthesis; component libraries.

1. INTRODUCTION

Technological systems are designed to trade off a variety
of characteristics; for example, a computer is designed
to trade off cost, processing speed, size, reliability, etc.
Engineering design has adopted the principles of modu-
larity, regularity and hierarchy as keys to cost-effective
and reliable design, both in theory and practice (Suh,
1990). A key part of this design process is the use of
component libraries, which enable reuse of well-designed
components/sub-systems. As the complexity of technolog-
ical systems increases, module re-use increases, based on
(a) symmetrical and regular structures and (b) developing
standards for components and dimensions, since this reg-
ularity and component-based methodology translates into
reduced design, fabrication and operation costs.

Given an SD, one key step is to verify that the SD
meets its primary objectives. For example, for a control
system one must verify that the system cannot enter a
forbidden state through control actions. Verification can
provide guarantees about controllability, observability, etc.
However, verification of this type is a computationally
intensive process, and may not cover the possibility that
forbidden states may occur due to faults.

Achieving tolerance to faults is addressed during the
design process. Fault/defect-tolerant design for hard-
ware is based on adding redundancy to tolerate known
faults or manufacturing defects, using reconfigurable
blocks/components. Standard fault-tolerance techniques,
which include methods such as dual-modular redundancy,

triple-modular redundancy (TMR), triple interwoven re-
dundant logic, and quadruple logic (Han et al., 2005),
introduce pre-defined redundant circuit topologies. For
example, a triple-modular redundancy (TMR) topology
triplicates each gate and then collates the output signals
using a voter (arbitration component), which computes the
correct value based on output majority. A TMR circuit can
be further triplicated to obtain nine copies of the original
module and two layers of majority-voter gates; this design
process can be repeated to achieve increasing levels of
fault tolerance, resulting in designs called cascaded triple
modular redundancy (CTMR) or recursive triple modular
redundancy (RTMR).

Such traditional fault/defect-tolerant design approaches
have several drawbacks. Among them are the increase in
the number of components, system cost, system complex-
ity, and potentially latency. Another drawback is that it
optimizes overall system reliability rather than reliability
to the most significant faults. In some cases redundancy for
critical components is manually introduced. However, this
approach usually covers just a subset of the single points
of failure and not multiple-fault catastrophic states.

Rather than adopt standard redundancy-based methods
for increasing fault tolerance, which employ fixed topology-
replacement (e.g., replacing a single component with a
TMR sub-system), we propose a model-based redesign
method that uses an optimization algorithm to generate
a cost-optimal design that is tolerant to a set A of
catastrophic faults. Given an observation corresponding
to a catastrophic fault αi, this approach selects potential
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components to add to the circuit from a component library
and searches over all possible circuit topologies to find a
cost-minimal redesign that reduces the likelihood of αi.

system

correction

detection
danger

selection
output

in
pu

ts

ou
tp

ut
s

Fig. 1. Danger detection and correction

The approach we propose is conceptually shown in Fig. 1.
Given a system, we automatically construct a danger de-
tection system that, when presented with an observation
corresponding to a catastrophic failure, switches an output
selector from the original system to an (also automatically
designed) correction subsystem. To automatically design
the danger detection and correction subsystems, we com-
pose a cost-minimal Boolean function from a component
library.

Our contributions are as follows: (1) we formally define
the problem of model-based redundancy redesign; (2) we
propose an algorithm, called GRE, for automated redesign
based on synthesis from component libraries; and (3) we
empirically show that GRE creates cheaper redesigns for a
standard benchmark circuit, as compared to the standard
TMR fault-tolerance approach.

2. RELATED WORK

A wide range of different design approaches have appeared
in the literature. Our approach is closest to the area of Re-
liability-Based Design Optimization (RBDO), a technique
that attempts to optimize a design with respect to the
reliability of the system (Du et al., 2008). The standard
RBDO algorithm consists of a double-loop, in which the
outer loop performs design optimization, with calls to the
inner loop, which is a reliability oracle that computes the
system reliability function for each proposed design. There
are several variants of the double-loop RBDO approach,
such as a single-loop method (Liang et al., 2008).

Our approach can be viewed as consisting of a double-
loop algorithm, in which the outer loop performs design
optimization over an observation O corresponding to a
catastrophic fault, with calls to the inner loop, which is
a diagnosis oracle that computes the diagnosis function,
given O, for each proposed design. Our approach is dif-
ferent in that it computes diagnoses rather than a relia-
bility function, and optimizes tolerance to a specific set
of faults rather than optimizing overall system reliability
(and hence tolerance to a distribution of faults).

The closest RBDO approach to our is described in (Monga
and Zuo, 1998), where the notion of life-cycle warranty is
addressed; here, the cost function, which is minimized via
a Genetic Algorithm (GA), includes costs of manufacture,
installation/setup, and repair (both during and beyond

the warranty period). This approach is extended in (Liu
et al., 2007), who describe the objective function for
diagnostics-optimal design of a product under warranty
from a manufacturer’s point of view, focusing on the
robustness of the diagnostics-oriented design to the key
model parameters and decision variables. In comparison to
these approaches, we use a component library to add new
components, rather than assuming a fixed system model
and using GA to optimize the model structure.

The literature contains a wide variety of methods for
component design, but few methods for redesigning a
system with a given structure. Allison et al. (Allison
et al., 2007) analyze methods for design based on optimal
system partitioning (to reduce computational complexity
of the design process). There are methods for finding
the backbone or funnel variables which are critical for
every possible design (Menzies and Singh, 2003). Other
design or redesign approaches employ hierarchical (López-
Arévalo et al., 2007) or qualitative abstractions (Ollinger
and Stahovich, 2004) of the system being designed. In our
approach we could adopt any of these methods, but our
methodology is fundamentally different from all of these
techniques in that we aim to modify an existing design to
improve its tolerance to catastrophic faults, and not create
a design from scratch without any aim for improving fault
tolerance.

Several authors have proposed design methodologies based
on system partitioning, e.g., (Allison et al., 2007; Chen
et al., 2007). For example, (Chen et al., 2007) proposes a
redesign methodology based on pattern-based decomposi-
tion to rapidly locate and isolate the portions of the design
model that must be recomputed to satisfy redesign require-
ments. This approach transforms the system equations
into an incidence matrix mapping equations by variable, in
which variables participating in equation i as assigned a 1
in row i, and a 0 otherwise. The matrix is then transformed
into a block-angular matrix in which the blocks represent
the subproblems formed by decomposition, and the inter-
action part represents the coordination imposed on the
subproblems. Because our approach assumes components
from a component library, as well as the possibility of
hierarchically organizing the components, such a problem
decomposition is already incorporated in our methodology.

Design of circuits is quite different than circuit optimiza-
tion (McCluskey, 1956). Circuit optimization aims to op-
timize the design of a circuit with respect to the function
f that the circuit computes. Our design problem is much
more sophisticated, in that we aim to take an existing
(possibly optimized) circuit and redesign it to optimize
fault tolerance given a cost function. As a consequence,
the algorithms used in the two problems are very different.

This work also bears some relationship to redesign to
compensate for defects which occur during the manu-
facturing process (Tahoori, 2005), or for nano-structures
(Simsir et al., 2008). 1 In defect-based redesign, defective
components, e.g., on a manufactured chip, are isolated
using test and diagnosis methods, and the resulting data
stored on a defect map, which identifies the usability of
the (programmable) elements of the manufactured chip.
1 A thorough survey of this approach, as applied to FPGAs, is
contained in (Cheatham et al., 2006).
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Defect tolerance is achieved by reconfiguring key processes
to avoid defective resources, resulting in modifications to
the logic and architecture design. In our approach, we
assume that the system is defect-free, and we aim to
increase the tolerance of the design to possible catastrophic
faults.

Our redesign approach also bears some resemblance to
diagnosis-based reconfiguration (Chen and Provan, 2001;
Stumptner and Wotawa, 1998). In contrast to this work,
which aims to restore system functionality given a diag-
nosed fault, our approach aims to increase the system’s
tolerance to anticipated catastrophic faults, and not to
faults that have already occurred.

3. PRELIMINARIES

We first give a brief overview of the process of creating
models from a component library within a Model-Based
Reasoning framework. We assume that we can create
a system-level model by composing components from a
component library (Gössler and Sifakis, 2005; Keppens
and Shen, 2001).

We call a well-defined model fragment a component. We
assume that each component can operate in a set of
behavior-modes, which we formalize using an assumable
M . Further, there are two classes of components: primitive
and composite. A primitive component is the simplest
model fragment to be defined.
Definition 1. (Primitive Component). A primitive com-
ponent C, 〈SD, M , c, p, IN, OUT〉 is specified using a
set of propositional Wff SD over a set of variables V ,
assumable M ∈ V , a cost function c : M 7→ (0;∞), a mode
probability function p : M 7→ [0; 1], and input/output
variables, IN, OUT ∈ V .

3.1 A Running Example

We illustrate the notions in this paper with a model of a
Boolean circuit. Fig 2 shows three primitive components
from a circuit component library; for example, component
g1 an inverter, has mode-variable h1, input i, output o,
and system description hi ⇒ (o⇔ ¬i). The cost function
c denotes the cost of the component (e.g., manufacturing
cost, power consumption, chip area, etc.), and the mode
probability function p denotes the probability distribution
function over the component modes.

A composite component consists of a collection of prim-
itive components which are merged according to a set
χ of composition rules (Gössler and Sifakis, 2005). In
this paper we assume the standard composition rules of
discrete circuits; specifying the semantics of composition
is beyond the scope of this paper, and we refer the reader
to (Gössler and Sifakis, 2005; Keppens and Shen, 2001) for
details.

A set of (primitive/composite) components defines a com-
ponent library.
Definition 2. (Component Library). A component library
L is defined as a set of (primitive/composite) components.

The example component library L, shown in Fig 2, con-
tains fault models for three gates (an inverter, a 3-input

AND-gate, and a NOR-gate). The assumable variable is h,
and the cost and fault probability functions are the same
for all components, c = 1, and p(h = True) = 0.95.

ha ⇒ (o⇔ i1 ∧ i2 ∧ i3)hi ⇒ (o⇔ ¬i)

i o

hn ⇒ (¬o⇔ i1 ∨ i2)

g1 g2 g3

h1
o

i3
i2
i1

h2 i2

i1
o

h3

Fig. 2. An example component library

3.2 Models and Systems

Given a library of components, we can build system
models, which we specify as follows.
Definition 3. (Model-Based System). Given a component
library L, a diagnostic system DS, 〈SD, COMPS, OBS, c,
p〉, contains SD, COMPS, c, and p, constructed from L
according to the rules χ, and a set of observable variables
OBS corresponding to IN ∪OUT, the inputs and outputs
for SD.

In order to construct a model we have to (1) choose
a multiset of components from the universe (component
library) L, (2) to create a system topology by intercon-
necting the selected components, (3) to disambiguate the
variable names in the model and (4) to compose the failure
probability and cost functions p and c. The 2-to-4 line
demultiplexer shown in Fig. 3 can be built from the Fig. 2
components.

b

a

i
o1

o2

o3

o4

h2

h3 h4

h1
p

s

r

q

h5

h6

h7

h8

Fig. 3. A demultiplexer circuit

After mapping the variables in L we get the following
propositional system description:

SD =





h1 ⇒ (a⇔ ¬p)
h2 ⇒ (p⇔ ¬r)
h3 ⇒ (b⇔ ¬q)
h4 ⇒ (q ⇔ ¬s)
h5 ⇒ (o1 ⇔ i ∧ p ∧ q)
h6 ⇒ (o2 ⇔ i ∧ r ∧ q)
h7 ⇒ (o3 ⇔ i ∧ p ∧ s)
h8 ⇒ (o4 ⇔ i ∧ r ∧ s)
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The assumables are COMPS = {h1, h2, . . . , h8}, the ob-
servables are OBS = {a, b, i, o1, o2, o3, o4}.

3.3 Diagnostic Modeling

Model-based systems can be used for a variety of purposes,
such as simulation and diagnosis. If we specify a model
with modes denoting failure-states, then we call this a
diagnosis model. Further, given an observation, we can
compute a diagnosis for such a model in terms of an
assignment to the system’s mode-variables.
Definition 4. (Diagnosis). Given an DS, an observation α
over some variables in OBS, and an assignment ω to all
variables in COMPS, ω is a diagnosis iff SD ∧ α ∧ ω 6|=⊥.

Continuing our running example, consider an observation
vector α1 = i ∧ ¬a ∧ ¬b ∧ o4. Throughout this paper we
specify a diagnosis ω as the set of its negative literals.
There are a total of 256 possible assignments to all
variables in COMPS. Example diagnoses are ω1 = {¬h8}
and ω2 = {¬h1,¬h4}.
Definition 5. (Probability of a Diagnosis). The probabil-
ity of a diagnosis ω, Pr(ω), is defined as:

Pr(ω) =
∏

x 6∈ω

g(x)
∏

x∈ω

1− g(x)

Note that Pr(ω) gives a prior (non-normalized) probability
of ω, i.e., the health pdf is conditioned on the model
topology, but not on the observation. Computing a pos-
teriori probabilities require computating all diagnoses and
applying Bayes rule (de Kleer and Williams, 1987), but our
task needs a priori probabilities only. According to Def. 5,
Pr(ω1) ≈ 0.035 and Pr(ω2) ≈ 0.0018.
Definition 6. (Probability-Minimal Diagnosis). A diagno-
sis ω∗ is defined as probability-minimal if no diagnosis ω̃∗

exists such that Pr(ω̃∗) < Pr(ω∗).

Given an DS and an observation α, the probability of the
probability-minimal diagnoses is denoted as PrMin(DS, α).
Continuing our example, ω1 is probability-minimal, while
ω2 is not, as Pr(ω2) < Pr(ω1) and PrMin(DS, α1) ≈ 0.035.

Other authors use different minimality criteria such as sub-
set-minimality diagnoses, minimal-cardinality diagnoses,
kernel diagnoses (in a slightly different diagnostic frame-
work), etc. (de Kleer et al., 1992).

4. MODEL-BASED REDESIGN

This section describes the general redesign problem, and
our redesign algorithm, which makes use of the model-
based relationship between system mode assignment and
observable assignment. In a model-based system, there is a
functional relationship φ : h→ OBS, such that any h∗ ∈ h
induces a unique OBS∗ ∈ OBS. 2

Consider DS and DS′ implemented with components from
the same library L and having the same set of observable
variables OBS. Consider also the assignment ν to all
variables in COMPS such that SD is functioning correctly
(in our example ν would be h1 ∧ h2 ∧ · · · ∧ h8). In general,
2 In general, some OBS∗ ∈ OBS corresponds to multiple possible
h∗ ∈ h.

a system may have a set Hnom of nominal states. We
denote the Boolean function implemented by our system
description and conditioned on ν ∈ Hnom as SDν .
Definition 7. (Nominal Equivalence). Given DS and DS′

we will say that nominally functioning DS is equivalent
to nominally functioning DS′ (denoted as DS≡nomDS′) iff
SDν ≡ SD′

ν .

4.1 Problem Statement

We now formally define our redesign problem. Our objec-
tive is to redesign DS such that we make the system more
robust to a set of (catastrophic) faults. Given the rela-
tionship between mode assignments and observable assign-
ments, we can define our redesign objective as making a
system more robust to a set of (catastrophic) observations
which correspond to faults. We call this set of dangerous
observations A.
Problem 1. (Cost-Optimal Redundancy Redesign). Given a
component library L, DS = 〈SD, COMPS, OBS, c, p〉, and
a set of (catastrophic) observations A = {α1, α2, . . . , αn},
compute a redesign R = 〈SD+, COMPS+〉, such that for
DS′ = 〈SD ∪ SD′, COMPS∪COMPS′, OBS, c, p〉 it holds
that:

1. DS≡nomDS′,
2. ∀α : α ∈ A, PrMin(DS′, α) < PrMin(DS, α),
3.

∑
x∈COMPS+ c(x) is minimized.

4.2 Model-Based TMR

Consider SD and a set of assumable variables H =
{h1, h2, h3, h4, h8} (e.g., these are components identified as
critical). A TMR redesign adds two layers of redundancy
and a voting mechanism which chooses a consensus of its
inputs. Applying TMR to H in DS gives us the TMR
diagnostic system DS′′, the system description of which is
shown in Fig. 4 and Fig. 5 (the outputs o′4, o′′4 , and o′′′4 of
the circuit shown in Fig. 4 are connected to the identically
named inputs of the circuit shown in Fig. 5).

Let us denote the set of assumable variables in the voting
mechanism as COMPSv (for the TMR design in Fig. 4
and Fig. 5 COMPSv = {h9, h10, h11, h12}). Consider the
following fault probability function g for the TMR circuit
in Fig. 4 and Fig. 5:

g(x) =
{

ǫ1, for x ∈ COMPSv

ǫ2, for x ∈ COMPS \ COMPSv

Let A′ = {αi} be the set of all observations of DS such
that all diagnoses of SD and αi contain variables in H
only. Next, suppose that ǫ1 < ǫ2. It can be seen that
for any αi ∈ A′, PrMin(DS′′, αi) < PrMin(DS, αi) and
DS≡nomDS′′. In the experimentation section that follows,
we will see that if we consider a subset of A′, it is often
possible to reduce the number of components and the cost
of the redesigned circuit.

4.3 Danger Detection and Correction

Consider the running example from Fig. 3 and a set A
containing two (dangerous) observations A = {α1, α2},
α1 = i∧¬a∧¬b∧ o4, α2 = i∧ a∧ b∧¬o4. Figure 6 shows
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Fig. 4. A triple-redundant demultiplexer circuit
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Fig. 5. Majority voting circuit

a circuit D, which produces a true output d iff any of the
observations in A is detected. Figure 7 shows a two-input
multiplexer S, which, depending on the control signal d,
routes the original signal o4, or the corrected o∗4, to the
output õ4.

d

o4

a

b

i

D

Fig. 6. Example of a danger detection circuit

To complete the running example we construct a correc-
tion circuit C which, given an input of interest i ∧ a ∧ b
or i ∧ ¬a ∧ ¬b, produces a correct output (o4 and ¬o4,
respectively). The resulting circuit is shown in Fig. 8.

Clearly the cost of this circuit (17 gates) is smaller than
the one of the TMR circuit (20 gates).

S

õ4

d
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Fig. 7. Example of an output selection circuit
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Fig. 8. A fault-tolerant demultiplexer circuit

In this paper we assume that the probability of a failure
in the danger detection and output selection subcircuits is
less than or equal to the probability of any failure in the
original system description.

5. AUTOMATED FAULT-TOLERANT REDESIGN

This section presents an algorithm that solves Problem 1
(finding a cost-optimal circuit which is logically equivalent
to the original when healthy, but which decrease the a
priori probability of some predefined set of observations).
Our algorithm consists of (1) (nearly) cost-minimal syn-
thesis of models from component libraries and (2) mapping
(catastrophic) observations into component sets (subcir-
cuits) which are used for the synthesis of detection and
correction subcircuits.

5.1 Synthesis from Component Libraries

Algorithm 1 composes a cost-minimal function from a
component library L, the resulting function evaluating
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to true for a set of measurement-points A. Furthermore,
Alg. 1 is provided with a target function SD∗ which is true
in A but not necessarily cost-minimal.

Lustig et al. (Lustig and Vardi, 2009) prove that, when
formulated in terms of Linear Temporal Logic, the problem
of system synthesis from component libraries is undecid-
able. Algorithm 1 is guaranteed to terminate because it
considers problems with (non-zero) cost smaller than r,
where r is the cost of a target circuit SD∗ that implements
the function Alg. 1 attempts to synthesize.

Algorithm 1 searches the space of all possible Boolean
circuits of cost smaller than r and checks the equiva-
lence of each candidate to SD∗ by making a call to the
CheckEquivalence function in line 6. Although the gen-
eral problem of equivalence checking of two Boolean func-
tions is known to be NP-hard, our implementation solves a
simpler problem by comparing the candidate function in A
only. In particular, we make |A| queries to a Logic-Based
Truth Maintenance System (Forbus and de Kleer, 1993)
which is of polynomial time complexity at the expense of
incompleteness.

Algorithm 1 Boolean functional synthesis
1: function Synthesize(L, SD∗, COMPS, A)

inputs: L, component library
SD∗, target system description
COMPS, target component variables
A, set of terms

returns: system description
locals variables: SD∗, system description

r, real, cost bound
m, variable multiset, components
g, bigraph, connections

2: r ←∑
x∈COMPS c(x)

3: while m← NextMultiset(COMPS, c, r) do
4: while g ← RandConnections(SD∗, m) do
5: SD′ ←MakeCircuit(m, g)
6: if CheckEquivalence(SD′, A) then
7: return SD′

8: end if
9: end while

10: end while
11: return SD∗

12: end function

Algorithm 1 uses a double-loop to iterate over all Boolean
circuit compositions. First, in the outer loop (line 3), Alg 1
considers all possible component multisets. The inner loop
(line 4) generates all possible interconnections between the
chosen components (and between the systems’ inputs and
outputs).

It is possible to construct M =
((

n
k+1

))
multisets of cardi-

nality up to n from a library containing k components.
Although M grows exponentially, for small n, we can
consider circuits of non-trivial size. For example,

((
32
7

))
=

2 760 681, which is a modest number of iterations.

Our implementation of NextComponents is more com-
plex, as it considers components of variable cost. Although
there are less memory-intensive approaches, NextCom-
ponents constructs all multisets of components with the

sum of their costs smaller than r, sorts the result in
order of increasing cost, and returns the cheapest multiset
of components. On subsequent calls NextComponents
simply iterates over the remaining elements in the list.

A system interconnection can be represented as a bigraph
of |X | and |Y | nodes (cf. Fig. 9 for an illustration). In this
case X contains a node for each of the target system’s
inputs and all candidate components’ outputs while Y
contains a node for each of the system’s outputs and all
components’ inputs. We have a total of 2|X|+|Y | different
bigraphs, hence Alg. 1 considers a total search space
O((m + 1)n · 2|X|+|Y |), which renders the brute-forcing of
this search space infeasible even for the smallest systems.

p q i x3 x4 x8

X

x2 x7 x5 x6 o4x1

Yx4

x3

x6

x5

x7

x1

x2

p

q

i

x8 o4

Fig. 9. A circuit and its interconnection bigraph

It is possible to prune a significant portion of the search
space by skipping over ill-formed circuits. Such circuits
are ones connecting multiple-outputs, having unconnected
inputs or outputs or disconnected components, having
feedback, etc. Furthermore there are many symmetrical
interconnections, e.g., the ordering of the inputs of an
and-gate is irrelevant (this may not be the case if we
consider arbitrary logic functions, for example an adder
or a multiplier).

One way to sample from the space of all possible intercon-
nections is to consider a subset of all possible biadjacent
matrices of a certain size, with constraints for producing
well-formed circuit and bypassing symmetries. This is done
by the RandConnections subroutine, making use of a
specialized Constraint Satisfaction (CS) solver. Note that
the use of random sampling for generating possible inter-
connections turns Alg 1 into an incomplete algorithm, i.e.,
it may fail to find an equivalent circuit. Improving the
completeness and performance of Alg 1 is a separate topic
which we will not discuss in details in this paper.

5.2 The General Redesign Engine

Alg. 2 shows the pseudo-code for the General Design En-
gine (GRE). Given an initial set of components, COMPS,
GRE first computes a component subset COMPS∗ ⊆
COMPS such that no malfunctioning of a component in
COMPS\COMPS∗ leads to a danger α ∈ A. This is done in
lines 2 – 8 of Alg. 2. The most complex computation there
is performed by the diagnostic engine (MinDiagnosis).

Returning to our running example, we have two sets of
probability-minimal diagnoses: Ω1 = {{¬h8}} for α1,
and Ω2 = {{¬h1}, {¬h2}, {¬h3}, {¬h4}, {¬h8}} for α2.
Taking the union of all components in Ω1 and Ω2 we have
COMPS∗ = {h1, h2, h3, h4, h8}.
Once GRE has computed COMPS∗, it calls the auxiliary
subroutine Subcircuit which removes from the origi-
nal system description Wff modeling components not in
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Algorithm 2 General redesign engine
1: function GRE(L, DS, S, A)

inputs: L, component library
DS, diagnostic system
S, set of Wff , output selection
A, set of terms, dangers

returns: set of Wff , redesigned model
local variables:

C, set of Wff , correction circuit
D, set of Wff , danger detection circuit
COMPS∗, set of assumable variables
SD∗, set of Wff , redesign target
B, set of terms, propagated dangers
B̄, set of terms, corrected dangers
Ω, set of diagnoses
α, term, danger
ω, variable set, diagnosis

2: COMPS∗ ← ∅
3: for all α ∈ A do
4: Ω←MinDiagnoses(DS, α)
5: for all ω ∈ Ω do
6: COMPS∗ ← COMPS∗ ∪ ω
7: end for
8: end for
9: SD∗ ← Subcircuit(SD, COMPS∗)

10: B ← PropagateValues(SD, SD∗, A)
11: B̄ ← CorrectOutputs(SD∗, COMPS∗, B)
12: C ← Synthesize(L, SD∗, COMPS∗, B)
13: D ← Synthesize(L, SD∗, COMPS∗, B̄)
14: return D ∪ S ∪C
15: end function

COMPS∗ and their interconnections. Doing this for our
running examples results in the following SD∗:

SD∗ =





h1 ⇒ (a⇔ ¬p)
h2 ⇒ (p⇔ ¬r)
h3 ⇒ (b⇔ ¬q)
h4 ⇒ (q ⇔ ¬s)
h8 ⇒ (o4 ⇔ i ∧ r ∧ s)

It may be the case that the inputs and outputs to SD∗ are
not necessarily inputs and outputs to SD. For example, if
we consider the single dangerous observation A′ = {{i ∧
a ∧ b ∧ ¬o1 ∧ ¬o2 ∧ ¬o3 ∧ ¬o4}}, the detection/correction
target subcircuit is formed by components with assumable
variables h2, h4, and h8. In the latter case we need the dan-
gerous inputs/outputs propagated to the inputs/outputs
of the detection/correction target subcircuit SD∗. This
is done by the PropagateValues function, which uses,
for example, Boolean constraint propagation (Forbus and
de Kleer, 1993). Evaluating PropagateValues with
A′ as input gives us {{¬p,¬q,¬o4}} and evaluating
PropagateValues with the danger set A (cf. the running
example) as input results in the unmodified A (in the latter
case SD∗ and SD share the same inputs and outputs).

In order to generate the correction circuit, GRE needs to
(1) take the inputs assignment from each danger observa-
tion and (2) to compute the outputs for these inputs given
a nominal functioning of the model. This is performed by
the CorrectOutputs function in line 11 of Alg. 2.

Once we have computed the target subcircuit SD∗, the
function Synthesize generates the correction circuit C
(line 12) and the danger detection circuit D (line 13). Due
to the randomized nature of Alg 1 C and D are nearly cost
optimal with respect to the component library L.

6. EXPERIMENTAL RESULTS

In this section we experimentally study the trade off
between the redesign cost and the number of suppressed
dangers. The complexity of Alg. 1 constrains the size of
the models we can automatically redesign with GRE. As
improving the performance of Alg. 1 is outside the scope of
this paper, we have studied the GRE trade offs on Boolean
circuits having less 10 gates (cf. Table 1 for an overview).

Name Description |IN| |OUT| |COMPS|

poly Boolean polycell 5 2 5

add 2-bit adder 3 2 5
sub 2-bit subtractor 3 2 7
demux 2-4 demultiplexer 3 4 8

Table 1. GRE models.

The component library we have used for testing GRE
is standard, consisting of an inverter, and 2-input XOR,
AND, NAND, OR, and NOR gates. We have assumed that
all components have the same cost (c = 1).

An advantage of GRE is that it allows the suppression
of, for example, all observations leading to single-faults.
Such redesign strategies are very applicable in practice,
as decreasing the likelihood of double-faults and faults
of higher cardinality necessitates the use of a voting
mechanism with lower failure probability than a multiple-
cardinality fault.

Name TMR Cost GRE Cost Savings

poly 23 17 26%

add 23 16 30%
sub 29 20 30%
demux 40 29 28%

Table 2. GRE cost savings for single-faults.

Table 2 shows the cost of TMR and the cost of a GRE
redesign suppressing all observations leading to single-
faults. We gain an almost constant cost decrease between
26% and 28%. Note that the cost saving can be arbitrarily
larger with non-uniform component costs.

The trade off between the redesign cost and the number
of suppressed symptoms for the four benchmark circuits
is shown in Fig. 10. For each benchmark circuit we have
computed the set of all observations A leading to faults of
cardinality k. For each cardinality k, we have repeatedly
sampled (20 times) A and computed the redesign cost of
suppressing all dangers in A.

Figure 10 shows that for many sets of dangers, GRE
computes a correction circuit of a cost smaller than the
one of the original circuit (the latter is shown with black
dashed line in Fig. 10). Interestingly, it is cheaper to
suppress smaller sets of higher-cardinality faults (e.g.,
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Fig. 10. GRE costs vs. number of suppressed symptoms
(correction subcircuits).

double-faults), than, for example all single-faults. This can
be useful in circumstances, where faults with smaller a
priori probability have higher impact (this necessitates the
introduction of a loss function which is a subject of future
work).

From the experiments of redesigning small circuits, it is
clear that GRE can be used to trade off reliability for
cost and after the performance of the circuit synthesis
algorithm is improved to handle larger models, GRE will
be useful for a range of model-based redesign problems.

7. CONCLUSION

This paper presents a novel model-based algorithm, GRE,
for redesigning systems to display fault-tolerance to spec-
ified faults. GRE uses a cost-optimal Boolean functional
synthesis algorithm to generate a cost-minimal detection
and correction mechanism. We have empirically shown
that GRE creates cheaper redesigns compared to the stan-
dard TMR fault-tolerance approach.

GRE can be applied to several tasks beyond fault-tolerant
design, since it is based on model-based redesign. For
example, it can redesign systems to avoid “forbidden”
modes, as is done in safety-verification.
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Rodŕıguez-Mart́ınez, A. (2007). A hierarchical approach
for the redesign of chemical processes. Knowledge and
Information Systems, 12(2), 169–201.

Lustig, Y. and Vardi, M. (2009). Synthesis from compo-
nent libraries. In Proc. FOSSACS’09, 395–409.

McCluskey, E.J. (1956). Minimization of Boolean func-
tions. The Bell System Technical Journal, 35(5), 1417–
1444.

Menzies, T. and Singh, H. (2003). Many maybes mean
mostly the same thing. In Soft Computing in Software
Engineering, 125–150.

Monga, A. and Zuo, M. (1998). Optimal system design
considering maintenance and warranty. Computers and
Operations Research, 25(9), 691–705.

Ollinger, G. and Stahovich, T. (2004). RedesignIT – A
model-based tool for managing design changes. Journal
of Mechanical Design, 126, 208–216.

Simsir, M., Cadambi, S., Ivancic, F., Roetteler, M., and
Jha, N.K. (2008). Fault-tolerant computing using a
hybrid nano-CMOS architecture. In Proc. VLSID’08,
435–440.

Stumptner, M. and Wotawa, F. (1998). Model-based
reconfiguration. In Proc. AID’98, 45–64.

Suh, N.P. (1990). The Principles of Design.
Tahoori, M. (2005). A mapping algorithm for defect-

tolerance of reconfigurable nano-architectures. In Proc.
CAD’05, 668–672.

DX-09, Stockholm, Sweden June 14-17, 2009

314



     

    Personalized Diagnosis and Repair of Customer Requirements                                 
in Constraint-based Recommendation 

 
     Alexander Felfernig*,  Monika Schubert*,  Gerhard Friedrich**,  Markus Mairitsch**, and Monika Mandl* 


*Applied Software Engineering, Graz University of Technology,  Inffeldgasse 16b, 8010 Graz, Austria 
e-mail: {alexander.felfernig, monika.schubert, monika.mandl}@ ist.tugraz.at 

**Intelligent Systems and Business Informatics, University Klagenfurt,                                                             
Universitaetsstrasse 65-67, 9020 Klagenfurt, Austria                                                                            

e-mail:{gerhard.friedrich, markus.mairitsch}@ifit.uni-klu.ac.at 
 

Abstract:  Constraint-based recommender applications derive interesting products and services from large 
and potentially complex item sets. If such applications cannot find a solution, repair actions are proposed 
that provide support for getting out of the so-called “no solution could be found” dilemma. Such repairs 
are not personalized and thus often cause a low level of satisfaction and cancellations of sessions. In this 
work we introduce a personalized repair algorithm that integrates the concepts of model-based diagnosis 
with collaborative recommendation approaches. For demonstration purposes, we present the results of a 
study that show improvements in prediction accuracy when personalized repair actions are proposed. 



1. INTRODUCTION 

Constraint-based recommendation (Felfernig et al., 2007) as a 
specific type of knowledge-based recommendation (Burke 
2000) allows the derivation of interesting items (e.g., 
financial services, computers, or digital cameras) from large 
and potentially complex assortments. In contrast to 
collaborative filtering (Konstan et al., 1997) and content-
based filtering approaches (Pazzani and Bilsus, 1997), 
constraint-based recommenders rely on an explicit 
representation of product and advisory knowledge.  

Those systems exploit explicit knowledge about the given set 
of customer requirements (in this paper denoted as R={r1, r2, 
…, rm}) as well as knowledge about the underlying items 
(products or services) (in the following denoted as P={p1, p2, 
…, pn}). Recommendation knowledge is represented in the 
form of explicit constraints which relate requirements to the 
corresponding item properties. For simplicity, in this paper 
requirements will be directly tested on the product properties 
in the form of conjunctive queries - see, for example, 
(McSherry, 2004). 

Interacting with a constraint-based recommender application 
typically means to answer a set of questions (requirements 
elicitation phase), repairing inconsistent requirements (in the 
case that no recommendation could be found), and evaluating 
recommendations. In this paper we focus on situations where 
no recommendation could be found. In order to deal with 
such situations, we propose an algorithm for the personalized 
repair of inconsistent requirements which can improve the 
interaction quality of constraint-based recommenders.  

Note that this algorithm is generally applicable in scenarios, 
where either an explicit enumeration of available items or 
customer interaction logs are available. These data are used 
for the calculation of repair actions that best fit  the originally 

defined set of customer requirements. The algorithm 
integrates existing approaches to the determination of 
diagnosis and repairs (Reiter, 1987; Greiner et al., 1989; 
Junker, 2004) with concepts from collaborative (Konstan et 
al., 1997) and case-based recommendation (Burke, 2000). 

Existing approaches to the repair of inconsistent requirements 
focus on low-cardinality sets of diagnoses (Felfernig et al., 
2004; Junker 2004) respectively explanations (O’Sullivan et 
al., 2007) (diagnoses are computed in order of increasing 
cardinality (Reiter 1987; Greiner et al., 1989)), or high-
cardinality sets of maximally successful sub-queries 
(Godfrey, 1997; McSherry, 2004). They do not take into 
account personalization aspects going beyond different 
cardinality criteria.  

However, it definitely cannot be guaranteed that low-
cardinality repair actions are the most interesting ones for a 
user (O’Sullivan et al., 2007). In order to tackle this 
challenge, we propose an approach which integrates k-nearest 
neighbor algorithms typically applied in case-based (Burke, 
2000) and collaborative recommendation (Konstan et al., 
1997) with the Hitting Set Directed Acyclic Graph (HSDAG) 
algorithm used for the calculation of minimal diagnoses 
(Reiter, 1987; Greiner et al., 1989). Thus, our major 
contribution is to enhance model-based diagnosis and repair 
approaches with collaborative problem solving. 

The remainder of this paper is organized as follows. In 
Section 2 we introduce a working example which is used for 
presentation purposes throughout the paper. In Section 3 we 
sketch the basic concepts used for the determination of non-
personalized repair actions. In Section 4 we introduce our 
algorithm (CREQ-Repairs) that can be used for the 
determination of personalized repair actions for inconsistent 
customer requirements. The results of an empirical study that 
show the applicability of our approach are presented in 
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Section 5. In Section 6 we give an overview of related work. 
We conclude our paper in Section 7. 

2. EXAMPLE: DIGITAL CAMERA RECOMMENDATION 

The following (simplified) item assortment will serve as 
working example throughout the paper (see Table 1). The set 
of digital cameras {p1, p2, …, p8} is stored in the product 
table P. Let us assume that our example customer has 
specified the following requirements which cannot be 
satisfied altogether by the products of P: requirements R = 
{r1:price <= 150, r2:opt-zoom = 5x, r3:sound = yes, 
r4:waterproof = yes}. The feasibility of those requirements 
can simply be checked by a relational query σ[R]P where σ[R] 

represents the selection criteria of the query. For example, 
σ[opt-zoom = 5x]P would result in product {p2}.  

Note that σ[price <= 150, opt-zoom = 5x, sound = yes, waterproof = yes]P = , 
i.e., no solution could be found for the set of requirements. In 
such situations customers ask for possible repairs which 
restore consistency between the requirements in R and the 
underlying product assortment P. State-of-the-art knowledge-
based approaches (Felfernig et al., 2004; Felfernig et al., 
2007; O’Sullivan et al., 2007) calculate minimal sets of faulty 
requirements which should be changed in order to find a 
solution. In this paper we show how to extend those 
approaches with personalized repair concepts. 

Table 1: Example product table P = {p1, p2, …, p8} 

id price mpix opt-
zoom 

lcd-
size 

movies sound water-
proof 

p1 148 8.0 4x 2.5 no no yes 
p2 182 8.0 5x 2.7 yes yes no 
p3 189 8.0 10x 2.5 yes yes no 
p4 196 10.0 12x 2.7 yes no yes 
p5 151 7.1 3x 3.0 yes yes no 
p6 199 9.0 3x 3.0 yes yes no 
p7 259 10.0 3x 3.0 yes yes no 
p8 278 9.1 10x 3.0 yes yes yes 

3. CALCULATING MINIMAL REPAIR SETS 

We exploit the concepts of Model-Based Diagnosis (MBD) 
(Reiter 1987; de Kleer et al., 1992) which allows the 
automated identification of minimal sets of faulty 
requirements ri  R (Felfernig et al., 2004). Model-based 
diagnosis starts with the description of a system which is in 
our case the predefined product assortment P. If the actual 
behaviour of the system conflicts with its intended behaviour 
(recommendation can be found), the diagnosis task is to 
determine those components (in our case the requirements in 
R) which, when assumed to be functioning abnormally, 
explain the discrepancy between the actual and the intended 
system behaviour. A diagnosis represents a minimal set of 
faulty components (in our case requirements) whose 
adaptation (repair) will allow the identification of a 
recommendation.  

On a more technical level, the idea of identifying minimal 
sets of repair actions for faulty requirements is the following. 
Given P = {p1, p2, …, pn} (item set) and a set R = {r1, r2, …, 
rm} of requirements which is inconsistent with P, i.e., σ[R]P = 

. In such a situation, state-of-the-art recommenders 
(Felfernig et al., 2007) calculate a set of minimal diagnoses D 
= {d1, d2, …, dk}, where di  D: σ[R - di]P  , i.e., a 
minimal set of requirements which have to changed in order 
to make recommendations feasible. Minimality means that 
di  D: not  di’di s.t. σ[R – di’]P  .  

A corresponding Customer Requirements Diagnosis Problem 
(CREQ Diagnosis Problem) can be defined as follows: 

Definition 1 (CREQ Diagnosis Problem): A CREQ 
Diagnosis Problem (Customer Requirements Diagnosis 
Problem) is defined as a tuple (R, P) where R={r1, r2, …, rm} 
is a set of requirements and P={p1, p2, …, pn} is the 
corresponding product assortment.  

Based on this definition of a CREQ Diagnosis Problem, a 
CREQ Diagnosis (Customer Requirements Diagnosis) can be 
defined as follows: 

Definition 2 (CREQ Diagnosis): A CREQ Diagnosis 
(Customer Requirements Diagnosis) for (R, P) is a set d={r1, 
r2, …, rk}  R, s.t. σ[R - d]P  . 

Following the basic principles of Model-Based Diagnosis, the 
calculation of minimal diagnoses di  D is based on the 
determination and resolution of conflict sets. A conflict set 
can be defined as follows (see, e.g., (Junker, 2004)): 

Definition 3 (Minimal Conflict Set CS): A Conflict Set CS 
is defined as a subset {r1, r2, …, rq}  R, s.t. σ[CS]P = . A 
conflict set CS is minimal iff there does not exist a conflict 
set CS’ with CS’  CS. 

As already mentioned, the requirements ri  R in our 
working example are inconsistent with the given product 
assortment P, i.e., there does not exist one product tuple in P 
which completely fulfills the requirements R = {r1, r2, r3, r4}: 
σ[price <= 150, opt-zoom = 5x, sound = yes, waterproof = yes]P = . The 
corresponding conflict sets are CS1:{r1,r2}, CS2:{r2,r4}, 
CS3:{r1,r3} since σ[CS1]P = , σ[CS2]P = , and σ[CS3]P = . 
The identified conflict sets are minimal, since there do not 
exist CS1’ CS1, CS2’  CS2, CS3’  CS3 with σ[CS1’]P = , 
σ[CS2’]P = , and σ[CS3’]P = . 

Minimal diagnoses di  D can be calculated by resolving 
conflicts in the given set of requirements. Due to its 
minimality property, one conflict can be easily resolved by 
deleting one of the elements from the conflict set. After 
having deleted at least one element from each of the 
identified conflict sets we are able to present a corresponding 
diagnosis. The minimal diagnoses derived from the conflict 
sets {CS1,CS2,CS3} in our working example are D = 
{d1:{r1,r2}, d2:{r1,r4}, d3:{r2,r3}}. A detailed discussion of the 
algorithm for calculating those diagnoses can be found in 
(Reiter, 1987; Greiner et al., 1989). A personalized version of 
this algorithm will be presented in Section 4.  

After having identified the set of possible minimal diagnoses 
(D), we have to propose repair actions for each of those 
diagnoses, i.e., we have to identify possible adaptations to the 
existing set of requirements such that the user is able to find a 
solution. The number of repair actions could potentially 
become very large which makes the identification of 
acceptable repair actions a very frustrating task for the user 
(see, e.g., Felfernig et al., 2007; O’Sullivan et al., 2007]). 
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Alternative repair actions can be derived by querying the 
product table P with π[attributes(d)](σ[R-d]P). This query identifies 
all possible repair alternatives for a single diagnosis d  D 
where π[attributes(d)] is a projection and σ[R-d]P is a selection of 
tuples from P which satisfy the criteria in R-d. Executing this 
query for each of the identified minimal diagnoses produces a 
complete set of possible repair alternatives. Table 2 depicts 
the complete set of repair alternatives REP = {rep1, rep2, 
rep3} for our working example where π[attributes(d1)](σ[R-d1]P) = 
π[price, opt-zoom](σ[r3:sound = yes, r4:waterproof = yes]P) = {price=278, opt-
zoom=10x}. Furthermore, π[attributes(d2)](σ[R-d2]P) = π[price, 

waterproof](σ[r2:opt-zoom = 5x, r3:sound = yes]P) = {price=182, 
waterproof=no} and π[attributes(d3)](σ[R-d3]P) = π[opt-zoom, 

sound](σ[r1:price <= 150, r4:waterproof = yes]P) = {opt-zoom=4x, 
sound=no}. The attributes mpix, lcd-size, and movies are not 
part of any of the derived repair alternatives. 

Table 2. Repair alternatives for requirements R 

Note that for reasons of simplicity we restrict our example to 
three different repair alternatives each belonging to exactly 
one diagnosis. However, in real-world recommendation 
scenarios (see, e.g., (Felfernig et al., 2007)), the number of 
such repair alternatives could become very large and it is 
crucial to propose alternative repairs in order to avoid 
drawing false conclusions. 

4. CALCULATING PERSONALIZED REPAIR SETS 

The above repair alternatives would be presented to the 
customer without taking into account the defined set of 
requirements. Important to be mentioned in this context is the 
fact that the three repair alternatives in our example are at 
least partially ignoring the originally defined requirements 
and it is unclear which of those alternatives would be the 
most interesting for the customer. 

In order to systematically reduce the number of repair 
candidates we need to integrate personalization concepts. Our 
approach is to identify those repair actions which resemble 
the original requirements of the customer. In order to derive 
such repair actions, we exploit the existing product 
definitions (see Table 1) for identifying alternatives which 
are near the originally defined requirements in R.1  

From the product data in Table 1 we calculate the n-nearest 
neighbors (in our case, n = 5), i.e., those entries of the 
product table which are (most) similar to the given set of 
requirements in R. In our case, the determination of nearest 
neighbors is based on a simple similarity metric which 
calculates the individual similarities between the m given 
customer requirements in R (in our case m = 4) and the 
attribute settings in the product table. For the purpose of our 

                                                 
1 Alternatively, customer interaction logs can be exploited for 
the personalized recommendation of repair actions. 

example we use the following similarity function sim(R, pi) 
where R represents a set of requirements and pi is the ith 
product in P.2 Furthermore, max(j) denotes the maximum 
possible value in the domain of attribute j, and w(j) denotes 
the importance (weight) of attribute j for the current customer 
– see Formula (1). 
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The similarity between the customer requirements of our 
working example and product p1 in the product table is 
calculated as follows: sim(R, p1) = (1-|150-148|/130)*0.5 + 
(1-|5-4|/9)*0.2 + (1-|1-0|/1)*0.1 + (1-|1-1|/1)*0.2 = 0.87. Note 
that we assume w(1) = 0.5, w(2) = 0.2, w(3) = 0.1, and w(4) 
= 0.2 (w(j) = 1).3 On the basis of Formula (1) we can 
determine the n-nearest neighbours which are those n 
products with the highest similarity to the ri  R. The 5-
nearest neighbours used in our example are shown in Table 4, 
the corresponding similarity values between R and pi  P are 
shown in Table 3. 

Table 3: sim(R, pi) calculated for P={p1, …, p8} 

Table 4: 5-nearest neighbors NE = {p1,p2,p4,p5,p6} 

id price mpix opt-
zoom 

lcd-
size 

movies sound water-
proof 

p1 148 8.0 4x 2.5 no no yes 
p2 182 8.0 5x 2.7 yes yes no 
p4 196 10.0 12x 2.7 yes no yes 
p5 151 7.1 3x 3.0 yes yes no 
p6 199 9.0 3x 3.0 yes yes no 

On the basis of the entries in Table 4, we will now show step-
by-step how our algorithm (Algorithm 1) calculates a 
personalized repair. The requirements in R are inconsistent 
with the nearest neighbours NE = {p1,p2,p4,p5,p6} (i.e., 
σ[R]NE = ). Consequently, our algorithm activates a conflict 
detection component which returns exactly one conflict set 
(per activation). We determine minimal conflicts on the basis 
of a QuickXPlain-type algorithm (Junker, 2004). For the 
requirements in R and the products in NE the following 
conflict sets are derived: CS1:{r1,r2}, CS2:{r2,r4}, CS3:{r1,r3}, 
CS4:{r3,r4}. Note that the reduction of the considered 
products from P to NE triggers the generation of an 
additional conflict set (CS4) since none of the cameras now 
supports both, the sound feature and the waterproof feature. 

Let us assume that CS1:{r1,r2} is returned as the first conflict 
set. A Hitting Set Directed Acyclic Graph (HSDAG) (Reiter 
1987; Greiner et al., 1989) is now instantiated (see Figure 1) 
with two outgoing paths from the root: [r1] and [r2]. These 
paths indicate which elements of the identified conflict set 

                                                 
2 Note that a couple of different metrics could be applied in 
this context. See, for example, (Wilson and Martinez, 1997).  
3 Different approaches are possible for the determination of 
importance weights, for example, direct specification by the 
customer or preference learning (Biso et al., 2000). 

repair price opt-
zoom 

sound waterproof product 

rep1 278 10x   p8 
rep2 182   no p2 
rep3  4x no  p1 

id p1 p2 p3 p4 p5 p6 p7 p8 
sim(R,pi) .87 .68 .53 .56 .75 .56 .33 .39 
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have been used to resolve the conflict. Since it is our goal to 
identify repairs similar to the original requirements, we have 
to analyze which repairs are still possible after eliminating 
one element from a conflict set (requirement ri  R). For 
example, eliminating r1 would allow repairs supported by 
{p2,p4,p5,p6} since (σ[¬r1]NE) = {p2,p4,p5,p6}, furthermore, 
(σ[¬r2]NE) = {p1,p4,p5,p6}. Since product p1 allows repairs 
most similar to the original requirements (see Table 3), we 
decide to extend the currently most promising path [r2] to 
[r2,r1] and [r2,r3]. The idea is to follow a best-first regime 
which expands the most promising candidate paths. 

The most promising paths are leading to minimal diagnoses 
accepting those nearest neighbours in NE that are most 
similar to the original set of requirements in R. Again, for 
each of the resulting paths ([r2,r1] and [r2,r3]) we have to 
analyze which are the supporting products: (σ[¬r2,¬r1]NE) = 
{p4,p5,p6} and (σ[¬r2,¬r3]NE) = {p1,p4}. Following our best-first 
strategy (p1 is the best choice), we decide to extend the path 
[r2,r3]. However, since σ[R-{r2,r3}]NE, i.e., σ[r1:price<=150, r4:water-

proof=yes]NE, results in a non-empty set, {r2,r3} is already a 
diagnosis (d). This diagnosis directly leads to a repair which 
is most similar to the original set of customer requirements 
(since p1 supports repairs which are nearest to the 
requirements in R). The set of possible repair actions for d 
can be simply determined by executing the query 
π[attributes(d)](σ [R-d]NE) = π[opt-zoom, sound](σ [price <= 150, waterproof = 

yes]NE). Executing this query results in the set of repairs {opt-
zoom=4x, sound=no}. 

 
Figure 1: Personalized diagnosis d  D calculated using 
the n-nearest neighbors. d = {r2,r3} is the basis for the 

derivation of personalized repairs 

The algorithm for calculating personalized repairs is the 
following (Algorithm 1). We keep the description of the 
algorithm on the level of detail which has been used in the 
description of the original HSDAG algorithm (Reiter, 1987). 
In Algorithm 1, the different paths of the HSDAG are 
represented as separate elements in the bag structure H which 
is initiated with . H stores all paths of the search tree in a 
best-first fashion, where the currently best path (h) is the one 
with the most promising repairs (those repair alternatives 
most similar to the original requirements in R). If the theorem 
prover (TP) call (TP(R-h,NE)) does not detect any further 
conflicts for the elements in h (isEmpty(CS)), a diagnosis is 
returned and the corresponding repair alternatives can be 
calculated with π[attributes(d)](σ[R-d]NE). The major role of the 
theorem prover is to check whether there exists a 

recommendation for R minus the already resolved conflict set 
elements in h. If the TP call TP(R-h,NE) returns a non-empty 
conflict set CS, h is expanded to paths each containing 
exactly one element of CS (in this case no recommendation 
could be found). In the case that h is expanded, the original h 
must be deleted from H (delete(h,H)). Finally, if new 
elements have been inserted to H, it has to be sorted in order 
to determine the diagnosis with the most nearest repair 
candidates (SimilaritySort(H)).4 This function calculates a set 
of supporting products for each hi  H (σ[(¬ri)]NE, rj  hi) 
and ranks each hi  H conform to the highest product utility 
(see Table 3) in its set of supporting products. 

Note that the function CREQ-Diagnosis in Algorithm 1 
returns exactly one diagnosis d at a time (for which in the 
following potentially more than one repair alternative is 
returned by CREQ-Repairs).5 Since NE  P, the detected 
conflict sets could differ for TP(R-h,NE) and TP(R-h,P).  
 

Algorithm 1 ‐ CREQ‐Repairs 

         CREQ‐Repairs (R↓,NE↓):Repair Set REP↑ 

(1)   { 
(2)     d ← CREQ‐Diagnosis(R,NE,ø) 
(3)     return π[attributes(d)](σ[R‐d]NE) 
(4)   } 

         CREQ‐Diagnosis(R↓,NE↓,H↓): Diagnosis h↑ 

(1) { 
(2)     h ← first(H) 
(3)     CS ← TP(R‐h,NE) 
(4)     if (isEmpty(CS)) 
(5)           {return h} 
(6)     else 
(7)                {foreach X in CS:H ← H  {h  {X}} 
(8)            H ← delete(h,H) 
(9)            H ← SimilaritySort(H) 
(10) CREQ‐Diagnosis(R,NE,H) 
(11) } 
(12)  } 

5.  EVALUATION 

Although our proposed repair functionalities do not 
significantly change the design of a recommender user 
interface, they clearly contribute to a more intelligent 
behaviour of recommender applications and have the 
potential to trigger increased trust and satisfaction of users. 
The personalization approach as it is presented in this paper 
is definitely not restricted to conjunctive query based 
recommender applications but as well applicable with 
constraint (Junker, 2004) and configuration technologies 
(Felfernig et al., 2004). 

                                                 
4 Note that the necessary HSDAG pruning is implemented by 
the functionalities of SimilaritySort(H). 
5 Note that if all requirements are inconsistent with all nearest 
neighbours in NE, the corresponding minimal diagnosis 
would comprise all customer requirements. 

CS1:{r1,r2}

σ[¬r1]NE={p2,p4,p5,p6}

CS3:{r1,r3}

d = {r2,r3}

…

…

σ[¬r2]NE={p1,p4,p5,p6}

σ[¬r2,¬r3]NE={p1,p4}σ[¬r2,¬r1]NE={p4,p5,p6}

r1
r2

r1 r3

*supporting product with highest similarity value (sim(R,pi))

*

*
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Performance. Algorithm 1 has been implemented on the 
basis of the standard hitting set algorithm proposed by 
(Reiter, 1987) and adapted by (Greiner et al., 1989). The 
algorithm is NP-hard in the general case (Bylander et al., 
1991) but is applicable in interactive recommendation 
settings (see below). In our implementation, the calculation 
of minimal conflict sets is based on the QuickXPlain 
algorithm (Junker, 2004). QuickXPlain needs 
O(2k*log(n/k)+2k)  consistency checks in the worst case to 
compute a minimal conflict of size k out of n constraints in R. 
Consistency checks in our QuickXPlain implementation are 
represented as conjunctive queries on P (Hypersonic database 
environment). A performance evaluation (time effort 
depending on the number of calculated minimal diagnoses) in 
a digital camera and a financial service recommendation  
scenario clearly shows the applicability of Algorithm 1 for 
interactive settings (the average values for diagnoses and 
repairs are depicted in Table 5). For example, the calculation 
of the first 10 diagnoses including the corresponding repairs 
takes about 2 seconds.6 

Tabelle 5: Performance of Algorithm 1 

Empirical evaluation. In order to demonstrate the im-
provements achieved by our approach we conducted an 
empirical study. In this study we compared two different 
algorithms for the calculation of repairs. The first (type 1) 
supported repairs based on the algorithms proposed in 
(Reiter, 1987; Greiner et al., 1989), where diagnoses and 
corresponding repair alternatives are ranked according to 
their cardinality (standard breadth-first search). The second 
approach (type 2) supported the calculation of personalized 
repair actions on the basis of Algorithm 1 (best-first search). 

The used product assortment (90 digicams) has been selected 
from a digital camera dataset of an e-Commerce platform. In 
the scenario, the study subjects interacted with the 
recommender in order to identify a pocket-camera that best 
suits their needs. In the case of inconsistent requirements, 
subjects were confronted with a list of repair alternatives 
from which they had to select the most interesting one. 
N=493 subjects participated in the study (56% female, 44% 
male). In order to systematically induce conflicts (no 
recommendation could be found), we filtered out products 
from the assortment which fulfilled requirements posed by 
the subject. On an average, 2.63 products (std.dev. 1.68) were 
filtered out per recommendation session. Subjects were 
informed about the fact that the product which had been 
specified was not available and they had to select a repair 
action from a proposed list of alternatives. With the 
remaining set a corresponding repair process was triggered. 
Thus each subject was confronted with a conflict situation 
where a repair alternative had to be selected. In order to keep 
the cognitive efforts realistic and acceptable, we set the upper 
limit of the number of repair actions to 5 in both 

                                                 
6 A more detailed empirical evaluation of our proposed 
algorithm in different application domains is within the scope 
of future work. 

recommender versions (type 1 and type 2). The selection of 
repair alternatives in type 1 recommenders explored the 
principle of acceptability of compromises (McSherry, 2003). 

Our hypothesis was that subjects will select higher ranked 
repair actions significantly more often if the type 2 repair 
algorithm was used. For both recommender versions (type 1 
and type 2) we measured in each session the normalized 
distance between the position of the selected repair action and 
position 1 (position of selected repair / #repair alternatives). 
On the basis of a two-sample t-test, a significant difference 
between the two repair approaches in terms of prediction 
quality can be observed. We detected significant higher 
deviation values (t-score=4.859, p <0.001) for type 1 
recommenders. The average deviation for type 1 
recommenders was 0.599 (std.dev. 0.279), the value for type 
2 recommenders was significantly lower: 0.474 (std.dev. 
0.274). Consequently, the above hypothesis can be 
confirmed. Furthermore, repair alternatives with the highest 
ranking (position) have been selected significantly more often 
in type 2 recommenders (χ2=17.746, p<0.001). The precision 
(#correctly predicted repair actions / #predicted repair 
actions) of type 2 recommenders was 0.551 whereas for type 
1 recommenders the precision was lower: 0.307. Correct 
prediction in this context is interpreted as ranking a repair on 
position 1 in the list of presented repairs.  

Table 6:Summarization of study results 

6. RELATED WORK 

(Felfernig et al., 2004) have developed concepts for the 
diagnosis of inconsistent customer requirements in the 
context of configuration problems. The idea was to apply the 
concepts of Model-based Diagnosis (Reiter, 1987) (MBD) in 
order to be able to determine minimal cardinality sets of 
requirements which have to be changed in order to be able to 
find a solution – repairs were not supported in this context. In 
(O’Sullivan et al., 2007) such minimal cardinality sets are 
called minimal exclusion sets, in (Godfrey, 1997; McSherry, 
2004) the complement of such a set is denoted as maximally 
successful sub-query. The calculation of a diagnosis for 
inconsistent requirements relies on the existence of minimal 
conflict sets. Such conflict sets can be determined, for 
example, on the basis of QuickXPlain (Junker, 2004), a 
divide-and-conquer algorithm. The approach presented in 
(Felfernig et al., 2004) follows the standard breadth-first 
search regime for the calculation of diagnoses (Reiter, 1987; 
Greiner et al., 1989). The major contribution of our paper in 
this context is the extension of this algorithm with 
collaborative problem solving concepts. This approach 
significantly improves the prediction quality for repair 
alternatives and thus contributes to higher-quality 
recommender user interfaces. (O’Sullivan et al., 2007) 
introduce the concept of representative explanations. 
Representative explanations follow the idea of generating 
diversity in alternative diagnoses – informally, constraints 

#diagnoses 2 4 6 8 10 
time in secs 0.35 0.54 0.67 0.92 1.70 

type 1 type 2 significance level 
deviation .599 (.279) .474(.274) p<0.001 
precision .307 .551 p<0.001 
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which occur in conflicts should as well somehow be included 
in diagnoses presented to the user. (Jannach, 2006) introduces 
an approach to the calculation of minimal relaxations without 
an upstream process of conflict detection. Finally, case-based 
(recommender) systems (Burke, 2000; Kolodner, 1993; 
Purvis, 1997; Smyth and Keane, 1996) profit from the work 
presented in this paper since in addition to intelligent case 
retrieval, personalized and (if needed) minimal diagnoses and 
repairs can be calculated systematically. 

7. CONCLUSIONS 

In this paper we have introduced an algorithm that calculates 
personalized (plausible) repairs for inconsistent requirements. 
The algorithm integrates the concepts of model-based 
diagnosis (MBD) with the ideas of collaborative problem 
solving and thus significantly improves the quality of repairs 
in terms of prediction accuracy. We have evaluated our 
approach in an empirical study with a recommender 
application based on real-world product data. The results of 
the study clearly demonstrate the improvements induced by 
personalized repair actions. 
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Abstract: Hybrid systems models are a powerful tool for representing systems with both
discrete and continuous dynamics. However, computationally these models are challenging to
perform most classes of inference on. In this article we focus on diagnosing hybrid systems.
Rather than work on the full hybrid model, for which diagnosis is undecidable in the general
case, we abstract the model to a propositional model-based diagnosis (MBD) model. We describe
how we can translate a reference hybrid systems model into a propositional diagnosis model,
which involves translating the model itself, as well as a sequence of observed events, or trace.
We provide an illustrative example of the process, and outline how this process guarantees that
any diagnoses in the hybrid systems model will be preserved in the MBD model.

1. INTRODUCTION

The theory of hybrid systems can model systems that
exhibit both discrete and continuous behaviours, such as
photocopy machines, automobiles, aircraft, etc. Although
much work has been done for modeling and verification,
there is little work on efficient methods for diagnosis and
safety analysis. Hybrid systems diagnosis is inherently dif-
ficult due to the continuous dynamics and mode switching
of such models. Continuous-valued diagnostics methods
can be used for a single mode (Blanke et al. [2003]), but
mode-switching can cause instability in observer-based di-
agnostics inference even with known mode changes (Böker
and Lunze [2002]). Another key impediment to performing
such analysis is the complexity of the entailed inference:
checking reachability for even very simple hybrid systems
is undecidable (Henzinger et al. [1995]). Although decid-
able classes have been identified (Alur et al. [2000]), there
are no computational tools that can efficiently reason with
real-world models.

In this work we are interested in diagnosing a hybrid
system ΦH , which is undecidable in general, since it entails
a form of reachability analysis. To diagnose such systems
we abstract the system into a representationally and
computationally simpler model, a discrete propositional
logic model ΦD. ΦD is based on standard model-based
diagnosis (MBD) theory (Reiter [1987]), has many mature
inference tools, and has diagnosis inference complexity
ranging from poly-time to Σp

2-complete, depending on the
method used for representing the fault behaviours and
formulae (Eiter and Gottlob [1995]).

We use abstraction to simplify the hybrid systems model,
while preserving key relevant behaviours. Abstraction
transforms the inherently infinite-state system of ΦH into
a finite-state model (Alur et al. [2000]). We adopt two
abstraction methods: (1) abstract interpretation, which
approximates the values of variables; and (2) predicate ab-
straction, which approximates relationships between vari-
? Supported by SFI grants 04/IN3/I524 and 06/SRC/I1091.

ables. The resulting qualitative model will have a finite
number of states, so it becomes feasible to perform a
number of inference tasks, such as computing the reachable
states, the diagnoses, etc.

Abstracting a hybrid system ΦH to a propositional diag-
nosis model ΦD makes sense computationally, but a key
issue is whether such an abstraction preserves the diag-
noses of ΦH . One main contribution is showing that using
an abstraction operator that over-approximates the state
transitions guarantees that all the diagnoses of ΦH are
preserved in the abstract model, at the cost of increasing
the space of diagnosis candidates. In addition to this gen-
eral result, we show some specific conditions on ΦH that
can guarantee that ΦD will preserve the set of diagnoses
computable from ΦH given a suitably transformed set of
observed transitions (an observable trace) input to ΦD.
The proposed conditions describe a hybrid system ΦH ,
which includes both normal and failure states, in which
all reachable states will be reachable within the continuous
portion of ΦH , including the discrete failure states. These
conditions cover a wide range of real-world applications,
subject to defining the failures in terms of the underlying
continuous dynamics, such as is done in Zhao et al. [2005].

Our contributions are as follows:

(1) We show that we can guarantee that the diagnosis
space of ΦH is preserved in ΦD by using an ab-
straction operator that over-approximates the state
transitions;

(2) We extend a hybrid systems abstraction methodology
(Tiwari [2008]) to enable the generation of proposi-
tional MBD models;

(3) We show how we can untime the event sequence
(trace) of a hybrid system ΦH to create an obser-
vation suitable for an MBD model;

(4) We describe particular conditions on the abstraction
operator that guarantee that the diagnosis space of
ΦH is preserved in ΦD;

(5) We illustrate our approach with a detailed example.
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2. RELATED WORK

This section reviews prior work in related areas.

There has been a lot of work on abstraction in model-based
diagnosis (MBD), such as (Saitta et al. [2007], Maier and
Sachenbacher [2008]), which have focused on abstracting
either propositional models (Saitta et al. [2007]) or qualita-
tive models (Maier and Sachenbacher [2008]). In contrast,
in this article we start with hybrid systems models, in
which we aim to abstract both continuous and (possibly
infinite) discrete spaces, which is significantly more diffi-
cult than these discrete abstraction approaches.

We adopt the use of over-approximation of the transition
relation of ΦH , which is a standard abstraction technique.
Several related over-approximation approaches have been
published, based on techniques such as hyper-rectangles,
polyhedra and their projections, or ellipsoids (Clarke et al.
[2003]). Most of these approaches attempt to obtain con-
servative but tight approximations to sets of reachable
states for hybrid systems. Abstracting transition relations
for hybrid systems is inherently complicated, because these
relations, as a general rule, do not have analytical solu-
tions, and even when analytical solutions exist, creating
tight over-approximations is challenging. We adopt the
approach of Tiwari [2008], which converts the transition
relations into polynomials and subsequently into proposi-
tional equations.

More efficient abstractions have been developed for specific
classes of hybrid systems. For example, for piecewise affine
systems, Hofbaur and Rienmuller [2008] have developed
2D grid abstractions. Such techniques have been applied
to the abstraction of gene regulatory networks (Batt et al.
[2008]), where the relative order of threshold parameters
and ratios of parameters are used for phase space partition-
ing in abstract regions. Such model-specific approaches can
complement the generic abstraction methodology studied
in this article in appropriate applications.

There is some relation to abstraction for qualitative simu-
lation (QS), but the goals of this work are very different.
QS aims to create a qualitative differential model with
properties that are qualitatively equivalent to the initial
model; such a model requires custom qualitative algebras
and inference techniques. Here, we make a more radical ab-
straction, generating a propositional diagnosis model with
standard propositional logic semantics. In other words, we
want a diagnosis model that can be solved by traditional
diagnosis algorithms, e.g., GDE, ATMS, or by modified
SAT solvers. The properties we aim to preserve from ΦH

are fewer than those preserved by a qualitative model. For
example, we are only interested in preserving a subset QN

of nominal states and a set QF of failure states, plus the
transitions from QN to QF ; the key is just to distinguish
states in QN from those in QF . In contrast, a QS model
aims to preserve all the qualitatively significant states of
ΦH , and the transitions among those states.

The qualitative models of (Kuipers [1986]) roughly corre-
spond to the abstract transition systems that we develop.
Tiwari [2008] actually translates a hybrid system into a
qualitative model; we instead generate a diagnosis model
together with an observation necessary to diagnose po-
tential faults. Shults and Kuipers [1997] prove a range of

formal properties that are preserved by qualitative mod-
els. This work is closely related to several approaches to
abstracting hybrid systems models, such as Alur et al.
[2000], Tiwari and Khanna [2002], Tiwari [2008]. These
papers focus primarily on properties such as the semantics
of the hybrid system considered, the class of (a) formulas
preserved, (b) hybrid systems analysed, or (c) abstract
systems generated, or the type of abstraction (e.g., con-
servative, accurate, etc.).

Accurate abstractions, or bisimulations, can create de-
cidable systems, for which clear results can be obtained
(Alur et al. [2000]). Olivero et al. [1994] abstracts some
restricted classes of linear hybrid systems into simpler
class of hybrid systems, timed automata. Henzinger et al.
[1998a] abstracts a nonlinear hybrid automaton in terms
of a linear hybrid automaton. Tiwari [2008] abstracts a
hybrid system as a qualitative model; we extend this work
by defining a diagnosis model based on the qualitative
abstraction. All of the work on hybrid systems abstraction
focuses on model abstractions, whereas we also have to
define an abstraction for the trace, in order to obtain a
system observation for which a diagnosis can be computed.

3. NOTATION AND PRELIMINARIES

This section introduces our notation. We first define the
hybrid-systems language we will use. Then we introduce
our diagnosis modeling language.

3.1 Hybrid Systems

Hybrid automata (Henzinger et al. [1998a]) are mathemat-
ical models for representing hybrid systems. In contrast
to discrete transition systems, hybrid automata can make
both discrete and continuous transitions and hence, their
semantics are given in terms of the states, which are
uncountably many, reached over a continuous real time
interval. We can also define the theory of hybrid automata
in terms of infinite-state transition systems (Henzinger
et al. [1998b]) that contain uncountably many states, but
are interpreted over discrete time steps.

We adopt an extended version of a hybrid system that has
modes for normal and failure states. We also assume that
only a subset of events are observable, and in our models
we denote these events as those relating to sensors and
actuators changing state.
Definition 1. A hybrid system is defined as Φ = (Q,X,Σ,
Q0, E, f,G) where

• Q is the set of discrete states or modes of the system,
• X ⊆ <n is the continuous state space,
• Σ is a finite set of transition labels or events,
• Q0 ⊆ Q×X is the set of initial conditions,
• E ⊂ Q × Σ × Q is the transition relation, which de-

fines the set of (controlled and autonomous) discrete
transitions,

• f : < × Q × X is the flow condition for every mode
defined by a differential equation,

• and G : E → 2X × π is a partial function that
associates a guard condition (represented as a subset
of X) with each autonomous transition, given a
probability π.
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The probability π introduces randomness into the transi-
tions, which is important for transitions to failure states,
which we assume occur randomly.

A state of a hybrid system is described by the pair (q, x),
where q ∈ Q and x ∈ X. We define R(x0, q0) as the set of
reachable states from (x0, q0).

We assume that the set of modes of the hybrid system is
partitioned such that Q = QN ∪ QF , where QN and QF

are the set of normal modes and faulty modes respectively.
Similarly, we partition the set of transition labeling events
as Σ = ΣN ∪ΣF . ΣN is the set of endogenous (controlled)
events transitions to normal modes, and ΣF is the set
of (exogenous) failure events labels transitions to faulty
modes. Note that if information about the continuous dy-
namics for the faulty modes is available, then we associate
a flow condition with these modes. In the simple model
proposed here, we assume that whenever a transition is ac-
tivated by the underlying continuous dynamics, the actual
transition to a normal mode or a faulty mode is determined
by the stochastic parameter π, which reflects the stochastic
nature of failures occurring.

We partition our events into two subsets: Σo ⊆ Σ is a
subset of observable events, and Σu ⊆ Σ is a subset of
unobservable events. We assume that all transitions to
fault states are unobservable.

We define a trace as a sequence of events.
Definition 2. (Trace). A trace γ(ΦH , (q0, x0)) is a se-
quence {(q0, x0), σ1, ..., σm}, where σi ∈ Σ.

The observable subset of a trace γo ⊆ γ is just the sequence
of observable events given by the projection ζ : Σ∗ → Σo

(Sampath et al. [1995]). In other words, ζ “erases” the
unobservable events in a trace. We define a system trace,
ΓΦ, as the set of all traces of a system starting from an
arbitrary initial state (q, x).

If f = (qf , xf ) is a failure state, we can define Γf as
the set of all traces starting from failure state f : Γ(f) =
{γ(ΦH , (qf , xf ))}. We now introduce a consistency-based
notion of diagnosis for hybrid systems. Intuitively, a fault
can be isolated if a fault-free system cannot generate a
trace γf including a failure state (called an anomalous
trace), i.e., the fault-free system and trace γf are inconsis-
tent. More generally, a measured trace γ′ is said to be
consistent with a model ΦH and corresponding system
trace ΓΦH if γ′ ∈ ΓΦH .

Given these definitions, we can now describe what a hybrid
systems diagnosis is.
Definition 3. (Candidate HS-Diagnosis). Given a hybrid
system ΦH = (Q,X,Σ, Q0, E, f,G), initial conditions
(q0, x0), and anomalous trace γ, a candidate diagnosis δ
is a failure state consistent with γ, i.e., where γ ∈ Γ(δ).

More generally, given an abnormal trace γ, the set of all
candidate diagnoses is given by ∆ = {δ|γ ∈ Γ(δ)}.

3.2 Propositional Diagnosis Model

In this article we adopt a temporally extended version of
the diagnosis framework introduced in Reiter [1987].

Pump LSwim? Flow f
∈(0,Lmax)∈(0,fmax){On,Off}

{Y,N}
Timer∈(0,tmax)

Fig. 1. Schematic for Swimming Pool Example

Definition 4. (Propositional Diagnosis Model). A discrete
diagnosis model is specified by a tuple ΦD = {I, V, E ,Π},
where

• I ⊂ N is a temporal index;
• V is a set of discrete-valued variables indexed by I,

such that Vf ⊂ V is the set of failure mode variables,
and Vo ⊂ V is the set of observable variables;
• E ⊆ Vf × Ln consists of propositional equations

(where Ln is a propositional wff over (V \ Vf ); and
• Π is a discrete probability distribution over the equa-

tions and/or variables.

This temporal diagnosis model obeys standard logical
semantics, and differs from a classical MBD model only
in terms of temporal indexing of variables. Further, this
definition of diagnosis model is an instance of a transition
system (Stark [1989]).

We also need to specify an observation in order to define
a diagnosis within this framework.
Definition 5. (Observation). An observation α is an in-
stantiation of Vo.
Definition 6. (Diagnosis). Given a diagnostic system ΦD =
{I, V, E ,Π}, an observation α over some variables in Vo, a
diagnosis δ is an assignment to all variables in Vf such that
ΦD ∧ α ∧ δ 6|=⊥.

We can define diagnosis minimality with respect to several
criteria, such as subset- or cardinality-minimality, or the
probabilistically most-likely diagnoses using Π, the dis-
crete probability distribution over ΦD.

Note that there are several differences between the hybrid-
systems and propositional diagnosis models. Whereas the
hybrid-systems model has both continuous and discrete
variables, the diagnosis model has only discrete. In ad-
dition, the diagnosis model requires the specification of
failure-mode and observable variables, which the hybrid-
systems model specifies implicitly in its trace. A diagnosis
model of this form has only discrete dynamics.

4. ILLUSTRATIVE EXAMPLE

We use an illustrative example taken from Sokolsky and
Hong [2001], in order to provide an intuitive notion of the
issues we address.

4.1 Hybrid Systems Model

Consider a swimming pool equipped with a pump that
controls the water level L, and a switch that indicates if
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OnOff FailL≤ low L≥ hiσP
σP

σf
σf f=0TurnOn TurnOffTimer≥ 2 Timer≥ 2

Fig. 2. Full Automaton for PumpOnOffL ≥ s L<sσS swim=tswim=f
σS

Fig. 3. Automaton for Swim? indicator

the water is deep enough to swim in. The pump, when on,
fills the pool at a constant overall flowrate f , and when off,
allows water to drain out of the pool. 1 The pool’s level
is governed by the equation ∂L

∂t = f . Changing state in
the pump actuator takes 2 time units (as measured by a
Timer), during which it is in state TurnOn or TurnOff.
The swimming level indicator switch Swim? is on when
the level L ≥ s, where s is a swimmable level, and is off
otherwise.

Figure 1 shows the hybrid system schematic for the swim-
ming pool example. The possible values for Pump,Swim?,
L and f are shown. Note that L, f and Timer are
continuous-valued variables.

Figure 2 shows the full automaton for the Pump. In the
figure we show some transitions and guards for transitions.
For example, σP denotes the event of the pump turning
on, and σP̄ denotes the event of the pump turning off.
Note that we assume that the pump can fail (state Fail),
in which case it produces no flow.

Figure 3 shows the automaton for the Swim? indicator. In
the figure we show the transitions, and the guards for the
transitions.

4.2 State Space Abstraction

To create the abstract (qualitative) model, we transform
the continuous-valued variables into discrete-valued coun-
terparts, and specify qualitative relations for all equa-
tions in the hybrid systems model. In this model, we
introduce a discrete variable L̇ for ∂L

∂t , with domain {In,
0, Out}, and define discrete domains for L and f of
{0, low, swim, hi,Ovflow} and {In, 0, Out} respectively.

4.3 MBD Model

We represent our MBD model using a set of variables
corresponding to variables in ΦH . For example, we have a
1 The flow f is the difference between the inflow from the pipe and
the outflow through the valve in the pool.

variable Swim? with domain {Y,N}, and a variable Act de-
noting the actuator for the pump, with domain {On,Off}.
In this example we have one failure-mode variable, that
for the pump, with domain {OK,fail}.
We use a simple form of discrete temporal indexing: we
denote a variable V at time t using Vt, and a variable W
at the preceding time using Wt< .

Some normal-mode equations include:

(Pump = OK)⇔ [(Swim? = N)t< ∧ (Act = On)t<

⇒ (Swim? = Y )t]

(Pump = OK)⇔ [(Swim? = Y )t<
∧ (Act = Off)t<

⇒ (Swim? = N)t]

If we have a weak fault model (which defines only normal
behaviour—see de Kleer et al. [1992]), then we need to
include only normal-mode equations. However, if we define
a strong fault model, then we must include some failure-
mode equations, such as:

(Pump = fail)⇔ [(Swim? = N)t<
∧ (Act = On)t<

⇒ (Swim? = N)t]

(Pump = fail)⇔ [(Swim? = Y )t< ∧ (Act = Off)t<

⇒ (Swim? = Y )t]

We assume that our equations have a first-order Markov
structure, i.e., any equation only includes variables cover-
ing two different time steps. 2

5. DIAGNOSIS PROPERTIES OF MODEL
ABSTRACTIONS

This section describes soundness and completeness prop-
erties of the diagnoses that can be computed from abstract
models that over-approximate the reference model. We will
present properties that hold for an arbitrary abstraction ξ
of a model.

The results we will show bear some resemblance to the
soundness/completeness properties that qualitative mod-
els preserve from hybrid (or dynamical) systems models. A
qualitative simulation algorithm z, given an ODE model
Φ and initial state that matches the input to z, is sound if
there exists a behavior that matches Φ’s solution. Kuipers
[1986] proved the existence of a sound qualitative simu-
lator, QSIM. Shults and Kuipers [1997] formalized this
result using temporal logic, proving that if a CTL∗ wff
β is true for the behaviours produced by QSIM, then
a corresponding temporal wff, β′, holds for the solution
of any ODE consistent with the qualitative differential
equation that QSIM used to generate the behaviours.

However, Yilmaz and Say [2006] show that a sound and
complete qualitative simulator does not exist: even with
restrictions on operating regions and qualitative constraint
operators, a sound algorithm z is inherently incomplete.
If we impose a coverage guarantee, then one can specify
some input model that causes a simulator z to generate
spurious predictions in its output.

2 Higher-order Markov structure can be converted to first-order
Markov structure using well-known rewrite rules.
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Our diagnosis results have some parallels to these results.
We ensure soundness and completeness of the abstract
diagnoses through using over-approximations, but at the
expense of the abstract model generating more diagnoses
than the reference model. This is analogous to the spurious
behaviours of qualitative simulation.

In the following, we call a diagnosis instance the triple
Z = (Φ,Γ,∆), where Φ is the model, Γ is the trace, and
∆ is the set of candidate diagnoses. Given an abstraction
operator ξ, we can show that any abstraction which is
an over-approximation is guaranteed to be complete with
respect to the diagnostics of the reference model. We define
an over-approximation as follows.
Definition 7. (Over-approximation). Given a hybrid sys-
tems model ΦH with corresponding system trace ΓH , an
abstraction Φ′, with corresponding system trace Γ′, is
an over-approximation of ΦH with respect to abstraction
operator ξ if Γ′ ⊆ ξ(ΓH).
Lemma 1. Given a hybrid systems diagnosis instance ZH ,
an abstract diagnosis instance ZD which is an over-
approximation is guaranteed to be complete with respect
to ZH (under abstraction operator ξ). 3

The following corollary outlines the diagnostics properties
in more detail.
Corollary 1. Given a hybrid systems triple ZH , if an
abstraction triple Z ′ is a sound over-approximation for ZH ,

• If a diagnosis δ ∈ ∆H exists in ZH , then a corre-
sponding diagnosis δ′ ∈ ∆′ will exist in Z ′.

• If no diagnosis δ′ ∈ ∆′ exists in Z ′, then no corre-
sponding diagnosis δ ∈ ∆H will exist in ZH .

The second part of Corollary 1 notes that if a diagnosis δ′
is excluded in the abstract model, then it will be excluded
in the reference model (and in any less-abstract model).

Lunze [2008] shows four examples of abstractions of a
hybrid systems model that are over-approximations, and
hence display a subset-inclusion property among fault
candidates. Based on the methodology in (Lunze [2008]),
we extend Lemma 1 to cover diagnoses of a series of
abstract models.
Lemma 2. Given a hybrid systems diagnosis instance ZH

and two abstraction diagnosis instances Z ′ and Z ′′ with
progressively increasing levels of abstraction, the system
diagnosis sets will obey the set-inclusion ∆H ⊆ ∆′ ⊆ ∆′′.

Our abstraction process creates an interesting tradeoff:
inference complexity decreases with greater abstraction
levels, but the over-approximation used to create the
abstract model results in more candidate diagnoses as well.
This means that the more abstract models will generate
more candidate diagnoses, and most likely will be less
able to isolate minimal diagnoses than the more detailed
models. In general, the optimal level of abstraction is the
one that creates a model with lowest model complexity
that can isolate the key faults. It is important to note that
more abstract models can result in significant decreases
in inference complexity. Even abstracting a propositional
strong-fault model to a weak-fault model, as done by

3 We omit all proofs due to space limitations.

Feldman et al. [2009], can reduce inference complexity
from NP-hard to polynomial.

At some level of abstraction, the diagnosis model fails to
isolate key faults. In abstracting to static MBD models,
we can show the following:
Lemma 3. Given a hybrid systems diagnosis instance ZH

and an abstraction diagnosis instance Z ′, a static MBD
model is inadequate for diagnosing even simple hybrid
systems abstractions.

For example, for the swimming pool model, we cannot
diagnose any faults in the pump, since the control laws of
the pump entail comparing previous and current levels of
the swimming pool (cf. the model in Section 4.3).

In line with this need for temporal modeling, Behrens
et al. [2009] empirically show that a temporal propositional
model that encodes just the current and previous states for
every variable can diagnose our swimming pool example.

6. BISUMULATION CONDITIONS

Bisimulation is an important tool in the analysis of con-
current systems: roughly speaking, when two concurrent
systems are bisimilar, known properties are readily trans-
ferred from one system to the other. This section out-
lines conditions for bisumulation of ΦH and ΦD, denoted
ΦH ∼ ΦD. We adopt (loose) notions of bisumulation to
show preservation of diagnoses between ΦH and ΦD.

The problem that we solve is as follows:
Problem 1. Given a hybrid system ΦH and a trace Γ
ending in a failure event f , characterise model mapping ξ
and trace mapping ς such that, for the abstracted propo-
sitional diagnosis system ΦD = ξ(ΦH) and an observation
θ = ς(Γ), fault f can be isolated in 〈ΦH ,Γ〉 iff fault ς(f)
can be isolated in 〈ΦD, θ〉.

We can simplify the abstraction process by imposing the
following conditions. In the following sections we will
show how these conditions aid in guaranteeing diagnostics
bisumulation.
Condition 1. The abstraction preserves the trace of the
set of discrete hybrid system transitions marked as ob-
servables (Henzinger et al. [1998b]).
Condition 2. A trace is decomposable into a set of sub-
traces (which may be recurring).
Condition 3. All discrete transitions are “coherent” with
the continuous system evolution, i.e., 6 ∃ reachable states
which are not reachable by the continuous dynamical
portion of ΦH .

7. MODEL ABSTRACTION PROCESS

We now summarise how we solve Problem 1 by abstract
interpretation and predicate abstraction. 4 We translate
two representations, the model and the observable trace,
i.e., the set of observable transition labels outputs by the
evolution of the hybrid system. For the model mapping
ξ, we extend the qualitative-model abstraction of Tiwari
4 Please refer to the full paper for technical details omitted here due
to space limitations.
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[2008] to a propositional diagnosis system mapping. For
the trace mapping, we define an algorithm based on trace
sub-sequence decomposition that will generate an untimed
observation suitable for ΦD.

7.1 Model Abstraction Process

Our translation algorithm uses the following main steps:

(1) Generate qualitative states for continuous- and discrete-
valued states in ΦH .

(2) Compute abstract transitions for ΦH .
(3) Create a composite automaton ΦT from the generated

abstract automata A1, ..., Aq through parallel compo-
sition.

(4) Transform ΦT into ΦD.

Step 1: Compute the Abstract Set of Discrete States We
create an abstracted set of states from the continuous
and discrete states in ΦH , using a finite set P ⊆ <[X]
of polynomials over the continuous variables X for the
continuous-state abstraction. Then, we abstract the initial
state Q0 ∈ ΦH . We compute the set P of polynomials in
terms of two subsets, P1 and P2:

(1) we compute the set P1 of polynomials from (a) the
guards of mode transitions for exiting each mode, and
(b) key properties of interest that we want to establish
for the given continuous system;

(2) the set P2 of time derivatives of polynomials in P1.

We compute P2 from P1 as follows: for each p ∈ P1, add
ṗ, the derivative (with respect to time) of p, to the set P2

unless ṗ is a constant or a constant factor multiple of some
existing polynomial in P .

Given ΦH and the set P ⊆ <[X] of polynomials over the
set X of variables, the set of abstract states consists of the
union of three subsets, i.e., QA = QP ∪Qn ∪Qf , where

• QP = {qp : p ∈ P} is the set of states derived from
the polynomials P ;
• Qn is the set of states derived from the discrete,

normal-mode states in ΦH ; and
• Qf is the set of states derived from the discrete,

failure-mode states in ΦH .

For the swimming pool example, the steps are as follows.

Identify Polynomials: If we consider the guards for the
transitions, they are all based on the level L in the pool,
and its relation to the swimmable level, s. We can thus
represent this polynomial p using L−s. The derivative of p
is L̇, since s is a constant. Hence our full set of polynomials
is P = {L− s, L̇}.
Identify Abstracted Discrete States: P = {L − s, L̇}, so
we generate the corresponding state variables {qL−s, qL̇},
each with domains {0,+,−}.
Identify Initial Discrete State: Consider an initial state
〈q0 = {Act=off,Swim?=off}, x0 = {L = 0, f = 0}〉.
We transform x0 into the discrete instantiation {qL−s =
−, qL̇ = 0}. Hence our initial discrete state is given by:
QA = 〈Act=off,Swim?=off, qL−s = −, qL̇ = 0〉.

OffY0-OffN0-L< sL≥ s
σP

OnY0+OnN-+
L≥ s L< sσS σSσPOnY++ OffY+-OffN--OnN-0

Fig. 4. Complete abstract automaton for Swimming
Pool Example. Each state denotes values for
〈Act,Swim?, qL−s, qL̇〉.

Step 2: Compute the Abstract Transitions The set T ⊆
QA × QA defines the set of transitions in the transition
system. The transitions in the abstract system ΦA from
the state qa are obtained as a union of the discrete and
continuous transitions. Condition 3 ensures that these
two types of transition are “consistent”, simplifying the
abstraction process.

(1) Abstractions of the discrete transitions: If (q,S, q′) ∈
Σ is a discrete transition of the hybrid automaton
ΦH , where q, q′ ∈ Q are discrete states and S ∈ X is
a set of continuous states (or the guard) represented
by the predicate formula µ over the variables X, then
there is an abstract transition ((q, β), (q′, β)) ∈ T if
< |= ∃X : (β(X) ∧ µ(X)).

(2) Abstractions of the continuous transitions: Using
Condition 3, since the continuous-state transitions
are consistent with the discrete transitions, we can
assume that the discrete transitions cover the full set
of transitions, and consequently no abstraction of the
continuous transitions is necessary. Without this con-
dition, we need to to make appropriate abstractions,
such as those proposed in Tiwari and Khanna [2002].

Step 3: Create a simplified composite automaton ΦT We
create the automaton based on the abstract states and
transitions computed in steps 1 and 2. For our example,
we create an abstract automaton by parallel composition
of the automata for (abstracted) Pump and the Swim?
indicator, as shown in Figure 4. The abstract transitions
are clearly depicted in this automaton.

We delete any states in Figure 4 with a value of zero for
either qL−s or qL̇, since they have no clear semantical im-
pact on the abstract model. Figure 6 shows the simplified
automaton for the swimming pool. The figure shows the
transitions and the guards for each transition.

Step 4: Transform ΦT into ΦD We generate equation set
E using different algorithms for normal-mode and failure-
mode equations. For a normal-mode equation, for every
state transition fromQi toQj denotedQiσQj , we generate
an equation using the template (M = OK)∧V t<

i ∧V t<
σ ⇒

V t
j , where Qi corresponds to V t<

i , σ corresponds to V t<
σ ,

and Vj corresponds to V t
j . For a failure-mode equation, for

every state transition QiσfQj (where fault transition σf is
unobservable), we generate an equation using the template
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OnOff FailL≤ low L≥ hi
σP σP

σf
σf f=0

Fig. 5. Simplified Automaton for Swimming Pool PumpOffYOffNL< sL≥ s
σP

OnYOnN
L≥ s L< sσS σSσP

Fig. 6. Composite Automaton for Swimming Pool Exam-
ple. We exclude the failure state (that is accessible
from every other state) for the sake of clarity.

(M = fail) ∧ V t<

i ⇒ V t
j , where Qi corresponds to V t<

i ,
and Qj corresponds to V t

j .

7.2 Trace Abstraction Process

In order to transform a trace into an observation that
can be used for MBD purposes, we need to extract the
observable events corresponding to a particular behaviour
of the system. To accomplish this, we need to perform
trace untiming in order to transform a trace into an MBD
observation. Without loss of generality, we assume that a
system goes through a set of behaviour-sequences, where
a behaviour-sequence is a subsequence of a trace. Hence
we can break a trace Γ into Γ = {q0, γ1, ...., γm}, where q0
is the initial state and γi 6= γj , i 6= j.

In the MBD model, the set of observable variables is
given by Vo. A sub-trace must contain an event label
for every vi ∈ Vo. However, it is important to note
that an instantiation of some vi ∈ Vo may correspond
to multiple observable event labels. For example, in the
Pump automaton the variable Act takes on values On,
Off, such that Act=On corresponds to σP and Act=Off
corresponds to σP̄ . Hence, given Vo and trace mapping
ς, a minimal sub-trace γ∗ corresponds to ς−1(Vo). As an
example, if we have a trace Γ = {σP , σS , σP̄ , σS̄}, we will
have minimal sub-traces {γ1, γ2} where γ1 = {σP , σS},
and γ2 = {σP̄ , σS̄}.
We assume that there is a corresponding observation
sequence Θ = {θ0, θ1, ...., θm}, which is obtained by an
untiming function ς : Σ∗ → 2Θ. We also assume that we
have a monitoring tool that can extract any sub-sequence.
We transform this sub-sequence into an observation Θ =
ς(τi). Because any equation in ΦD has a first-order Markov
structure, i.e., contains variables from at most two time-
steps, an observation must contain sub-traces (sets of
observable event labels) from two adjacent time steps.

Given a trace Γf with a fault event f , we generate an
observation by (1) extracting the final two sub-traces

γ = γm, γm−1, and (2) transforming γ in an observation
θm = ς(γ).

7.3 Trace Abstraction Example: swimming pool

The swimming pool goes through a cycle characterised by
the pump turning on, the level filling to a swimmable value
(indicated by the switch), the pump turning off, and the
level then falling to an un-swimmable value (again indi-
cated by the switch), after which the cycle repeats. The cy-
cle is defined by a transition sequence 〈{σP , σS , σP̄ , σS̄}〉,
which corresponds to two sub-sequences 〈γ1, γ2〉, where
γ1 = {σP , σS}, and γ2 = {σP̄ , σS̄}.
Consider a case where we have 3 cycles, starting at the
state given by 〈q0 = {Act=off,Swim?=N}, x0 = {L =
0, f = 0}〉, and ending with a failure event f denoting a
failed pump. The trace is given by a set of 7 sub-sequences,
γ1, ..., γ7: γ(ΦH , (q0, x0)) = {〈{σP , σS}, {σP̄ , σS̄}〉, 〈{σP , σS},
{σP̄ , σS̄}〉, 〈{σP , σS}, {σP̄ , σS̄}〉, 〈{σP , σfail, σS̄}〉}. The
observable part of this trace omits just the failure event
σfail in the final sub-sequence, giving the final sub-
sequence as γ4 = {σP , σS̄}. If we “untime” γ6 and γ7,
we obtain ς(γ6) = {Actt<=off,Swim?t<=N} and ς(γ7)
= {Actt<=on,Swim?t=N}. If we generate an observa-
tion from γ6 and γ7, we step back in reverse chrono-
logical order to generate observable variable instantia-
tions for time steps t and t< such that there is just
a single, most recent instantiation for every variable at
each of t and t<. In this case, we obtain the observation
{Swim?t<=N, Actt<=on,Swim?t=N}. Note that we do not
include Act=offt< in this observation, since it would cause
a contradiction with Act=ont< , which is chronologically
more recent.

Using the observation with the MBD model fragment
described earlier, we can obtain the diagnosis that
Pump=fail.

8. PROPERTIES PRESERVED BY ABSTRACTION

This section describes the properties of the hybrid systems
model ΦH that are preserved by the proposed abstraction
process. Recall that we adopt a two-step process, in which
we first map ΦH into an automaton (discrete transition
system) ΦT , and then map ΦT into the diagnosis model
ΦD.

Tiwari [2008] proves that a particular abstraction of a
hybrid automaton ΦH is a discrete transition system ΦT

that bisimulates the discrete system ξ(ΦH).

We extend this abstraction with the conditions noted ear-
lier, such that we still maintain the bisimulation property
of ΦT . If we assume that we start with a transition system
defined by the abstract composite automaton we described
in the article, we now show how our mapping to an MBD
model ΦD allows us to bisimulate ΦT , and hence also ΦH ,
since if ΦD ∼ ΦT and ΦT ∼ ΦH , then ΦD ∼ ΦH .
Proposition 1. The model transformation from composite
automaton ΦT to MBD model ΦD is such that ΦD ∼ ΦT .

The second key property is guaranteeing that any diagno-
sis in ΦH given trace γ exists iff the diagnosis is also valid
in the corresponding MBD model given ς(γ). We can show
this via the following argument.
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We first need to prove properties about traces in ΦH given
an initial condition Q0 and the corresponding observation
in ΦD = ξ(ΦH) given Θ0 = ξ(Q0).
Proposition 2. Given a trace γ of a hybrid system ΦH

based on initial conditions Q0, and the diagnosis model
ΦD = ξ(ΦH) with corresponding unobservable setting
Θ0 = ς(Q0), if γ ∈ L(ΦH , Q0), then ΦD∪ς(Q0)∪ξ(γ) 6|= ⊥.

We can use Proposition 2 to directly prove a result
about diagnosis abstraction bisimulation, which (partially)
satisfies Problem 1.
Proposition 3. (Diagnosis abstraction bisimulation). Given
a hybrid system ΦH and a trace Γ ending in a failure
event f , ∃ a model mapping ξ and trace mapping ς such
that, for the abstracted propositional diagnosis system
ΦD = ξ(ΦH) and an observation θ = ς(Γ), fault f exists
in 〈ΦH ,Γ〉 if fault ξ(f) exists in 〈ΦD, θ〉.

9. SUMMARY AND CONCLUSIONS

This paper has described a methodology for transforming
hybrid systems diagnosis models into propositional MBD
models, such that we preserve the possible diagnoses of the
hybrid systems diagnosis model. This can lead to signifi-
cant computational gains in hybrid systems diagnosis. To
guarantee diagnosis bisimulation, we have described three
conditions that must be satisfied.

We described how we can translate a reference hybrid
systems model into a propositional diagnosis model, which
involves translating the model itself, as well as a sequence
of observed events, or trace. We provided an example
of the process. The abstraction process imposes a large
number of constraints on the hybrid system that can
be adopted. We leave it to future work to identify the
practical ramifications of these restrictions, and whether
we can relax the restrictions.

We have implemented this approach and applied it to
building control systems applications (Behrens et al.
[2009]). Future work includes refining and extending this
approach, and identifying the range of systems for which
it is applicable.
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Abstract: This paper presents a Dynamic Bayesian Network (DBN)-based distributed diagnosis
scheme, where each distributed diagnoser generates globally correct diagnosis results without
a centralized coordinator by communicating a minimal number of measurements so that each
diagnoser satisfies local observability properties, and the overall diagnoser is globally observable.
We present a procedure for designing the distributed diagnosers by factoring a system DBN into
the maximal number of smaller DBN Factors (DBN-Fs) that are conditionally independent of
other DBN-Fs, given the communicated measurements. Since each conditionally independent
DBN-F is observable, Bayesian inference schemes can be applied to each factor independently
for distributed tracking of system behavior for isolation and identification of faults without loss
of accuracy. We prove that each local diagnoser guarantees globally correct diagnosis results,
and present some experimental results for an electrical circuit to demonstrate the efficacy of our
diagnosis scheme.

1. INTRODUCTION

To ensure safe and efficient operation of real-world en-
gineering systems, online model-based diagnosis schemes
must be robust to uncertainties, such as sensor noise
and modeling inaccuracies. Dynamic Bayesian Networks
(DBNs) provide a systematic method for modeling the
behavior of dynamic systems in uncertain environments
(Murphy [2002]). A DBN is a directed acyclic graph struc-
ture that represents a probabilistic discrete-time model of
a dynamic system. Nodes in the graph represent random
variables, and links denote causal dependencies between
nodes within a time step, and across time steps. DBNs
exploit the conditional independence between system vari-
ables to provide a compact representation for reasoning
about dynamic systems behavior. Bayesian inference al-
gorithms have been widely used for diagnosis of dynamic
systems represented as DBNs (e.g., see Lerner et al. [2000]
and Roychoudhury et al. [2008]). Unfortunately these cen-
tralized schemes are expensive in memory and compu-
tational requirements, scale poorly to changes in system
configuration, and have single points of failure. Distributed
diagnosis schemes can address these drawbacks of cen-
tralized schemes, as shown in Pencole and Cordier [2005],
Debouk et al. [2000] and Roychoudhury et al. [2009a].

This paper presents a DBN-based distributed diagnosis ap-
proach, where each distributed diagnoser generates glob-
ally correct diagnosis results by communicating a minimal
number of measurements with each other, and not requir-
ing a centralized coordinator. The notion of structural
observability applied to bond graph (BG) models (Seur
and Dauphin-Tanguy [1991]) is exploited to derive DBN
factors (DBN-Fs) that are independently observable, and

? This work was supported in part by the National Science Founda-
tion under Grant CNS-0615214 and NASA NRA NNX07AD12A.

together retain observability for the entire system. We
have developed systematic methods for deriving the DBN-
Fs from a BG model of the system (Roychoudhury et al.
[2009b]), and in this paper, we prove that these factors can
be used as local diagnosers that generate globally correct
results without loss of accuracy.

We implement a particle filter (PF)-based (see Koller
and Lerner [2001]) inference approach on each DBN-F for
fault detection, isolation and identification, and employ
a qualitative fault isolation scheme to improve diagnosis
efficiency. We prove that distributed diagnosers do not
need a coordinator for generating globally correct diag-
nosis results, since the effects of a fault in one DBN-
F propagates to other factors only through the commu-
nicated measurements, which are now considered inputs
to the different diagnosers. Therefore, the PFs that are
implemented for the other remote DBN-Fs track the faulty
data without detecting a fault, and the isolation schemes
in the remote diagnosers do not get activated.

This paper is organized as follows. Section 2 presents
background on modeling for diagnosis, and our diagnosis
approach. Section 3 presents our diagnoser design ap-
proach based on factoring the DBNs into conditionally
independent and observable DBN-Fs, as well as, our dis-
tributed diagnosis architecture. Section 3 also discusses the
important properties of our distributed diagnosis scheme.
Section 4 presents the results of diagnosis experiments on
an electrical circuit. Section 5 presents related work, and
Section 6 concludes the paper.

2. BACKGROUND

2.1 Modeling for Diagnosis

In our work, we systematically derive the diagnosis models
for fault isolation in the form of temporal causal graphs
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(a) Schematic.

(b) Bond graph.

Fig. 1. Electrical circuit models.

(TCGs) (see Mosterman and Biswas [1999]), and DBNs for
fault detection and identification (see Roychoudhury et al.
[2008]). All of these models are derived from the system’s
bond graph (BG) model (see Karnopp et al. [2000]).

BGs are topological models that capture energy exchange
pathways in physical processes. The generic elements in
BGs are energy storage (C and I), dissipation (R), trans-
formation (GY and TF ), source (Se and Sf), and detec-
tion (De and Df) elements. The connecting edges, called
bonds, represent energy pathways between the elements.
Each bond, numbered i, has an associated effort, ei, and
flow, fi, variable, such that ei × fi defines the power
transferred through the bond. 0- and 1-junctions repre-
sent parallel and series connections, respectively. Fig. 1(b)
shows the BG of a twelfth-order electrical circuit shown
in Fig. 1(a). In the electrical domain, the effort variables
denote voltage difference across, and flow variables denote
current through, BG elements. For example, f2 = i1
denotes the current through the inductor L1, and e7 = v2
denotes the voltage difference across resistor R1. e1 = vbatt

denotes the voltage imposed by the voltage supply. De : v2
is a voltage sensor.

A TCG is essentially a signal flow graph that captures the
causal and temporal relations between its nodes, which
represent system variables, through directed edges and
their labels. The direction of a TCG edge and its label
are based on causality, which establishes the cause and
effect relationships between the ei and fi variables of
a bond i based on constraints imposed by the incident
BG elements. The sequential causal assignment procedure
(SCAP) systematically assigns the causality in a BG
(see Karnopp et al. [2000]). Energy storage elements can
either impose integral (preferred) or derivative causality.
For example, for a C element in integral causality, ei =

(1/C)
∫
fidt, and hence the TCG shows fi

dt/C−→ ei, with dt
denoting a temporal relationship between fi and ei. For a
C element in derivative causality, the corresponding TCG

edge is ei
C/dt−→ fi, since fi = Cdei/dt.

A DBN can be defined as D = (X,U,Y), where X,
U, and Y are sets of stochastic random variables that

(a) Full DBN. (b) 2-factored DBN.

Fig. 2. DBNs for the electrical circuit.

(a) Incipient fault profile. (b) Abrupt fault profile.

Fig. 3. Fault profiles.

denote (hidden) state variables, system input variables,
and measured variables in the dynamic system, respec-
tively (see Murphy [2002]). Graphically, a DBN is a two-
slice Bayesian network, representing a snapshot of system
behavior in two consecutive time slices, t and t+ 1. Each
DBN time-slice represents the Markov process observation
model, P (Yt|Xt,Ut), while the across-time links repre-
sent the Markov state-transition model, P (Xt+1|Xt,Ut).
The system DBN is constructed from its TCG in integral
causality using the method given in Lerner et al. [2000].
Fig. 2(a) shows the DBN for our example circuit, where
thick-lined circles denote state variables, thin-lined circles
denote observed variables, and squares denote input vari-
ables.

2.2 Modeling Faults

Our diagnosis scheme is geared toward isolating and iden-
tifying incipient and abrupt faults in discrete-time contin-
uous dynamic systems. An incipient fault is a slow change
in a system parameter, p (with nominal parameter value
function, p(t)), and modeled as a linear function with
a constant slope, σi

p, added to the nominal component
parameter value function, p(t), i.e., p±i(t) = p(t)±σi

p×(t−tf ),

t > tf ,where tf is the time of fault occurrence, and p±i(t) is
the temporal profile of parameter p with an incipient fault.
An abrupt fault is modeled as an addition of a constant
persistent bias term, σa

p , to the nominal parameter value,
p(t), i.e., p±a(t) = p(t)±σa

p , t > tf ,where tf is the time of fault
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occurrence, and p±a(t) is the temporal profile of parameter
p with an abrupt fault. Fig. 3 shows an incipient and an
abrupt fault profile.

2.3 Our Diagnosis Approach

Our combined qualitative-quantitative model-based diag-
nosis approach was introduced in Roychoudhury et al.
[2008], and has three primary components: (i) fault de-
tection, (ii) qualitative fault isolation (Qual-FI), and (iii)
fault hypothesis refinement and identification (FHRI). In
the following, we present the diagnosis approach briefly,
and refer the reader to Roychoudhury et al. [2008] for
details. As shown in Fig. 4, each individual distributed
diagnoser performs diagnosis using this approach.

Fault Detection For fault detection, a PF-based observer
is implemented on the nominal DBN-F for each diagnoser
to track nominal system behavior. In a “nominal” DBN-F,
only the state and measurement variables are considered as
random variables, and the system parameters are consid-
ered to be deterministic. A PF is a sequential Monte Carlo
sampling method for Bayesian filtering that approximates
the belief state of a system using a weighted set of samples,
or particles (see Koller and Lerner [2001]). Each sample,
or particle, consists of a value for each state variable, and
describes a possible system state. As more observations
are obtained, each particle is moved stochastically to a
new state, and the weight of each particle is readjusted
to reflect the likelihood of that observation given the par-
ticle’s new state. A fault is detected when the difference
between the observed (faulty) and estimated (nominal)
values of any measurement is determined to be statistically
significant using a statistical Z-test (see Manders et al.
[2000]), having accommodated for measurement noise and
modeling error.

Qualitative Fault Isolation Once a fault is detected,
the symbol generator of Qual-FI is activated, which uses
a sliding window scheme to express the magnitude and
slope of every measurement as qualitative ‘+’, ‘−’, or
‘0’ symbols, denoting that the observed measurement has
increased from nominal, decreased from nominal, or is at
nominal, respectively (see Manders et al. [2000]). In the
meanwhile, the hypotheses generation module propagates
the first observed measurement-deviation backwards along
the TCG, and identifies the set of all possible parameter
changes that explain the observed deviation. As explained
in Roychoudhury et al. [2008], we generate both abrupt
and incipient fault hypotheses.

The fault hypotheses are refined by comparing the fault
signatures of the fault hypotheses, i.e., the qualitative
representation of the magnitude and higher order changes
in a measurement caused by a fault and expressed as
qualitative ’+’, ’−’, and ’0’ symbols (Mosterman and
Biswas [1999]), to the observed measurement deviations,
and dropping fault hypotheses inconsistent with the ob-
served deviations from consideration. Fault signatures are
generated from the system TCG. Example fault signature
of a fault, say p+a for a measurement m1 can be (+−),
denoting a discontinuous increase followed by a gradual
decrease in m1 if fault p+a occurs, or (0−), denoting a
gradual decrease in m2 when p+a occurs.

The Qual-FI scheme is run till either the fault hypotheses
set is refined to a pre-defined size, k, a design parameter, or
a pre-specified s simulation timesteps have elapsed, after
which the FHRI scheme is invoked to isolate and identify
the true fault.

Fault Hypothesis Refinement and Identification The
FHRI performs both fault hypothesis refinement and iden-
tification if multiple fault hypotheses remain when FHRI
is initiated. If however, the Qual-FI has refined the set
of hypotheses to a singleton, FHRI performs the task of
fault identification only. For each fault hypothesis that
remains at the time FHRI is initiated, a faulty system
model is generated by extending the nominal DBN-F to
include the fault parameter as a stochastic variable in
the DBN-F, as explained in Roychoudhury et al. [2008].
A PF approach is then implemented using each DBN-F
fault model, taking as input the measurements from the
time of fault detection, td, to track the faulty behavior.
As more observations are obtained, ideally the PF using
the correct fault model will converge to the observed
measurements, while the observations estimated using the
incorrect fault models should gradually deviate from the
observed measurements. A fault hypothesis is removed
from consideration if: (i) the Qual-FI drops that fault
candidate, or (ii) the measurements estimated by that
fault model significantly deviates from the observed faulty
measurements.

A Z-test is used to determine if the deviation of a mea-
surement estimated by the PF from the corresponding
actual observation is statistically significant. Since even
the correct fault model will need some time before the
particles start converging to the observed measurement
values, we need to delay the invocation of the Z-tests for
sd time steps, as otherwise, the Z-tests will indicate a
deviation from observed measurements at the very onset
for all fault models. We typically assume that the particles
for the true fault model will converge to the observed
measurements within sd time steps of its invocation. Since
the fault magnitude is included as a stochastic variable in
every fault model, the magnitude of the true fault (i.e.,
the bias, σa

p , or, the slope, σi
p) is considered to be that

estimated by the PF for the true fault model.

The specific problem we are trying to solve in FHRI
is a combined parameter and state estimation problem,
where we consider the otherwise “constant” fault variable
as part of an extended state vector. As a result, our
FHRI approach is prone to the usual “particle attrition”
and “weight degeneracy” problems, as discussed in Liu
and West [2000]. In this paper, we adopt the location
shrinkage-based solution presented in Liu and West [2000]
wherein a “shrinking” or decaying variance is added to
the fault variable to ensure that enough samples of the
fault variable are generated near its actual true mean, and
particle attrition is avoided.

3. DISTRIBUTED DIAGNOSIS ARCHITECTURE

The basis of our distributed diagnosis approach is con-
struction of the local diagnosers from observable DBN-Fs
that are conditionally independent. A system is observable
if the hidden states of the system can be unambiguously
determined based on the observed measurements. The
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Fig. 4. The distributed diagnosis architecture.

observability of DBN-Fs permit our factored inference
scheme to generate accurate inference results. The rest of
this section discusses the observability property and the
design of conditionally independent observable DBN-Fs,
presents our distributed diagnosis approach, and provides
a proof of how the design of the distributed diagnosers
ensures that the local diagnosers generate globally correct
diagnosis without a centralized coordinator.

3.1 Designing the Distributed Diagnosers

The objective of our distributed diagnosis scheme is to gen-
erate globally correct diagnosis results without a central-
ized coordinator, and by communicating a minimal num-
ber of measurements between diagnosers. We achieve this
objective by factoring the system DBN, D = (X,U,Y),
into maximal number of conditionally independent DBN
Factors (DBN-Fs), Di = (Xi,Ui,Yi), i ∈ [1,m], such that
each DBN-F is observable.
Definition 1. (DBN Factor). A DBN Factor (DBN-F),
Di = (Xi,Ui,Yi), i ∈ [1,m], of DBN D = (X,U,Y) is a
smaller DBN such that (i)

⋃
Xi ⊂ X, (ii)

⋃
Yi ⊂ Y, (iii)⋃

Ui = U
⋃

(Y − ∪Yi), and (iv) each Di is conditionally
independent from all other DBN-Fs given the inputs, Ui.

A DBN-F, Dj , is termed conditionally independent of
other DBN-Fs, Dk (k 6= j), given its inputs, Uj , if every
random variable in Dj is conditionally independent of all
other variables in Dk given Uj .

Observability of each DBN-F is crucial for our monitoring
and diagnosis application to ensure efficient and accurate
tracking of nominal system behavior when a PF algorithm
is applied to each DBN-F separately. We term a DBN-F
Dj to be observable if the underlying subsystem it rep-
resents is structurally observable (see Seur and Dauphin-
Tanguy [1991]). Unlike previous factoring schemes, such
as Boyen and Koller [1998] and Ng and Peshkin [2002],
our factoring scheme preserves the system dynamics, and
does not approximate the belief state. Hence, as shown in
Roychoudhury et al. [2009b], our factored inference scheme
improves efficiency of estimation without sacrificing accu-
racy of estimation much.

Our factoring procedure is briefly described below. Details
of this factoring approach, and related formal derivations
and proofs can be found in Roychoudhury et al. [2009b]
and Roychoudhury et al. [2009c], respectively. Our proce-
dure for factoring a DBN involves replacing one or more
of its state variables by algebraic functions of at most r

measured variables, Yr, where r is a user-specified pa-
rameter. Once we express a state variable in terms of Yr,
i.e., X = g−1(Yr), considering Yr to be inputs, we delete
every Xt → Xt+1, Ut → Xt+1, Xt → Yt link, and replace
X with g−1(Yr). Then, we restore an intra-time slice link
g−1(Yr)→ Yt for every Xt → Yt, such that Yt /∈ Yr. The
across-time links into Xt are not restored, since g−1(Yr)
can be computed independently at each time step. The
replacing of sufficient number of state variables in terms of
measurements, and the subsequent removal of across-time
links involving these state variables produces conditionally
independent DBN-Fs.

Fig. 2(b) shows the DBN of the electrical circuit factored
into two DBN-Fs. We assume r = 1 in the following. It
is evident from Fig. 1(a) that the current through the
inductor L5 is equal to v3/R3. Hence, we can replace f35
in Fig. 2(a) with v3/R3, as shown in Fig. 2(b). Since,
v3/R3 can be measured at every time step, all causal
links into this node is removed. As a result, given v3/R3,
every variable in one factor is conditionally independent of
the variables in the other factor. Thus, two conditionally
independent factors are generated.

There are two situations in which a state variable is not
removed from a global DBN: (i) if the removal of this
state variable does not generate any new factors, e.g., the
state variables f2 and f33 are not replaced by functions
of i1 and i6, respectively, as that would not generate any
more factors in Fig. 2(b), and (ii) if the state variable is
associated with an energy storage element that is assumed
to be a possible fault candidate, e.g., the state variable
f10 is not replaced because we assume inductor L3 can
have faults, and hence need to be retained in faulty DBN
models.

We generate the maximum number of observable DBN-Fs
from a given system DBN using a two-step procedure: (i)
generate maximal number of factors possible by replacing
every state variable which can be determined as a algebraic
function of at most r measurements, and (ii) merge unob-
servable DBN-Fs from this maximal factoring into other
factors till all of the generated factors are observable. Since
DBNs can systematically derived from BGs, the structural
analysis of the BG fragment (BG-F) representing a DBN-
F can determine if the system is structurally observable, as
described in Seur and Dauphin-Tanguy [1991]. A system is
structurally observable if in its BG, (i) there exists at least
one causal path for each I and C element in the preferred
integral causality to a sensor element De or Df , and (ii)
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Fig. 5. Two-Factored circuit bond graph with imposed
derivative causality.

inverting the causality of every I and C element initially in
integral (preferred) causality still produces a valid causal
assignment for the entire BG 1 .

Given a DBN-F Di, we can test whether or not it is
observable by first mapping Di to a BG-F, and analyzing
this BG-F, Bi for structural observability. Before mapping
a Di to a Bi, we identify the state variables in the
global DBN that were removed to generate Di, and the
measurement variables these state variables were replaced
with. Given this information, the first step of mapping
a Di to a Bi is to replace the I or C element (in the
global BG) corresponding to each state variable that was
removed from the global DBN to generate Di by a Sf
or Se element, respectively, whose value is computed in
terms of at most r measurements. Then, we define Bi to
be that fragment of the system BG that lies between these
newly introduced Sf or Se elements, as the BG is factored
into independent subsystems by these source elements. We
can see that the DBN-Fs shown in Fig. 2(b) map to the
BG-Fs shown in Fig. 5. Both the BG-Fs are structurally
observable as they fulfill both the conditions necessary for
structural observability mentioned above. Note that the
current sensor i1 had to be dualized to assign derivative
causality to the BG-F on the left in Fig. 5.

We propose merging of two or more unobservable DBN-
Fs to generate an observable DBN-F. k DBN-Fs, D1, D2,
. . . Dk, can be merged by restoring those state variables in
the system DBN that were replaced to generate D1, D2, . . .
Dk, redrawing the across-time causal links involving these
state variables, and reintroducing the measurements that
were used to compute these state variables. For details,
please see Roychoudhury et al. [2009c]. Since the two BG-
Fs shown in Fig. 5 are structurally observable, we require
any further merging in our particular example.

Once a system DBN is factored into m DBN-Fs, D1, D2,
. . . Dm, we construct a distributed diagnoser, Di, based
on each DBN-F Di. A diagnoser Di is responsible for
diagnosing faults Fi based on its observations Ui.

3.2 Distributed Diagnosis Scheme

The distributed diagnosis architecture is shown in Fig. 4.
Each distributed diagnoser Di receives input signals Ui,
and observed measurements Yi from the system. Note
that a diagnoser Di’s inputs, Ui, may include some of the
inputs to the global system, i.e., Ui ∩U 6= ∅, as well as
some measurements now considered inputs, i.e., Ui ∩Y 6=
∅. Two diagnosers Dj , Dk communicate a measurement
1 In some situations, this may require changing a De or Df element
into their dual form

Y ∈ Y if Y ∈ Uj ∧ Y ∈ Uk, i.e., measurement Y is an
input to both Dj and Dk.

Each diagnoser Di implements a distributed PF-based
observer on its DBN-F Di. Because the DBN-Fs are
conditionally independent, we can implement a PF on
each DBN-F as an independent process. Each of these
PFs takes as inputs, Ui, and estimates Xi based on
Yi. The particle filters only communicate measurements
(∪iUi)−U between themselves. The PF for the DBN-F Di

uses a |Xi|
|X| particles, where a is a user-specified parameter.

Given m DBN-Fs, we know that
∑

i |Xi| < |X|, where X
is the total number of state states in the complete system.
Therefore, the complexity of tracking using each DBN-F
is less that that of tracking using the global DBN. Also,
since the inference algorithms on the different factors are
executed simultaneously, the total complexity of inference
reduces to the complexity of inference of the particle filter
with the maximum number of particles.

As explained in Section 2.3, each of the distributed PFs
can be used on the nominal DBN-F Di for tracking
nominal system behavior, and detecting faults. Qual-FI
is performed using the measurements in each Di, and
FHRI involves includes extending each Di by including
fault variables as extra state variables.

In our approach, we assume single, persistent, parametric
faults. We start by estimating the nominal behavior of
state variables in each factor by running PF-based ob-
servers in parallel. The observers can be run indepen-
dently of one another due to the independence of a factor,
guaranteed by construction. This independent execution
of the observers in each diagnoser results in the following
property.
Property 1. The failure of one of the observers will not
affect the quality of state estimates at other observers.

Once a fault in Fj is detected in any one diagnoser
Dj , as explained in Section 2.3, first the Qual-FI is
initiated, followed by Quant-FII, till the true fault is
diagnosed. Given the way the DBN-Fs are constructed,
we can argue that our distributed diagnosers fulfill the
following property.
Property 2. A fault φ ∈ Fj can be detected by diagnoser
Dj only, and all other diagnosers, Dk, k 6= j, will not
detect the fault, and hence not get activated, even though
the effect of fault φ propagates to all other factors.

Proof: From Section 3.1, we know that every DBN-F Di

has a one-to-one mapping to a BG-F Bi. As a running
example, note that the two DBN-Fs (say D1 and D2)
shown in Fig. 2(b) correspond to the BG-Fs, B1 and B2

shown in Fig. 5. A diagnoser Di is activated only when a
fault is detected by it. In general, let us assume that the
observer in diagnoser Di uses the state space equations
X̂it+1 = Gi(Xit ,Uit), and Ŷit = Hi(Xit ,Uit). Let us now
assume that there is a fault in BG-F Bk. This means that
functions Gk and Hk do not correctly represent the actual
system any more. As a result, Ŷk 6≈ Yk, and a fault is
eventually detected by Dk. The effects of a fault in Bk

can propagate to another BG-F Bj , j 6= k, through the
shared inputs, (Uj ∩Uk)−U, iff Bk and Bj communicate
at least one measurement, i.e., (Uk ∩Uj)−U 6= ∅. But,
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Table 1. Fault Signatures for Diagnoser D1

Fault i3 i1 i2 v1 v2
C−a

2 , C−i
2 , R+a

2 , R+i
2 0− 0− 0− 0+ 0+

L−a
2 0− 0+ 0− −+ −+

L−i
2 0− 0+ 0− 0− 0−

L−a
3 +− 0+ +− −∗ −+

L−i
2 0+ 0+ 0+ 0− 0−

L−a
3 −+ 0+ 0+ 0− 0−
L−i

4 0− 0+ 0+ 0− 0−

Table 2. Fault Signatures for Diagnoser D2

Fault i4 v6 v4 v5
C−a

3 , R+a
4 0+ 0+ +− 0+

C−i
3 , R+i

4 0+ 0+ 0+ 0+

C−a
4 0− +− 0+ +−

C−i
4 , R+a

6 , R+i
6 0− 0+ 0+ 0+

L−a
7 −+ −∗ 0− 0−
L−i

7 0− 0− 0− 0−
R+a

7 , R+i
7 0− 0+ 0+ 0−

since we adopt the single-fault assumption, and since by
construction, two BG-Fs can never share any parameter,
the state space representations Gj and Hj of all other
BG-Fs, Bj , j 6= k, will correctly represent the actual
system dynamics of each BG-F. Hence, Ŷj ≈ Yj , i.e.,
the observers in other diagnosers will correctly track the
faulty measurement, and hence no fault will be detected.
Consequently, if a fault is not detected, the diagnoser will
not be activated.

4. EXPERIMENTAL RESULTS

In this section, we present experimental results obtained
by applying the proposed distributed diagnosis approach
to the electrical circuit shown in Fig. 1(a). Two distributed
diagnosers D1 and D2 are designed for this electrical
circuit, for the top and bottom DBN-F shown in Fig. 2(b),
respectively. Usual faults in such electrical circuits include
degradation of capacitors and inductors, and increase in
resistances. As explained earlier, the global DBN of the
circuit can be factored into two DBN-Fs, shown in Fig. 2,
and a distributed diagnoser is constructed from each
DBN-F. The two diagnosers communicate measurement v3
between each other. Tables 1 and 2 show the possible faults
that must be diagnosed by each of the two diagnosers, and
the qualitative fault signatures for each fault, given the
measurements available to each diagnoser.

In our experiments, we assumed all random variables to be
sampled from Gaussian Normal distributions. The mean
and variance of each hidden variable was set based on
empirical knowledge of the system and sensors. The means
and variances of the observed variables, as well as the
conditional probabilities, are functions of the estimated
system parameters, and the parameters of distributions of
the hidden variables. For the experiments below, we set
k = 2 and s = 300 s. System behavior was generated for a
total of 800 time steps using a Matlab Simulink simulation
model. Gaussian white noise with zero mean and power
−3.01 dbW was added to all measurements.
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(a) Estimation errors for i4 and v6 for fault model R+a
7 .
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(b) Estimation errors for v4 and v5 for fault model R+a
7 .
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Fig. 6. Experimental 1 results.

4.1 Experiment 1

We present a run of our diagnosis scheme for a specific fault
scenario. An abrupt fault in R7, R+a

7 , with σa
R7

= 250, is
introduced at time step, t = 20 s.

From Table 2, we can see that R+a
7 causes a gradual

decrease in i4 and v5, and gradual increase in v4 and
v6 from the point of fault occurrence. The fault detector
first detects a 0− change in i4, and hence, the Qual-FI
generates C−i

4 , R+a
6 , R+i

6 , L−i
7 , R+a

7 , and R+i
7 as possible

fault hypotheses which could explain the observed 0−
change in i4. Then, when a 0− change in v5 is observer,
the fault hypotheses are refined to L−i

7 , R+a
7 , and R+i

7 .
After this, L−i

7 is dropped from consideration when a 0+
deviation is observed in measurement v4. Table 2 shows
that R+a

7 and R+i
7 cannot be discriminated qualitatively,

and since k = 2, the Quan-FII is initiated.

Two separate PFs, one each for R+a
7 and R+i

7 are initiated.
As more observations are obtained, the Z-tests indicate
that the measurement estimates of the R+i

7 PF signifi-
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.

cantly deviates from the observed faulty measurements. As
soon as a Z-test indicates a deviation, the only remaining
fault model consistent with the observed measurements,
i.e., R+a

7 is isolated as the true fault. It can be seen from
Fig. 6(c) that the estimated fault magnitude converges to
the actual magnitude of the R+a

7 fault that was introduced.
The estimation errors of the PF applied to the abrupt fault
model is shown in Figs. 6(a) and 6(b). As expected, diag-
noser D1 observer tracks the system observations without
detecting any measurement deviation, and hence, activat-
ing the Qual-FI in D1.

4.2 Experiment 2

The following experiment demonstrates that our dis-
tributed diagnosis scheme does not sacrifice accuracy for
improvement of efficiency. To demonstrate this, we gen-
erated two fault models for fault R+a

7 , one using the
global DBN, and the other using a DBN-F, and ran a
PF to identify the true fault magnitude using the two
fault models, with increasing number of particles. Fig. 7
shows the percentage error in identifying the true fault
magnitude for the PF using the full DBN and the factored
DBN, and Fig. 8 shows the time each PF took to converge
to within 20% of the true fault magnitude. The results
show that for the same number of particles, our distributed
FHRI scheme is more accurate, as well as, efficient than the
centralized approach. Also the increase in time taken as the
number of particles are increased occurs at a slower rate
for the factored DBNs. This is expected because the global
DBN has about double the number of state variables than
the DBN-F. However, in Section 3, we described how in our
distributed diagnosis scheme, the total number of particles
available are proportionally distributed amongst the PFs
implemented on different DBN-Fs based on the number of
hidden variables in each DBN-F. Given this scheme, we
can see that a PF on a DBN-F using 200 particles gives
more accurate estimates then a PF on the global DBN with
400 particles, and so on, in less time. Hence, we validate
that our distributed diagnosis scheme does not sacrifice
accuracy for improved efficiency.

5. RELATED WORK

Decentralized diagnosis schemes can be broadly classified
to conform to one of the three protocols presented in De-
bouk et al. [2000], where each local diagnoser is built from
the global system model and uses only a subset of ob-
servable events. Coordination is necessary in the first and

200 300 400 500 600 700 800 900 1000
0

50

100

150

200

250

300

350

400

450

500

Number of Particles

C
on

ve
rg

en
ce

 T
im

e 
(s

)

 

 
Full DBN
Factored DBN

Fig. 8. Time taken to converge to 20% of true σa
R7

.

second protocols to generate the correct diagnosis result,
but the third protocol generates correct results without
a coordinator. All three protocols, under certain assump-
tions, produce the same results as a centralized diagnoser.
Our approach is similar to the third protocol, but, unlike
the approach presented by Pencole and Cordier [2005],
each individual local diagnoser needs to communicate only
the minimal number of measurements, and not diagnosis
results, from other diagnosers to generate globally correct
diagnosis results.

PFs have been used extensively for system health monitor-
ing and diagnosis of hybrid systems (Dearden and Clancy
[2001], Lerner et al. [2000]). The general approach involves
the system to include discrete nominal and fault modes,
with the evolution of the system in each discrete mode be-
ing defined using differential equations. The process of di-
agnosis then involves tracking the observed measurements
using a PF that runs on the comprehensive system model
till the particles eventually converge to a discrete fault
mode. PFs have also been used to diagnose parametric
incipient and abrupt faults in Koller and Lerner [2001].
The usual approach for using PFs for diagnosis, however,
cannot alleviate the problem of sample impoverishment,
wherein particles in faulty state (with typically very low
probability, and hence low weights) are dropped during
the re-sampling process. Even though several solutions to
this problem have been proposed, such as in Verma et al.
[2004], the diagnosis scheme still has to rank the different
fault hypothesis based on their likelihoods, and report the
most likely fault mode that justifies the observations the
best. In our work, we adopt the “shrinkage” approach
presented in Liu and West [2000] to address this issue.

In Narasimhan et al. [2004], the authors propose an
approach for combining look-ahead Rao-Blackwellised PFs
(RBPFs) with the consistency-based Livingstone 3 (L3)
approach for diagnosing faults in hybrid systems. In this
approach, the nominal RBPF-based observer tracks the
system evolution till a fault is detected, after which L3
generates a set of fault candidates that are then tracked
by the fault observer (another RBPF). All the fault
hypotheses are included in the same model, and tracked
by the fault observer. In contrast, our approach executes
the qualitative and quantitative fault isolation schemes
in parallel, and uses separate fault models for each fault
candidate.

Because the factors are conditionally independent, un-
like distributed decentralized extended Kalman filters
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(DDEKF) (see Mutambara [1998]), the failure of one dis-
tributed observer will not affect the estimations of other
observers. Structural observability of each generated DBN-
F guarantees that the distributed observers correctly esti-
mate system behavior during nominal operation. However,
structural observability does not guarantee that the sys-
tem is observable with the fault magnitude introduced as
an extra state variable.

6. DISCUSSION AND CONCLUSIONS

In this paper, we established how the distributed diag-
nosers truly generate globally correct results without any
centralized coordinator, and through communicating the
minimal number of measurements alone, and not individ-
ual diagnoses, unlike other previous work, such as Pencole
and Cordier [2005]. The requirement for communicating
partial diagnoses can be avoided because unlike other
approaches, we have the knowledge of the global system
model that is analyzed carefully for designing the diag-
nosers. However, there are several application domains,
where the global models of large systems do not change,
but they can greatly benefit from our distributed diagnosis
scheme. Further, the DBN-Fs generated using our factor-
ing scheme improves the efficiency of diagnosis without
sacrificing accuracy of diagnosis.

In the future, we seek to investigate the important research
problem of studying the observability of the faulty models
once the extra fault variables are introduced. The problem
of identifying the correct set of measurements such that
the system is observable both during nominal and faulty
operation, therefore, is an important research task. Next,
we wish to apply our diagnosis approach to a large real-
world system, to analyze the scalability and efficiency of
our methodology. Finally, we would like to improve the
efficiency of our diagnosis approach further by ensuring
that the DBN-Fs are so chosen such that minimal number
of fault hypotheses remain at the end of the Qual-FI.

REFERENCES

X. Boyen and D. Koller. Tractable inference for complex
stochastic processes. In Proc. of the 14th Annual Con-
ference on Uncertainty in Artificial Intelligence, pages
33–42, 1998.

R. Dearden and D. Clancy. Particle filters for real-time
fault detection in planetary rovers. In Proc. of the
12th International Workshop on Principles of Diagnosis,
pages 1–6, 2001.

R. Debouk, S. Lafortune, and D. Teneketzis. Coordinated
decentralized protocols for failure diagnosis of discrete
event systems. Discrete Event Dynamic System: Theory
and Applications, 10(1/2):33–86, January 2000.

D. C. Karnopp, D. L. Margolis, and R. C. Rosenberg.
Systems Dynamics: Modeling and Simulation of Mecha-
tronic Systems. John Wile & Sons, Inc., New York, NY,
USA, 3rd edition, 2000.

D. Koller and U. Lerner. Sampling in factored dynamic
systems. In A. Doucet, N. de Freitas, and N. Gordon,
editors, Sequential Monte Carlo Methods in Practice.
Springer, 2001.

U. Lerner, R. Parr, D. Koller, and G. Biswas. Bayesian
fault detection and diagnosis in dynamic systems. In
Proc. of Seventeenth National Conference on Artificial
Intelligence, pages 531–537, 2000.

J. Liu and M. West. Combined parameter and state
estimation in simulation-based filtering. In J. F. G.
De Freitas A. Doucet and N. J. Gordon, editors, Se-
quential Monte Carlo Methods in Practice. New York.
Springer-Verlag, New York, 2000.

E.-J. Manders, S. Narasimhan, G. Biswas, and P. J.
Mosterman. A combined qualitative/quantitative ap-
proach for fault isolation in continuous dynamic sys-
tems. In Proc. 4th IFAC Symp on Fault Detection Su-
pervision Safety Technical Processes, pages 1074–1079,
Budapest, Hungary, June 2000.

P. J. Mosterman and G. Biswas. Diagnosis of continuous
valued systems in transient operating regions. IEEE-
SMCA, 29(6):554–565, 1999.

K. P. Murphy. Dynamic Bayesian Networks: Representa-
tion, Inference, and Learning. PhD thesis, University of
California, Berkeley, 2002.

A. Mutambara. Decentralized Estimation and Control of
Multisensor Systems. CRC Press, 1998.

S. Narasimhan, R. Dearden, and E. Benazera. Combin-
ing particle filters and consistency-based approaches for
monitoring and diagnosis of stochastic hybrid systems.
In Proc. of the 15th International Workshop on Princi-
ples of Diagnosis, 2004.

B. Ng and L. Peshkin. Factored particles for scalable mon-
itoring. In In Proceedings of the Eighteenth Conference
on Uncertainty in Artificial Intelligence, pages 370–377.
Morgan Kaufmann, 2002.

Yannick Pencole and Marie-Odile Cordier. A formal
framework for the decentralised diagnosis of large scale
discrete event systems and its application to telecom-
munication networks. Artif. Intell., 164(1-2):121–170,
2005. ISSN 0004-3702.

I. Roychoudhury, G. Biswas, and X. Koutsoukos. Compre-
hensive diagnosis of continuous systems using dynamic
bayes nets. In Proc. of the 19th International Workshop
on Principles of Diagnosis, pages 151–158, 2008.

I. Roychoudhury, G. Biswas, and X. Koutsoukos. De-
signing distributed diagnosers for complex continuous
systems. IEEE Transactions on Automation Science
and Engineering, to appear, April 2009a.

I. Roychoudhury, G. Biswas, and X. Koutsoukos. Efficient
tracking for diagnosis using factored dynamic Bayesian
networks. In 7th IFAC Symposium on Fault Detection,
Supervision, and Safety of Technical Processes (SAFE-
PROCESS 2009), to appear, 2009b.

I. Roychoudhury, G. Biswas, and X. Koutsoukos. Fac-
toring dynamic Bayesian networks based on structural
observability. In 48th IEEE Conference on Decision and
Control (CDC 2009), under review, 2009c.

C. Seur and G. Dauphin-Tanguy. Bond graph approach
for structural analysis of MIMO linear systems. Journal
of the Franklin Institute, 328(1):55–70, 1991.

V. Verma, G. Gordon, R. Simmons, and S. Thrun. Real-
time fault diagnosis. Robotics & Automation Magazine,
IEEE, 11(2):56–66, 2004.

DX-09, Stockholm, Sweden June 14-17, 2009

336



Passive Robust Fault Detection for Interval LPV
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AbstractIn this paper the problem of robust fault detectionusing an interval observer for dynamic
systems characterized by LPV (Linear Parameter Varying) models is presented. The observer face the
robustness problem using two complementary strategies. Parametric modeling uncertainties are consid-
ered unknown but bounded by intervals. Their effect is addressed using an interval state observation
method based on zonotope representation of the set of possible states. The observer gain is designed via
pole placement using LMI (Linear Matrix Inequalities) formulation. The method is applied to a LPV
representation of a Twin Rotor MIMO System.

Keywords: Robust Fault Detection, Linear Parameter Varying, Interval LPV Observer, Linear Matrix
Inequalities, Zonotopes.

1. INTRODUCTION

Model-based fault detection methods are based on the use of
the mathematical models of the monitored system to exploit
analytical redundancy. Many model-based fault detection tech-
niques, mostly based on linear models, have been investigated
and developed in the literature over the last few years. The
use of FDI linear-based methods has been extended to non-
linear systems using linearization around an operating point
(Chen and Patton, 1999). However, for systems with high non-
linearity and a wide operating range, the linearized approach
fails to give satisfactory results. To tackle this problem new
fault detection methods based on non-linear models have been
developed. Methods range from the direct use of non-linear
models to the use of neural networks, TS fuzzy systems and
neuro-fuzzy systems (Chen and Patton, 1999). Alternatively,
Linear Parameter Varying (LPV) models have recently attracted
the attention of the FDI research community. Such models
can be used efficiently to represent some nonlinear systems
(Shamma and Cloutier, 1993, Andrés and Balas, 2004). This
has motivated some researchers from the FDI community to
develop model-based methods using LPV models (see Bokor
et al. (2002), among others). But even with the use of LPV mod-
els, modeling errors and disturbances are inevitable in complex
engineering systems. So, in order to increase reliability and
performance of model-based fault detection the development
of robust fault detection algorithms should be addressed. The
robustness of a fault detection system means that it must be
only sensitive to faults, even in the presence of model-reality
differences (Chen and Patton, 1999). One of the approaches to
robustness, known aspassive, is based on enhancing the robust-
ness of the fault detection system at the decision-making stage.
The aim with the passive approach is usually to determine,
given a set of models, if there is a member in the set that can
explain the measurements. A common approach to this problem
is to propagate the model uncertainty to the alarm limits of the
residuals. When the residuals are outside of the alarm limits it is

argued that model uncertainty alone can not explain the residual
and therefore a fault must have occurred. This approach has the
drawback that faults that produce a residual deviation smaller
than the residual uncertainty due to parameter uncertaintywill
not be detected. Another approach to the passive robust fault
detection problem is to explicitly calculate the set of states that
are consistent with the measurements. When a measurement
is found to be inconsistent with this set, a fault is assumed
to have occurred. As an exact representation of the set of
states consistent with the measurements is hard to calculate,
approximating sets that provide outer bounds are often used
instead. In the literature several approximating sets to enclose
the set of possible states have been proposed. In Witczak et al.
(2002), a state estimator based on enclosing the set of states
by the smallest ellipsoid is proposed following the algorithms
proposed by Maksarov and Norton (1996). However, in this
approach only additive uncertainty is considered, but not the
multiplicative one introduced by modeling uncertainty located
in the parameters. In this paper, both types of uncertainties
are considered as in Rinner and U. Weiss (2004), but there
only system trajectories obtained from the uncertain parameter
interval vertices are considered, assuming that the monotonicity
property holds.

The main contribution of this paper is to develop a passive ro-
bust fault method for LPV systems that uses a interval observer
approach based on enclosing the set of states by zonotopes.
The proposed state-estimator applied to fault detection follows
a consistency based approach that is based on determining the
set of states that are consistent with parameter and measurement
uncertainty.

The structure of this paper is organized as follows. The LPV
systems that uses a interval LPV observer is introduced in
Section 2. Additionally, a solution for the design of an interval
LPV observer via pole placement using linear matrix inequal-
ity (LMI) formulation is proposed. Section 3 explain the fault
detection test using interval LPV observers. In Section 4 the
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implementation of interval LPV observers using zonotope ap-
proach is presented. Finally in Section 5, an illustrative example
based on the Twin-Rotor MIMO System (TRMS) is used to
assess the validity of the results derived in the paper.

2. INTERVAL OBSERVERS FOR LPV SYSTEMS

2.1 System set-up

Let us consider that the nonlinear system to be monitored can
be described by its LPV representation as follows:

x(k + 1) = Ã(ϑk)x(k) + B̃(ϑk)u(k)
y(k) = C̃(ϑk)x(k) + D̃(ϑk)u(k)

(1)

whereu(t) ∈ ℜnu is the system input,y(t) ∈ ℜny is the system
output andx(t) ∈ ℜnx is the state-space vector.ϑk := ϑ(k)
is a vector of time-varying parameters of dimensionnϑ that
changes with the operating point scheduled by some measured
system variablespk (pk := p(k)) that can be estimated using
some known function:ϑk = f(pk). However, some uncertainty
in the estimated parameter values is considered to be bounded
by the following set:

Πk = {ϑk ∈ ℜnϑ | ϑk ≤ ϑk ≤ ϑk} (2)
This set represents the uncertainty about the exact knowledge
of real system parametersϑk. The interval for uncertain pa-
rameters can be inferred from real data using set-membership
parameter estimation algorithms (Milanese et al., 1996).

System (1) describes a model parametrized by a scheduling
variable denoted bypk. In this paper, the kind of LPV sys-
tem considered are those whose parameters vary affinely in a
polytope (Apkarian et al., 1995). In particular the state-space
matrices range in a polytope of matrices defined as the convex
hull of a finite number,N , of matrices. That is,(

Ã(ϑk) B̃(ϑk)
C̃(ϑk) D̃(ϑk)

)
∈ Co

{(
Aj(ϑj) Bj(ϑj)
Cj(ϑj) Dj(ϑj)

)
,

}

: =
N∑

j=1

αj(pk)
(

Aj(ϑj) Bj(ϑj)
Cj(ϑj) Dj(ϑj)

)
, (3)

with αj(pk) ≥ 0,
∑N

j=1 αj(pk) = 1 andϑj = f(pj) is the
vector of uncertain parameters ofjth model where eachjth

model is called vertex system and it is assumed according to
property (2) that:ϑj ∈ [ϑj , ϑj ].

Consequently, the LPV system (1) can be expressed as follows:

x(k + 1) =
N∑

j=1

αj(pk)
[
Aj(ϑj)x(k) + Bj(ϑj)u(k)

]

y(k) =
N∑

j=1

αj(pk)
[
Cj(ϑj)x(k) + Dj(ϑj)u(k)

] (4)

HereAj , Bj , Cj andDj are the state space matrices defined
for jth model. Notice that, the state space matrices of system
(1) is equivalent to the interpolation between LTI models, for
example:Ã(ϑk) =

∑N
j=1 αj(pk)Aj(ϑj).

The polytopic system is scheduled through functionsαj(pk), ∀j ∈
[1, . . . , N ] that lie in a convex set:

Ψ =
{

αj(pk) ∈ ℜN , α(pk) =
[
α1(pk), . . . , αN (pk)

]T
,

αj(pk) ≥ 0, ∀j,
N∑

j=1

αj(pk) = 1
}

. (5)

There are several ways of implementing (3) depending on how
αj(pk) functions are defined (Murray-Smith and Johansen,
1997). Here the approach used in Baranyi et al. (2003) is
proposed:

(
Ã(ϑk) B̃(ϑk)

C̃(ϑk) D̃(ϑk)

)
(6)

=

N∑

j=1

2∑

i1=1

· · ·
2∑

iv=1

v∏

m=1

µm,im (pm(k))

︸ ︷︷ ︸
αj(pk)

(
Aj(ϑ

j) Bj(ϑ
j)

Cj(ϑ
j) Dj(ϑ

j)

)

with µm,1 =
(
pm(k)−pj

m

)
(

pj
m−pj

m

) andµm,2 = 1−µm,1 wherepj
m and

pj
m represent the upper and lower bounds ofpm respectively

andv is the number of scheduling variables.

2.2 Interval observer

The system described by (1) is monitored using a linear ob-
server with Luenberger structure considering parameter uncer-
tainty given byϑj ∈ [ϑj , ϑj ]. In the following, we consider
only strictly proper systems such thatD = 0. Consequently,
the interval LPV observer can be written as:

x̂(k + 1) =

N∑

j=1

αj(pk)
[
A0,j(ϑ

j)x̂(k) + Bj(ϑ
j)u(k) + Ljy(k)

]

ŷ(k) =

N∑

j=1

αj(pk)
[
Cj(ϑ

j)x̂(k)
]

(7)

whereA0,j(ϑj) = Aj(ϑj) − LjCj(ϑj), u(k) is the measured
system input vector,̂x(k) is the estimated system state vector,
ŷ(k) is the estimated system output vector andLj is the
observer gain that has to be designed in order to stabilize the

observer given by (7) for allϑj ∈ [ϑj , ϑ
j
].

Definition 1. Consider the state estimator given by (7), an
initial compact setX0 and a sequence of measured inputs
(ui)k−1

0 and outputs(yi)k−1
0 . Theexact uncertain estimated

state setat time k is expressed by

Xk =
{
x̂k : (x̂i = Ã(ϑi−1)x̂i−1 + B̃(ϑi−1)ui−1

+L̃(yi−1 − ŷi−1))k
i=1, (ŷi−1 = C̃(ϑk−1)x̂i−1)

k
i=1

| x̂0 ∈ X0, (ϑi−1 ∈ Πi)k
i=1

}
(8)

whereL̃ =
∑N

j=1 αj(pk)Lj .

The uncertain state set described inDefinition 1 at time k
can be computed approximately by admitting the rupture of
the existing relations between variables of consecutive time
instants.1 This makes possible to compute an approximation
of this set from the approximate uncertain state set at timek-1.

Definition 2. Consider the state estimator given by (7), the set
of uncertain states at time k-1,Xk−1 and the input/ouput values
(uk−1, yk−1). Then, the set of estimated states at time k based
on the measurements up to time k-1 is defined as:

1 However, the problem of uncertainty propagation (wrappingeffect) could
appear when this set is approximated in this way because of the accumulation
of overestimation along the time and deriving in an explosion of uncertainty.
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Xe
k =

{
x̂k : Ã(ϑk−1)x̂k−1 + B̃(ϑk−1)uk−1

+L̃(yk−1 − ŷk−1), ŷk−1 = C̃(ϑk−1)x̂k−1

| x̂k−1 ∈ Xk−1, ϑk−1 ∈ Θk}
(9)

Analogously, considering measurement equation in (7), the
approximated set of estimated outputsYe

k can be determined.

Since the set of estimated statesXe
k is difficult to compute,

one way is to bound it using some geometric regions easy to
compute as for example: a box (interval hull) as in Puig et al.
(2002), an ellipsoid as in Maksarov and Norton (1996) or a
zonotope as in Alamo et al. (2005).

Here, the set of estimated statesXe
k (or outputsYe

k) introduced
in Definition 2 will be approximated iteratively using zono-
topes. From these zonotopes, an interval for each state variable
can also be obtained by computing the interval hull of the zono-
tope. The sequence of interval hulls2Xe

k with k ∈ [0, N ] will
be called theinterval LPV observer estimationof the system
given by (7). Analogously, the sequence of interval hulls2Ye

k
can be obtained. Following the previous idea,Algorithm 1 is
proposed to determine an approximation ofset of uncertain
estimated states.

Algorithm 1 Interval LPV Observer using Set Computations
1: k ← 1
2: while k ≤ N do
3: Obtain and store input-output data{uk−1, yk−1}
4: Compute the approximated set of estimated outputs,Ye

k
5: Compute the interval hull of the approximated set of

estimated outputs,2Ye
k =

[
y

k
, yk

]

6: k ← k + 1
7: end while

2.3 Observer design

The design of the interval LPV observer (7) can be solved with
the LMI pole placement technique (Chilali and Gahinet, 1996),
that allows to locate the poles of the observer in a subregionof
the left half-plane using a LMI region.

Consider a given2d× 2d Hermitian matrix defined as

R =
[

R00 R10

R∗10 R11

]
∈ C2d×2d, R11 ∈ Cd×d ≥ 0 (10)

and the feasibility set of an associated LMI defined as

D =
{
s ∈ C : R00 + (R10s)

H + R11s
∗s < 0

}
(11)

where(R10s)
H denotes the Hermitian transpose ofR10s. Sets

defined according (10)-(11) are calledD-regions (Chilali and
Gahinet, 1996). Moreover, the intersection ofD-regions is
a D-region, allowing to characterize some multiple temporal
specifications. For example, for the vertical left half-plane
characterized byx < λ, the associated matrixR is

R =
[
−2λ 1

1 0

]
(12)

while for an open disk with centerc = c1 + c2i and radiusr is

R =
[

c2
1 + c2

2 − r2 −c1 + c2i
−c1 − c2i 1

]
(13)

Using these formulas, it is easy to verify that the classicalsta-
bility regions for continuous-time (left half-plane) and discrete-

time (origin-centered unitary disk) systems are associated to the
matrices

Rct =
[

0 1
1 0

]
, Rdt =

[
−1 0
0 1

]
(14)

In particular, let consider a disk LMI region calledD defined
by centerc (in this casec = c1 andc2 = 0) and a radiusr
such that(c + r) < 1. The two scalarsc and r are used to
determine a specific region included in the unit circle where
the observer eigenvalues will be placed. Therefore, this circular
region puts a lower bound on both the exponential decay rate
and the damping ratio of the closed-loop response. The design
of the interval LPV observer (7) such that the observer poles
are placed in this LMI region requires to find for each vertex
jth (with j ∈ [1, . . . , N ]) the observer gainLj and unknown
symmetric matrixXj = XT

j > 0 thats satisfies the following
LMI:(

−rXj cXj + (A0,j(ϑj)T Xj)T

(c + A0,j(ϑj)T )Xj −rXj

)
< 0, (15)

for ϑj ∈ [ϑj , ϑj ], that corresponds to Eq. (10) in Chilali and
Gahinet (1996) with matrixA being transpose of the observer
matrixA0,j .

Note that expression (15) is a Bilinear Matrix Inequality (BMI)
which cannot be solved with LMI classical tools. But substitut-
ing Wj = LT

j Xj it is possible to transform it into:
[ −rXj · · ·

(c + Aj(ϑj)T )Xj − Cj(ϑj)T Wj · · ·
cXj + XT

j Aj(ϑj)−WT
j Cj(ϑj)

−rXj

]
< 0. (16)

Then, the design procedure boils down to solving the LMI (16)
and then determiningLj = (WjX

−1
j )T . Finally, the observer

gainsLj will be interpolated to obtain the interval LPV ob-
server (7).

3. FAULT DETECTION USING LPV OBSERVERS

3.1 Input-output form

The system (1) can be expressed in input-output form using
the shift operatorq−1 and assuming zero initial conditions as
follows:

y(k) = Gu(q−1, ϑk)u(k) (17)
where:

Gu(q−1, ϑk) = C(ϑk)(qI−A(ϑk))−1B(ϑk) + D(ϑk) (18)

The effect of the uncertain parametersϑk on the observer
temporal responsêy(k, ϑk) will be bounded using an interval
satisfying2 :

ŷ(k) ∈
[
ŷ(k), ŷ(k)

]
(19)

in a non-faulty case.

The application of observers to fault detection consists intest-
ing whether the measured output is consistent with the one
given by an observer using a faultless model. If an inconsis-
tency is detected, the existence of a fault is proved. In case
of modeling a dynamic system using an interval model, the

2 In the remainder of the paper, interval bounds for vector variables should be
considered component wise.
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predicted output is described by a set that can be bounded using
an interval. Then, the fault detection test can be stated as:

y(k) /∈ 2Ye
k (20)

whereYe
k is the set of predicted outputs that can be obtained

usingAlgorithm 1and2Ye
k = [y

1
, y1]× · · · × [y

ny
, yny

].

Algorithm 2 implements fault detection using interval LPV
observers and the fault detection test presented in (20).

Algorithm 2 Fault Detection using Interval LPV Observers
1: fault← FALSE
2: k ← 0
3: Xe

k ⇐ X0

4: while fault = FALSE do
5: Obtain input-output data{uk, yk}
6: Compute the set of estimated outputs,Ye

k using Algo-
rithm 1

7: if y(k) /∈ 2Ye
k then

8: fault← TRUE (Fault detection test (20))
9: end if

10: k ← k + 1
11: end while

3.2 Residual form

Alternatively, a fault detection based on generating a residual
can be used. The residual is generated by comparing the mea-
surements of physical variablesy(t) of the process with their
estimationŷ(k) provided by the associated system model:

r(k) = y(k)− ŷ(k) (21)

wherer(k) ∈ ℜny is the residual set and̂y(k) is the prediction
obtained using the nominal LPV model.

When considering model uncertainty located in parameters,the
residual generated by (21) will not be zero, even in a non-
faulty scenario. To cope with the parameter uncertainty effect
a passive robust approach based on adaptive thresholding can
be used (Horak, 1988). Thus, using this passive approach, the
effect of parameter uncertainty in the residualr(k) (associated
to each system outputy(k)) is bounded by the interval:

r(k) ∈ [r(k), r(k)] (22)

where:

r(k) = ŷ(k)− ŷ(k) andr(k) = ŷ(k)− ŷ(k) (23)

beingŷ(k) andŷ(k) the bounds of the predicted output (19) that
can be obtained using observer (7),Algorithm 1and2Ye

k =
[y

1
, y1]× · · · × [y

ny
, yny

].

Then, a fault is indicated if the residuals do not satisfy the
relation given by (22). Note that the fault detection test inAlgo-
rithm 2can be implemented using (22), instead of using (20).

4. IMPLEMENTATION USING ZONOTOPES

4.1 Introduction

In this paper, zonotopes are used to bound the set of uncertain
estimated sets. Let us introduce zonotopes.

Definition 3. The Minkowski sum of two setsX andY is defined
byX⊕ Y = {x + y : x ∈ X, y ∈ Y}.

Definition 4. Given a center vectorπ ∈ ℜn and a matrixH
∈ ℜn×m the Minkowski sum of the segments defined by the
columns of matrixH, is called a zonotopeof order m (see
Fig. 1). This set is represented as:

X = π ⊕Hβm = {π + Hz : z ∈ βm}
where: βm is a unitary box, composed bym unitary intervals.

Then, a zonotopeX of ordermcan be viewed as the Minkowski
sum ofm segments. The orderm is a measure for the geomet-
rical complexity of the zonotopes.

Figure 1. Zonotope of order m=14

Definition 5. The interval hull 2X of a closed setX is the
smallest interval box that containsX.

Given a zonotopeX = π ⊕ Hβm, its interval hull can be
easily computed by evaluatingπ ⊕ Hβm, for all i = 1..n:
2X = {x : |xi − πi| ≤ ‖Hi‖1} whereHi is ith-row of H , and
xi andπi areith components ofx andπ, respectively.

4.2 Implementation of interval LPV observers using zonotopes

To implement interval LPV observers using zonotopes, it
should be noticed that using (7) as the expression of the esti-
mator model, it can be viewed as a discrete-time system with
one input that can be reorganized as:

x̂k+1 = Ao(ϑk)x̂k + Bo(ϑk)uo
k (24)

where:
Ao(ϑk) = Ã(ϑk) − L̃C̃(ϑk), Bo(ϑk) =

[
B̃(ϑk) 0 L̃

]
and

u0
k = [ uk yk+1 yk ]T .

Then, the problem of interval observation can be formulatedas
a problem of interval simulation and requires characterizing the
setXe

k. This set can be viewed as thedirect imageevaluation of
(24) and can be implemented using zonotopes.

According toAlgorithm 1, interval LPV observers involves a
bounding operation applied to the set of estimated statesXe

k.

4.3 Implementation of prediction set step

The prediction set step requires characterizing the setXe
k. This

set can be viewed as thedirect imageevaluation off(xk, ϑk) =
Ao(ϑk)x̂k+Bo(ϑk)uo

k. There are different algorithms to bound
such an image using ellipsoids (see Maksarov and Norton
(1996)) or zonotopes (see Kuhn (1998)). To bound such image
using zonotopes the following result is used:

Theorem 1.”Zonotope Inclusion” (see Alamo et al. (2005)).
Consider a family of zonotopes represented byX = π ⊕Mβm
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whereπ ∈ ℜn is a real vector andM ∈ In×m is an interval
matrix. A zonotope inclusion⋄(X) is defined by:

⋄(X) = π ⊕ [mid(M G)]
[

βm

βn

]
= π ⊕ Jβn+m

whereG ∈ ℜn×n is a diagonal matrix that satisfies:Gii =
m∑

j=1

diam(Mij)
2 , i = 1, 2 . . . n. with mid denotes the center and

diam the diameter of the interval according to Moore (1966).
Under this definition,X ⊆ ⋄(X).

This prediction step aims at computing the zonotopeXe
k+1 that

bounds the trajectory of the system at instantk+1, from the
previous approximating zonotope at time instantk, Xk, using
the natural interval extension of(24) as suggested by Moore
(1966) and the zonotope inclusion operator, as a generalization
of Kühn’s method (see Kuhn (1998)):

Xe
k+1 = πk+1 ⊕Hk+1β

r (25)

where:

πk+1 = mid(Ao(ϑk))πk + mid(Bo(ϑk))uo
k

and
Hk+1 = [J1 J2 J3]
J1 = ⋄(Ao(ϑk)Hk)

J2 = πk

(
diam(Ao(ϑk))

2

)

J3 = uo
k

(
diam(Bo(ϑk))

2

)

J1 is calculated using the zonotope inclusion operator.

It is important to notice that the set of estimated states hasan
increasing number of segments generating the zonotopeXe

k+1
using this method. In order to control the domain complexity,
a reduction step is thus implemented. Here we use the method
proposed in Combastel (2003) to reduce the zonotope complex-
ity.

4.4 Checking for intersection emptiness

The step 7 ofAlgorithm 2requires to check if the intersection
of [yk] ∩ Ye

k, is not the empty set, before introducing such
operation, an additional definition is introduced.
Definition 6. Given the zonotopeYe

k = π ⊕ Hβr, the strip
[yk] = {x ∈ ℜn|cT x-d| ≤ σ}, a hyperplaneS = {x :
cT x = q} is a supporting hyperplane of a zonotopeYe

k if either
cT x ≤ q, ∀x ∈ Ye

k or elsecT x ≥ q, ∀x ∈ Ye
k with equality

occurring for somex ∈ Ye
k. The two constantsqu and qd

characterizing the supporting hyperplanes are easily calculated
as:

qu = cT π +
∥∥HT c

∥∥
1

(26)

qd = cT π −
∥∥HT c

∥∥
1

(27)

where‖.‖1 is the 1-norm of a vector. Then the intersection
check is very easy to perform considering that each new mea-
surement defines a set of consistent states defined by

Fk = {xk ∈ ℜn : −σ ≤ yk − Cxk ≤ σ} (28)

whereFk is the region between two hyperplanes and the output
yk is considered component-wise. The normalized form of this
strip is written as

F̄k = {xk ∈ ℜn : |yk

σ
− cT xk| ≤ 1} (29)

Calculating the supporting hyperplane constantqu andqd the
intersection is empty if and only if:

qu <
yk

σ
− 1 or qd >

yk

σ
+ 1 (30)

This condition of inconsistency for a SISO model was reported
in Vicino and Zappa (1996).

5. CASE STUDY

5.1 Description of Twin-Rotor MIMO System

The twin-rotor MIMO system (TRMS) is a laboratory setup
developed by Feedback Instruments Limited for control exper-
iments. The system is perceived as a challenging engineering
problem due to its high non-linearity, cross-coupling between
its two axes, and inaccessibility of some of its states through
measurements. The TRMS mechanical unit has two rotors
placed on a beam together with a counterbalance whose arm
with a weight at its end is fixed to the beam at the pivot and
it determines a stable equilibrium position (Fig. 2). The TRMS
consists of a beam pivoted on its base in such a way that it
can rotate freely both in the horizontal and vertical planes. At
both ends of the beam there are rotors (the main and tail rotors)
driven by DC motors.

Figure 2.Components of the Twin Rotor MIMO System

The system input vector isu = [ut, um]T whereut is the
input voltage of the tail motor andum is the input voltage
of the main motor. On the other hand, the system states are
x = [θh, Ωh, ωt, θv, Ωv, ωm]T whereΩh is the angular
velocity around the vertical axis,θh is the azimuth angle of
beam (horizontal plane),ωt is the rotational velocity of the tail
rotor,Ωv is the angular velocity around the horizontal axis,θv is
the pitch angle of beam (vertical plane) andωm is the rotational
velocity of the main rotor.

5.2 Non linear Model of Twin-Rotor MIMO System

The mathematical model is developed assuming that the dy-
namics of the propeller subsystem can be described by first
order differential equations. Further, it is assumed that friction
in the system is of the viscous type. Thus, the mathematical
model of the TRMS becomes a set of the following nonlinear
differential equations (Fee (1998)):
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θ̇h = Ωh = Sh +
Jmrωmcosθv

Jh

Ṡh =
ltFh(ωt)cosθv − Ωhkh

Jh

θ̇v = Ωv = Sv +
Jtrωt

Jv

Ṡv =
lmFv(wm) + g((a− b)cosθv − csinθv)

Jv

−Ωvkv − 0.5Ω2
h(a + b + c)sin2θv

Jv

(31)

whereΩv and Ωh are the angular velocities around the hor-
izontal and the vertical axis, respectively.Sv and Sh are the
angular momentum in vertical and horizontal plane of the beam,
respectively.Fv(ωm) and Fh(ωt) are the dependence of the
propulsive force on DC-motor rotational speeds:

Fv(ωm) = −3 · 10−14ω5
t − 1.595 · 10−11ω4

t + 2.511 · 10−7ω3
t

−1.808 · 10−4ω2
t + 0.0801ωt

Fh(ωt) = −3.48 · 10−12ω5
m + 1.09 · 10−9ω4

m + 4.123 · 10−6ω3
m

−1.632 · 10−4ω2
m + 9.544 · 10−2ωm

Jtr andJmr are the moments of inertia in DC-motor tail and
main propeller subsystem, respectively. The moment of inertia
relative to vertical axis isJv = 0.055846 and horizontal axis is:

Jh = dsin2θv + ecos2θv + f

a =
(mt

2
+ mtr + mts

)
lt,

b =
(mm

2
+ mmr + mms

)
lm,

c =
mb

2
lb + mcblcb,

e = (
mm

3
+ mmr + mms)l2m + (

mt

3
+ mtr + mts)l2t

d =
mb

3
l2b + mcbl

2
cb

f = mmsr
2
ms +

mts

2
r2
ts

wheremms andmts are the masses of the main and tail shields.
mm andmt are the masses of the main and the tail parts of the
beam, respectively.mmr andmtr are the masses of the main
and the tail DC-motor with main and tail rotor,respectively. mb

andlb are the mass and the length of the counter-weight beam.
mcb and lcb represent the mass of the counter-weight and the
distance between the counter-weight and the joint, respectively.
rms andrts are the radius of the main and tail shield.

The rotational velocity of tail motorωt and the angular velocity
of the main rotorωm are non linear functions of the input
voltage of the DC-motor:ωt = Ph(uhh) andωm = Pv(uvv)
with

u̇hh =
1

Ttr
(−uhh + um)

u̇vv =
1

Tmr
(−uvv + ut)

(32)

Tmr and Ttr are the time constant of main and tail motor-
propeller system, respectively.

5.3 The TRMS LPV model and observer design

There are different ways to obtain LPV models. Some methods
use the nonlinear equations of the system to derive LPV model

such as state transformation, function substitution and meth-
ods using Jacobian linearization (Shamma and Cloutier, 1993).
Other methods use multi-model identification that consistsin
two-step procedure. First LTI models are identified at different
equilibrium points by classical methods, then a global multi-
model is obtained by interpolating among the local LTI models
(Murray-Smith and Johansen, 1997, Baranyi et al., 2003). The
multiple model approach obtained by physical laws or identifi-
cation can be viewed as a single linear parameter varying (LPV)
global model. Another technique is the LPV identification that
represents an extension of the classical identification (linear
regression, subspace) methods (Bamieh and Giarré, 2002).

In this case, the multiple linear model identification is used
around five different points (see Table 1) with a sampling time
Ts = 0.025s. The system has been identified using the input
u = [ut, um]T and the outputy = [θh, θv]T . Then the discrete
state space (7) is composed of the following matrices:

A1 =




1 0.025 0 0 0 0.0142

0 0.9905 0 0 0.0995 −0.0054

0 0 1 0.025 0.0732 0

0 0 −0.0862 0.9976 −0.0071 0.0078

0 0 0 0 0.9349 0

0 0 0 0 0 0.9825


 ,

A2 =




1 0.025 −0.0005 0 0 0.0141

0 0.9906 0.0002 0 0.0991 −0.0053

0 0 1 0.025 0.0732 0

0 0 −0.0862 0.9976 −0.0071 0.0102

0 0 0 0 0.9349 0

0 0 0 0 0 0.9825


 ,

A3 =




1 0.025 −0.0010 0 0 0.0137

0 0.9908 0.0004 0 0.0985 −0.0050

0 0 1 0.025 0.0732 0

0 0 −0.0862 0.9976 −0.0071 0.0207

0 0 0 0 0.9349 0

0 0 0 0 0 0.9825


 ,

A4 =




1 0.025 −0.0015 0 0 0.0131

0 0.9912 0.0005 0 0.0973 −0.0046

0 0 1 0.025 0.0732 0

0 0 −0.0862 0.9976 −0.0071 0.0375

0 0 0 0 0.9349 0

0 0 0 0 0 0.9825


 ,

A5 =




1 0.025 −0.0020 0 0 0.0123

0 0.9918 0.0006 0 0.0953 −0.0040

0 0 1 0.025 0.0732 0

0 0 −0.0860 0.9976 −0.0071 0.0575

0 0 0 0 0.9349 0

0 0 0 0 0 0.9825


 ,

B =

[
0 0 0 0 0.025 0

0 0 0 0 0 0.025

]T

,

C =

[
1 0 0 0 0 0

0 0 1 0 0 0

]
,

where the scheduling variable is the azimuth angle of beamθh

andαj(pk) can be determined from (6).

N ut um θh θv

1 0 0 0 -0.9326
2 0 0.05 0.1074 -0.9257
3 0 0.10 0.2146 -0.9133
4 0 0.15 0.3199 -0.8895
5 0 0.20 0.4211 -0.8501

Table 1. Equilibrium points of the
eachjth linear model.

The LTI systems are incremental and the equilibrium conditions
of Table 1 should be added. Consequently, the expressions of
these conditions are:
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ŷ(k) =
N∑

j=1

αj(ϑk)
[
Cj x̂(k) + yj

]
(33)

whereyj = [θ
j

h, θ
j

v]T (See Table 1).

Additionally, uncertainty has been included in some parame-
ters of the observer model to take into account the difference
between the LPV model and the real nonlinear behavior:aj

22 ∈
[aj

22 ± 0.0092], aj
43 ∈ [aj

43± 0.0133] andaj
46 ∈ [aj

46 ± 0.0107]
for j = 1, . . . , N . This uncertainty will be taken into account
when generating the set of output behaviors using the interval
LPV observer (7).

The proposed observer design procedure was applied to obtain
Lj such that the poles are in disk LMI region with the parame-
tersc = −0.5 andr = 0.5. In the design of the observer gains
Lj uncertainty in matrixAj(ϑj) has been considered.

Fig. 3 presents the time evolution responses of outputs and
their adaptive thresholds in different operating points. Fig. 3(b)
shows the pitch angle of beam and Fig. 3(c) presents its residual
response. It can be seen that the adaptive threshold changesin
the system dynamics.
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Figure 3.(a) Azimuth angle of beam. (b) Pitch angle of beam. (c) Residual
of pitch angle of beam

5.4 Fault scenarios

The fault scenarios were implemented in nonlinear TRMS
equations (31)-(32) using interval LPV observer designed in the
previous section. Figs. (4)-(5) present the results and thefault
detection indicator is presented at the bottom of each graph.

5.4.1 Fault scenario 1. An additive actuator fault of the tail
motorfat is defined as:

fat(t) =
{

0, for t < 40
0.025, for t ≥ 40 (34)

Fig. 4(a) shows the azimuth angle of beamθh and its adaptive
threshold. The prediction bounds of the azimuth angle of beam
θh are obtained using zonotopes (see Section 4) and taking
into account the uncertainty in the parameters. Fig. 4(b) shows
the residual signal for azimuth angle of beamθh and the
envelopes computed using the zonotope method. The envelopes
of the residual are adapted following the changes in the system
dynamics. The fault detection test in both cases shows that
the fault alarm is activated int = 41.5s and the alarm keeps
constant untilt = 44.6s.
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Figure 4.(a) Azimuth angle of beam in presence of faultfat . (b) Residual of
azimuth angle of beam in presence of faultfat (c) Pitch angle of beam
in presence of faultfat . (d) Residual of pitch angle of beam in presence
of fault fat

Fig. 4(c) shows the pitch angle of beamθv and its adaptive
threshold. The bounds of pitch angle of beamθv are obtained
using the zonotope algorithm. Fig. 4(d) presents its residual
response and its adaptive threshold. In this case, the fault
detection test shows that the fault alarm is activated int =
40.4s.

5.4.2 Fault scenario 2. An additive sensor fault of the pitch
angle of beamfθv is defined as:

fθv(t) =
{

0, for t < 40
0.015, for t ≥ 40 (35)

Fig. 5(a) shows the azimuth angle of beamθh and its adaptive
threshold. The fault detection test (20) detects the fault in the
time t = 42.9s. Fig. 5(b) shows the residual signal for azimuth
angle of beamθh and its envelopes that are based on zonotope
algorithm.

Finally, Fig. 5(c) shows the pitch angle of beamθv and its adap-
tive threshold. Fig. 5(d) shows the residual signal for pitch angle
of beamθv and the envelopes computed using the zonotope
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Figure 5.(a) Azimuth angle of beam in presence of faultfθv . (b) Residual of
azimuth angle of beam in presence of faultfθv (c) Pitch angle of beam
in presence of faultfθv . (d) Residual of pitch angle of beam in presence
of fault fθv

method. The envelopes of the residual are adapted followingthe
changes in the system dynamics. The fault detection test in both
cases shows that the fault alarm is activated int = 40.025s.

6. CONCLUSIONS

In this paper, a robust fault detection using interval LPV ob-
server using zonotopes has been proposed. The gain of the in-
terval LPV observer has been designed using LMI formulation.
This method guarantees the pole placement of the observer
for each vertex with uncertainties. As a result a set of gains
is obtained and these are interpolated to calculate the gainof
interval LPV observer (7). A set of estimated outputs based on
propagating the uncertainty using zonotopes is proposed. This
set has been used to implement the fault detection test. Finally,
a TRMS has been used as a case study. It has been described by
means of LPV model with uncertainties, which were considered
unknown but bounded by intervals. According to the results
obtained in the considered fault scenarios, the proposed fault
detection approach has been successfully applied.
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Abstract: The incremental diagnosis of discrete-event systems is the problem of updating
the diagnosis when new observations are available. For solving this problem, most approaches
use diagnosis engines that return all the diagnoses, and concatenate the diagnoses of the new
observations to the previous diagnoses. In this paper, we define the notion of non-exhaustive
diagnosis engine, which returns only the preferred diagnosis, and we show how such an engine
can be used for the incremental diagnosis. This is done by the mean of the so-called prediction
windows that specify a delay that is sufficient to return a correct and accurate diagnosis.

Keywords: Diagnosis, Discrete-Event Systems, Incremental Diagnosis

1. INTRODUCTION

Many man-made systems require proper supervision to de-
tect the occurrence of failures, in order to take appropriate
actions and to recover to an acceptable state. This task,
known as diagnosis, can be performed based on expert
knowledge, but the most robust techniques use model-based
reasoning. In this context, discrete-event systems often
offer a satisfying level of abstraction, i.e. a good trade-off
between complexity and accuracy. Model-based diagnosis
of discrete-event systems attracted a lot of research effort
over the last two decades (Sampath et al. [1995], Lamperti
and Zanella [2003], Fabre et al. [2005] to cite a few).

The model of the system contains information that is
relevant for diagnosis but that does not directly interest
the agent in charge of the supervision. For instance, the
diagnosis engine, also called diagnoser in this paper, may
have to monitor the value of a particular state variable
to determine the occurrence of a failure, while the agent
is interested only by all possible occurrences of failures
and definitely not by the evolution of this specific variable
assignment over the time. A diagnoser must be able to
disregard these time- and memory-consuming details and
only consider the relevant high-level information.

Furthermore in some contexts, several diagnoses are con-
sistent with the observations, but not all these diagnoses
are required. A preference criterion exists on these di-
agnoses, based e.g. on the probability of the diagnosis
or the level of gravity of the diagnosis. In this context,
any decision based on the diagnosis will only consider the
preferred diagnosis hypothesis, and an efficient procedure
only needs to return this hypothesis. This paper makes
two contributions based on these considerations.

The first contribution is the characterisation of non-
exhaustive diagnosis engine. Such a diagnoser exhibits the
following features: the engine is able to determine whether
a specified class of behaviours occurred and can exhibit one

such behaviour consistent with the observations if existing.
A downgrade to a non-exhaustive engine can significantly
improve the efficiency of a diagnosis algorithm since not
all the diagnoses are required.

On-line diagnosis is the problem of diagnosing the system
while it is running, by updating the diagnosis regularly.
Though required by most real-world systems, on-line di-
agnosis is not well-studied. Notable exceptions include the
work of Pencolé and Cordier [2005], Grastien et al. [2005],
Lamperti and Zanella [2007], Torta and Torasso [2007],
and Schumann et al. [2007]. A well-known characteristic
that makes on-line diagnosis difficult is the temporal un-
certainties on the observations: when a delay is required to
transmit the observations, it gets hard to determine the list
of observations that were emitted at a given date. In this
paper, we identify an orthogonal characteristic that makes
the on-line diagnosis non trivial for some diagnosers.

Thus the second contribution is the investigation of the
on-line diagnosis using a non-exhaustive diagnosis engine.
As opposed to exhaustive diagnosers, such a diagnoser
needs in general to restart from scratch every time new
observations are provided. As the number of observations
grows, this procedure will eventually fail to return the
diagnosis in reasonable time. We want to bound the
complexity of updating the diagnosis in order to allow a
theoretically never-ending supervision.

The idea behind this contribution is to assume that
the behaviour computed until some date in the past is
established, i.e. that it is known for sure. We run the
diagnosis starting from the state reached at the end of this
established behaviour, and concatenate this new behaviour
to the established one. The issue here is to make sure that
establishing the behaviour is not harmful to completeness.

A system may indeed generate a behaviour that cannot
be precisely and immediately diagnosed by an external
observer. As the behaviour goes on, the system generates
more observations that help disambiguate the original
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behaviour (although additional ambiguities can arise re-
garding the more recent parts of the behaviour). There
is usually a delay after which new observations are no
longer useful either because the ambiguity has already
been cleared or because it can no longer be cleared. We
propose to establish the behaviour that occurred before
this delay. Since we consider that no more contradictory
information can be received, this approach should be cor-
rect, provided that the delay is correctly computed.

The paper is structured as follows. The next section
presents the diagnosis of discrete-event systems and non-
exhaustive diagnosers. Then, we present how to perform
incremental diagnosis and how to determine the predic-
tion window. Experiments are presented to validate this
approach. Finally, we discuss related works and possible
extensions.

2. NON-EXHAUSTIVE DIAGNOSIS

This section describes the discrete-event system (DES),
the diagnosis of DES, and non-exhaustive diagnosis en-
gines.

2.1 Diagnosis of Discrete-Event System

A discrete-event system is basically a finite-state machine
with partially observable transitions.
Definition 1. (Discrete-Event System).
A discrete-event system is a tuple A = 〈Q,Eu, Eo, T, I〉
where Q is a finite set of states, Eu is a finite set of
unobservable events, Eo is a finite set of observable events,
T ⊆ Q × (Eu ∪ Eo) × Q is a finite set of transitions, and
I ⊆ Q is a finite set of initial states.

A DES represents a set of behaviours modeled as paths
on the DES. A path on the DES A is a sequence of
consecutive transitions ρ = q0

e1→ q1
e2→ . . .

en→ qn on
the system (i.e. 〈qi−1, ei, qi〉 ∈ T for i ∈ {1, . . . , n}).
The system takes a path ρ starting from an initial state
q0 ∈ I and generates a sequence of j observations obs(ρ) =
[o1, . . . , oj ] that corresponds to the elimination of the n−
j unobservable events in the sequence [e1, . . . , en]. This
sequence is observed by the diagnosis engine. 1 The goal
of the diagnosis engine is to recover what happened in the
system according to these observations.

An agent on a DES is usually concerned with tracking
unacceptable faulty behaviours. The definition of such
behaviours can be elaborate (Jéron et al. [2006]), but for
sake of simplicity we consider that a subset Ef ⊆ Eu of
unobservable events are defined as faulty. A path is faulty
if it contains at least one faulty event. The goal of the
diagnosis is then to determine the sequence [f1, . . . , fk] of
k faulty events that corresponds to the elimination of the
non faulty events (Eo ∪Eu \Ef ) of the sequence of events
[e1, . . . , en]. The path that supports a diagnosis is called
an explanation of the diagnosis. Note that this work is not
restricted to this definition of diagnosis.
Example 1. Figure 1 presents a running example for this
paper. The states are represented by circles, and the
1 This sequence may be uncertain (partial order, noise, etc.) – see
(Grastien et al. [2005], Lamperti and Zanella [2007]) for instance –,
but this issue is rather orthogonal to this article.

transitions by arrows. The unique initial state is 1. The
observable events are a, b, and c, and the unobservable
events are u and the faulty event f .

Given the sequence of observations obs = [b, c, b, a, b], the
only behaviour consistent with obs is 1 b→ 2 c→ 4 u→
5 b→ 6 a→ 1 b→ 2; the diagnosis is the empty sequence
of faults ([]). However, if the sequence of observations is
[c, b, c], three behaviours are possible: 1 c→ 3 b→ 4 u→ 5 c→ 7,

1
f→ 2 c→ 4 u→ 5 b→ 6 c→ 8, or 1

f→ 2 c→ 4 u→ 5 b→ 6 c→
8 u→ 5; the two corresponding diagnosis candidates (or
diagnoses) are: [] or [f ]. 2
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4 5
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c
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b

b

u u

b
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6

a

Fig. 1. Example of a discrete-event system.

2.2 Non-Exhaustive Diagnosers

As seen in Example 1, the observations of the behaviour of
a system can be ambiguous, i.e. it is not possible to retrieve
precisely what behaviour generated these observations. In
particular, many systems are not diagnosable (Sampath
et al. [1995]) which means that the sequence of faults
that actually occurred on the system cannot always be
precisely deduced from the sequence of observations. In
this case, several diagnoses can be returned to explain the
observations.

What the diagnoser should do when ambiguous diagnoses
arise depends on the application: the agent may expect
all diagnoses, all minimal diagnoses, the most probable
diagnosis, the worst-case diagnosis, etc. For this purpose,
we consider a notion of preference, such that the expected
output of the diagnoser is the preferred diagnosis.
Definition 2. (Diagnosis Preference).
The (diagnosis) preference is an ordering relation � on the
set of diagnoses such that the diagnosis ∆ is preferred to
the diagnosis ∆′ if ∆ � ∆′.

We extend the notion of preference to paths, in the sense
that if the path ρ is preferred to the path ρ′ (denoted
ρ � ρ′), then the diagnosis of ρ is preferred to the
diagnosis of ρ′. The preferability notion may include e.g.
the probability of a diagnosis.

Consider that the agent in charge of the system only
requires the preferred diagnosis, e.g. because the num-
ber of possible diagnoses is prohibitive and no decision
can be made that satisfies all possible diagnosis. We call
non-exhaustive diagnosis engine (nede) a diagnoser that
returns only the preferred diagnosis. To allow the incre-
mental diagnosis, we also require that this engine returns
an explanation of the diagnosis.
Definition 3. (Non-Exhaustive Diagnosis Engine).
A non-exhaustive diagnosis engine is a procedure that
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returns the preferred diagnosis, along with an explanation
of this diagnosis.
Example 2. Through the examples of this paper, the pre-
ferred diagnosis is the most probable diagnosis, defined as
the minimum cardinality diagnosis, i.e. the diagnosis that
exhibits the smallest number of faulty events.

In Example 1, for the sequence of observations [c, b, c],
the nede will only return the empty diagnosis [] with the
associated explanation 1 c→ 3 b→ 4 u→ 5 c→ 7. 2

In many circumstances, a non-exhaustive diagnosis will
be sufficient for the agent. Indeed, the agent will only
consider the preferred diagnoses. It is possible to turn an
exhaustive diagnoser that returns the explanations into a
nede simply by determining the preferred diagnosis and
extracting one of its explanations. However, the restriction
proposed in Definition 3 allows more efficient computation
as the search space can be pruned as soon as a first
diagnosis is computed. The only nede we are aware of
in the domain of DES is the SAT-based diagnoser we
proposed recently (Grastien et al. [2007]). 2 Other existing
approaches prefer to ensure completeness. The present
article is not restricted to any nede in particular.

3. INCREMENTAL DIAGNOSIS

3.1 Definition of Incremental Diagnosis

On-line diagnosis is the problem of supervising a system
that is running. It usually includes managing the flow of
observations (Pencolé and Cordier [2005], Grastien et al.
[2005], Lamperti and Zanella [2007]), which is independent
from our problem. Another problem associated with on-
line diagnosis is that the number of observations increases
regularly, and the diagnosis cannot be computed from
scratch every time it is updated. This is the problem of
incremental diagnosis.
Definition 4. (Incremental Diagnosis).
Given a discrete-event system A, given a sequence of ob-
servation obsj = [o1, . . . , oj ], given a continuation obsj′ =
[o1, . . . , oj′ ] of obsj (i.e. such that j′ ≥ j), the incremental
diagnosis is the computation of the diagnosis of obsj′ using
the diagnosis of obsj .

An important concept in incremental diagnosis is the
notion of consistency with preference. Basically, if a path
ρ1 is preferable to another path ρ2, then the concatenation
ρ1ρ

′ of the two paths ρ1 and ρ′ is usually preferable
to the concatenation ρ2ρ

′. This strongly suggests that
the computations performed for obsj should be partially
reusable for obsj′ .

The incremental diagnosis must satisfy a complexity re-
quirement. This requirement states that the complexity
of updating a diagnosis only depends on the number of
additional observations, and not on the total number of
observations. Formally, the complexity of the incremental
diagnosis must be bounded by some complexity function
f(j′ − j) and not by f(j′).

2 Although we are aware that planning-based approaches are being
developed.

The incremental diagnosis can be defined in a comput-
ationally-hard yet simple-to-define manner for the exhaus-
tive diagnosis engines. For any possible state q ∈ Q of the
system reached in the previous diagnosis after observation
oj , new paths starting from q and consistent with the
sequence of observations [oj+1, . . . , oj′ ] are computed. The
sequence of faults of these paths are then concatenated
to the sequences of faults already associated with reaching
state q. In case the diagnosis engine is a nede, the problem
is not that trivial since only one possible state q at the
end of the previous diagnosis is known. This was already
pointed out in (Kurien and Nayak [2000]), but we illustrate
it here with Example 3.
Example 3. Recall Example 1 with the observations
[c, b, c]. The diagnoses were [] with current state 7, or
[f ] with current state 5 or 8. Consider the additional
observations [a, c, b]. The path ending in state 7 can be
extended by 7 a→ 1 c→ 3 b→ 4, 7 a→ 1 c→ 3 b→ 4 u→ 5,
or 7 a→ 1

f→ 2 c→ 4 u→ 5 b→ 6, leading to incremented
diagnoses [] or [f ]. The paths from states 5 and 8 can also
be extended leading to diagnoses [f ] or [f, f ].

Consider now that the additional observations are not
[a, c, b] but [c, b]. The path ending in state 7 cannot be
extended, while the paths ending in state 5 or state 8
can be extended, leading to the diagnosis [f ]. In case
the diagnoser is non-exhaustive, it only returned the path
ending in state 7. The procedure presented above fails to
compute a diagnosis. 2

As shown in the Example 3, the procedure may return no
diagnosis if the diagnosis is performed by a nede. This is
the worst case scenario: in a slightly less harmful scenario
(which cannot be reproduced in the particular example of
this article), the procedure returns a diagnosis that is not
the preferred one. Basically, the incremented diagnosis ρ
is preferred to ρ′, but ρ′ is returned because the prefix of
ρ′ was preferred to the prefix of ρ.

It is easy to determine when no diagnosis is found, and
a backtracking technique can then be applied. However,
we want to limit the backtracking so as to not violate
the complexity requirement. Furthermore, the less harmful
scenario is usually very hard to identify without a total
backtracking, which is definitely impossible.

Kurien and Nayak [2000] proposed to abstract the problem
for allowing the incremental procedure. We present a
different approach for this problem.

3.2 Incremental Diagnosis with nede

We first illustrate the principle of our approach through
Example 4.
Example 4. Back to Example 3 with the incremental ob-
servations [c, b], the main ambiguity here is the following:
when the system is in state 1 (at the beginning or after
the occurrence of a) and it generates the observable event
c, did the system go through state 3 (without a fault) or
state 2 (with a fault)? This ambiguity remains as long as
the system generates a sequence of (c, b)n. If the system
generates two bs or two cs in a row, the ambiguity disap-
pears. If it generates a, then the state is reset to 1 and
the ambiguity can no longer be solved. Consider now that,
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independently from the path leading to the state 5, the
probability of triggering b in this state is the same as that
of triggering c or a. Then, the probability of generating
(c, b)m decreases exponentially with m (< 3−m). 3 It is
reasonable to consider that for a value of m large enough
(say m = 50), this probability gets negligible. Thus, if
there is an ambiguity about the occurrence of a failure at
a given time, after n = 2×m observations, this ambiguity
will either

(1) be impossible to ever solve because of the occurrence
of a, and the best is then to consider the preferred
possibility, i.e. no failure occurred, or

(2) be dispelled by the occurrence of a pair of bs or cs.

Therefore, a property of the system is that the behaviour
before the last n observations can be safely established,
and that no backtrack should be required further than
this state. 2

This property is not a feature of this particular example,
but it is a feature of any system though the value n
may be difficult to determine. When a system generates
an ambiguous behaviour, the next observations may help
to solve or determine the most probable path (according
to the preferred diagnosis). The observations immediately
after the date of this ambiguity are likely to provide the
more information. After a longer delay, the information
provided by the observations about this particular ambi-
guity weakens for two reasons:

(1) because the ambiguous behaviours can no longer be
distinguished, or

(2) because the ambiguity was already cleared by the
previous observations.

We propose a diagnosis technique based on this property.
When the behaviour of the system is computed at a given
time, the property makes reliable the first part of this
behaviour. Thus, we consider that this part is the prefix of
what really happened on the system. The last part is not
established yet at this stage, but will be when new obser-
vations are available. Thanks to this technique, the first
part of the behaviour does not need to be computed again
when new observations are gathered. On the contrary, the
last part of the diagnosis is computed again, and a different
explanation (and a different diagnosis) may be generated
for this part.

This technique is illustrated in Algorithm 1, which requires
the following three inputs:

(1) Prediction window µ, which indicates how many ob-
servations are required before a diagnosis is estab-
lished.

(2) Non-exhaustive diagnosis engine Ω, which takes as
input a set of initial states 4 and a sequence of
observations, and returns a preferred explanation.

(3) An observation flow OF , which provides the ordered
sequence of observations on the system. This flow
does not return all the observations at once.

3 This upper-bound considers only the transitions on state 5; the
other possible transitions on states 6, 7, and 8 should be considered
for a more accurate value.
4 A set of states is required because of diagnosis resets as explained
later.

The established explanation of the observations is stored in
ρ and its final state is stored in S0. The path ρu represents
the current explanation of all the observations; it may be
inconsistent with the final diagnosis; it can be returned
any time if the procedure is on-line (see section 3.3). obs
contains the list of observations that are not yet explained
in ρ; its size will generally be bounded by µ.

Whenever new observations newobs are available, the
following procedure takes place:

• the new observations are added to the observations
not explained and a path ρ′ is computed from a state
of S0;

• the if statement is explained later;
• both paths ρu and ρ are updated, and the last µ

observations are kept;
• finally the set of states S0 is updated.

The algorithm does not return the diagnosis but a path
from which the diagnosis can be trivially computed.

Algorithm 1 Incremental Diagnosis with a nede.
1: input prediction window µ
2: input nede Ω
3: input observation flow OF
4: S0 := I
5: obs := []
6: ρ := ∅
7: ρu := ∅
8: while OF generates newobs do
9: obs := obs ⊕ newobs

10: ρ′ := Ω(obs , S0)
11: if ρ′ not found then
12: ρ′ := Ω(obs , Q) // Diagnosis reset
13: end if
14: ρu := ρ⊕ ρ′

15: ρ := ρ⊕ remove-last(ρ′, µ)
16: obs := keep-last(obs, µ)
17: S0 := {last-state(ρ)}
18: end while
19: return ρu

Such a procedure can be seen as a backtracking technique.
The diagnoser is allowed to backtrack until the µ previous
observations, and the backtracking is limited to this po-
sition to avoid complexity explosion. The algorithm may
return an incorrect diagnosis. Obviously, if the value µ is
set poorly, the algorithm may return a diagnosis that is
not the preferred one, in particular if µ = 0. The system
presented in Figure 1 has no minimal value for µ that
makes the algorithm correct. We discuss how to determine
µ in Section 4.

Since this procedure may be incorrect, it may fail to
compute a diagnosis (line 10). What shall we do in this
case? As specified precedently, the backtracking is limited
until a bounded number of observations. The state of the
system being lost, the procedure can be simply stopped,
and return a failure message.

Alternatively, we can consider that the set of observations
obs will be sufficient to recover the state of the system.
Since the current state is unknown, we run the algorithm
from any state of Q (line 12), which is called a diagnosis
reset. This means that the behaviour computed is not
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globally consistent: the state at the beginning of the
prediction window abruptly jumps for no sensible reason.
However, we expect the procedure to bring the supervision
system back on track. If the supervision system is able to
recover the system state, the diagnosis will be incorrect
around the diagnosis reset but should be correct before
and after. In case the system generates many failures, in
particular in case of intermittent failures, this procedure
should be acceptable and have a good ratio of correct
fault identifications. Obviously, the incremental algorithm
should warn the human agent of this incorrectness.

3.3 Extension to On-line Diagnosis

This algorithm was presented in the context of incremental
diagnosis, but not of on-line diagnosis. In on-line diagnosis,
the goal is to determine what is currently happening, as op-
posed to what happened some time ago. It is very difficult
to determine what is currently happening because only a
very little information is available. The current behaviour
is usually ambiguous. However, although exhaustive algo-
rithms return all possible scenarios, the agent generally
considers only the preferred one. Exhaustive methods en-
sure monotonicity (Lamperti and Zanella [2007]), which
basically states that any diagnosis at time t is consistent
with at least one diagnosis at any time t′ < t; the diagnosis
at time t possibly contains more faults than the diagnosis
at time t′ since faults possibly occurred between times t′

and t.

It is possible to return the explanation ρu at any time. This
explanation indicates what the current preferred diagnosis
is. Note the suffix of this diagnosis is not established,
which means that a latter explanation after receiving
new observations may be inconsistent with the current
one. The monotonicity is thus not ensured. However, we
consider that this is not harmful in most cases: since the
control decisions on the system are usually performed
by the human operator on the preferred diagnoses, the
monotonicity is not a strong requirement. Besides, when
the behaviour is ambiguous, decisions must still be taken.

4. DETERMINING THE PREDICTION WINDOW

In this section, we discuss how to determine the value of
the prediction window µ. Some systems have the property,
where Algorithm 1 will always return the preferred diag-
nosis for value µ greater than a particular value n. We first
discuss this value. Because most systems (in particular
the decentralised ones) actually do not exhibit such a
feature, we propose to use a large value for µ. Experiments
in the next section show how the selected values impact
on the quality of the diagnosis and the efficiency of the
computation.

4.1 Correct Prediction Window

Some systems have the following property: any ambiguity
on their behaviour raised by an observer can be solved after
a bounded number of additional observations is provided.
We call these systems finitely trackable, and define the
property in Definition 5. In this definition, we consider ρk

and ρkρ′k are paths on the system model. Furthermore,
obs(ρ′i) = [o1, . . . , on, . . .] means that the observations
generated by ρ′j start with [o1, . . . , on].

Definition 5. (Finite trackability).
A discrete-event system A is finitely trackable iff:

∃n ∈ N : ∀ρ1, ρ2, obs(ρ1) = obs(ρ2),

∀[o1, . . . , on] ∈ (Eo)n, ∃i, j : {i, j} = {1, 2}∧
∀ρ′j , obs(ρ′j) = [o1, . . . , on, . . .] ⇒

∃ρ′i : obs(ρ′i) = obs(ρ′j) ∧ ρiρ
′
i � ρjρ

′
j .

This definition means that there is a finite delay n such
that for any ambiguity (expressed by obs(ρ1) = obs(ρ2)),
and for any sequence of n observations generated after
this ambiguity, it is possible to keep only one path ρi.
Indeed for any path ρjρ

′
j consistent with the observations

(including the next unknown observations), a preferable
path ρiρ

′
i � ρjρ

′
j also consistent with these observations

can be found. Given two paths ρ1 and ρ2, the preferred
path ρi can be different depending on the next observa-
tions [o1, . . . , on].

There are some similarities between this property and
the diagnosability property (Sampath et al. [1995]). The
latter one indicates that a complete diagnoser can always
diagnose the occurrence of a fault after a bounded number
of observations after the fault occurred. This is very similar
to our finite trackability property especially regarding the
finite bound. However, there is no logical relation between
diagnosability and finite trackability:

• A finitely trackable system can be non diagnosable.
Indeed, a trackable diagnoser solves the ambiguity by
choosing the preferred diagnosis while a diagnosable
diagnoser finds the exact one. E.g., remove the tran-
sition 5 c→ 7 in the system presented in Figure 1;
then this system is finitely trackable with n = 3 but
is not diagnosable: did a fault occur if we observe
[(c, b, a)∞]?

• A diagnosable system may be not finitely trackable.
The reason is that diagnosability is tested on an
exhaustive diagnoser: it may be required to keep
track of several possible paths on an unbounded delay
before the occurrence of the failure. Consider the
system presented in Figure 2. Clearly, the system is
diagnosable because a failure is always followed by the
observable event b. However, it is not finitely trackable
because the ambiguity in the first transition (3 u→ 2
or 3 u→ 4) cannot be solved in a bounded delay.

1 2 3 4 5u u u f

c a a b

Fig. 2. Example of a diagnosable yet not finitely trackable
discrete-event system.

Distributed systems are generally not finitely trackable for
the following reason. Whenever an ambiguous behaviour
occurs on some part of the system and given an upper
bound n, another part of the system can generate (n + 1)
observations unrelated to the ambiguity; this independent
behaviour does not help clearing the original ambiguity,
thus contradicting the existence of n.
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4.2 Incorrect Prediction Window

If the system is not finitely trackable, it is still possible
to choose a large enough value for µ to ensure a correct
diagnosis in most cases.

A larger prediction window increases the probability of
a correct diagnosis. But it also has drawbacks. First the
computation is almost certainly more expensive with a
larger prediction window, since each call to the nede is
performed on a larger window. Moreover, a behaviour is
established — and considered sure — only after a long
delay µ, which can be unsatisfactory for on-line diagnosis.

There is a second parameter that can influence the choice
of µ. This parameter, denoted λ and called diagnosis win-
dow, is the number of new observations at each new step,
i.e. the size of newobs in Algorithm 1. If the parameter λ
is small, the diagnosis is updated more often. However, a
large value of λ may make the diagnosis simpler to solve
because the nede is called less often.

We conducted a series of experiments on this topic.

5. EXPERIMENTS

For this study, we reuse the benchmark we proposed in
(Grastien et al. [2007]). The system contains 20 compo-
nents with 6 states each. This makes the number of states
reach 620. In many diagnosis problems, some states are
no longer reachable after some time, which makes the
incremental diagnosis simpler as the size of the search
space is diminished. This is not the case in this example
since it is always possible to return to the initial state.

The problem is to find one minimal cardinality diagnosis
on a sequence of 1, 000 totally-ordered observations. 5 The
nede is the implementation of the procedure presented in
(Grastien et al. [2007]) using one of the state-of-the-art
SAT solvers, MiniSAT v2.0 (Eén and Sörensson [2003]). 6

The experiments were conducted on a 1.73 GHz Pentium
4 computer.

The diagnosis problem is translated into the following
problem: Finding a path on the system consistent with the
observations with the optimality criterion that the number
of faults in the path must be minimal. The path-finding
problem is in turn translated into a SAT problem as in the
classical SAT planning (Kautz and Selman [1996]), and the
search is performed for an incremental number of faults
starting from 0. To test the existence of a path (line 11 in
Algorithm 1), the path-finding is first performed without
constraint on the number of faults.

We studied the performances of the diagnoser with two
parameters: µ (size of the prediction window) and λ
(number of observations added at each iteration). The
incremental SAT feature (Hooker [1993]) was used to
speed-up the solving of similar SAT problems within the
same pair of parameters but is out of the scope of this
article.

5 Althought several different diagnosis with the same cardinality
may be generated, we consider only one diagnosis.
6 This SAT solver is available from http://www.satcompetition.org/
or http://minisat.se/.

Table 1. Runtime in seconds.

λ ↓ µ → 0 10 20 30 40 50

2 7 43 81 180 673 1 429
5 10 28 54 127 288 758

10 8 21 43 86 214 485
20 11 25 45 121 263 453
40 36 58 101 285 321 685

The runtime to incrementally solve the diagnosis problem
is given in Table 1. As one could expect, a larger prediction
window increases the runtime. A small diagnosis window
also has a negative impact on the time, as the number
of incremental diagnosis problems solved increases (this
number is roughly the total number of observations di-
vided by λ). Note however that a large diagnosis window
also increases the runtime especially for small prediction
windows because the incremental diagnosis is then per-
formed on larger windows. We tried to solve the diagnosis
problem in a non-incremental way with the algorithm used
in this experiment; however, no solution was found within
two hours (7, 200 seconds).

Table 2. Number of diagnosis resets.

λ ↓ µ → 0 10 20 30 40 50

2 374 130 78 31 5 0
5 182 105 47 0 0 0

10 98 74 17 7 0 0
20 47 28 0 4 0 0
40 21 10 1 0 0 0

The number of diagnosis resets during the computation
is given in Table 2. With a prediction window of more
than 40, the number of resets is null. On this particular
system, a good value for µ is probably 50 or more. Another
interesting result is that small diagnosis windows increase
the number of resets because they increase the number of
incremental problems.

Table 3. Number of false negatives (out of 108).

λ ↓ µ → 0 10 20 30 40 50

2 100 66 47 25 7 0
5 97 69 37 0 0 0

10 88 56 15 5 0 0
20 68 39 1 3 0 0
40 36 14 3 0 0 0

We now propose to evaluate the quality of the diagno-
sis. We study whether the diagnosis algorithm was able
to identify each fault and the time they occurred. The
scenario used for this evaluation contains 108 faults; the
occurrence date within the flow of observations is known
for each fault. Using only the observations, it is impossible
to determine exactly at what time a fault occurred: there is
a varying delay between the occurrence of the fault and the
reception of the relevant observations. We considered that
the diagnoser identified correctly a fault if it suggested the
occurrence of this fault at a date within the flow of obser-
vations that differs by no more than 25 observations. The
number of missed faults (false negative) is given in Table 3.
The faults are well identified when the prediction is large
enough. Interestingly, with small prediction windows, the
algorithm performs better for the large diagnosis windows
than for the small ones. The reason is that a large diagnosis
windows acts as a prediction window for the events that
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occurred in the beginning of the diagnosis window. The
false positives follow a similar tendency.

These experiments clearly show that a large prediction
window can lead to a correct incremental diagnosis. This
technique can be used to perform diagnosis in an incre-
mental manner or in an on-line context. The experiments
also show that the two parameters together with the nede
have an impact on the computation time which must be
considered.

6. RELATED WORK

Diagnosis is often concerned with the on-line monitoring
of system, because on-line detection of faults enables an
agent to circumvent unfortunate consequences. Yet on-
line diagnosis and in particular the issue of incremental
diagnosis, are often omitted in the literature.

The Sampath Diagnoser (Sampath et al. [1995]) allows
incremental diagnosis with great efficiency. The system
model is compiled into a deterministic finite state machine
whose transitions are labeled by observable events. Given
a sequence of observations, it suffices to follow the single
path on the diagnoser and to read the diagnosis labeling
the state reached thereby. The limitations of this method
are well-known. First although being computed off-line,
this approach does not scale up at all, since the size of the
diagnoser is exponential in the size of the system model,
which is in turn exponential in the number of components.
To some extend, this issue can be prevented by the use
of specialised and local diagnosers (Pencolé et al. [2006])
but with the loss of global view and generally the loss of
accuracy. The second issue is that this method was defined
for totally-ordered sequences of observations, and the
extension to uncertain observations was not studied and
probably adds another complexity. Finally the diagnoser
works as a black-box and returns no explanation; an
explanation is sometimes expected by the (human) agent
in charge of the system.

More recently, some frameworks were developed for the in-
cremental diagnosis (Pencolé and Cordier [2005], Grastien
et al. [2005], Lamperti and Zanella [2007]). The diagnosis
is reduced to finding all the paths on the model consistent
with the observations. Since all the paths are computed,
the issue of incremental diagnosis is not that some paths
may be missed but how to slice the flow of observations
in case of delays. In (Pencolé and Cordier [2005]), the effi-
ciency is ensured by the use of a decentralised approach to-
gether with partial-order reduction techniques. In (Cordier
and Grastien [2006]), the momentary independencies are
used to avoid global and complex computations.

Symbolic methods have also been proposed for the di-
agnosis of discrete-event systems. In (Schumann et al.
[2007]), the unfolding of the model consistently with the
observations is performed with BDDs. This approach is
complete and the use of symbolic tools greatly simplifies
the procedure.

What does the diagnoser need to keep from previous and
current computations in incremental diagnosis? The Fault
Detection and Identification (FDI) community proposed
the use of Kalman filters (Kalman [1960]), which only
requires the estimated state from the previous time step.

7. CONCLUSION AND FUTURE WORK

We introduced the notion of non-exhaustive algorithm for
the diagnosis of discrete-event systems. The characteristic
of such algorithms is that they do not compute all the
diagnoses but only the preferred diagnosis. This restriction
simplifies the problem as the number of possible diagnoses
and their explanations is usually exponential in the num-
ber of components. Yet, this restriction is acceptable as the
(human) agent is usually only interested by the preferred
diagnosis.

Incremental diagnosis is the problem of updating the di-
agnosis when new observations are received. Because the
currently preferred diagnosis may contradict latter obser-
vations, a correct incremental algorithm usually needs to
compute all the diagnoses, or start from scratch everytime
new observations are available. Our proposal relies on
the following remark: when a diagnosis is computed, the
first part is more reliable than the last part because it is
supported by more future observations. When computing
a diagnosis, we thus propose to establish the first part,
and let the last part, called prediction window, free; this
latter part is established only when more observations
are available. We have shown that our algorithm does
not ensure completeness or even consistency in general.
However, experiments have demonstrated that for some
parameters, the diagnosis returned by this procedure is
correct.

We see several extensions to the presented work.

We considered the nede returns only the preferred diag-
nosis. Extensions include returning the k preferred diag-
noses or even all the diagnoses (but not necessarily all
the paths). It is also possible to increase the number of
paths returned by the nede. For instance, the intrackable
problem in Figure 2 becomes trackable if two paths are
monitored since the ambiguity of the transitions 3 u→ 2 and
3 u→ 4 no longer needs to be solved. The definition of finite
trackability indicates that after a number of observations,
it suffices to establish a single path; it can be extended for
k paths. These problems include formally defining when
two paths are considered different. Typically, it is not
useful to store a path, plus a copy of this path followed by
unobservable events, or an equivalent version with respect
to concurrency.

Our work can be used for any non-exhaustive algorithm.
Whichever algorithm is used, one concern should be the
reuse of past computations: the suffix of the path com-
puted at time t is not established, and this suffix will
be computed again when new observations are available.
It should be possible to recycle several conclusions that
arose from the previous computations. This should be
investigated more closely.

Finally, we used a temporal decomposition to simplify
a diagnosis problem. We want to investigate the spatial
decomposition as well. For instance, it may be possible
to diagnose a subsystem, establish the diagnosis of a part
(the core) of this subsystem, and incrementally consider
a bigger subsystem. After the core behaviour is set, the
diagnosis of the latter subsystem is easier.
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Abstract: When evolving, a discrete-event system (DES) generates a sequence of observable labels,
namely a trace. If the DES is large and distributed, what is perceived is a degradation of the trace, namely
an uncertain temporal observation. While trace-degradation has never been subject of formal investiga-
tion, considerable effort has been spent on similarity-based diagnosis, where temporal observations are
checked for subsumption, a property that enables reuse in model-based diagnosis of DESs. A sufficient
condition for subsumption was proposed, called coverage. What spurred the results presented in this
paper was the suspicion that coverage and degradation are somewhat related concepts. To prove the
validity of this conjecture, the unifying notion of relaxation between temporal observations is presented.
Despite their different definitions, both degradation and coverage are shown to be instances of relaxation.

1. INTRODUCTION

Model-based diagnosis of discrete-event systems (DESs), Cas-
sandras and Lafortune [1999], has been an active research area
in this last decade, Debouk et al. [2000], Lunze [2000], Console
et al. [2002], Pencolé and Cordier [2005]. A diagnosis task
takes as input an observation of the DES, whose observable
events range over a finite domain of discrete values. An ob-
servation is temporally uncertain if the generation order of ob-
served events is not precisely known. What is known is instead
a partial order that conforms to the actual generation order:
given the reception order of events, it is impossible to devise
the relative emission order of all the pairs of events belonging
to the observation. Therefore, several sequences of observable
events comply with a temporally uncertain observation.

Features and models of DES observations have been investi-
gated for diagnosis purposes, including the following:

� Defining the different kinds of uncertainty affecting a
given observation, Lamperti and Zanella [2002];

� Splitting uncertain observations into sub-observations to
be incrementally considered by diagnostic tasks, Lamperti
and Zanella [2004], Pencolé and Cordier [2005];

� Studying the effects of properties (such as correct slic-
ing, Grastien et al. [2005], or stratification, Lamperti and
Zanella [2007]) of an uncertain observation on the diag-
nostic results;

� Proposing algorithms for comparing uncertain observa-
tions in order to reuse (intermediate results of) model-
based reasoning, Lamperti and Zanella [2006], Ducoli
et al. [2007].

This paper, which is a theoretical extension of Lamperti et al.
[2008], is more on principles than on techniques. It provides a
formal framework aimed at unifying different notions related
to uncertain temporal observations of DESs. It shows how the
relationship of coverage between two temporal observations O

and O
0, introduced in Ducoli et al. [2007] in order to practically

support reuse-based diagnosis of DESs, Lamperti and Zanella
[2006], is in fact equivalent to the relationship of relaxation

between O and O
0. Relaxation is the formalization of the degra-

dation of a sequence of observable labels (generated by the
system) into what is actually perceived by the observer, namely
the (uncertain) temporal observation. The found equivalence
between coverage and relaxation opens new perspectives on
subsumption, a sufficient condition to solve a diagnostic prob-
lem by reusing already reconstructed behaviors. However, such
a reuse is the more interesting the more subsumption checking
is efficient. Subsumption checking has so far been performed
via coverage checking but now we are aware that it could be
performed via relaxation checking, provided that the latter is
more efficient than the former, which is still an open question.

2. TEMPORAL OBSERVATION

DESs are typically modeled as networks of components. Each
component is a communicating automaton, Brand and Zafirop-
ulo [1983], that reacts to input events by state-transitions which
possibly generate new events towards other components. When
a DES reacts, it performs a sequence of transitions, some of
which are visible. For each visible transition, an observable
label is generated. The whole sequence of these labels (ordered
according to the generation order) is the trace of the reaction.
However, what is actually perceived by the observer is a degra-
dation of the trace, namely a temporal observation. We say that
the trace is relevant to the temporal observation.

Let L be a finite domain of labels, possibly including the null
label �. A temporal observation is a directed acyclic graph

O D .N ; L; A/ (1)

where N is the set of nodes, with each N 2 N being marked

with a non-empty subset of L, and A W N 7! 2N is the set of
arcs. A ‘�’ temporal precedence relationship among nodes of
the graph is defined as follows:

� If N 7! N 0 2 A then N � N 0;
� If N � N 0 and N 0 � N 00 then N � N 00;
� If N 7! N 0 2 A then ÀN 00 2 N .N � N 00 � N 0/.

Based on the last property, we say that O is in canonical form
(that is, without any redundant temporal precedence). When no
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Fig. 1. Linear observation (left), and observations O1 and O2.

precedence relationship is defined between N and N 0, such
nodes are temporally unrelated, written N ªN 0. O is totally
disconnected when it includes no precedence relationship at all.

The set of candidate labels marking a node N is the logical
content of N , written kN k. For each N 2 N , kN k ¤ f�g.

An observation which includes a node whose logical content is
not a singleton is affected by logical uncertainty. An observa-
tion which includes a pair of temporally unrelated nodes is af-
fected by temporal uncertainty. A temporal observation where
none of the above uncertainties holds is a linear observation.
An uncertain observation O implicitly incorporates several can-
didate traces, each determined by selecting one label from each
node in N without violating the temporal constraints imposed
by the precedence relationships. The whole set of candidate
traces is written kOk. We make the assumption that among the
candidate traces of O is the trace T relevant to O. Based on
such an assumption, all candidate traces but one (namely, T )
are spurious. Spurious traces have not been generated by the
system during the reaction, even though they are incorporated
in O. However, the mode in which the trace T degrades to
an observation O is, generally speaking, nondeterministic and,
therefore, unpredictable. The trace of a reaction may inciden-
tally have not degraded. If so, the temporal observation is linear.

Example 1. Assume that a DES reaction generates the trace
T D abc. Shown on the left of Fig. 1 is the linear observation
whose only candidate trace is abc, which is considered by
the diagnosis process in case no degradation has occurred. In
case of degradation, the resulting uncertain temporal observa-
tion may be, for instance, O2 D .N2; L2; A2/, where N2 =
fN 0

1; : : : ; N 0
4g, and L2 D fa; b, c; d; �g. Node N 0

1 incorporates
the first observable label, namely a. Then, either N 0

2 or N 0
3

follows, each of which involves two candidate labels, where � is
null. The last node is N 0

4, with a and � being the final candidate
labels. The observer cannot devise the reciprocal emission order
of the observable events relevant to nodes N 0

2 or N 0
3. Moreover,

possibly owing to a limited discrimination ability, the observer
does not know whether there is an event relevant to N 0

2 or only
noise. Likewise, the observer cannot discriminate which is the
actual label relevant to N 0

3. Finally, node N 0
4 is due to noise

on the transmission channel (in fact no a label was generated
after the first one), however the observer does not know whether
what was received is pure noise or label a instead. kO2k in-
cludes the candidate traces ac, ad , abc, abd , aca, ada, acb,
adb, abca, abda, acba, adba, each of which is obtained by
selecting one label for each node without violating the temporal
constraints, where the null label � is removed. This observation
is actually a degradation of the given trace abc since kO2k
includes the trace T itself.

3. SUBSUMPTION

In reuse-based diagnosis of DESs, Lamperti and Zanella
[2006], it is essential to check whether the solution of the di-

Fig. 2. Isp.O1/ and two-step construction of Isp.O2/.

agnosis problem }0 at hand can be supported by the knowledge
yielded for solving a previous (different) diagnosis problem },
with the latter being stored in a knowledge base. Among other
constraints, reuse of } can be achieved only if the observations
O

0 and O relevant to }0 and }, respectively, are linked by a
subsumption relationship,

O c O
0 (2)

namely, only if O subsumes O
0. O subsumes O

0 iff the set of
candidate traces of O includes all the candidate traces of O

0,
namely kOk � kO

0k. Subsumption is equivalently defined in
terms of regular-language containment. The index space of an
observation O, namely Isp.O/, is a deterministic automaton
whose regular language 1 is the set of candidate traces of O,
namely kOk, Lamperti and Zanella [2006]. Hence, O subsumes
O

0 iff Lang.Isp.O// � Lang.Isp.O0//. The reason why obser-
vation subsumption supports reuse can be explained as follows.
The solution of } yields an automaton �, a sort of diagnoser
based on O, where each state is marked by a set of diagnoses
and each transition is marked by a label in L � f�g. The regular
language of � is the subset of the traces relevant to O that
comply with the system model, namely, Lang.�/ � kOk. The
same applies to a new problem }0 relevant to O

0. However, if
O c O

0, that is, kOk � kO
0k, then Lang.�/ � Lang.�0/.

In other words, � contains all the traces of �0. This allows the
diagnosis engine to reuse � in order to generate �0 based on
O

0, which is more efficient than generating �0 from scratch, be-
cause the (possibly heavy) model-based reasoning for creating
�0 is avoided.

Example 2. Suppose that a diagnosis problem relevant to ob-
servation O2 (right of Fig. 1) has to be solved. Assume that the
knowledge base does not include O2, while it includes O1 D
.N1; L1; A1/ (center of Fig. 1), where N1 D fN1; : : : ; N5g,
and L1 D fa; b; c; d; f; �g. Then, whether O1 subsumes O2

has to be ascertained, which might be checked by building
the index space of either observation. As illustrated for obser-
vation O2 on the right of Fig. 2 (where double-circled states
are final), first a nondeterministic automaton is drawn from
the observation graph (center of Fig. 2), then the equivalent
deterministic automaton Isp.O2/ is built. 2 The deterministic
automaton Isp.O1/ is displayed on the left of Fig. 2. It is easy
to check that kO1k � kO2k, therefore O1 subsumes O2.

1 The regular language of an automaton is the (possibly unbounded) set of

strings of labels associated with each path within the automaton, where a path

is the sequence of contiguous transitions from the initial state to a final state.
2 See Hopcroft et al. [2006] for automaton transformations.
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4. COVERAGE

Checking observation subsumption by regular-language con-
tainment may be prohibitive in real applications. In order to
cope with this complexity, an alternative checking-technique,
based on the notion of coverage was proposed in Lamperti and
Zanella [2007], where it was proven that coverage is a sufficient
condition for subsumption.

Definition 3. (COVERAGE) Let O D .N ; L; A/ and O
0 D

.N 0; L
0; A

0/ be two temporal observations, where N D
fN1; : : : ; Nng and N

0 D fN 0
1; : : : ; N 0

n0g. We say that O covers

O
0, written O D O

0, iff there exists a subset NN of N , with
NN D f NN1; : : : ; NNn0g having the same cardinality as N

0, such

that, denoting N
� D

�

N � NN
�

, we have:

� (�-coverage): 8N 2 N
� .� 2 kN k/;

� (Logical coverage): 8i 2 Œ1 :: n0� .k NNik � kN 0
i k/;

� (Temporal coverage): 8 path NNi Ý NNj in O, where both
NNi and NNj are in NN , and each intermediate node of the

path is in N
�, we have N 0

i � N 0
j in O

0.

Example 4. With reference to Fig. 1, we show that O1 D O2.

Assume the subset of N1 being NN1 D fN2; N1; N4; N5g.
Hence, N

�
1 D fN3g. Clearly, �-coverage holds, as � 2 kN3k.

Logical coverage holds too, as kN2k � kN 0
1k, kN1k � kN 0

2k,
kN4k � kN 0

3k, and kN5k � kN 0
4k. It is easy to check that tem-

poral coverage occurs. For instance, for path 3 hN1; N3; N5i,
where N3 2 N

�
1 , we have N 0

2 � N 0
4 in O2.

5. RELAXATION

Intuitively, a relaxation relationship holds between two obser-
vations when one observation can be obtained from the other
by relaxing its logical and/or temporal constraints.

Definition 5. (RELAXATION) Let O D .N ; L; A/ and O
0 D

.N 0; L
0; A

0/ be two temporal observations. We say that O is a
relaxation of O

0, written

O # O
0 (3)

iff O can be obtained from O
0 by the application of a (possibly

empty) sequence of the relaxation operators �, � , and ˛,
defined as follows:

� Logical relaxation (�): the logical content of a node is
extended by a set of labels;

� Temporal relaxation (�): a temporal constraint is removed
as follows: (i) an arc N 7! N 0 is deleted, (ii) for each
parent node Np of N , an arc Np 7! N 0 is inserted, and (iii)
for each child node Nc of N 0, an arc N 7! Nc is inserted.

� Augmentation (˛): a new node N is inserted, where
kN k © f�g, and possibly connected with other nodes in
such a way that no new temporal constraint is generated
between the previous nodes. 4

Operators � and ˛ do not alter the existing temporal constraints
of O

0, the former for it affects the logical content only, the
latter by definition. A doubt may arise about operator � : does it
change the existing temporal constraints among the nodes of
O

0? The answer, provided by Proposition 6 below, is that it
only removes one temporal constraint between a pair of nodes
while leaving all the other ones unchanged. In this sense, � is
the finest-grained temporal relaxation operator.

3 Lists (ordered sequences) of items are denoted by angles, namely h� � � i.
4 Formally, for each pair of nodes N1 and N2 where N1 ¤ N and N2 ¤ N ,

if N1 � N2 in the augmented graph, then N1 � N2 in the original graph too.

Proposition 6. Let O D �.O0/, where N 7! N 0 is the arc
removed from O

0 by � . Then, 8.Ni ; Nj / in O
0, .Ni ; Nj / ¤

.N; N 0/, Ni � Nj in O
0, we have Ni � Nj in O.

Proof. Considering .Ni ; Nj / in O
0 within Proposition 6, two

cases are possible, depending on whether or not there exists a
path Ni ÝNj in O

0 that does not incorporate N 7! N 0. If such
a path exists then it will not incorporate any arc Np 7! N 0 or
N 7! Nc either, where Np and Nc are a parent node of N or
a child node of N 0, respectively (owing to the canonical form
of O

0). Thus, such a path is preserved in O too, in other words,
Ni � Nj in O. Instead, if all paths Ni Ý Nj in O

0 include
N 7! N 0 then, considering one of such paths, namely P ,
three cases are possible about the nature of P . In the first case,
Np 7! N 7! N 0 is a postfix of P , that is, P terminates in N 0,
and Np � N 0 in O

0. Based on Definition 5, Np � N 0 in O too.
Since Ni � Np in O, based on the transitivity of the precedence
relationship, we have Ni � N 0 in O, or equivalently, since
N 0 D Nj , Ni � Nj in O. In the second case, N 7! N 0 7! Nc is
a prefix of P , that is, N starts P , and N � Nc in O

0. Based on
Definition 5, N � Nc in O too. Since Nc � Nj in O, based on
the transitivity of the precedence relationship, we have N � Nj

in O, or equivalently, since N D Ni , Ni � Nj in O. In the
third case, Np 7! N 7! N 0 7! Nc is a subsequence of P ,
andNp � Nc in O

0. Based on Definition 5, Np � Nc in O

too. Since both Ni � Np and Nc � Nj in O, based on the
transitivity of the precedence relationship, we have Ni � Nj in
O. The condition within Proposition 6 holds in any case. �

Definition 7. (LINEARIZATION) Let O D .N ; L; A/ be a
temporal observation. A linearization O of O is a sequence

O D hN1; : : : ; Nni (4)

that involves all the nodes in N and conforms with the temporal
constraints of A. All the linearizations of O are written ŒO�. 5

Clearly, since a linearization O is a sequence, for each pair of
distinct nodes N and N 0 in O , we have either N < N 0 or
N 0 < N . 6

Proposition 8. Let O D .N ; L; A/ be a temporal observation.
Let O D hN1; : : : ; Nni be a sequence involving all nodes in N .
Then, the following relation holds:

O 2 ŒO� ” 8Ni 2 N ; 8Nj 2 N ; Ni � Nj in O
�

Ni < Nj in O
�

: (5)

Proof. By contradiction. On the one hand, assume that the
left-hand part of (5) holds, while the right-hand part does not,
that is, there exist Ni and Nj such that Nj < Ni in O , while
Ni � Nj in O. By Definition 7, since Ni � Nj in O, Nj can be
chosen in a linearization only after choosing Ni , a contradiction
of the assumption Nj < Ni in O . On the other hand, assume
that the right-hand part of (5) holds, while the left-hand part
does not. By the condition stated by the left-hand part, each
successive node in O can be selected without violating the
temporal constraints of O, in other words, O is a linearization
of O, a contradiction of the assumption O … ŒO�. �

5 Note the difference between kOk and ŒO�, where the former is a set of

strings of labels (candidate traces), while the latter is a set of strings of nodes

(linearizations). Despite that, the way nodes are selected follows the same

pattern: the conformity with the temporal constraints imposed by the arcs of

the observation.
6 The absolute precedence relationship ’<’ in the linearization O should

not be confused with the partial precedence relationship ’�’ in the temporal

observation O relevant to O .
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Proposition 9. Let O D .N ; L; A/ be a temporal observation,
where Ni 7! Nj 2 A. Then, there exists O 2 ŒO� where Ni

immediately precedes Nj , namely O D h: : : ; Ni ; Nj ; : : :i.

Proof. Based on Definition 7, Nj can be chosen in a lineari-
zation O of O only after all its parents have been chosen. Once
all grandparents of Nj are serialized on O , parents of Nj can be
chosen in any order, in particular, leaving Ni as the last choice,
thereby allowing Nj to follow immediately Ni in O . �

Proposition 10. Let O D .N ; L; A/ and O
0 D .N 0; L

0; A
0/

be two observations where N D N
0 and ŒO� � ŒO0�. Then, the

following properties hold (ª stands for temporally unrelated):

N ªN 0 in O
0 H) N ªN 0 in O (6)

N 7! N 0 in O
0 H) N 7! N 0 in O or N ªN 0 in O (7)

N 7! N 0 in O H) N � N 0 in O
0: (8)

Proof. To prove (6), by contradiction, assume that N and N 0

are temporally related in O, for instance, N � N 0. Based on
(5), all linearizations O 2 ŒO� are such that N < N 0 in O .
On the other hand, since N and N 0 are temporally unrelated
in O

0 (N ªN 0), there exists a linearization O 0 2 ŒO0� such
that N 0 < N in O 0. As such, O 0 … ŒO�, in other terms,
ŒO� « ŒO0�, a contradiction. To prove (7), by contradiction,
assume the negation of the right-hand side, namely :.N 7!
N 0 in O or N ªN 0 in O/, in other words, either N � NN � N 0

in O or N 0 � N in O. In the first case, assuming N � NN � N 0

in O, Proposition 8 leads to N < NN < N 0 in each linearization
of O. On the other hand, assuming N 7! N 0 in O, Proposition 9
assures the existence of a linearization in ŒO0� in which N
immediately precedes N 0. The latter, however, contradicts the
assumption ŒO� � ŒO0�, as all linearizations in O include at least
one node NN between N and N 0. In the second case, assuming
N 0 � N in O, based on Proposition 8 we conclude N 0 < N in
each linearization of O, which, based on Proposition 9 applied
to N 7! N 0 in O

0, still contradicts the assumption ŒO� � ŒO0�.
To prove (8), by contradiction, assume :.N � N 0 in O

0/,
that is, either N 0 � N in O

0 or N ªN 0 in O
0. On the one

hand, assuming N 0 � N in O
0, based on Proposition 8, all

linearizations O 2 ŒO0� are such that N 0 < N in O, which,
contradicts the assumption ŒO� � ŒO0� and the conclusion of
Proposition 9 applied to N 7! N 0 in O, namely that N < N 0 in
all linearizations of O. On the other, assuming N ªN 0 in O

0, we
can yield a linearization of O

0 where N 0 < N , thereby falling
in the same contradiction of the previous case. �

Corollary 11. As a consequence of Proposition 10, the follow-
ing properties hold:

N is a root in O
0 H) N is a root in O (9)

N is a leaf in O
0 H) N is a leaf in O (10)

N disconnected in O
0 H) N disconnected in O: (11)

Proof. To prove (9), by contradiction, assume N is not a root
in O. Let Np be a parent node of N , that is, Np 7! N in O.
Based on Proposition 8, Np < N in all linearizations of O.
However, since N is a root in O

0, we may yield a linearization
of O

0 where N is the first element in the sequence. Since such a
linearization is not included in ŒO�, this leads to a contradiction
of the assumption ŒO� � ŒO0�. To prove (10), by contradiction,
assume N is not a leaf in O. Let Nc be a child node of N , that
is, N 7! Nc in O. Based on Proposition 8, N < Nc in all
linearizations of O. However, since N is a leaf in O

0, we may
yield a linearization of O

0 where N is the last element in the
sequence. Since such a linearization is not included in ŒO�, this

leads to a contradiction of the assumption ŒO� � ŒO0�. To prove
(11), by contradiction, assume that N is disconnected in O

0,
while it is connected in O. Since N is disconnected in O

0, it is
a root in O

0. Based on (9), N is a root in O too. However, since
N is assumed to be connected in O, the latter involves an arc
N 7! N 0. Based on (8), N � N 0 in O

0, hence, N is connected
to N 0 in O

0, a contradiction. �

Proposition 12. Let O and O
0 be two temporal observations.

Let
�

# denote a �-relaxation, that is, a relaxation obtained
by the application of k � 0 occurrences of the � temporal
relaxation operator. Then, the following relation holds:

O
�

# O
0 ” ŒO� � ŒO0�: (12)

Proof. The proof is supported by three lemmas.

Lemma 13. Let O and O
0 be two temporal observations where

ŒO� � ŒO0�. Let � be applied to O
0, which removes arc N 7!

N 0, while N 7! N 0 is not in O. Then,

ŒO� � Œ�.O0/�: (13)

Proof. To prove (13), we have to show that O 2 Œ�.O0/� )
O 2 ŒO�. The proof is by induction on O .

(Basis) Consider the first node N1 of O . This node is necessar-
ily a root of �.O0/. Two cases are possible: either N1 ¤ N 0 or
N1 D N 0, where N 0 is the node reached in O

0 by the transition
removed by � . If N1 ¤ N 0 then N1 is a root in O

0 too. Hence,
based on Corollary 11, N1 is a root in O too, thereby it can
be the first node chosen in a linearization of O. If N1 D N 0

then N1 can be proved to be a root in O too by contradiction.
Assume that N1 D N 0 be not a root in O, in other terms, there
exists a parent node Np of N 0 in O, namely Np 7! N 0 in O.
Note that, by assumption of Lemma 13, Np ¤ N , where N is
the starting node of the transition removed by � in O

0. Based on
(8), we have Np � N in O

0, that is, Np is an ancestor of N 0 in
O

0. Since Np ¤ N is an ancestor of N 0 in O
0, Np keeps being

an ancestor of N 0 in �.O0/ too (as the only temporal constraint
removed by � is N 7! N 0, with the other constraints being
restored explicitly, by Definition 5). Hence, N 0 cannot be a root
in �.O0/, a contradiction. Thus, N1 D N 0 is a root in O too and,
as such, can be the first node in a linearization of O too.

(Induction) Assume that, within O D hN1; N2; : : : ; Ni ; NiC1,
: : : ; Nni, the prefix up to Ni , namely Oi D hN1; N2; : : : ; Ni i,
is a prefix of a linearization of O too. We prove that NiC1 can
be chosen as the next node in a linearization of O, namely
hN1; N2; : : : ; NiC1i is the prefix of a linearization of O too.
First, note that if NiC1 can be chosen in �.O0/ then each parent
Np of NiC1 in �.O0/ is such that Np < NiC1 in O . Considering
each parent node Np of NiC1 in O

0, we have two possibilities in
O: either Np � NiC1 in O or Np ˜ NiC1 in O. If Np � NiC1

in O then, by assumption of the induction step, NiC1 can be
chosen as the next node in a linearization of O too. Instead, if
Np ˜ NiC1 then either NpªNiC1 in O or NiC1 � Np in O.
If NpªNiC1 in O then NiC1 can be chosen as the next node in
a linearization of O. By contrast, the other possibility, namely
NiC1 � Np in O, cannot hold. In fact, by contradiction, assume
NiC1 � Np in O. This means that all linearizations of O are
such that NiC1 < Np. Since Np 7! NiC1 in �.O0/, we have
Np � NiC1 in O

0. Thus, all linearizations of O
0 are such that

Np < NiC1. Consequently, ŒO� « ŒO0�, a contradiction. Finally,
we have to consider the case where Np is a parent node of NiC1

in O but Np ˜ NiC1 in �.O0/. We show that this is impossible
by contradiction. First, by assumption, .Np; NiC1/ ¤ .N; N 0/
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in O. Then, based on Proposition 10, we have Np � NiC1 in
O

0. Hence, based on Proposition 6, Np � NiC1 in �.O0/, a
contradiction. This concludes the proof of the induction step,
as well as the proof of Lemma 13. �

Lemma 14. Let O and O
0 be two temporal observations. Then,

O
�

# O
0 H) ŒO� � ŒO0�: (14)

Proof. By induction on the sequence T D h�1; : : : ; �mi of

�-relaxations involved in
�

# .

(Basis) When no �-relaxation has been applied (T0 D hi), we
have O D O

0, hence ŒO� D ŒO0�, a special case of ŒO� � ŒO0�.

(Induction) We assume that the first i -th applications of �-
relaxations in T have been applied to O

0, that is, Ti D
h�1; : : : ; �ii, i � 0. We also assume that Oi D Ti.O

0/ is such
that ŒOi � � ŒO0�. We have to show that OiC1 D �iC1.Oi /
is such that ŒOiC1� � ŒO0�. To this end, since ŒOi � � ŒO0�,
it suffices to show that ŒOiC1� � ŒOi �, in other words, that
O 2 ŒOi � ) O 2 ŒOiC1�. Assume O D hN1; : : : ; Nni 2 ŒOi �.
Based on Proposition 8, on the one hand, we have

8N � N 0 in Oi .N < N 0 in O/: (15)

On the other, considering O as a sequence involving all nodes
in OiC1 and by Proposition 6, (15) holds for OiC1 too, that is

8N � N 0 in OiC1.N < N 0 in O/: (16)

Based on Proposition 8, (16) leads to the conclusion O 2
ŒOiC1�, in other words, ŒOiC1� � ŒOi �, which concludes the
proof of the induction step, as well as the proof of Lemma 14.

Lemma 15. Let O and O
0 be two temporal observations. Then,

ŒO� � ŒO0� H) O
�

# O
0: (17)

Proof. Let O D hN1; : : : ; Nni be a linearization of O
0. Let

O
0
Œi �

, i 2 Œ1 :: n�, denote the subgraph of O
0 up to node Ni ,

that is, the subgraph involving the set of nodes fN1; : : : ; Nig
and the set of arcs fAjk j Nj 7! Nk in O

0; Nk � Ni in Og.
The proof is by induction on O . At each step, we denote O

0
i

the observation obtained from O
0 by means of the �-relaxations

possibly applied in induction steps 1; : : : ; i .

(Basis) Since N1 is the first node in O , it must be a root of O
0.

Based on (9), N1 is a root of O too. Hence OŒ1� D O
0
Œ1�

.

(Induction) We have to show that, focusing on the next node
NiC1 and possibly applying �-relaxations to O

0, we have

OŒi � D O
0
Œi � H)

�

OŒiC1� D O
0
ŒiC1�; ŒO� � ŒO0

iC1�
�

(18)

where O
0
iC1 is the observation obtained from O

0
i by possible

�-relaxations. First, we initialize O
0
iC1 D O

0
i . Then, focusing

on the next node NiC1, we consider the set of parent nodes of
NiC1 in O

0
iC1 (first) and in O (second). For each parent node

Np of NiC1 in O
0
iC1, three cases are possible, namely:

� Np 7! NiC1 in O
0
iC1 while Np 7! NiC1 not in O: we

apply a �-relaxation on O
0
iC1 that removes arc Np 7!

NiC1. Note that, based on Definition 5, the �-relaxation
may create new arcs from parents of Np to NiC1 in O

0
iC1.

Besides, based on Lemma 13, after the removal we still
have ŒO� � ŒO0

iC1�.

� Np 7! NiC1 in O
0
iC1 and Np 7! NiC1 in O: no operation

is performed on O
0
iC1.

� Np 7! NiC1 in O while Np 7! NiC1 not in O
0
iC1: this

case cannot hold.

To show (by contradiction) the impossibility of the third case,
assume Np 7! NiC1 in O while Np 7! NiC1 not in O

0
iC1 to

be true. If Np 7! NiC1 in O, then, based on (8), we will have
Np � NiC1 in O

0
iC1. In other words, there exists a path

Np 7! � � � 7! Nj 7! NiC1 (19)

in O
0
iC1. Since Nj is a parent of NiC1, based on the assumption

of the induction, we have OŒj � D O
0
Œj �

, hence, the prefix

Np 7! � � � 7! Nj of the path in (19) is a path in O too. On
the other hand, the complete path in (19) cannot be a path in O,
as this assumption would violate the canonicity of the graph
(arc Np 7! NiC1 already exists in O). Thus, Nj 7! NiC1

cannot be an arc of O. Now we get the contradiction: since all
parent nodes of NiC1 are considered before in O

0
iC1 and after

in O, based on the first scenario (Np 7! NiC1 in O
0
iC1 while

Np 7! NiC1 not in O) this arc should have been removed from
O

0
iC1 before, which is not the case, hence, a contradiction. We

must conclude that the third scenario cannot hold.

In summary, focusing on node NiC1, we have removed each arc
Np 7! NiC1 from OiC1 by �-relaxations whenever such an arc
is not in O. Such removals eventually lead to OŒiC1� D O

0
ŒiC1�

and, based on Lemma 13, to ŒO� � ŒO0
iC1�. In other words, (18)

is proved. This concludes the proof of Lemma 15.

The proof of Proposition 12 comes from Lemmas 14, 15. �

Proposition 16. Let O and O
0 be two temporal observations:

ŒO� � ŒO0� H) kOk � kO
0k: (20)

Proof. Assume T 2 kO
0k. Based on the definition of candi-

date trace, we have T D h`1; : : : ; `ni, where 8i 2 Œ1 :: n� .`i 2
kNi k/ and O D hN1; : : : ; Nni is a linearization of O

0, namely
O 2 ŒO0�. Based on (20), we have O 2 ŒO�, that is, T is such
that 8i 2 Œ1 :: n� .`i 2 kNik/ and O D hN1; : : : ; Nni 2 ŒO�.
Hence, T 2 kOk. �

Theorem 17. Relaxation entails subsumption:

O # O
0 H) O c O

0: (21)

Proof. The proof is by induction on the sequence h�1; : : : ; �ki
of the relaxation operators that transform O

0 into O, where
8i 2 Œ1 :: k� .�i 2 f�; �; ˛g/.

(Basis) If no operator is applied, O D O
0, hence, O c O

0.

(Induction) Let Oi be the observation obtained from O
0 based

on the application of the prefix h�1; : : : ; �ii of the sequence
of relaxation operators. We assume that Oi c O

0, that is,
kOi k � kO

0k. We have to prove that

�iC1.Oi / c O
0: (22)

Let OiC1 D �iC1.Oi /. Three cases are possible for �iC1.

� �iC1 D �. Let N be the node extended by ˛. Each candi-
date trace of Oi keeps being a candidate trace of OiC1

(OiC1 may contain additional traces). In other terms,
kOiC1k � kOik � kO

0k, that is, kOiC1k � kO
0k,

namely, OiC1 c O
0.

� �iC1 D ˛. Let Ti 2 kOik, where Ti D h`1; `2; : : : ; `ni.
Let Oi D hN1; N2; : : : ; Nni be the linearization of Oi

corresponding to Ti . As no additional temporal constraints
are generated by ˛ between nodes in Oi , there exists a
linearization OiC1 2 ŒOiC1� such that Oi is a subsequence
of OiC1, with an additional node N� inserted by ˛. Thus,
by choosing the null label � for N� and the same labels
`1; : : : ; `n of Ti for the other nodes, we still obtain Ti

as a candidate trace of OiC1, in other terms, kOiC1k �
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Fig. 3. Observations O (left) and O
0 (right).

kOik, namely, OiC1 c Oi . Since, based on the induction
assumption, Oi c O

0, we conclude OiC1 c O
0.

� �iC1 D � . Based on Proposition 12, OiC1 D �.Oi /
entails ŒOiC1� � ŒOi �. Based on Proposition 16, ŒOiC1� �
ŒOi � entails kOiC1k � kOik. Since, by the induction
assumption, kOi k � kO

0k, we conclude kOiC1k � kO
0k,

namely, OiC1 c O
0.

The conclusion of the proof of Theorem 17 comes from the fact
that, by the induction principle, O D �k.�k�1.:::.�1.O0//::://
entails O c O

0, that is, (21) is true. �

Proposition 18. Relaxation is stronger than subsumption:

O c O
0 6) O # O

0: (23)

Example 19. To be convinced of Proposition 18, it suffices to
show an example in which subsumption holds while relaxation
does not. Consider O and O

0 displayed in Fig. 3. Unlike O, O
0

does not force any temporal constraint between its two nodes
(O0 is totally disconnected). Incidentally, both observations
involve just one candidate trace, namely T D aa. Thus, since
kOk D kO

0k D faag, both observations subsume each other,
in particular O c O

0. However, O is not a relaxation of O
0.

Theorem 17 and Proposition 18 offer evidence that relaxation
is only a sufficient condition for subsumption, not a necessary
one. However, based on experimental results, if relaxation does
not hold, it is extremely unlikely for subsumption to hold.

Theorem 20. Relaxation is equivalent to coverage:

O # O
0 ” O D O

0: (24)

Proof. The proof is grounded on two lemmas.

Lemma 21. Let O and O
0 be two temporal observations. Then,

O # O
0 H) O D O

0: (25)

Proof. With reference to Definition 3, we choose the following

settings. NN is the subset of nodes in O that were not created by
˛-relaxations. N

� is the subset of nodes in O that were created
by ˛-relaxations. We have to prove the following:

� �-coverage, namely 8N 2 N
� .� 2 kN k/. This is true,

based on the definition of ˛-relaxation, which requires the
new node N to include (among others) label �.

� Logical coverage, namely 8i 2 Œ1 :: n0� .k NNik � kN 0
i k/.

This is true, because all nodes in O
0 are at most extended

with additional labels (�-relaxations), never reduced.
� Temporal coverage, namely 8 path NNi Ý NNj in O, where

both NNi and NNj are in NN , and each intermediate node
of the path is in N

�, we have N 0
i � N 0

j in O
0. The

proof of this property is by induction on the sequence
h�1; �2; : : : ; �ki of the relaxation operators that transform
O

0 into O, where 8i 2 Œ1 :: k� .�i 2 f�; �; ˛g/.
(Basis) If no relaxation operator is applied, we have O

= O
0. Hence, the property holds as none of such paths P

(involving nodes in N
�) exists.

(Induction) Let Oi be the observation obtained from
O

0 based on the application of the prefix h�1; : : : ; �ii
of the sequence of relaxation operators. We assume that
temporal coverage holds in Oi . We have to show that
temporal coverage holds in OiC1 D �iC1.Oi / too. Three
cases are possible for the new relaxation �iC1. First, if

�iC1 D �, then such a relaxation will be irrelevant, as it
does not alter the set of paths in Oi . Second, if �iC1 D � ,
where N 7! N 0 is the arc removed from Oi , then , based
on Proposition 6, all precedence relationships N 0

i � N 0
j

in Oi , .N 0
i ; N 0

j / ¤ .N; N 0/, will be retained in OiC1 too.

Therefore, the condition for temporal coverage is valid in
OiC1 too. Finally, we have to consider �iC1 D ˛. Let N˛

be the node inserted by ˛. Note how, among relevant paths
P D NNi Ý NNj , we have to consider only the new paths,
that is, those involving N˛ , as the condition of temporal
coverage keeps holding for the others. Besides, the set of
relevant paths does not change when N˛ is either a root or
a leaf in OiC1. In other words, N˛ is relevant only when
it has either a parent node Np or a child node Nc (or both,
of course). We have to show that, for each relevant path
P˛ D NNi Ý Np 7! N˛ 7! Nc Ý NNj in OiC1, 7 we

have NNi � NNj in O
0. Note how, since the ˛-relaxation

retains the precedence relationships among nodes in Oi ,
it follows that each P˛ is obtained by inserting N˛ into a
path P D NNi Ý Np 7! Nc Ý NNj that is relevant to the
condition of coverage in Oi . Hence, condition Ni � Nj

in O
0 holds for each P˛ in OiC1 too. This concludes the

proof of the induction step, and the proof of Lemma 21.

Lemma 22. Let O and O
0 be two temporal observations. Then,

O D O
0 H) O # O

0: (26)

Proof. With reference to Definition 3, let NO be the projection

of O on nodes in N
0. In other words, NO is obtained by removing

from O the nodes in N
� while preserving (in canonical form)

the precedence relationships among the remaining nodes (that

is, nodes in NN ), and by replacing each node in NN with the cor-
responding node in N

0. First, we show the following property:

NO D O
0: (27)

To this end, we need to check the conditions for coverage to

hold. Note how, based on Definition 3, within the context of NO,
we have N . NO/ D N

0 and N
�. NO/ D ;. Specifically, we have

to prove the following:

� �-coverage: true, as, trivially, N
�. NO/ D ;.

� Logical coverage: true, as corresponding nodes in NO and
O

0 incorporate identical logical content.

� Temporal coverage: we have to show that N 7! N 0 in NO
implies N � N 0 in O

0. In fact, based on the definition

of NO, N 7! N 0 in NO corresponds to (at least) one path
N Ý N 0 in O, where all intermediate nodes in the path
are in N

�.O/. Since we assume O D O
0, it follows that

for each N Ý N 0 of such paths in O we have N � N 0 in

O
0. Hence, each N 7! N 0 in NO implies N � N 0 in O

0.

Thus, (27) is proved. The next step is to show that NO is a �-
relaxation of O

0, namely:

NO
�

# O
0: (28)

To this end, based on (12), it suffices to show that Œ NO� � ŒO0�.
The proof is by induction on a linearization O 2 ŒO0�, where
O D hN1; : : : ; Nn0i. In what follows, OŒi � D hN1; : : : ; Nii
denotes the prefix of the first i nodes of O .

(Basis) N1 is a root of O
0 implies N1 is a root of NO. In fact,

assuming N1 as not being a root of NO, it follows that there exists

7 In P˛ , either prefix NNi Ý � � � (up to Np) or postfix � � � Ý NNj (from Nc)

may be missing, i.e., it may be the case that either NNi D Np or Nc D NNj .
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N 7! N1 in NO, hence, based on (27), N � N1 in O
0, in other

words, N1 is not a root in O
0, a contradiction.

(Induction) If OŒi � D hN1; : : : ; Nii is a prefix of a linearization

in Œ NO�, then OŒiC1� D hN1; : : : ; Ni ; NiC1i is still a prefix of a

linearization in Œ NO�. In fact, all parents Np of NiC1 in O
0 are

in OŒi �. Thus, for each Np 7! NiC1 in NO (that is also in O
0),

Np 2 OŒi �. We have only to show that for each N 7! NiC1

in NO, but not in O
0, we have N 2 OŒi �. Owing to temporal

coverage (27), N 7! NiC1 in NO implies N � NiC1 in O
0.

Hence, N 2 OŒi �. In summary, all parents of NiC1 in NO are in

OŒi �, that is, OŒiC1� is the prefix of a linearization in Œ NO�.

We conclude that O 2 ŒO0� implies O 2 Œ NO�, that is, Œ NO� �

ŒO0�. Finally, by Lemma 15, we have NO
�

# O
0, hence (28).

Up to now, we have proved that NO can be obtained from O
0 by

a sequence of �-relaxations. Now, starting from NO, we perform
a sequence of �-relaxations, namely

NO�

�

# NO (29)

where each �-relaxation extends the logical content of a node in
NO to the corresponding node in O (when such a logical content
differs in the two nodes).

The last step is to prove that it is possible to transform NO� into
O by means of a sequence of ˛-relaxations, that is,

O
˛

# NO�: (30)

The proof is by induction on a linearization O D hN1; : : : ; Nni 2
ŒO�. Hereafter, OŒi � denotes the prefix of O up to the i -th node,
NO�i

denotes the observation graph obtained from NO� after i

induction steps, while OŒi � and NO�i Œi � denote the subgraphs of

O and NO�i
, respectively, up to the i -th node in O .

(Basis) When no nodes are considered for O, NO�0

˛

# NO�

(where NO�0
D NO�, with the sequence of ˛-relaxations being

empty), and OŒ0� D NO�0 Œ0� (the empty graph). Also, from (25)

and (30) we have O D NO�, that is, O D NO�0
.

(Induction) Assume NO�i

˛

# NO�, OŒi � D NO�i Œi �, no node in

N
�.O/ is in OŒi �, and O D NO�i

. Then, considering the next
node NiC1 in O , we can possibly perform an ˛-relaxation on

NO�i
such that NO�iC1

˛

# NO�, OŒiC1� D NO�iC1 ŒiC1�, no node in

N
�.O/ is in OŒiC1�, and O D NO�iC1

. In fact, two cases are
possible for NiC1, namely:

� NiC1 2 N
�.O/. In this case, the ˛-relaxation consists

in inserting NiC1 into NO�i
, and by linking such a node

with the nodes corresponding to the parents of NiC1

in O (note how this operation cannot yield additional

precedence constraints between nodes already in NO�i Œi �).
Furthermore, for each arc NiC1 7! N in O such that N …

N
�.O/, the same arc is inserted into NO�i

, thus obtaining
NO�iC1

Note how, in principle, this latter operation is prone

to yield new precedences N 0 � N that were not in
NO�i

. So we have to prove (by contradiction) that such
new precedences cannot be generated. Assume that a

precedence N 0 � N is generated in NO�iC1
, without being

in NO�i
. This means that there exists a path P D N 0 Ý N

in NO�iC1
. Let Np be the parent node of NiC1 in P . Clearly,

Np � N . However, Np 7! N could not exist in NO�i

because, if so, path P would exist n NO�i
, a contradiction.

Besides, both Np and N are not in N
�.O/ by assumption

(specifically Np … N
� based on the induction hypothesis,

which assumes N
� to be disjoint from nodes in OŒi �).

Now, since the induction hypothesis assumes O D NO�i
,

based on temporal coverage of Definition 3, we should

have Np � N in NO�i
, a contradiction. We conclude that

the insertion of NiC1 is actually an ˛-relaxation, that

moves NO�i
to NO�iC1

� NiC1 … N
�.O/. Consider each parent node Np of NiC1.

Two cases are possible: either Np … N
� or Np 2 N

�. If

Np … N
�, Np must be a parent of NiC1 in NO�i

too, as arcs
between nodes not in N

� are preserved in the projection

of O into NO and ˛-relaxations do not change such arcs.
If Np 2 N

�, then still Np must be a parent of NiC1 in
NO�i

too, as in ˛-relaxations (when NiC1 2 N
�, see the

previous point) all arcs exiting NiC1 in O and directed

towards nodes not in N
� are replicated in NO�i

too.

By construction, we also have OŒiC1� D NO�iC1 ŒiC1�. What
remains to be proved in the induction step is coverage O D
NO�iC1

, starting from the induction hypothesis O D NO�i
.

Specifically, we have to show:

� �-coverage. If the new node NiC1 is inserted by means
of an ˛-relaxation, such a node is removed from N

�.O/

and inserted into NN .O/ so as to preserve the isomorphism

between NN .O/ and N . NO�i
/. This way, condition on �-

coverage keeps holding.

� Logical coverage. Upon the insertion of NiC1 into NN .O/,
logical coverage is preserved, as the same node is inserted

into NO�i
(with identical logical content).

� Temporal coverage. Since, as shown above, the addition
of NiC1 does not introduce any new temporal constraints
between existing nodes (not in N

�), temporal coverage
keeps holding.

This terminates the proof of the induction step. Based on the

induction principle, we conclude O
˛

# NO�, namely (30). The
proof of Lemma 22 comes from the proofs of equations (28),
(29), and (30), which transform O

0 into O by relaxation opera-
tions. This also concludes the proof of Theorem 20. �

Corollary 23. Coverage entails subsumption:

O D O
0 H) O c O

0: (31)

Proof. The proof comes from the equivalence of coverage and
relaxation (Theorem 20) and from the entailment of subsump-
tion by relaxation (Theorem 17). �

Proposition 24. Coverage is stronger than subsumption:

O c O
0 6) O D O

0: (32)

Proof. Proposition 24 is a consequence of Theorem 20 and
Proposition 18. �

Although, generally speaking, relaxation is not equivalent to
subsumption, such an equivalence holds when what is sub-
sumed is a linear observation, as formalized by Proposition 25.

Proposition 25. Let O
0 be a linear observation. Then,

O c O
0 H) O # O

0: (33)
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Proof. Since relaxation is equivalent to coverage (Theo-
rem 20), it suffices to show that O D O

0 entails O # O
0. Let

O D .N ; L; A/, n and n0 the number of nodes of O and O
0,

respectively, and T D h`0
1; : : : ; `0

n0 i the (only) trace relevant
to O

0. Since O c O
0, we have kOk � kO

0k, in other terms,
T 2 kOk. Thus, there exists a linearization O of O where we
can pick up a label `i for each node Ni of O , i 2 Œ1 :: n�, such
that h`1; : : : ; `ni equals T (�-labels do not count). Based on

Definition 3, we set NN D f NN1; : : : ; NNn0g where 8i 2 Œ1 :: n0�,
Ni is the node of O for which the selected label `i is not �. The
three conditions of coverage hold:

� (�-coverage) 8N 2 N
�.� 2 kN k/: it comes from the fact

that N
� D N � NN , that is, N

� includes all the nodes of
the linearization O that necessarily contain � in order to
equal the trace T .

� (Logical coverage) 8i 2 Œ1 :: n0� .k NNi k � kN 0
i k/: this is

grounded on the membership of each `i to k NNik and that
kN 0

i k D f`ig.

� (Temporal coverage) 8 path NNi Ý NNj in O, where both
NNi and NNj are in NN , and each intermediate node of the

path is in N
�,, we have N 0

i � N 0
j in O

0: in fact, NNi and

NNj correspond to N 0
i and N 0

j , respectively, in O
0. Since

`0
i < `0

j in T (as T is a candidate trace of O), it follows

that N 0
i � N 0

j in O
0. �

With O
0 linear, a corollary of Proposition 25 and Theorem 20

is the equivalence of subsumption, coverage, and relaxation.

Corollary 26. Let O
0 be a linear observation. Then,

O c O
0 ” O # O

0 ” O D O
0: (34)

A final corollary concerns the nature of the temporal observa-
tion with respect to the relevant trace.

Corollary 27. Let O be the degradation of a trace T . Then, O

is a relaxation of T .

6. CONCLUSION

This paper provides a theoretical framework aimed at corre-
lating three somewhat different relationships between temporal
observations, namely subsumption, coverage, and relaxation,
denoted by c, D, and #, respectively. Subsumption was first
introduced to formalize the condition for reuse-based diagnosis,
Lamperti and Zanella [2006]. Then, coverage was proposed in
order to efficiently solve the subsumption-checking problem,
Lamperti and Zanella [2007]. At this point, what spurred the
research that led to a further work, Lamperti et al. [2008], and
then to the present paper was the question: Is there any relation-
ship between the mode in which a trace degrades to a temporal
observation and the notion of coverage? The point was that,
on the one hand, the degradation of a trace T into a temporal
observation O was never formally defined before; on the other,
we always made the assumption that T 2 kOk. Besides, we
had the suspicion that the topological relationship that holds
between the two observations involved in coverage was essen-
tially the same as that holding between T and O in degradation.
Specifically, we conjectured that coverage is a generalization of
degradation, where the trace T can be any temporal observa-
tion. Then, after introducing the notion of relaxation in order
to formalize degradation, we discovered that relaxation is the
relationship that unifies degradation and coverage: O covers
O

0 iff O is a relaxation of O
0, in other words, coverage and

relaxation are equivalent relationships (Theorem 20). From a
practical perspective, since a relaxation O # O

0 can always
be expressed algebraically by a sequence of relaxation opera-
tions applied to O

0, including logical relaxation (�), temporal
relaxation (�), and augmentation (˛), a question arises: Is it
viable solving the subsumption-checking problem by checking
relaxation instead of coverage? If so, checking subsumption
translates to a planning problem, namely: Find the sequence of
relaxation operations that transform O

0 into O, a challenging
stimulus for future research in reuse-based diagnosis of DESs.
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Abstract:  This paper presents a Boolean discrete event model-based approach for Fault Detection and 
Isolation of manufacturing systems. This approach considers a system as a set of components composed 
of discrete actuators and their associated discrete sensors. Each component model is only aware of its 
local desired, fault-free, behavior. The occurrence of any fault entailing the violation of the desired 
behavior is detected and the potential responsible candidates are isolated using event sequences, time 
delays between correlated events and state conditions, characterized by sensors readings and control 
signals issued by the controller. An application example is used to illustrate the approach. 
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1. INTRODUCTION 

The complexity of man-made systems, such as 
communication networks, manufacturing systems, electric 
power systems, …, increases rapidly with the course of time. 
It results from the large number of subcomponents of these 
systems and the large volume of information flow. This 
increasing complexity enhances the probability of 
unpredictable faults and failures.  

The basic idea of Fault Detection and Isolation (FDI) is to 
collect sequences of observations (or symptoms), in order to 
decide whether or not a system is working normally (fault 
detection). Then if a fault is detected, FDI reports (fault 
isolation) which fault has occurred (deterministic diagnosis) 
or the most likely to have occurred (probabilistic diagnosis). 
Each fault that can result in a certain symptom, or sequence 
of observations, is considered as a possible fault candidate.   

Generally, the FDI approaches are divided into model-
reasoning and model-based approaches. The model-reasoning 
approaches (Devillez et al. 2004, Isermann 1997) construct a 
model about the system behavior based on an initial human 
experience, e.g. expert systems, on a set of historical data, 
e.g. pattern recognition and signal processing methods, etc. 
The model-based approaches (Cordier et al. 2007, 
Darkhovski et al. 2003, Hadjicostis 2005, Rozé et al. 2002, 
Patton el al. 2000, Sampath et al. 1995, Wang et al. 2005) 
establish a mathematical or analytical model about the 
behavior of a system. The model can contain the normal or 
nominal behavior (fault-free behavior) or the normal behavior 
as well as the system behavior for a predefined set of faults. 
The model may be quantitative, expressed in e.g. differential, 
difference equations, or transfer functions, etc., or a 
qualitative model, e.g. a finite-state automaton, a set of logic 
expressions, a combination of both, a Petri Net, etc.  

The principal advantage of approaches using normal and 

faulty behaviors is the precision of the fault isolation. 
However, integrating the system behavior in response to a 
predefined set of faults increases exponentially the model 
size. In addition, only predefined faults can be diagnosed. 
This disadvantage can be avoided using a fault-free model. 
However, the fault isolation cannot be as precise as the one 
using normal and faulty behaviors. 

Performing the diagnosis of large scale DES by using a 
global model is unrealistic. In addition, this type of systems is 
naturally distributed, i.e., they are composed of several 
subsystems possessing their own local information. Thus in 
this paper, we propose a distributed fault-free-model-based 
approach to diagnose plant faults of large scale DES. The 
global model is described by its components fault-free 
models. Each component is composed of an actuator and its 
associated sensors. These models are available in a library 
and represented as Boolean DES models. Each behavior 
which does not correspond to a normal one is considered as a 
faulty behavior. The components’ elements (actuators or 
sensors) responsible of this faulty behavior are considered as 
potential fault candidates. 

The paper is structured as follows. In section 2, the proposed 
approach is presented. In section 3, a manufacturing system is 
used to illustrate the approach. The last section concludes the 
paper and presents future research directions.   

2. MODEL-BASED FDI APPROACH 

2.1 System components Boolean models 

We use Boolean DES (BDES) modeling, introduced in 
(Wang 2000), to model the equipments (sensors and 
actuators) behavior of the system. The system model G 
consists of n local models: G1,…, Gn, each one owns its local 
observable events responsible of a restricted area of the 
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process. The model ( )0q,h,,Y,Q,G δΣ=  is represented as 

Moore automaton and L = L(G) denotes its corresponding 
prefixed closed language. Σ  is a set of finite events and it 
includes the observable and unobservable events. Q is the set 

of states, Y is the output space, δ : *Σ x Q → Q is the state 

transition function and *Σ  is the set of all event sequences of 
the language L(G). The transition function ),( qσδ  provides 

the set of possible next states if σ  occurs at q. h : Q → Y is 
the output function. h(q) is the observed output at q. q0 is the 
initial state. Let { }

rFFF ,...,, ΠΠΠΣ Π 21
=  be the set of fault 

partitions. Each fault partition corresponds to some kind of 
faults in an equipment element (sensor or actuator). It 
consists of the set of faults which has the same effect 
according to either the configuration or maintaining 
procedure. We assume that at most one fault may occur at a 
time.   

(Balemi et al. 1993) defined controllable events ΣΣ ⊆c  as 

controller’s outputs sent to actuators, and uncontrollable 
events ΣΣ ⊆u  as the controller’s inputs coming from 

sensors. ΣΣΣΣ ⊂∪= )( uco  is the set of observable 

events. Typically, the observable events in a system are one 
of the following: enabled or disabled commands issued by 
the controller and changes of sensor readings. The 
unobservable events are failure events or other events which 
cause changes in the system state not recorded by sensors. 

Let Gi and its corresponding prefixed closed language, Li = 
L(Gi), be the local model of the restricted area of the system 

observed by this model. ( )iiiiiii q,h,,Y,Q,G
0

δΣ=   is 

represented as Moore automaton. i
u

i
c

i ΣΣΣ ∪=0  is the set of 

local observable events by Gi and o
i
o ΣΣ ⊂ . The other 

notations have the usual definition but for the restricted area 
observed by Gi. The model G is the synchronous composition 
of all the local models: G = G1 ║G2║...║Gn. G observes the 
system by one global projection function or mask, 

{ } **: oLP ΣεΣ →∪ . Thus P erases the unobservable events 

in an event sequence. The inverse projection function is 

defined as: { }u)s(PLsuP LL =∈=− :)(1 . It establishes all the 

event sequences producing the same observable event 
sequence u. Similarly, a local projection function can be 

defined for each local model Gi as: { } **: i
o

iiP ΣεΣ →∪ . 

Each state qi of G is represented by an output vector hj 
considered as a Boolean vector whose components are 
Boolean variables. Let d denote the number of state variables 
of G, the output vector hj of each state qj can be defined as: 

{ }1, ( ) ( ,..., ,..., ), 0,1 ,1 2 , Β .d d
j j j j jp jd jp jq Qh q h h h h h j h Y I∀ ∈ = = ∈ ≤ ≤ ∈ ⊆

 A transition from one state to another one is defined as a 
change of a state variable from 0 to 1, or from 1 to 0. Thus 
each transition produces an event α  characterized by either 

rising, jph=↑α , or falling, jph=↓α , edges where 

{ }dp ,...,2,1∈ . 

To describe the effect of the occurrence of an event oΣα ∈ , 

a displacement vector Eα is used. It is defined as a Boolean 

vector ),...,,...,( 1 dp eeeE αααα =  in dIB . If peα  = 1, then the 

value of pth state variable hjp will be set or reset when α  
occurs. While if peα  = 0, the value of pth state variable hjp 

will remain unchanged when  α  occurs. Consequently we 
can write:  

ααδα EhhqqQqq ijijoji ⊕=⇒=Σ∈∀∈∀ ),(,,,        (1) 

The symbol “⊕ ” denotes the logical operator Exclusive-OR. 

Similarly, we can define the displacement vectors for the 
other observable events. The set of all the displacement 
vectors of all the events provides the displacement matrix E. 
For each event 0α Σ∈ , an enablement condition, 

{ }1,0)( ∈iqenα , is defined in order to indicate if the event α 

can occur at the state qi, 1)( =iqenα , or not, 0)( =iqenα . 

Consequently, (1) can be re-written as: 

, , , ( , ) ( . ( ))i j o j i j i α α iq q Q α Σ q δ α q h h E en q∀ ∈ ∀ ∈ = ⇒ = ⊕   (2) 

The symbol “.” denotes the logical operator AND. 

2.2 Constrained-system Boolean model 

Let ( )0q,h,,Y,Q,S SS δΣ=  denote the constrained-system 

model, characterized as Moore automaton. It defines the 
global desired behaviour of the system and it is represented 
by the prefixed closed specification language K = 
L(S) ( )L G⊆ . S can be obtained using different algorithms 

from the literature as the ones developed in (Phillipot et al. 
2007, Ramadge and Wonham 1987) and the references 
therein. To obtain the transition functionSδ , the enablement 

conditions for all the system events at each state, 0Σ∈∀α , 

must satisfy all the specifications K, representing the desired 
behaviour: 

0 , , , ( , )

( ) 1, ( . ( ))
i j S j S i

α i j i α α i

α Σ q q Q q δ α q

en q h h E en q

∀ ∈ ∀ ∈ = ⇒

= = ⊕
                       (3) 

Thus, the constrained-system model contains only the 
authorized events at each state. Each local model Gi has a 
local constrained model Si, which is a part of the global 
constrained model S. Si is represented by the specification 
language Ki = L(Si), which is included in K. Si is a Moore 

automaton: ( )iii
S

ii
S

ii q,h,,Y,Q,S
0

δΣ=  and ii
S QQ ⊂ . All 

these notations have the usual definition but for the local 
constrained-system model Si. 

2.3 Events timing delays modelling 

The majority of sensors and actuators in manufacturing 
systems produce correlated events since state’s changes are 
usually effected by a predictable flow of materials (Pandalai 
and Holloway 2000). Therefore, a temporal model centered 
on the notion of expected event sequencing and timing 
relationships can be used.  
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In this paper, we define a set of expected consequents βEC  

for each controllable event, β ∈ Σc, in order to predict 
uncontrollable but observable consequent events within pre-
defined time periods. This βEC  is constructed for 

observable events and it describes the next events that should 
occur and the relative time periods in which they are 
expected. These pre-defined time periods are determined by 
experts or by learning according to the system dynamic and 
to the desired behaviour. If u = kααβα ...21  is an observable 

event sequence starting by a controllable event β, and ending 
by the observable event sequence *

1 2... k oα α α Σ⊂ , then the 

set of expected consequents ( )βEC u  is created when the 

event β occurs. )(uECβ  has the following form :                          

)(uECβ  = { }β
α

β
α

β
α

β
α ki

CCCC ,...,,...,,
21

. β
α i

C  is a 

consequent expected after the enablement of the controllable 
event β and it is defined as follows: 

{ }min max, , ( ,[ , ], ) ,i i i
qαii i

α α αβ

α j i αC α α q t t l j i= < . This expected 

consequent means that when jα  occurs, the event iα  should 

happen at the state 
i

qα  and within the time interval 

[ i
mintα , i

maxtα ]. If it is the case then the expected consequent is 

satisfied. If the event iα  has occurred before i
mintα  or after 

i
maxtα  then the expected consequent is not satisfied and it 

provides the fault labels i

αi

α

ql , as the cause of this non 

satisfaction. The fault labels indicate one or more of fault 
candidates and they are defined by an expert. The set of 
expected consequent )(uECβ  is evaluated by an expected 

function )(uEFβ . )(uEFβ  is equal to 1 if one of its 

expected consequents is not satisfied while it is equal to zero 
if all its expected consequents are satisfied. The set of 
expected consequents )(uECβ  is deleted when they are 

satisfied, i.e., )(uEFβ  = 0. 

2.4 Fault detection and isolation checking 

We adopt the hypothesis that each behavior which does not 
correspond to a normal one is considered as abnormal one. 
Thus, a fault can occur starting from any state of the desired 
behavior. This fault occurrence is unobservable and it leads 
the system to a faulty state. Each one of these faulty states 
must be reached within a finite delay for all the event 
sequences that can lead to this state starting from any other 
one of the desired behaviour states.  

Let
jFΨ define the set of all the event sequences ending by a 

fault belonging to the fault partition 
jFΠ . Thus 

)(
jF

r
jF ΨΨ 1== ∪ denotes the set of all the event sequences 

ending by a fault belonging to one of fault partitions of ΠΣ . 

Consequently, FΨ  ⊆  (L – K), i.e., all the faulty sequences 

ending by a fault belonging to one fault partitions of ΠΣ  are 

considered as violation of the specification language K. The 

set of faulty states is defined as SF : )S(
jF

r
j 1=∪ where 

jFS  is 

the set of states reached by the occurrence of a fault 
belonging to 

jFΠ . Let 
jFH  denote the set of all state output 

vectors of the faulty states belonging to
jFS . Then, the output 

partition 
jFH  is defined as : , ( ) .

j jF Fq S h h q h H′ ′ ′ ′∀ ∈ = ⇒ ∈  

In order to ensure the fault detection, the following 
conditions must hold: 

{ }, , 1,2,..., , ( ) 1i
ρρ L ρ K i n q Q en q∀ ∈ ∈ ∀ ∈ ∀ ∈ ⇒ =          (4) 

{ }
{ }

, , 1,2,..., , ,

1,2,..., , ( ) 0 or ( ( )) 1

F

i i
ρ q

ρ L ρ L K j r ρ ψ Φ

i n q Q en q EF P ρ

∀ ∈ ∈ − ∀ ∈ ∩ ≠

∃ ∈ ∃ ∈ ⇒ = =
  (5) 

Nk ∈≤ρ                                                      (6) 

The condition (4) means that all the enablement conditions of 
all the local desired models must be satisfied for any event of 
a sequence belonging to the global desired behavior. Thus, 
this condition ensures that no conflict can occur between 
local desired models for the enablement of events at any state 
of the desired behaviour. The satisfaction of (5) ensures that 
any event sequence violating the global desired behavior, due 
to the occurrence of a fault, must be detected by reaching at 
least one state q. This detection is based on the non 
satisfaction either of the enablement condition of the latest 
event in the event sequenceρ  or of its expected function. In 

the both cases, this non satisfaction can provide a set of fault 
labels Fj, { }1,2,..,j r∈ . This later can contain one fault label, 

i.e., one fault candidate, or several fault candidates. In the 
latter case, a preference order can be defined among these 
fault candidates in order to help the human operators to 
isolate the original or real one. This preference order can be 
established using the human experience or by learning, i.e., 
simulation. Finally (6) guarantees that this detection will be 
realized in a finite delay or number of event transitions equal 
to the cardinality of the event sequenceρ . 

3. MANUFACTURING SYSTEM EXAMPLE 

To illustrate the proposed approach, we use the example of 
pick and place station of the flexible manufacturing system 
platform cellflex (http://meserp.free.fr/). This station realizes 
the import and the export of pieces by a gripper between two 
processes thanks to a pneumatic system of 3 axes (Fig. 1). 
The symbol � refers to Z axis displacement, � to X axis 
displacement, � to Y axis displacement and � to the 
pneumatic system gripper. This station is composed of 4 
actuators piloted by 6 pre-actuators produced by different 
technologies. The information about the behavior of the 
station is provided by 9 sensors (Fig. 2). 
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Fig. 1. Pick and place station 
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Fig. 2. Actuators and sensors of the pick and place station 

3.1 Y axis Plant Elements models 

We will illustrate the construction of Y axis model. Same 
reasoning can be followed for the construction of the other 
axis models. The Y axis actuator is a Double Acting Cylinder 
(DAC) where their positions are given by two sensors, 
retracted yR and extended yE positions ones (Fig. 3). 

 yR yE 

Out In 

VOUT V-> VIN V<- 

 

Fig. 3. Elements of Y axis 

The Fig. 4 and Fig. 5 illustrate the free-fault models of plant 
elements of Y axis. The model GDAC (Fig. 5) evolves from its 
initial state q0 towards the states q1/VIN or q3/VOUT according, 
respectively, to the activation of the control signals In or Out. 
The states q1/VIN and q3/VOUT represent, receptively, the 
piston rod in home and in fully extended positions. If the 
model is located in the state q1, the activation of the control 
signal Out leads the piston rod to move forward. This piston 
rod movement is represented by the dynamic state q*2/V->. 
The output V-> indicates that the piston rod is in movement 
towards its fully extended position. The time required to 

reach this position, Ts, is assigned to the time variable ∆. In 
the same time, a local clock t is initiated to calculate the spent 
time during the forward movement. At this dynamic state, 
two cases can arise. In the first case, the value of t becomes 
equal to the one allocated to ∆. This means that the actuator 
has reached its fully extended position. Therefore, GDAC 
reaches the state q3 with the output Vout. In the second case, 
the control signal In is activated. This activation forces the 
piston rod to stop moving forward in order to return to its 
home position. Thus, GDAC evolves to the dynamic state q*4 
with the output V<- indicating that the piston rod is in 
inversed movement. In this case, the present spent time t is 
assigned to ∆. Then, the local clock is initiated again to 
calculate the elapsed time in the inverse movement. When 
this time becomes equal to the one allocated to ∆, the piston 
reaches its home position indicated by the state q1/VIN. The 
same reasoning can be followed for the other states. 

 ↓yR 

↑yR 

yR 

q1 

/yR 
 

q0 
↓yE 

 

↑yE 

 

yE 

q1 

/yE 
 

q0 

a) Sensor yR fault-free model b) Sensor yE fault-free model  

Fig. 4. Sensors yR and yE fault-free models  

 

Out.t := ∆ 

Out, Ts->∆ 

In, Ts->∆ 

In, t->∆ 

Out, t->∆ 

In.t := ∆ 

VIN 

q1 

V-> 

q*2 

VOUT 

q3 

V<- 

q*4 

In 

Out 

 

q0 

 

Fig. 5. DAC fault-free model 

For each PE, we can enumerate, with the help of an expert, 
the possible potential faulty or degraded behaviors and their 
responsible candidates. Faulty behavior causes the production 
halt while the degraded one disturbs or reduces the optimal 
production performances. Table 1 shows the labels indicating 
the faulty candidates of the faulty and degraded behaviors of  
Y axis Plant Elements.  

Table 1. Faulty and degraded behaviors and their responsible 
candidates for the Y axis Plant Elements 

Type Label Description 
ByR sensor yR blocked at 1 
B/yR sensor yR blocked at 0 
ByE sensor yE blocked at 1 
B/yE sensor yE blocked at 0 
BVin DAC blocked in retracted direction 

F
au

lty
 b

eh
av

io
rs

 

BVout DAC blocked in extended direction 

DV-> 
DAC too slowly acting in extended 

direction compared to its normal behavior 

D
eg

ra
d

ed
 

b
eh

av
io

rs 

DV<- 
DAC too slowly acting in retracted 

direction compared to its normal behavior 
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However, the faulty behaviors caused by these faults are not 
integrated in the models; only their labels are defined in order 
to propose fault candidates. 

3.2 Y axis desired behavior model 

The Y axis Plant Elements can be represented as a block for 
which the inputs are the control signals of the controller, In 
and Out, and the outputs are the sensors’ information, yR and 
yE (Fig. 6). The controller is supposed to be safety and 
dependable. Consequently, it is not possible to have the 
activation of In and Out at the same time. When the control 
signal Out is activated, the normal response is ↓yR followed 
by ↑yE. 
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Y axis retracted (station side) 

Y axis extended (conveyor side) 

Y axis Plant Elements 

Y axis cylinder 
In 

Out 

yR 

yE 

 

Fig. 6. Observable events of the “Y axis” PE 

The local constrained-system model SY for the sub-model GY 
of the Y axis Plant Elements is depicted in Fig. 7. Since any 
double effect cylinder with 2 positions has the same behavior, 
the constrained model is obtained from a library given by an 
expert. In BDES modelling, this desired behavior can be 
described using two tables; the first one explains the 
enablement conditions for the occurrence of each event and 
the second one is the displacement matrix for the estimation 
of the state output vector of each next state. These tables are 
shown respectively in Table 2 and, Table 3 for the SY. As an 
example we can notice that the only event allowed to take 
place in the initial state of SY, characterized by the output 
vector h1 = (yR yE Out In)=(1000), is the enablement of the 
controllable event ↑Out since its enablement condition, 

1
( )Y

qen Out↑ , is satisfied and the enablement conditions for 

all the other events are false (See Table 2). The displacement 
vector of this event is (0010)

Out

YE
↑

= . The output vector of the 

next estimated state of SY is calculated using (2) :  
1

2 1 1( . ( )) (1000) ((0010).1) (1010)
Out Out

Yh h E en q
↑ ↑

= ⊕ = ⊕ = . 

Similarly, we calculate the next output vector according to 
the occurrence of each authorized observable event. 

1 2 
↑Out 

8 

3 

5 

↑yE 

7 6 
↑In 

↓yR 

↓In ↓Out 

SY  h : yR yE Out In   

1000 1010 0010 0110 

1001 0101 0100 

4 

↑yE 

0001 

↓yE 

 

Fig. 7. Local constrained-system model SY for the sub model 
GY 

Table 2. Enablement conditions for SY for the sub model GY 

Event: σ  
 SY Enable condition: Y

σen  

↑yR /yR . /yE . /Out . In 
↓yR yR . /yE . Out . /In 
↑yE /yR . /yE . Out . /In 

↓yE /yR . yE . /Out . In 

↑Out yR . /yE . /Out . /In 
↓Out /yR . yE . Out . /In 
↑In /yR . yE . /Out . /In 
↓In yR . /yE . /Out . In 

Table 3. The displacement matrix EY for SY 

State  
variable 

↑yR ↓yR ↑yE ↓yE ↑Out ↓Out ↑In ↓In 

yR 1 1 0 0 0 0 0 0 
yE 0 0 1 1 0 0 0 0 

Out 0 0 0 0 1 1 0 0 
In 0 0 0 0 0 0 1 1 

3.3 Expected consequents definition 

We use expected consequents to model the cylinder response 
times which can be obtained by learning and/or by technical 
documentation. For SY, we define 2 expected consequents, 
one for each command enablement:

Out
EC↑ and

In
EC↑ . The 

enablement of Out, entails the events ↓yR and ↑yE to occur 
respectively at the states q2 and q3. ↓yR is expected to occur 
within the time interval [t1, t2] after the enablement of Out, 
↑yE within the time interval [t3, t4] after the occurrence of ↓yR 
according to the system dynamic. If ↓yR does not occur at q2 
then the cylinder has not responded. Thus, the non 
satisfaction of the corresponding expected consequent at this 
state indicates the occurrence of the fault “DAC blocked in 
retracted direction” indicated by the label BVin. If ↓yR has 
occurred but too lately, then the provided fault is “DAC is 
acting too slowly in extended direction” indicated by the 
label DV->. However when ↓yR occurs, SY will transit to the 
state q3. If ↑yE has not occurred, then the non satisfaction of 
the corresponding expected consequent provides the fault 
candidate {yE} with the label B/yE to indicate that the sensor 
yE is blocked at 1, stuck-off, since the piston has responded. 
Consequently 

Out
EC↑  can be written as follows: 

{ }{ }
{ }{ }

2 Vin

3 /yE

, ,( ,[ 1, 2], B , ) ,
.

, ,( ,[ 3, 4], B , )

R V

Out

R E V

Out y q t t D
EC

y y q t t D

−>

↑
−>

 ↑ ↓ =  
↓ ↑  

 

The number of candidates can be reduced using a progressive 
monitoring. The occurrence of new sensors events can lead to 
eliminate the improbable or inconsistent candidates with this 
new observation. According to the case if the event Ry↓  or 

Ey↑  has occurred too lately or not, one faulty candidate will 

be validated. If the event Ry↓ , or Ey↑ , occurred then the 

faulty candidate is the DAC which is acting too slowly in 
extended direction compared to its normal behavior.     
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Similarly, the expected function for the enablement of the 
command In is written as follows: 

{ }{ }
{ }{ }

6 Vout V

7 / yR V

, , ( ,[ 1, 2], B ,D ) ,

, , ( ,[ 3, 4], B ,D )

E

In

E R

In y q t t
EC

y y q t t

<−

↑
<−

 ↑ ↓
 =  

↓ ↑  

. 

However, these abnormal behaviors require the determination 
of the intervals defining the acceptable time displacement of 
the DAC. To determine these intervals, we have established a 
learning phase about the system’s normal behavior. The goal 
of this learning is to obtain realistic time response intervals 
related to the system dynamic and to the actuators 
technology. These intervals are obtained by a learning 
extrapolation of the probability, chance, of the occurrence of 
an event in this interval. For example, Fig. 7 presents the 
learning of time interval [t3,t4] of the occurrence of the event 
↑yE after the occurrence of the event ↓yR in response to the 
activation of the command Out. Fig. 8 presents the learning 
extrapolation when the command Out is activated. This 
activation expects as normal response the events ↓yR and ↑yE 
within respectively the time intervals [t1,t2] and [t3,t4]. 
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Fig. 7. Learning of the time interval of the occurrence of the 
event ↑yE after the occurrence of the event ↓yR in 
response to the activation of the command Out  

 

t 

Out =1 ↓yR ↑yE 

t1        t2 t3            t4 
 

Fig. 8. Learning extrapolation for the time intervals of the 
sensors events occurrences in response to the activation 
of the command Out 

3.4 Fault candidates generation for the Y axis 

The candidates responsible of the occurrence of a fault in a 
PE can be determined based on its normal models as well as 
on its temporal constraints represented by a set of templates 
or chronicles. The following hypotheses are considered: 

• Only one event responsible of a faulty or degraded 
behavior can occur at the same time, 

• The controller is supposed to be dependable and 
safety. Consequently, the controller cannot be 
responsible of any fault as the one of sending two 
opposable control signals, 

• The cylinder does not fail during operation, i.e., if it 
does fail, the fault occurs at the start of operation. 
This means that a fault cannot occur during the 
cylinder movement.   

A fault is detected either when a non expected event occurs 
or when an expected event does not occur. In the first case 
the enablement condition of the event’s occurrence is not 
satisfied. The possible faulty candidates are determined by 
identifying the state variables responsible of this non 
satisfaction. As an example, when the cylinder of the Y axis is 
in the initial state (Fig 7) and when the command Out is 
activated, the system transits to the next desired state 
characterized by the outputs Out = 1, In = 0, yR = 1, yE = 0. If 
the cylinder responds, then the sensor event ↓yR will be 
observed within the time interval [t1,t2] indicating that the 
cylinder motor is not faulty. If there is no sensor event within 
the time interval then we can infer that the DAC is blocked in 
retracted direction. However if ↓yR occurs but too late, then 
we can infer that the DAC is acting too slowly in extended 
direction compared to its normal behavior (the fault label   
DV->). 

The occurrence of ↑Out transits the Y axis model to the 
second state q2. The output vector for this state is calculated 
using (1) : 2 1( 1000) ( 0010) (1010)

Out

Yh h E
↑

= = ⊕ = = . Since 

1( ) 1
Out

Yen q
↑

= , see Table 2,  then this state corresponds to a 

state of the desired behaviour SY. If the event ↑yE occurred at 
the state q2 instead of the expected event ↓yR, then 

E

Y
yen↑ (q2) 

= / . / . . /R Ey y Out In  = 0. The only reason of this non 

enablement, based on the conditions of q2, is the variable 
state of the sensor yR. Thus, the faulty candidate is the 
retracted sensor {yR}. 

4. CONCLUSION AND FUTURE WORKS 

This paper presents a fault-free model-based approach for the 
Fault Detection and Isolation (FDI) of discrete manufacturing 
system. This approach considers the plant as a set of plant 
elements composed of actuators and their associated sensors. 
The goal is to take benefit of the composite structure of 
manufacturing systems. The use of fault-free models reduces 
the model construction complexity and avoids the necessity 
to define a priori the faults to be diagnosed.   

A fault is detected either by the occurrence of non expected 
event or by the non occurrence of expected event within a 
predefined time intervals. The later indicate the actuators 
reactivity and are determined using a learning extrapolation. 
The occurrence of non expected event is detected when the 
enablement condition of this event is not satisfied. The state 
variables, representing the sensors outputs and the control 
signals, responsible of this non satisfaction are considered as 
the fault candidates. The non occurrence of expected event, 
or its occurrence too late, within its predefined time intervals 
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is detected using a template. The later is created for each 
control signal and it represents temporal constraints between 
events occurrences.   

A future work of this paper is to define a codiagnosability 
notion allowing determining the set of faults which can be 
diagnosed and the time delay required for this diagnosis. This 
diagnosis is achieved by the set of local diagnosers. Each one 
of the later is responsible of a restricted area of the system or 
a specified component. In addition, we aim to use the 
learning of system dynamic as well as the expert knowledge 
to achieve an order preference between candidates when the 
set of fault candidates contains more than one candidate.   
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Preface 

 

One common point of discussion at every DX workshop concerns the establishment of a means to 

evaluate and compare diagnosis algorithms. The ISCAS85 digital circuit benchmarks became an 

informal test suite for one subset of the MBD community, but there was no agreement on either the 

form of the benchmark or the metrics. At DX’06 the community decided to establish a common set of 

diagnostic benchmarks – but that effort did not take root. NASA Ames Research Center and Palo Alto 

Research Center (PARC) decided to combine efforts to create a generalized framework that would 

establish a common platform to evaluate and compare diagnosis algorithms. Later Delft joined the 

group through Alex Feldman’s internship at PARC. Paper 1 of this section describes the workings of 

this framework. 

 

A DX Competition was organized as a first implementation of this framework. 12 Diagnosis 

Algorithms competed in 3 tracks that included industrial and synthetic systems. Initially the 

participants were provided with system descriptions and a sample data set that included nominal and 

fault scenarios. The participants had to provide algorithms that communicated with the run-time 

architecture to receive scenario data and return diagnostic results. For the competition we ran all the 

algorithms on extended scenario data sets (different from sample set) to compute a set of pre-defined 

metrics and a final ranking based on weighted metric scores. Paper 2 of this section provides details 

about this competition including the final results.  

 

The participating diagnosis algorithms used a variety of reasoning schemes (not just model-based). 

These include model-based, Bayesian network-based, rule-based, statistical, and optimization 

approaches. Submissions came from all over the world including Australia, Italy, USA, The 

Netherlands, and Sweden. The results of the competition indicate that no algorithm was able to 

dominate all metric categories which illustrates that selecting a diagnosis algorithm involves many 

trade-offs. Papers 3-7 present the description of some of the participating algorithms. 

 

We extend our gratitude to Peter Struss (Technical University Munich), Gautam Biswas (Vanderbilt 

University), Ole Mengshoel (Carnegie Mellon University), Serdar Uckun (PARC), Kai Goebel 

(University Space Research Association), Gregory Provan (University College Cork), and many others 

for valuable discussions, criticism and help on the framework. We thank David Nishikawa (NASA), 

David Jensen (Oregon State University), Brian Ricks (University of Texas at Dallas), Ole Mengshoel 

(Carnegie Mellon University), and Adam Sweet (NASA) for their help with the industrial track of the 

competition. We acknowledge the efforts of all the participants in the competition. Finally we would 

like to thank the DX community and especially the DX’09 organizers for providing us a forum to 

publish and present this activity. 
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Abstract: Diagnostic inference involves the detection of anomalous system behavior and the identification 

of its cause, possibly down to a failed unit or to a parameter of a failed unit. Traditional approaches to 

solving this problem include expert/rule-based, model-based, and data-driven methods. Each approach 

(and various techniques within each approach) use different representations of the knowledge required to 

perform the diagnosis. The sensor data is expected to be combined with these internal representations to 

produce the diagnosis result. In spite of the availability of various diagnosis technologies, there have been 

only minimal efforts to develop a standardized software framework to run, evaluate, and compare different 

diagnosis technologies on the same system. This paper presents a framework that defines a standardized 

representation of the system knowledge, the sensor data, and the form of the diagnosis results – and pro-

vides a run-time architecture that can execute diagnosis algorithms, send sensor data to the algorithms at 

appropriate time steps from a variety of sources (including the actual physical system), and collect result-

ing diagnoses. We also define a set of metrics that can be used to evaluate and compare the performance of 

the algorithms, and provide software to calculate the metrics. 

 

1. INTRODUCTION 

Fault Diagnosis in physical systems involves the detection of 

anomalous system behavior and the identification of its 

cause. Key steps in the diagnostic inference are fault detec-

tion (is the output of the system incorrect?), fault isolation 

(what is broken in the system?), fault identification (what is 

the magnitude of the failure?), and fault recovery (how can 

the system continue to operate in the presence of the faults?). 

Expert knowledge and prior know-how about the system, 

models describing the behavior of the system, and sensor data 

from system during actual operation are used to develop di-

agnostic inference algorithms. This problem is non-trivial for 

a variety of reasons including: 

• incorrect and/or insufficient knowledge about system be-

havior 

• limited observability 

• presence of many different types of faults (system/super-

visor/actuator/sensor faults, additive/multiplicative 

faults, abrupt/incipient faults, persistent/intermittent 

faults) 

• non-local and delayed effect of faults due to dynamic na-

ture of system behavior 

• presence of other phenomena that influence/mask the 

symptoms of faults (unknown inputs acting on system, 

noise that affects the output of sensors, etc.) 

Several communities have attempted to solve the diagnostic 

inference problem using various methods. Some typical ap-

proaches have been: 

• Expert Systems – These approaches encode knowledge 

about system behavior into a form that can be used for 

inference. Some examples are rule-based systems (Kos-

telezky, 1990) and fault trees (Kavcic and Juricic, 1997). 

• Model-based Systems – These approaches use an explicit 

model of the system configuration and behavior to guide 

the diagnostic inference. Some examples are “FDI” me-

thods (Gertler, 1998), statistical methods (Basseville and 

Nikorov, 1993), “AI” methods (Hamscher et al., 1992). 

• Data-driven Systems – These approaches use only the 

data from representative runs to learn parameters that can 

then be used for anomaly detection or diagnostic infe-

rence for future runs. Some examples are IMS (Iverson, 

2004), Neural Networks (Sorsa and Koivo, 1998), etc. 

• Stochastic Method – These approaches treat the diagno-

sis problem as a belief state estimation problem. Some 

examples are Bayesian Networks (Lerner et al., 2000), 

Particle Filters (de Freitas, 2001), etc. 

Despite the development of such a variety of notations, tech-

niques, and algorithms, efforts to evaluate and compare the 

different diagnosis algorithms (DA) have been minimal (dis-

cussed in Section 2). One of the major deterrents is the lack 

of a common framework for evaluating and comparing diag-
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nosis algorithms. The establishment of such a framework 

would accomplish the following objectives:  

• Accelerate research in theories, principles, modeling and 

computational techniques for diagnosis of physical sys-

tems 

• Encourage the development of software platforms that 

promise more rapid, accessible, and effective maturation 

of diagnosis technologies 

• Provide a forum that can be utilized by algorithm devel-

opers to test and validate their technologies 

• Systematically evaluate different diagnosis technologies 

by producing comparable performance assessments 

Such a framework would require the following: 

• Define a standard representation format for the system 

description, sensor data, and diagnosis result 

• Develop a software run-time architecture that can run 

specific scenarios from actual system, simulation, or oth-

er data sources such as files (individually or as a batch), 

execute DAs, send scenario data to the DA at appropriate 

time steps, and archive the diagnostic results from the 

DA. 

• Define a set of metrics to be computed based on the 

comparison of the actual scenario and diagnosis results 

from the DA 

In this paper, we present a framework that attempts to address 

each of the above issues. Section 2 presents the motivation 

for this effort and some related work in other problem do-

mains like planning and prognosis. Section 3 presents our 

framework, and describes each component in detail. Section 

4 lists the assumptions that we had to make and the limita-

tions of this framework. Finally, Section 5 presents our con-

clusions and the future of the proposed framework. 

The framework discussed in this paper, examples, XML 

schemas, and other related materials can be downloaded from 

the DXC website
1
. 

2. MOTIVATION & RELATED WORK 

The DX community meets every year at the International 

Workshop on the Principles of Diagnosis
2
 to discuss the latest 

developments in the field of model-based diagnosis. One 

common point of discussion at every meeting concerns the 

establishment of a means to evaluate and compare diagnosis 

algorithms. The ISCAS85 digital circuit benchmarks became 

an informal test suite for one subset of the MBD community, 

but here was no agreement on either the form of the bench-

mark or the metrics. At DX’06 the community decided to es-

tablish a common set of diagnostic benchmarks – but that ef-

fort did not take root. When NASA Ames Research Center 

presented an Electrical Power System hardware testbed 

                                                
1
 http://dx-competition.org/ 

2
 http://www.isy.liu.se/dx09/ 

(ADAPT) at the Workshop in 2007 (Poll et al., 2007), the 

system and the run-time architecture it used to execute DAs 

was well received. NASA was encouraged to generalize this 

framework. In searching for similar frameworks and talking 

to people from other diagnosis communities, we realized that 

there was a need for a common framework to execute differ-

ent DAs and evaluate and compare their performance.  

The use of benchmark models and algorithms has played an 

important role in advancing the state-of-the-art in fields such 

as SAT, planning, multi-agent systems, and recently prognos-

tics.  

Beginning in 1998, the international planning community has 

held a biennial event to support the direct comparison of 

planning systems on a changing collection of benchmark 

planning problems. At the time the organizers had several ob-

jectives: to allow meaningful comparison of programs, to 

provide an indication of the overall progress in the field, to 

present a set of benchmark problems, and to focus attention 

on more realistic problems. Although not intended, the adop-

tion of PDDL as a common representation language for plan-

ning was a very important outcome of the first competition. 

Overall the benefits of this series of competitions have been 

significant: over ten years, planning systems have been de-

veloped that are capable of solving large and complex prob-

lems, using richly expressive domain models, and meeting 

advanced demands on the structure and quality of solutions. 

The competition series has inspired many advances in the 

planning research community as well as an increasingly em-

pirical methodology and a growing interest in the application 

of planners to real problems. 

The Prognostics and Health Management (PHM) community 

held its first prognostics data challenge as part of the 

PHM’08 conference (Saxena et al., 2008). The challenge was 

an initial step in addressing the lack of publicly available run-

to-failure sets. Fault progression data sets are typically time 

consuming and expensive to acquire or may be withheld due 

to proprietary or competitive reasons. The lack of common 

data sets is seen as impeding progress in the prognostics 

community as there is no mechanism for a meaningful, direct 

comparison of algorithms. The PHM data challenge required 

competitors to estimate the remaining useful life (RUL) of an 

unspecified system using historical data only. For this com-

petition no framework was required, since the evaluation was 

with respect to one parameter representing the prognostic 

output, which did not depend on timing, the CPU type, mem-

ory usage, or other measures making the comparison of algo-

rithms more straightforward.  

In contrast, the diagnosis community has suffered a distinct 

lack of similar benchmarks, and it has been difficult to per-

form a comparative analysis of inference algorithms or model 

representations. Several researchers have attempted to dem-

onstrate benchmarking capability on different systems. 

Among these, (Orsagh et al., 2002) provided a set of 14 me-

trics to measure the performance and effectiveness of prog-

nostics and health management algorithms for US Navy ap-

plications (Roemer et al., 2005). (Bartys et al., 2006) pre-

sented a benchmarking study for actuator fault detection and 

identification (FDI). This study, developed by the DAMAD-
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ICS Research Training Network, introduced a set of 18 per-

formance indices used for benchmarking FDI algorithms on 

an industrial valve-actuator system. Izadi-Zamanabadi and 

Blanke (1999) presented a ship propulsion system as a 

benchmark for autonomous fault control. This benchmark has 

two main elements. One is the development of an FDI algo-

rithm, and the other is the analysis and implementation of au-

tonomous fault accommodation. Finally, (Simon, et al., 2008) 

introduced a benchmarking technique for gas path diagnosis 

methods to assess the performance of engine health manage-

ment technologies. 

The framework presented here adopts some of its metrics 

from the literature (SAE, 2007; Orsagh et al., 2002; Bartys et 

al., 2006) and extends prior work in this area by 1) defining a 

number of benchmarking indices, 2) providing a generic, ap-

plication independent architecture that can be used for ben-

chmarking different monitoring and diagnosis algorithms, 

and 3) facilitating the use of real process data on large-scale, 

complex engineering systems. Moreover, it is not restricted to 

a single fault assumption and enables the calculation of ben-

chmarking metrics for systems in which each fault scenario 

may contain multiple faults.    

3. DIAGNOSIS ALGORITHM EVALUATION 

FRAMEWORK 

For our proposed diagnosis algorithm evaluation framework 

we first defined formats for the system catalog, sensor data 

message, and the diagnosis result (described in detail later in 

this section). The process of setting up the framework for a 

selected system is as follows: 

• The system is formally specified in an XML file called 

the System Catalog. The catalog includes the system’s 

components, connections, components’ operating modes, 

and a textual description of component behavior in each 

mode. 

• The set of sensor points is decided and sample data for 

nominal and fault scenarios are generated. 

• DA developers use the system catalog and sample data to 

create their algorithms with an appropriate interface to 

the run-time architecture (described later in this section) 

to receive sensor data and send the diagnosis results. 

• A set of test scenarios (nominal and faulty) is selected to 

evaluate the DA. 

• The run-time architecture is used to run the DA on the 

selected test scenarios in a controlled experiment setting, 

and the diagnosis results are archived. 

• Selected metrics are computed by comparing actual sce-

narios and diagnosis results from DAs. The metrics can 

then be used to compute secondary metrics (a ranking 

score if a competition is being conducted for example) 

In the following subsections we describe the constituent piec-

es of our framework in more detail. 

 

3.1 System Catalog 

We realize that it is impossible to avoid bias towards certain 

diagnostic algorithms and methodologies when providing 

system descriptions. Despite attempts to create a general 

modeling language (for examples cf.  (Feldman, Provan, & 

van Gemund, 2007) and the references therein), there is no 

widely agreed way to represent models and systems. Fur-

thermore, DXC is not a pure algorithmic competition, a DA 

includes its own system representation (for example a Baye-

sian net or a system of Qualitative Differential Equations). 

On the other hand, designing a diagnostic framework which 

is fully agnostic towards the system description is impossible 

as there would be no way to communicate components or 

system parts and to compute diagnostic metrics. As a com-

promise, we have chosen a minimalistic approach, providing 

formal descriptions of the system topology and component 

modes only. This is done in the XML system catalog. The 

rest of the system description (e.g., nominal and faulty func-

tionality of components) is not regulated by DXC, i.e., the 

organizers may provide any textual, programmatic or other 

description of the systems. In the future we may try to extend 

our XML schema in yet another attempt of providing a com-

plete modeling language beyond interconnection topology. 

The XML system catalog format is primarily intended to pro-

vide a common set of identifiers for components and their 

modes of operation within a given system. This common lan-

guage is necessary to enable exchange of meaningful sensor 

data and diagnoses. Additionally, basic structural information 

is provided in the form of component connections. Behavior-

al information is limited to a brief textual description of each 

component and its modes, leaving DA developers to deduce 

behavior from the system’s sample data. This is done to pre-

vent biasing towards any one diagnostic approach. 

Table 1: Top-level system description 

Item Description 

System Name Unique Identifier 

Artifact De-

scription 

Brief text summary of the system and 

pointers to documentation, forums, mail-

ing lists, and other resources 

Component 

Catalog 

List of component identifiers, with refer-

ence to component type and commands 

that affect the component 

Interconnection 

Diagram 

Each node of the graph contains a com-

ponent identifier/instance identifier pair, 

and there is an edge for any two (physi-

cally) connected components 

 

Almost any diagnosis technology today uses some kind of 

graph-like structure for describing the system structure. 

Hence we chose a graph-like representation to specify the 

physical connectivity of the system. This graph is not anno-

tated: for example there is no directional information. Sup-

plemental information can be extracted from the repository of 

documents describing the system, if available. 

This is an example XML system description: 
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<system xsi:type="Digital Circuit”> 

  <systemName>polycell</systemName> 

  <description> 

    A familiar circuit. Contact: dekleer@parc.com. 

    Publications: [dW87] 

  </description> 

 

  <components> 

     <component xsi:type="Probe”> 

        <name>A</name> 

        <description> 

          Probes a point in circuit 

        </description> 

     </component> 

     <component xsi:type="Multiplier”> 

        <name>M1</name> 

        <description> 

          Multiplies its inputs 

        </description> 

     </component> 

     <component xsi:type="Adder”> 

        <name>A1</name> 

        <description>Adds its inputs</description> 

     </component> 

  </components> 

  <connections> 

    <connection> 

      <c1>A</c1> 

      <c1>M1</c1> 

    </connection> 

    <connection> 

      <c1>M1</c1> 

      <c1>A1</c1> 

    </connection> 

  </connections> 

</system> 

3.1.1  XML Component Type Descriptions 

Next, specifications for all component types mentioned in the 

system description are provided. 

Table 2: Component description data 

Item Description 

Component 

Type Name 

Unique Identifier 

Component De-

scription 

Brief summary of the component type and 

pointers to documentation, forums, and 

other resources 

Modes Reference to a mode group 

Component 

Specific Info 

Examples: sensor min/max, load wattage, 

circuit breaker rating 

Consider the “Circuit Breaker” component type (referenced, 

for example, by a component with unique ID CB180): 

 
<componentType xsi:type="circuitBreaker"> 

  <name>CircuitBreaker4Amp</name> 

  <description> 

    4 Amp CircuitBreaker  

  </description> 

  <modesRef>CircuitBreaker</modesRef> 

  <rating>4</rating> 

</componentType> 

 

Or an “AC Voltage Sensor” component type: 

 
<componentType xsi:type="sensor"> 

  <name>ACVoltageSensor</name> 

  <description>AC voltage sensor.</description> 

  <modesRef>ScalarSensor</modesRef> 

  <sensorValue xsi:type="numberValue"> 

    <dataType>double</dataType> 

    <rangeMin>0</rangeMin> 

    <rangeMax>150</rangeMax> 

  </sensorValue> 

  <engUnits>VAC</engUnits> 

</componentType> 

 

As part of a more abstract example we can consider a de-

scription of an and-gate, part of a digital circuit: 

 
<componentType xsi:type="ANDGate"> 

  <name>AND2</name> 

  <description>AND gate.</description> 

  <modesRef>AndGate</modesRef> 

</componentType> 

3.1.2 XML Mode Catalog 

Component operating modes are organized by Mode Groups. 

More than one component can refer to the same group. The 

Mode Group format is described in Table 3. The mode cata-

log organizes nominal and faulty behavior of under generic 

component types. As an example, the allowable modes for 

the Circuit Breaker component from the preceding section are 

given below: 

Table 3: Mode group description 

Item Description 

Modes Group Name Unique identifier for each mode group 

Mode Names Names of the possible modes 

Mode Descriptions Text descriptions 
 

<modeGroup> 

  <name>CircuitBreaker</name> 

  <mode xsi:type="mode"> 

    <name>Nominal</name> 

    <description> 

      Transmits current and voltage. 

      Trips when current exceeds threshold. 

    </description> 

  </mode> 

  <mode xsi:type="mode"> 

    <name>Tripped</name> 

    <description> 

      Breaks the circuit and must be  

      manually reset.  

    </description> 

  </mode> 

  <mode xsi:type="faultMode"> 

    <name>FailedOpen</name> 

    <description> 

      Trips even though current is 

      below threshold. 

    </description> 

    <faultSource>Hardware</faultSource> 

    <parameters/> 

  </mode> 

</modeGroup> 

 

The mode catalog and the specific mode definitions serve as 

a requirements document for diagnosis algorithm developers. 

This is intended to establish a common ground for different 

approaches by guiding the modeling of physical systems to 

use a standardized nomenclature.  
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3.2 Message Format 

Messages are exchanged as ASCII text over TCP/IP. API 

calls for parsing, sending, and receiving messages are pro-

vided with the framework, but developers may choose to 

send and receive messages directly through the underlying 

TCP/IP interface. This allows developers to use their pro-

gramming language of choice, rather than being forced into 

the languages of the provided APIs. 

Every message contains a millisecond timestamp indicating 

the time at which the message was sent. 

Though there are additional message types, the most impor-

tant messages for the purpose of benchmarking are the sensor 

data message, command message, and diagnosis message, 

described below. 

3.2.1 Sensor/Command Data 

Sensor data are defined broadly as a map of sensor IDs to 

sensor values (observations). Sensor values can be of any 

type; currently the framework allows for integer, real, boo-

lean, and string values. The type of each observation is indi-

cated by the system’s XML catalog. 

Commandable components contain an additional entry in the 

system catalog specifying a command ID and command val-

ue type (analogous to sensor value type). The command mes-

sage represents the issuance of a command to the system. In 

the ADAPT system, for example, the message (EY144_CL, 

true) signifies that relay EY144 is being commanded to close. 

“EY144_CL” is the command ID, and “true” is the command 

value (in this case, a boolean value). 

Table 4: Sensor and command messages 

SensorMessage 

+timestamp 

+sensorValues: Map<sensorIds->sensorValues> 

 

CommandMessage 

+timestamp 

+commandID: string 

+command: commandValue 

3.2.2 Diagnosis Result Format 

The diagnosis algorithm’s output (i.e., estimate of the physi-

cal status of the system) is standardized to facilitate the gen-

eration of common data sets and the calculation of the ben-

chmarking metrics, which will be introduced in Section 3.5. 

The resulting diagnostic message is summarized in Table 5 

and contains: 

- timestamp: A value indicating when the diagnosis has been 

issued by the algorithm.  

- candidateSet: A candidate fault set is a list of candidates an 

algorithm reports as a diagnosis. A candidate fault set may 

include a single candidate with a single or multiple faults; or 

multiple candidates each with a single or multiple faults. It is 

assumed that only one candidate in a candidate fault set can 

represent the system at any given time. 

- detectionSignal: A boolean value as to whether the diagno-

sis system has detected a fault.  

- isolationSignal: A boolean value as to whether the diagno-

sis system has isolated a candidate or a set of candidates.  

In addition, each candidate in the candidate set has an asso-

ciated weight. Candidate weights are normalized by the 

framework such that their sum for any given diagnosis is 1.  

Table 5: The diagnosis message 

DiagnosisMessage 

+timestamp 

+candidateSet: Set <Candidate> 

+detectionSignal: Boolean 

+isolationSignal: Boolean 

+notes: string 

 

Candidate 

+faults: Map<componentIds->componentState> 

+weight: double 

3.3 Run-time Architecture 

The key component of our framework is the run-time archi-

tecture for executing and evaluating diagnosis algorithms. 

The architecture has been designed with the following con-

siderations in mind: 

1. The overhead of interfacing existing diagnosis algo-

rithms should be reduced by supplying minimalistic 

APIs  

2. Inter-platform portability should be provided by al-

lowing clients to interface C++ and Java APIs or by 

implementing a simple ASCII based TCP messaging 

protocol 

To facilitate algorithm development and testing we intend to 

make available all software in source form and binary pack-

ages for Windows™ and Linux platforms. Our framework 

will contain a very simple diagnosis algorithm and a few ex-

amples.  

3.3.1 Software Components 

Figure 1 shows an overview of the software components and 

the primary information flow the framework. All communi-

cation is ASCII based and all modules communicate via TCP 

ports by using a simple message-based protocol which we 

will describe in more detail below.  

• Scenario Loader (SL): This is the main entry point for 

running the diagnosis algorithms. The Scenario Loader 

(SL) executes the Scenario Data Source (SDS), the Sce-

nario Recorder (SR), and all Diagnosis Algorithms (DA). 
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SL ensures system stability and cleanup upon scenario 

completion. Note that SL is the only long living process. 

SDS, SR, and all DAs are spawned for each scenario and 

the DA is forcibly killed if it does not terminate after a 

predetermined time-out. 

• Scenario Data Source (SDS): SDS provides scenario 

data from previously recorded datasets. The provenance 

of the data (whether hardware or simulation) depends on 

the system in question. A scenario dataset contains sen-

sor readings, commands (note that the majority of clas-

sical MBD literature does not discern commands from 

observations), and fault injection information (to be sent 

exclusively to SR). SDS publishes data following a wall-

clock schedule specified by timestamps in the scenario 

files. 

• Scenario Recorder (SR): SR receives fault injection da-

ta and diagnosis data, and compiles it into a Scenario Re-

sults File. The results file contains a number of time-

series which will be described later. These time-series 

are used by the Evaluation module for scoring and can be 

supplied to the participants for detailed analysis of the 

algorithmic performance. The Scenario Recorder is the 

main timing authority, i.e., it timestamps each message 

upon arrival before recording it to the Scenario Results 

File.  

• Diagnosis Algorithm (DA): This is the component im-

plemented by the external participants for evaluation. 

DA implementations use the diagnostic framework mes-

saging interface to receive sensor and command data, 

perform their diagnosis, and send the results back.  

• Evaluator: Takes Scenario Results File and applies me-

trics to evaluate Diagnosis Algorithm performance. The 

metrics and evaluation procedures are detailed in Section 

6. 

3.3.2 Diagnostic Session Overview 

The diagnosis algorithms are tested against a number of diag-

nostic scenarios. From the viewpoint of the scenario player, a 

diagnostic scenario is a series of observations (sensor read-

ings, commands) A = {α1, α2,…, αn}, taken within an interval 

of time. A is computed for each scenario with the help of a 

physical testbed, a simulator, or other methods for creating 

observations (it is not necessary for all available sensor val-

ues to be reported to the diagnosis engine). The aim should 

be to provide scenarios with varying levels of difficulty. The 

diagnostic scenarios are kept secret from the participants, ex-

cept those provided as training and test data. 

We will analyze the progression of one diagnostic scenario. 

Each diagnostic session defines some standard key points and 

intervals which are best illustrated by Figure 2. 

Figure 2 splits the diagnostic session into three important 

time intervals: ∆startup, ∆injection, and ∆shutdown. During the first 

interval ∆startup, the diagnosis algorithm is given time to in-

itialize, read data files, etc. Note that this is not the time for 

compilation; compilation-based algorithms will compile their 

models beforehand. Though sensor observations may be 

available during ∆startup, no faults will be injected during this 

time. Fault injection will take place during ∆injection. Finally, 

the algorithms will be given some time post-scenario to send 

final diagnoses and gracefully terminate during ∆shutdown. Af-

ter this time, live diagnosis processes will be killed and the 

system will be recycled for the next diagnostic experiment. 

Below are some notable points for the example diagnostic 

scenario from Figure 2: 

• tinj – A fault is injected at this time; 

• tfd – The diagnosis algorithm has detected a fault; 

• tffi – The diagnosis algorithm has isolated a fault for the 

first time; 

• tfir – The diagnosis algorithm has modified its isolation 

assumption; 

• tlfi – This is the last fault isolation during ∆injection. 

A sequence diagram of an example diagnostic session is 

shown in Figure 3. After Scenario Loader spawns the Scena-

rio Data Source, Scenario Recorder, and Diagnostic Algo-

rithm, the three spawned processes send messages indicating 

they are prepared to start the scenario. Scenario Loader noti-

fies Scenario Data Source that it should commence sending 

sensor data, command data, and fault injection information. 

Scenario Recorder receives all three kinds of data; the DA 

only sensor and command data. The DA in turn sends its di-

 
Fig. 1. Run-time architecture 

DX-09, Stockholm, Sweden June 14-17, 2009

378



 

 

     

 

agnoses to the Scenario Recorder. 

At the end of the diagnostic session the scenario player has 

collected the following time-series and (actual and hypothe-

sized) fault data to be used in the metrics computation: 

• Fault injection signal; (from Scenario Data Source) 

• Fault detection signal; (from DA) 

• An actual fault set (once all faults are injected); (from 

Scenario Data Source) 

• A (possibly empty) set of candidate diagnoses; (from 

DA) 

In addition, the scenario loader collects the following diagno-

sis engine session performance data (to be used for the com-

putation of performance metrics): 

• Total computation time; (from Operating System) 

• Peak amount of allocated memory; (from Operating Sys-

tem) 

3.4 Metrics and Evaluation 

The metrics for evaluating diagnostic algorithms depend on 

the particular use of the diagnostic system, the users in-

volved, and their objectives. In this paper, we have chosen to 

highlight some common requirements for the development of 

diagnostic systems. The metrics measuring the performance 

on these requirements need to be defined separately depend-

ing on the specific diagnostic application at hand. For the 

proposed framework, we make a distinction between tempor-

al, technical, and computational performance and highlight 

metrics for each category.  

The temporal metrics measure how quickly an algorithm re-

sponds to faults in a physical system. The technical metrics 

measure non-temporal features of a diagnostic algorithm in-

cluding accuracy, resolution, sensitivity, and stability. Final-

ly, computational metrics are intended to measure how effi-

ciently an algorithm uses the available computational re-

sources. An extensive survey on these user requirements and 

associated metrics can be found in Kurtoglu et al. (2008). 

In addition we divide the metrics into 2 main categories:  

• Detection metrics which deal with temporal, tech-

nical and computational metrics associated with on-

ly detection of the fault. 

• Isolation metrics which deal with temporal, technic-

al and computational metrics associated with isola-

tion of the fault. 

Table 6: Metrics summary 

Name Description Class/Category 

“Per System Description” Metrics 

False Positives Rate Spurious faults rate Technical / Detec-

tion 

False Negatives Rate Missed faults rate Technical / Detec-
tion 

Detection Accuracy Correctness of the de-

tection 

Technical / Detec-

tion 

“Per Scenario” Metrics 

Fault Detection Time Time for detecting a 

fault 

Temporal / Detec-

tion 

Fault Isolation Time Time for last persistent 

diagnosis 

Temporal / Isolation 

Fault Isolation Accu-

racy 

Correctness of Isola-

tion 

Technical / Isola-

tion 

CPU Load CPU time spent Computational / 
Detection & Isola-

tion 

Memory Load Memory allocated Computational / 
Detection & Isola-

tion 

In general several other classes of metrics are possible includ-

ing cost/utility metrics, effort (in building systems for exam-

ple) metrics and also other categories like fault identification 

and fault recovery metrics. The expectation is that as this 

framework evolves a comprehensive list of desired metric 

classes and categories will be developed to aid framework 

tlfitfirtffi

fault 2
signal

· · ·· · ·· · ·· · ·· · ·

low

high

1 2 tnn − 1

∆shutdown∆injection∆startup

detection
signal

isolation
signal

signal
fault 1

tfdtinj  
Fig. 2. Key time points, intervals, and signals 
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users in choosing the performance criteria they want to meas-

ure. 

For the first implementation of the evaluator (Figure 1) we 

included 8 metrics which are summarized in Table 6. These 

metrics are based on extensive survey of literature and talking 

to experts from various fields (Kurtoglu et al., 2008). The de-

finitions for the eight metrics are provided in (Kurtoglu et al., 

2009). 

4. ASSUMPTIONS, ISSUES, AND EXTENSIONS 

In developing this framework, we made a few simplifying as-

sumptions and identified some limitations, which form the 

scope for future extensions.  

The system catalog was intentionally defined as a general 

XML format to avoid committing to specific modeling or 

knowledge representations (e.g., equations). It is expected 

that the sample training data and pointers to additional docu-

mentation would be sufficient for DA developers to learn the 

behavior of the system.  We will continue to look for ways to 

extend the system catalog representation to provide as much 

general information about the system as possible.  

The diagnosis result format is defined to be a set of candi-

dates with a weight associated with each candidate. Each 

candidate reports faulty modes of 0 (all nominal) or more 

components. Obviously this is a simplistic representation 

since it does not allow reporting of intermittent faults, para-

metric faults, among others. Also in some cases it may be de-

sirable to report a belief state (a probability distribution over 

component states) as opposed to a set of candidates. We ex-

pect to be continuously updating the diagnosis result format 

to support a variety of diagnostic output.  

The run-time architecture was also defined such that no as-

sumptions were made regarding the actual operational envi-

ronments in which the diagnostic algorithms may be run. We 

acknowledge that the true test of diagnostics is in robustness 

of performance in the target environment, however, building 

an effective evaluation framework in an operational environ-

ment is prohibitive for almost all application domains. 

The set of metrics we chose are based on literature survey 

and expert opinion on what measures are important to assess 

the effectiveness of DAs. However we realize that this set is 

by no means exhaustive. Different sets of metrics may be ap-

plicable depending on what the diagnosis results are support-

ing (abort decisions, ground support, fault-adaptive control, 

etc.). In addition there might be a set of weights associated 

with the metrics depending on their importance (for abort de-

cisions the fault detection time is of utmost importance). We 

expect to add more metrics to the list in the future (with sup-

port tools to compute those metrics). 

5. CONCLUSIONS & FUTURE WORK 

We presented a framework for evaluating and comparing 

DAs under identical conditions. The framework is general 

enough to be applied to any system and any kind of DA. The 

run-time architecture was designed to be as platform inde-

pendent as possible. We defined a set of metrics that might be 

of interest when designing a diagnosis algorithm and the 

framework includes tools to compute the metrics by compar-

ing actual scenarios and diagnosis results.  

We identified some of the limitations of this framework in 

Section 4. Our goal is to continue extending this framework 

to address those limitations. One of our immediate future 

goals is to augment the presented framework with Internet 

accessible data files that would enable testing of various ap-

proaches and strategies in a web-based, distributed fashion. 

In addition, we plan to extend the framework to make it com-

patible and interoperable with industry standard representa-

tions and diagnostic information models including AI-

ESTATE (Sheppard and Kaufman, 1999) and Hybrid System 

Interchange Format
3
 (HSIF). 

                                                
3
 http://w3.isis.vanderbilt.edu/Projects/mobies/downloads.asp#HSIF 

 
Fig. 3: Session sequence diagram. 
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Finally, in a related effort, we used this framework to imple-

ment a Diagnosis Competition (DXC’09) (Kurtoglu et al., 

2009). The Diagnostic Competition is the first of a series of 

international competitions that will be hosted at the Interna-

tional Workshop on Principles of Diagnosis (DX). The over-

all goal of the competition is to systematically evaluate dif-

ferent diagnostic technologies and to produce comparable 

performance assessments of different diagnostic methods. 
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Abstract: A framework to compare and evaluate diagnosis algorithms (DAs) has been created jointly by 

NASA Ames Research Center and PARC. In this paper, we present the first concrete implementation of 

this framework as a competition called DXC’09. The goal of this competition was to evaluate and compare 

DAs in a common platform and to determine a winner based on diagnosis results. 12 DAs (model-based 

and otherwise) competed in this first year of the competition in 3 tracks that included industrial and 

synthetic systems. Specifically, the participants provided algorithms that communicated with the run-time 

architecture to receive scenario data and return diagnostic results. These algorithms were run on extended 

scenario data sets (different from sample set) to compute a set of pre-defined metrics. A ranking scheme 

based on weighted metrics was used to declare winners. This paper presents the systems used in DXC’09, 

description of faults and data sets, a listing of participating DAs, the metrics and results computed from 

running the DAs, and a superficial analysis of the results.  

 

1. INTRODUCTION 

The DX community meets every year at the International 

Workshop on the Principles of Diagnosis
1
 to discuss the latest 

developments in the field of model-based diagnosis. Various 

diagnostic modeling approaches, associated reasoning 

algorithms, and applications to real and toy systems are 

presented. However, efforts to compare and evaluate 

diagnosis algorithms (DAs) on a common platform have been 

far and few in between. Other diagnosis communities have 

also not been actively involved in creating such platforms.  

There have been attempts to benchmark DAs by computing 

performance metrics/indices (Orsagh et al., 2002, Bartys et 

al., 2006, Simon, et al., 2008). However these approaches 

were focused on specific domains and lack a general-purpose 

representation. In an effort to bridge this gap a framework 

called the DXC framework (Kurtoglu et al., 2009) was created 

to provide a level playing field to evaluate and compare DAs. 

This framework tried to establish a general purpose 

representation for system description, scenario data format, 

and diagnostic result format. A run-time architecture was 

created to execute DAs under similar conditions and compute 

performance metrics based on diagnostic output and ground-

truth data.  

In this paper, we present the first concrete implementation of 

the DXC framework called the DX Competition
2
 (DXC’09). 

12 DAs (model-based and otherwise) competed in 3 tracks 

that included industrial and synthetic systems. Initially the 

                                                
1
 http://www.isy.liu.se/dx09/ 

2
 http://dx-competition.org/ 

participants were provided with system descriptions and a 

sample data set that included nominal and fault scenarios. The 

participants had to provide algorithms that communicated 

with the run-time architecture to receive scenario data and 

return diagnostic results. For the competition we ran all the 

algorithms on extended scenario data sets (different from 

sample set) to compute a set of pre-defined metrics. The 

metrics (with associated weighting) were used to rank the 

DAs.  

The rest of this paper details the constituent pieces of this 

competition. Section 2 describes the tracks and systems used 

in the competition. Section 3 lists the classes of faults that 

were injected, how they were injected, and the sensor data sets 

that were generated as a result. Section 4 defines all the 

metrics used in the competition. Section 5 describes the 

conditions of the competition including information on how 

the algorithms were started and executed. Section 6 lists and 

briefly describes the participating DAs. Section 7 provides 

results of the competition and an analysis of the performance 

of the DAs. Section 8 introduces the assumptions that were 

made in implementing this competition, issues that were 

identified, and scope for possible extensions. Section 9 

presents the conclusion and looks forward to the continuation 

of this competition in future years. 

2. TRACKS & SYSTEMS 

One of the primary goals of DXC’09 is to facilitate the 

development of domain independent diagnostic software. 

Furthermore, diagnostic software should be stress tested with 

difficult cases to determine its strengths and weaknesses and 

to pose a challenge. A diagnostic problem may be interesting 

due to its practical importance or it may be challenging due to 
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its size and complexity. To facilitate all this we included 

multiple DXC tracks, and (optionally) multiple tiers in each 

track. The DXC’09 tracks and tiers are summarized in Table 

1. 

Table 1. Tracks, systems, and tiers in DXC'09 

Track Tier Systems Description 

Industrial 

1 ADAPT-

Lite 

Basic faults injected into a 

simplified EPS (Electrical 

Power System) testbed 

2 ADAPT More complex faults 

injected into the full EPS 

distribution system 

Synthetic 1 ISCAS85 Multiple faults injected into 

the circuits from the 

ISCAS85 benchmarks 

 

2.1 Industrial Track  

The hardware system for the DXC’09 Industrial Track is the 

Electrical Power System testbed in the ADAPT lab at NASA 

Ames Research Center (Poll et al., 2007). The ADAPT EPS 

testbed provides a means for evaluating diagnostic algorithms 

through the controlled insertion of faults in repeatable failure 

scenarios. The EPS testbed incorporates low-cost commercial 

off-the-shelf (COTS) components connected in a system 

topology that provides the functions typical of aerospace 

vehicle electrical power systems: energy conversion 

/generation (battery chargers), energy storage (three sets of 

lead-acid batteries), power distribution (two inverters, several 

relays, circuit breakers, and loads) and power management 

(command, control, and data acquisition). The EPS delivers 

AC (Alternating Current) and DC (Direct Current) power to 

loads, which in an aerospace vehicle could include subsystems 

such as the avionics, propulsion, life support, environmental 

controls, and science payloads. A data acquisition and control 

system commands the testbed into different configurations 

and records data from sensors that measure system variables 

such as voltages, currents, temperatures, and switch positions.  

The scope of the ADAPT EPS testbed used for DXC 

Industrial Track is shown in Fig. 1. Tier 1 has the reduced 

scope as indicated. The nomenclature in the figure is 

consistent with the system description provided to all 

participants, which provides component, connection, and 

mode information. The characteristics of Tier 1 and Tier 2 are 

summarized in Table 2. The greatest simplification of Tier 1 

relative to Tier 2 is not the reduced size of the domain but the 

elimination of nominal mode transitions. The starting 

configuration for Tier 1 data has all relays and circuit breakers 

closed and no nominal mode changes are commanded during 

the scenarios. Hence, any noticeable changes in sensor values 

may be correctly attributed to faults injected into the 

scenarios. By contrast, the initial configuration for Tier 2 data 

has all relays open and nominal mode changes are 

commanded during the scenarios. The commanded 

configuration changes result in adjustments to sensor values 

as well as transients which are nominal and not indicative of 

injected faults. 

 

Table 2. Industrial track tier characteristics 

Aspect Tier 1 Tier 2 

#Comps/Modes 37 / 93 173 /  430 

Initial State Relays closed; 

circuit breakers 

closed 

Relays open; circuit 

breakers closed 

Nominal mode 

changes? 

No Yes 

 

2.2 Synthetic Track 

For the synthetic track, we have used the well-known 

benchmark models of ISCAS85 circuits (Brglez and 

Fujiwara, 1985). These circuits are purely combinational, i.e., 

they contain no flip-flops or other memory elements. Note 

that the high-level structure of the ISCAS85 circuits, which 

can be beneficial to Model-Based Diagnosis (MBD) analysis, 

has been flattened out. A reverse engineering effort had 

resulted in high-level Verilog models (Hansen et al., 1999). 

Table 3 summarizes the circuits used in the synthetic 

DXC’09 track. Note that for many tasks of MBD (e.g., 

computing MFMC (Max-Fault Min-Cardinality) observations 

(Feldman et al., 2008)), the number of components in the 

ISCAS85 circuits can be reduced by performing cone 

identification (Siddiqi and Huang, 2007, de Kleer, 2008). The 

number of components in the reduced circuits is shown in the 

rightmost column of Table 3. We have left the decision if to 

identify cones to the competitors, i.e., we distribute the non-

reduced circuits. In this first year of the competition we 

injected the complete fault at one instant. For example, if 3 

components are faulted, the first observation provided to the 

DA is the result of all three faults injected simultaneously. 

Table 3. ISCAS85 models (V and C denote the 

total number of variables and clauses, 

respectively) 

 original reduced 

sys |IN| |OUT| |COMPS| V C |COMPS| 

74182 9 5 19 47 75 6 

74L85 11 3 33 77 118 15 

74283 9 5 36 81 122 14 

74181 14 8 65 144 228 15 

c432 36 7 160 356 1028 59 

c499 41 32 202 445 1428 58 

c880 60 26 383 826 2224 77 

c1355 41 32 546 1133 3220 58 

c1908 33 25 880 1793 4756 160 

c2670 233 140 1193 2695 6538 167 

c3540 50 22 1669 3388 9216 353 

c5315 178 123 2307 4792 13386 385 

c2688 32 32 2416 4684 14432 1456 

c7552 207 108 3512 7232 19312 545 

 

3. FAULT INJECTION AND SCENARIOS 

3.1 Industrial Track 

ADAPT supports the repeatable injection of faults into the 

system in one of three ways: 
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Hardware-Induced Faults: These faults are physically 

injected at the testbed hardware. A simple example is tripping 

a circuit breaker using the manual throw bars. Another is 

using the power toggle switch to turn off the inverter. Faults 

may also be introduced in the loads attached to the EPS. For 

example, the valve can be closed slightly to vary the back 

pressure on the pump and reduce the flow rate. 

Software-Induced Faults: In addition to fault injection 

through hardware, faults may be introduced via software. 

Software fault injection includes one or more of the 

following: 1) sending commands to the testbed that were not 

intended for nominal operations; 2) blocking commands sent 

to the testbed; and 3) altering the testbed sensor data.  

Real Faults: In addition the aforementioned two methods, 

real faults may be injected into the system by using actual 

faulty components. A simple example includes a blown light 

bulb. This method of fault injection was not used in the first 

DX competition. 

In addition, the software architecture described in (Kurtoglu 

et al., 2009) allows the injection of multiple faults into the 

system. Distinct faults types that are injected into the testbed 

for the DX Competition are shown Table 4 and summarized 

in Table 5.  

Table 4. Fault types used for the industrial 

tracks of DXC’09 

Component Fault Description 

Battery Degraded 

Boolean Sensor Stuck at Value 

Circuit Breaker Tripped 

Failed Open 

Stuck Closed 

Inverter Failed Off 

Relay Stuck Open 

Stuck Closed 

Sensor Stuck at Value 

Offset 

Pump (Load) Flow Blocked 

Failed Off 

Fan (Load) Over Speed 

Under Speed 

Failed Off 

Light Bulb (Load) Failed Off 

As shown in Table 5, nominal scenarios comprise roughly 

half of the Tier 1 and one-third of the Tier 2 competition 

scenarios. The Tier 1 fault scenarios are limited to single 

faults. Half of the Tier 2 faults scenarios are single faults; the 

others are double or triple faults. For both tiers once faults are 

injected they persist until the end of the scenario. In the case 

of multiple faults, they may be injected simultaneously or 

sequentially. In the first year of the competition the fault 

types are limited to additive parametric (abrupt changes in 

parameter values) and discrete (unexpected changes in 

system state). 

Table 5. Number of sample and competition 

scenarios for industrial track 

 Sample Competition 

#Scenarios Tier 1 Tier 2 Tier 1 Tier 2 

Nominal 32 39 30 40 

Single-fault 27 54 32 40 

Double-fault 0 19 0 30 

Triple-fault 0 1 0 10 

 

3.2 Synthetic Track 

To present the scenario generation algorithm with the 

appropriate level of formality we need a number of 

definitions. 

Definition 1. (Diagnostic System). A diagnostic system DS is 

defined as the triple DS = <SD, COMPS, OBS>, where SD is 

a propositional theory over a set of variables V , COMPS ⊂ 
V, OBS ⊂ V, COMPS is the set of assumables, and OBS is 

the set of observables. 

We partition the set of observable variables OBS into inputs 

IN and outputs OUT such that OBS = IN ∪ OUT and IN ∩ 

OUT = ∅. 

Definition 2. (Diagnosis). Given a diagnostic system DS = 

<SD, COMPS, OBS>, an observation α over some variables 

in OBS, and a health assignment ω, ω is a diagnosis iff SD ∧ 
α ∧ ω is consistent. 

Definition 3. (Minimal Diagnosis). A diagnosis ω is minimal 

if no diagnosis ω’ exists such that NL(ω’) ⊂ NL(ω), where 

NL(ψ) is the set of negative literals in ψ. 

Definition 4. (Cardinality of a Diagnosis). The cardinality of 

a diagnosis, denoted as |ω|, is defined as the number of 

negative literals in ω. 

A minimal cardinality diagnosis is a minimal diagnosis, but 

the opposite does not hold. There are minimal diagnoses 

which are not minimal cardinality diagnoses. 

The purpose of Alg. 1 is to generate observations leading to 

diagnoses of increasing minimal cardinality. 

Algorithm 1: A greedy stochastic scenario generation 

algorithm 

    function MAKEALPHAS(DS, N ) returns set of terms 

  inputs: 

   DS = <SD, COMPS, OBS>, diag. system 

   OBS = IN ∪ OUT, IN ∩ OUT = ∅ 

   N, integer, observations per cardinality 

  local variables: 

   α, β, α n, fault, terms 

   i, c, integers, 

   R, set of terms, result, initially ∅ 

 1:  for i = 1 ... N do 

 2:   α ← RANDOMINPUTS(IN) 

 3:   β ← COMPUTENOMINALOUTPUTS(DS, α) 

 4:   c ← 0 
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 5:   forall v ∈ OUT do 

 6:    α n ← α ^ FLIP (β, v) 

 7:    fault = MCFAULT(α n) 

 8:    if |fault| > c then 

 9:     c ← |fault| 

 10:     R ←  R ∪ <fault, α n> 

 11:    end if 

 12:   end for 

 13:  end for 

 14:  return R 

      end function 

Algorithm 1 uses a number of auxiliary functions. 

RANDOMINPUTS in line 2 assigns uniformly distributed 

random values to each input. Given the “all healthy” 

assignment, and the diagnostic system, 

COMPUTENOMINALOUTPUTS (line 3) propagates the inputs α 

and computes values for each output variable in OUT. The 

loop in lines 5 – 12 increases the cardinality by greedily 

flipping the values of the output variables. For each new 

candidate observation αn, Alg. 1 uses the diagnostic oracle 

MCFAULT in line 7 to compute the minimal cardinality of the 

diagnosis resulting from αn. If the cardinality of the diagnosis 

increases, the observation and the diagnoses are added to the 

result set (line 10). 

By running Alg. 1 we get up to N observations leading to 

faults of cardinality 1, 2, ..., n, where n is the cardinality of 

the MFMC diagnosis for the respective circuit. Alg. 1 clearly 

shows a bootstrapping problem. In order to create “difficult” 

scenarios for a DA we need the DA (in line 7) to be able to 

solve those “difficult” scenarios. To overcome this problem 

we have used subset-minimal diagnoses instead of MC 

diagnoses. Our approach is similar to (Feldman et al., 2008). 

4. EVALUATION METRICS 

A set of 9 metrics has been defined for assessing the 

performance of the diagnostic algorithms. For DXC we make 

a distinction between temporal, technical, and computational 

performance metrics. The temporal metrics measure how 

quickly an algorithm responds to faults in a physical system. 

The technical metrics measure non-temporal features of a 

diagnostic algorithm including accuracy and diagnostic 

cost/utility. Finally, computational metrics are intended to 

measure how efficiently an algorithm uses the available 

computational resources.  

In addition, we divide the metrics into 2 main categories:  

Detection metrics which deal with temporal, technical, and 

computational metrics associated with only detection of the 

fault. 

Isolation metrics which deal with temporal, technical, and 

computational metrics associated with isolation of the fault. 

The 9 metrics are listed in Table 6. The notation used for the 

definition of the metrics is as follows: 

 

Table 6. Metrics summary 

Symbol       Name   Description Class/Category/ 

Tracks Used 

“Per System Description” Metrics 

MFPR False 

Positives 

Rate 

Spurious 

faults rate 

Technical / 

Detection/I 

MFNR False 

Negatives 

Rate 

Missed faults 

rate 

Technical / 

Detection/I 

MFDA Detection 

Accuracy 

Correctness 

of the 

detection 

Technical / 

Detection/I 

“Per Scenario” Metrics 

Mfd Fault 

Detection 

Time 

Time for 

detecting a 

fault 

Temporal / 

Detection/I,S 

Mfi Fault 

Isolation 

Time 

Time for last 

persistent 

diagnosis 

Temporal / 

Isolation/I,S 

Mia Classification 

Errors 

Number of 

mode 

classification 

errors 

Technical / 

Isolation/I 

Mutl Diagnostic 

Utility 

Cost related 

to component 

replacements 

due to 

incorrect 

diagnosis 

Technical / 

Isolation/S 

Mcpu CPU        

Load 

CPU time    

spent 

Computational / 

Detection & 

Isolation/I,S 

Mmem Memory   

Load 

Memory 

allocated 

Computational / 

Detection & 

Isolation/I,S 

 

S – The set of scenarios for a given system description  

Sn – The set of nominal scenarios for a given system 

description 

Sf – The set of faulty scenarios for a given system description 

tfd – The time when the fault detection signal has been 

asserted for the first time 

tfi – The time when the last persistent fault isolation signal has 

been asserted 

ωact – The true component mode vector (ground truth) 
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ωpre – The predicted component mode vector (represents the 

set of candidate diagnoses by the DA) 

Td – Total computation time 

Md – Peak amount of allocated memory 

C – All possibly faulted components 

D – Faulted components in ωpre. 

I – Faulted components in ωact. 

Finally, using the aforementioned notation, the 9 metrics are 

defined as: 

Mfd – Fault Detection Time: The reaction time for a 

diagnostic engine in detecting an anomaly (Kurtoglu et al., 

2008). 

M fd = t fd       (1) 

Mfi – Fault Isolation Time: The time for isolating a fault 

(Kurtoglu et al., 2008). In many applications this metric is less 

important than the diagnostic accuracy, but it is important in 

sequential diagnosis, probing, etc. 

M fi = t fi       (2) 

MFPR – False Positive Rate: The metric that penalizes 

diagnostic algorithms which announce spurious faults 

(Kurtoglu et al., 2008). The false positive rate is defined as: 

MFPR =

m fp (s)
s∈S

∑

S

      (3) 

where for each scenario s the “false positive" function mfp(s) 

is defined as: 

mfp (s) =
1,  if t fd < tinj

0,  otherwise

 
 
 

where tinj = ∞ for a nominal scenario

   (4) 

MFNR – False Negative Rate: The metric that measures the 

ratio of missed faults by a diagnostic algorithm (Kurtoglu et 

al., 2008). 

MFNR =

m fn (s)
s∈S f

∑

S f

     (5) 

where for each scenario s the “false negative" function mfn(s) 

is defined as: 

m fn (s) =
1, if t fd = ∞

0, otherwise

 
 
     (6) 

MFDA – Detection Accuracy: The fault detection accuracy is 

the ratio of number of correctly classified cases to the total 

number of cases (Kurtoglu et al., 2008). It is defined as: 

M FDA = 1 −

m fp (s) + m fn (s)
s∈ S

∑

S

   (7) 

Mia – Classification Errors: Isolation classification error 

metric measures the accuracy of the fault isolation by a 

diagnostic algorithm and is defined as the Hamming distance 

between the true component mode vector ωact and the 

predicted component mode vector ωpre.
3
 

In the calculation of the classification error metric, the data 

values for the Hamming distance are the respective modes of 

components comprising a system description. For example, if 

the true component mode vector of the system is [1,0,0,1,0] 

and the predicted component mode vector is [1,1,0,0,0], the 

classification error is 2. If more than one predicted mode 

vector is reported by a DA, (meaning that the diagnostic 

output consists of a set of candidate diagnoses), then the 

classification error is calculated for each predicted component 

mode vector and weighted by candidate probabilities reported 

by the DA. 

Mutl – Diagnostic Utility: The intuition behind the metric is to 

charge a DA for every incorrect component replacement it 

required to restore the circuit to functioning. For example, the 

correct diagnosis should always receive a perfect score. The 

diagnosis all components bad has a cost of the number of 

components. Consider a single fault and the DA reports all 

components good. Finding the faulty component would 

require on average replacing component by component until 

the system was functioning correctly (on average half the 

components). More generally: 

Mutl
=|I| / (|D| + c (|I – D|, |C – D|)   (8) 

Where c(n,m) is defined as the expected number of trials 

needed to isolate n out of m. If n is much smaller than m, then 

it is approximately: 

 c(n, m) = nm | (n + 1)    (9) 

For example, to find 1 fault in m has cost m/2. To find 2 faults 

in m is 2m/3. Similarly to the classification metric, if more 

than one predicted mode vector is reported by a DA, then 

error is calculated for each predicted component mode vector 

and weighted by candidate probabilities reported by the DA. 

Mcpu – CPU Load: This is the average CPU load during the 

experiment 

MCPU = ts + q
q∈Td

∑     (10) 

where ts is the startup time of the diagnostic engine and Td is 

a vector with the actual CPU time spent by the diagnostic 

algorithm at every time step in the diagnostic session. 

Mmem – Memory Load: This is the maximum memory size at 

every step in the diagnostic session. CPU load during the 

experiment 

Mmem = max m
m∈Md

     (11) 

where Md is a vector with the maximum memory size at every 

step in the diagnostic session. 

 

                                                
3 The Hamming distance between two strings of data values 

(of equal length) is the number of positions for which the 

corresponding data values are different. 
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5. COMPETITION SETUP AND SCORING 

Version 1.1 of the DXC Framework, implemented as 

specified in (Kurtoglu et al., 2009), was used to run the 

competition. Two computers with identical hardware
4
 were 

set up, one running Windows™ and the other Linux. The 

choice of target operating system was left to DA developers. 

System profiling was performed on the machines over a 

period of days to ensure stable experiment conditions. 

DAs were run on competition datasets over a period of two 

weeks. The Evaluator was then run on the full results set, 

assigning relative rankings for each metric. Since there were 

multiple systems in the Synthetic Track, the metrics 

computed for each system were aggregated before assigning 

relative rankings. The per scenario metrics were averaged 

over all scenarios and aggregated over all systems. For each 

of the Industrial track tiers there was only one system, so no 

aggregation was necessary. 

A DA that ranked first place in a given metric was awarded 

10 points, second place was awarded 8, third 7, etc. This 

score was then multiplied by a metric weight, shown in 

Tables 8, 9, and 10, and added to the DA’s total.  

Metric weights for the Industrial Track were determined by 

considering a number of use cases in which the importance of 

each metric was subjectively assessed. For example, in an 

abort use case high importance was given to the mean time to 

detect a fault whereas in a maintenance use case more weight 

was given to the ability to isolate a fault. Similar 

considerations were given to use cases such as real-time 

recovery and control, ground support operations, and 

resource limited applications. Since a use case was not 

specified as part of the competition scenarios, we simply 

averaged over all of the use cases to arrive at the final metric 

weights.    

6. DIAGNOSTIC ALGORITHMS 

The teams that participated in the First International Diagnosis 

Competition are listed in Table 7.  

Table 7. DXC participating DAs 

Team Name Track(s) Algorithm Type 

FACT I1 Model-based 

Fault Buster I1, I2 Statistical 

HyDE-A I1, I2 Model-based 

HyDE-S I1 Model-based 

Lydia S Model-based 

NGDE S Model-based 

ProADAPT I1, I2 Probabilistic 

RacerX I1 Change detection 

RODON I1, I2, S Model-based 

RulesRule I1 Rule-based 

StanfordDA I2 Optimization 

Wizards of Oz I1, I2 Model-based 

                                                
4
 Intel

®
 XEON™ 2x2.20Ghz, 3.60 GB RAM 

A total of twelve DAs participated, nine in Tier 1 of the 

Industrial Track, six in Tier 2, and three in the Synthetic 

Track. Brief descriptions of each of these algorithms are 

provided below: 

1. FACT – a model-based diagnosis system that uses hybrid 

bond graphs, and models derived from them, at all levels 

of diagnosis, including fault detection, isolation, and 

identification. Faults are detected using an observer-based 

approach with statistical techniques for robust detection. 

Faults are isolated by matching qualitative deviations 

caused by fault transients to those predicted by the model. 

For systems with few operating configurations, fault 

isolation is implemented in a compiled form to improve 

performance (Roychoudhury et al., 2009). 

2. Fault Buster – is based on a combination of multivariate 

statistical methods, for the generation of residuals. Once 

the detection has been done a neural 

network performs classification for doing isolation. 

3. HyDE-A – HyDE (Hybrid Diagnosis Engine) is a model-

based diagnosis engine that uses consistency between 

model predictions and observations to generate conflicts 

which in turn drive the search for new fault candidates. 

HyDE-A uses discrete models of the system and a 

discretization of the sensor observations for diagnosis 

(Narasimhan and Brownston, 2007). 

4. HyDE-S – uses the HyDE system but runs it on interval 

values hybrid models and the raw sensor data 

(Narasimhan and Brownston, 2007). 

5. Lydia – is a declarative modeling language specifically 

developed for Model-Based Diagnosis (MBD). The 

language core is propositional logic, enhanced with a 

number of syntactic extensions for ease of modeling. The 

accompanying toolset currently comprises a number of 

diagnostic engines and a simulator tool (Feldman et al., 

2006). 

6. NGDE – Allegro Common Lisp implementation of the 

classic GDE. Uses a minimum-cardinality candidate 

generator to construct diagnoses for the competition. 

7. ProADAPT – processes all incoming environment data 

(observations from a system being diagnosed), and acts as 

a gateway to a probabilistic inference engine. It uses the 

Arithmetic Circuit (AC) Evaluator which is compiled 

from Bayesian network models. The primary advantage 

to using ACs is speed, which is key in resource bounded 

environments (Mengshoel 2007). 

8. RacerX – is a detection-only algorithm which detects a 

percentage change in individual filtered sensor values to 

raise a fault detection flag. 

9. RODON – is based on the principles of the General 

Diagnostic Engine (GDE) as described by de Kleer and 

Williams and the G+DE by Heller and Struss. RODON 

uses contradictions (conflicts) between the simulated and 

the observed behavior to generate hypotheses about 

possible causes for the observed behavior. If the model 

contains failure modes besides the nominal behavior, 

these can be used to verify the hypotheses, which speed 
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up the diagnostic process and improve the results (Karin 

et al., 2006). 

10. RulesRule – is a rule-based isolation-only algorithm. The 

rule base was developed by analyzing the sample data and 

determining characteristic features of fault. There is no 

explicit fault detection though isolation implicitly means 

that a fault has been detected. 

11. StanfordDA – is an optimization-based approach to 

estimating fault states in a DC power system. The model 

includes faults changing the circuit topology along with 

sensor faults. The approach can be considered as a 

relaxation of the mixed estimation problem. We develop a 

linear model of the circuit and pose a convex problem for 

estimating the faults and other hidden states. A sparse 

fault vector solution is computed by using l1 

regularization (Zymnis et al., 2009). 

12. Wizards of Oz – is a consistency-based algorithm. The 

model of the system completely defines the stable (static) 

output of the system in case of normal and faulty 

behavior. Given a new command or new observations, the 

algorithm waits for a stable state and computes the 

minimum diagnoses consistent with the observations and 

the previous diagnoses. 

7. RESULTS AND DISCUSSION 

7.1 Industrial Track  

The results for the Industrial Track are shown in Table 8 and 

Table 9 for Tier 1 and Tier 2, respectively. The overall winner 

for both tracks was ProADAPT. RODON placed second in 

Tier 1 and third in Tier 2. The StanfordDA, which did not 

participate in Tier 1, placed second in Tier 2. However, 

ProADAPT and StanfordDA benefitted from previous funded 

experience with ADAPT so RODON was the official winner 

of both tiers. The distribution of first or second ranks within 

each metric was spread out among the DAs, no DA ranked 

first or second for all of the metrics. Note that the final scores 

and ranks depend on the weights applied to each metric. 

Different weights, corresponding to different use cases, would 

affect the results. The sensitivity of the results to the metrics 

and weights is left for future study.  

Figures 2-9 are graphical depictions of the data in Tables 8 

and 9. A few observation follow. False positives were counted 

in the following two situations: for nominal scenarios where 

the DA declared a fault; and for faulty scenarios where the 

DA declared a fault before any fault was injected. An error in 

the rule base of RulesRule led to more false positive 

indications for the faulty scenarios than for the nominal 

scenarios and also resulted in a large number of classification 

errors. For other DAs, false positives also resulted from 

nominal commanded mode changes in Tier 2 in which the 

relay feedback did not change status as of the next data 

sample after the command. Here is an extract from one of the 

input scenario files that illustrates this situation:   

command @120950 EY275_CL = false; 

sensors @121001 {… ESH275 = true, …} 
sensors @121501 {… ESH275 = false, …} 

A command is given at 120.95 seconds to open relay EY275. 

The associated relay position sensor does not indicate open as 

of the next sensor data update 51 milliseconds later. This is 

nominal behavior for the system and examples were provided 

in the sample data. A DA that does not account for this delay 

will likely indicate a false positive in this case.  

In several instances DAs reported diagnosis mode IDs which 

did not match the names specified in the system catalog. For 

these cases the diagnosis was treated as an empty candidate. 

Table 8. Industrial track tier 1 results 

  Weight RODON 

Wizards 

Of Oz 

Fault 

Buster ProADAPT 

HyDE-

A 

HyDE-

S RulesRule FACT RacerX 
FP Rate 1.3 0.0645 0.0000 0.1333 0.0333 0.0000 0.2000 0.8246 0.2813 0.0645 

  Ranking   4 1 6 3 1 7 9 8 4 

Points   6 9 4 7 9 3 1 2 6 

FN Rate 1.3 0.0968 0.5000 0.3438 0.0313 0.4688 0.0741 0.0000 0.0667 0.1613 

Ranking   5 9 7 2 8 4 1 3 6 

Points   5 1 3 8 2 6 10 7 4 

Det Acc 0.3 0.9194 0.7419 0.7581 0.9677 0.7581 0.8548 0.2419 0.8226 0.8871 

    Ranking   2 8 6 1 6 4 9 5 3 

Points   8 2 3.5 10 3.5 6 1 5 7 

Class Errors 2.2 10.000 24.000 32.000 2.000 26.649 26.000 76.000 25.000 32.000 
    Ranking   2 3 7 1 6 5 9 4 7 

Points   8 7 2.5 10 4 5 1 6 2.5 

T_det (ms) 2.2 218 11530 1893 1392 13223 130 1000 373 126 

    Ranking   3 8 7 6 9 2 5 4 1 

Points   7 2 3 4 1 8 5 6 10 

T_iso (ms) 1.5 7205 11626 9259 4084 13840 653 282 9796 999999 

    Ranking   4 7 5 3 8 2 1 6 9 

Points   6 3 5 7 2 8 10 4 1 

CPU (ms) 0.6 11766 1039 2039 1601 24795 513 117 1767 139 

    Ranking   8 4 7 5 9 3 1 6 2 
Points   2 6 3 5 1 7 10 4 8 

Mem (kb) 0.6 26679 1781 2539 1680 5447 5795 3788 4340 3572 

     Ranking   9 2 3 1 7 8 5 6 4 

Points   1 8 7 10 3 2 5 4 6 

FINAL 

SCORES:   59.850 46.300 35.750 72.800 31.750 59.500 51.800 50.400 51.850 

FINAL 

RANK:   2 7 8 1 9 3 5 6 4 
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This could either negatively or positively impact the 

classification error metric depending on whether the DA had a 

correct or incorrect isolation. Participants were encouraged to 

run their DA output through the evaluator code that was 

distributed with the sample data sets to check for and correct 

these syntax errors.   

There are a few remarks in regards to the timing metrics listed 

in Table 6 and shown graphically in Fig. 4. First, RacerX did 

not have an isolation time as it was a detection-only DA. 

Second, note the somewhat confusing result that the mean 

isolation time for RulesRule was less than the mean detection 

time. This has to do with the way the metrics are calculated. 

The detection time is undefined for scenarios with a false 

positive; however, the isolation time is not necessarily 

undefined and is calculated as discussed in section 4. The 

intent is to account for the situation where a DA retracts a 

spurious detection signal and subsequently isolates to the 

correct component. In this case the scenario is declared a false 

positive but the accuracy and timing of the isolation is 

calculated with respect to the last persistent diagnosis. 

Consequently, for DAs with many false positives the detection 

time may be calculated for fewer scenarios than the isolation 

time with the result that the mean isolation time for all 

scenarios could be less than the mean detection time. 

However, in any scenario where both times are defined, the 

DA isolation time is always greater than or equal to the 

detection time, as would be expected. 

Tier 1 had the interesting circumstance that the same DA was 

implemented by two different modelers. HyDE-A was 

modeled primarily with Tier 2 in mind and had a policy of 

waiting for transients to settle before requesting a diagnosis. 

The same policy was simply applied to Tier 1 as well, even 

though transients in Tier 1 corresponded strictly to fault 

events. On the other hand, HyDE-S was modeled only for Tier 

1 and did not include a lengthy time-out period for transients 

to settle. HyDE-S had dramatically smaller mean detection 

and isolation times (see Fig. 4) with roughly the same number 

of classification errors (Fig. 3) as HyDE-A. This illustrates the 

kind of impact that modeling and implementation decisions 

have on DA performance.  

7.2 Synthetic Track  

As can be seen in Table 7 all synthetic track DAs are model-

based. Lydia uses a stochastic approach to identify diagnoses 

while RODON and NGDE use the familiar GDE-like 

approaches.  Their overall utility scores are not dramatically 

different. 

The results for the Synthetic Track are presented in Table 10. 

Based on the overall metric NGDE was first, Lydia second, 

and RODON third.  Lydia was used to generate the scenario 

sets and therefore is disqualified. Furthermore the designers 

of Lydia and NGDE both participated in the design of DXC, 

and are thus disqualified.  So RODON is the official winner.  

RODON scored reasonably well on the smaller circuits but 

failed to return any diagnoses for the 4 larger circuits. 

Use of computational resources varied dramatically over the 

systems. Lydia used an order of magnitude fewer resources 

than either RODON or NGDE and thus ranked first along the 

memory and CPU metrics.  RODON and NGDE are very 

similar in resource usage, with RODON edging out NGDE. 

Fig. 10 shows the DA utility for each of the circuits.  Note 

that the utility score decreases significantly with circuit size.   

This decrease is not a result of poor performance or algorithm 

design.  Rather, an oracle could not do much better as a large 

Table 9. Industrial track tier 2 results 

  Weight RODON 

Wizards 

Of Oz 

Fault 

Buster ProADAPT HyDE Stanford 
FP Rate 1.3 0.5417 0.5106 0.8143 0.0732 0.0000 0.3256 

  Ranking   5 4 6 2 1 3 

Points   5 6 4 8 10 7 

FN Rate 1.3 0.0972 0.0959 0.2400 0.1392 0.3000 0.0519 

Ranking   3 2 5 4 6 1 

Points   7 8 5 6 4 10 

Det Acc 0.3 0.7250 0.7417 0.4250 0.8833 0.8000 0.8500 

    Ranking   5 4 6 1 3 2 
Points   5 6 4 10 7 8 

Class Errors 2.2 84.067 159.248 130.000 76.000 121.569 110.547 

    Ranking   2 6 5 1 4 3 

Points   8 4 5 10 6 7 

T_det (ms) 2.2 3490 30742 14099 5981 17610 3946 

    Ranking   1 6 4 3 5 2 

Points   10 4 6 7 5 8 

T_iso (ms) 1.5 36331 47625 37808 12486 21982 14103 

    Ranking   4 6 5 1 3 2 

Points   6 4 5 10 7 8 

CPU (ms) 0.6 80261 23387 5798 3416 29612 963 

    Ranking   6 4 3 2 5 1 
Points   4 6 7 8 5 10 

Mem (kb) 0.6 29878 7498 10261 6539 20515 5912 

     Ranking   6 3 4 2 5 1 

Points   4 7 6 8 5 10 

FINAL 

SCORES:   70.500 51.400 52.400 83.200 61.000 81.500 

FINAL 
RANK:   3 6 5 1 4 2 
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number of faults can exhibit the same input-output  behavior 

and no DA could isolate the injected fault out of the large 

ambiguity groups.  The challenge presented by large 

ambiguity groups is discussed further in the following section 

and the NGDE and Lydia papers included in this collection. 

8. ASSUMPTIONS, ISSUES, AND EXTENSIONS 

The primary goal of this competition was to demonstrate an 

end-to-end implementation of the DXC framework and create 

a foundation for future DX competitions. As a result we made 

several simplifying assumptions. We also ran into several 

issues during the course of this implementation that could not 

be addressed. In this section, we try to present those 

assumptions and issues, which we hope can be addressed in 

future competitions.  

Although the competition was a success, it only addresses a 

small set of the types of diagnostic tasks, which occur in 

practice. It would be unfortunate for the DX community to 

focus only on the tasks of this competition. Our goal is to 

continually expand the coverage of diagnostic challenges 

experienced in the field. Our hope is that every successive 

year will expand the set of tasks in the competition and in 

doing so produce an ever growing repository DX researchers 

have available to evaluate their own algorithms. 

8.1 Competition Scope 

In the first year of the diagnostic competition, the fault 

signatures were limited to abrupt parametric and discrete 

types. Faults were inserted assuming uniform probabilities 

and included component and sensor faults. In future years, we 

will provide the failure rates of components and use these to 

evaluate the precision of diagnoses. For the Industrial Track, 

other fault types are presently possible to inject in the testbed 

– including incipient, intermittent, and noise – and could be 

included in future work. Additional ideas for future research 

include giving DAs reduced sensor sets, introducing multi-

rate sensor data, injecting transient faults, allowing for 

autonomous transitions, adding variable loads, and extending 

the scope and complexity of the physical system. For the 

synthetic track, all the systems were known a priori. This 

means researchers could optimize for these circuits. We don’t 

believe this happened this year, but to avoid this in future 

years we will include entirely novel circuits along with the 

familiar ones. This year we sampled only one observation 

time. We will provide multiple observations. This will 

evaluate a DAs ability to merge information from multiple 

times. An important component of troubleshooting is 

introducing probe points. In future years, we can evaluate the 

number of probes needed to isolate the fault. This year the 

input vector was supplied. The diagnostician could construct 

the input vector, which was most informative. This year the 

Synthetic Track focused on combinatorial circuits. In 

subsequent years we hope to introduce troubleshooting of 

sequential circuits. Finally, digital circuits are convenient to 

model and conveniently illustrate many aspects of diagnostic 

algorithms. In future years, we will extend the types of 

systems to include. Two comparatively easy types of systems 

to add are reprographic engines as we have a tool available to 

Table 10. Synthetic track results 

    Lydia NGDE RODON 

circuit #comp cpu mem utl cpu mem utl cpu mem utl 

74182 19 51 154 0.4137 6335 11540 0.4793 3043 19773 0.4448 

74L85 33 68 223 0.2433 6365 11784 0.3098 3888 20979 0.1952 

74283 36 60 229 0.1580 6385 12231 0.1553 5351 20637 0.1147 

74181 65 64 401 0.1504 6619 14625 0.1931 12527 25432 0.1417 

c432 160 115 878 0.0871 7520 17868 0.2096 22621 36811 0.0906 

c499 202 130 1094 0.0622 20347 32649 0.0699 23504 39872 0.0089 

c880 383 203 1945 0.0483 13718 28622 0.0401 20347 43687 0.0182 

c1355 546 296 2759 0.0295 22550 37930 0.0246 23253 33530 0.0012 

c1908 880 538 4134 0.0179 26171 39843 0.0150 27718 38557 0.0180 

c2670 1193 937 5867 0.0647 20537 61722 0.1076 35680 43063 0.0442 

c3540 1669 1674 7900 0.0319 27022 82045 0.0407 0 0 0.0000 

c5315 2307 3091 11316 0.0165 30926 93116 0.0275 0 0 0.0000 

c6288 2416 3530 12037 0.0008 17483 102420 0.0563 0 0 0.0000 

c7552 3512 11817 16679 0.0317 37989 125910 0.0283 0 0 0.0000 

Averaged 1613 4687 0.0969 17855 48022 0.1255 12709 23024 0.0770 

Per Metric Rank 1 1 2 3 3 1 2 2 3 

Points 10 10 8 7 7 10 8 8 7 

Metric Weight 1.5 1.5 7 1.5 1.5 7 1.5 1.5 7 

Final Scores  86   91   73  

Final Rank  2   1   3  
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generate such models, and analog circuits. 

8.2 Metrics 

Selecting the set of metrics to be used for evaluation was a 

challenging job. We based our decision on the system and 

kinds of faults we were dealing with. In reality we also need 

to design metrics more closely associated with the context of 

use. One common metric is to minimize total cost of repair 

where cost includes down time to the customer, 

diagnostician’s time, parts, etc. In addition since we were 

dealing with abrupt, persistent, and discrete faults, metrics 

associated with incipient, intermittent, and/or continuous 

faults were not considered. The metrics listed in this paper do 

not capture the amount of effort necessary to build models of 

sufficient fidelity for the diagnosis task at hand. Furthermore, 

we did not attempt to investigate the ease or difficulty of 

updating models with new or changed system information. 

The art of building models is an important practical 

consideration which is not addressed in the current work.  

The isolation accuracy metric used for the industrial track was 

not suitable for the synthetic track. A DA which reported 

nothing wrong on every scenario would come close to 

winning the competition based on this metric. The main 

problem with this metric is that the number of faulty 

components is always small with respect to the size of the 

system. As a result we cannot differentiate adequately 

between a few faults and no faults. 

Isolation classification error was also not suitable for the 

synthetic track.  This metric still suffers from the problem that 

all good is scored too high:  The Hamming distance between a 

single fault and every component good is very small! 

Ideally we would like to use a SAT solver to evaluate the 

accuracy of a DA’s diagnosis. However, we did not have time 

to implement it so as an alternate we selected utility as the 

isolation accuracy metric for the synthetic track. One of the 

major flaws of this metric is that average expected utility 

scores decrease with system size, thereby implicitly de-

weighting diagnoses of larger circuits. We also considered and 

rejected a classification error metric which would assign a 

high score to any fault from an ambiguity group which we 

considered a bigger flaw than the flaw for the utility metric. 

Finally, the current isolation metrics evaluate diagnostic 

performance based on a discrete isolation assumption in 

which faults are isolated to one of the discrete modes of a 

component. As more continuous type faults are introduced, 

additional or generalized metrics are required in order to 

calculate the accuracy of isolation estimates on a continuous 

scale. 

8.3 Competition Setup 

Some practical issues arose in the execution of competition 

experiments. Much effort was put into ensuring stable, 

uniform conditions on the host machines; however, due to 

time constraints and the unpredictable element introduced by 

running external DA submissions, it was necessary to take 

measures that may have caused slight variability. One 

example was the manual examination of ongoing experiment 

results for quality assurance. Future releases of the DXC 

Framework can address this by being more robust to 

unexpected DA behavior, and sending email notifications in 

the event of such. 

Additionally, for Java DAs, significant differences were 

evident in the peak memory usage metric when run on Linux 

versus Windows™. The cause for this was not explored due to 

time constraints, as the method used on Windows™ for 

calculating peak memory usage involved a Windows™ API 

system call, the analysis of which was deemed too expensive. 

The problem was bypassed by running all Java DAs on Linux. 

This worked for all save one, RODON. When it was 

determined that any change in RODON’s peak memory usage 

score would not affect the final rankings in any way, the issue 

was waived. 

9. CONCLUSIONS 

We presented the successful implementation of the DXC 

framework called DXC’09. We learned some valuable lessons 

trying to run this competition. One major takeaway is that 

there is still a lot of work and discussion needed to determine 

common comparison and evaluation framework for the 

diagnosis community.  

We hope to continue the work next year by running DXC’10. 

We have identified several ways to extend the systems used in 

the current competition some of which can be achieved in a 

year’s time. We also hope to add other systems to the fold, 

which may pose different diagnostic challenges. 
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Appendix A. FIGURES. 

 

 

 

 

 

 

Fig. 1. The ADAPT EPS (Electrical Power System) 
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Fig. 2. Industrial track tier 1 false positive rate, false 

negative rate, and detection accuracy by DA 

 

       

 

 

 

Fig. 3. Industrial track tier 1 classification errors by DA 

 

Fig. 4. Industrial track tier 1 detection and isolation times 

by DA 

Fig. 5. Industrial track tier 1 CPU time and peak memory 

usage by DA 

 

Fig. 6. Industrial track tier 2 false positive rate, false 

negative rate, and detection accuracy by DA 

 

 

Fig. 7. Industrial track tier 2 classification errors by DA 
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Fig. 8. Industrial track tier 2 detection and isolation 

times by DA 

 

 

Fig. 9. Industrial track tier 2 CPU time and peak 

memory usage by DA 

 

Fig. 10. Synthetic track DA utility scores by circuit 
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Abstract

This paper describes the NGDE algorithm used for
the 2009 DX Competition. This algorithm is based
on new minimum cardinality candidate generator
which exploits conflict set manipulation.

1 Introduction
The NGDE algorithm described in this paper is minimizes the
number of component replacements needed to restore a sys-
tem’s correct functioning given the computational resources
available. The memory on modern computers is not a limita-
tion, so the only limited resource is CPU time. For this com-
petition, CPU time is capped at 30 seconds. NGDE applies an
adaptive strategy dependent on how much available CPU time
remains. This strategy is designed to optimize the competi-
tion’sMutl [Kurtoglu et al., 2009] metric. Informally,Mutl is
inversely proportional to the expected number of component
replacements needed to restore a system to correct function-
ing. The score is designed to lie between 1.0 (best) and 0.0
(worst).

NGDE is completely implemented in Allegro Common
Lisp. It is not optimized for combinational logic. Like the
base GDE, quantities are described by discrete qualitative val-
ues, and models are constraints (or formally relations) over
those variables. NGDE includes the capabilities described in
the sequence of GDE papers in the literature:

• Merge results from multiple time points (only two are
used in this competition).

• Multiple fault modes.

• Intermittent, non-intermittent, or atheistic models
(where neither is presumed - most model-based di-
agnostic algorithms have atheistic models). For this
competition models are intermittent/atheistic.

• Weak (Ignorance of Abnormal Behavior or IAB [de
Kleer, Mackworth, & Reiter, 1992]) or strong fault mod-
els.

• Active probing.

• Probabilistic.

• Test vector generation.

• Many candidate generators. In this competition we
used the one developed for finding MFMC (Max-Fault
Min-Cardinality) observations [Feldman, Provan, & van
Gemund, 2007].

Assumptions made about the fault injection algorithm
(these are good approximations on average):
• All components fail independently.
• All components fail with equal likelihood.
• All components fail with very low probability.
• Relatively few of the components are faulted.

Given these assumptions NGDE need only consider the mini-
mum cardinality diagnoses. A diagnosis of higher cardinality
is very unlikely. For a single observation time, a very impor-
tant property of minimum cardinality diagnoses is that they
are the same whether IAB holds or not. Hence, NGDE ex-
ploits the more discriminating strong fault models in its anal-
ysis: Every faulted component can be modeled as if it is al-
ways generating the wrong output. Another consequence of
these assumptions is that every diagnosis is equally likely.

Unfortunately, the DXC scenario files contained non-
minimal diagnoses, i.e., the injected fault’s symptoms could
be explained by a diagnosis with fewer components faulted.
This leads to a small degradation in NGDE’s Mutl.

2 GDE Paradigm
The NGDE algorithm adopts the general framework of [de
Kleer & Williams, 1987] which is more formally described
in [de Kleer, Mackworth, & Reiter, 1992]. We briefly sum-
marize the key results here.
Definition 1 A system is a triple (SD,COMPS, OBS) where:

1. SD, the system description, is a set of first-order sen-
tences.

2. COMPS, the system components, is a finite set of con-
stants.

3. OBS, a set of observations, is a set of first-order sen-
tences.

Definition 2 Given two sets of components Cp and Cn de-
fine D(Cp,Cn) to be the conjunction:[ ∧

c∈Cp

AB(c)
]
∧

[ ∧

c∈Cn

¬AB(c)
]
.
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Where AB(x) represents that the component x is ABnormal
(faulted). A diagnosis is a sentence describing one possible
state of the system, where this state is an assignment of the
status normal or abnormal to each system component.

Definition 3 Let ∆ ⊆COMPS. A diagnosis for
(SD,COMPS,OBS) is D(∆, COMPS − ∆) such that
the following is satisfiable:

SD ∪OBS ∪ {D(∆, COMPS −∆)}
For brevity sake we represent the diagnosis
D({f1, f2, . . .}, Cn) by the faulty components: [f1, f2, . . .].

Definition 4 A diagnosis D(∆, COMPS − ∆) is a min-
imal diagnosis iff for no proper subset ∆′ of ∆ is
D(∆′, COMPS −∆′) a diagnosis.

Definition 5 A minimal conflict of (SD,COMPS, OBS) is
a conflict no proper sub-clause of which is a conflict of
(SD,COMPS,OBS).

Definition 6 An AB-clause is a disjunction of AB-literals
containing no complementary pair of AB-literals.

Definition 7 A conflict of (SD,COMPS,OBS) is an AB-
clause entailed by SD ∪ OBS.

Theorem 1 Suppose that Π is the set of minimal conflicts of
(SD,COMPS,OBS), and that ∆ is a minimal set such that,

Π ∪ {
∧

c∈COMPS−∆

¬AB(c)}

is satisfiable. Then D(∆, COMPS −∆) is a minimal diag-
nosis.

We also assume the usual axioms for equality and arithmetic
are included in SD.

Theorem 1 forms the basis of many model-based diagnosis
algorithms: (1) use constraint propagation to draw all possi-
ble inferences using a TMS, (2) compute minimal conflicts,
and (3) compute diagnoses from these minimal conflicts. It is
easy to show that the number of minimal conflicts can grow
exponentially with system size. Unfortunately, this exponen-
tial complexity growth is manifested in the ISCAS85 [Brglez
& Fujiwara, 1985] benchmarks (even with weak fault mod-
els). Therefore, a direct application of this approach cannot
be used.

3 Sherlock/HTMS approach
A way to dramatically improve performance is described in
[de Kleer, 1991] which uses an HTMS[de Kleer, 1992]. A
variant this approach is used in NGDE. The key intuition is
to only generate the needed conflicts.

3.1 HTMS
NGDE uses the HTMS [de Kleer, 1992] as its fundamen-
tal reasoning paradigm. The HTMS algorithms can be un-
derstood either as an extension of an LTMS algorithm or
of an ATMS algorithm. However, it is simpler to start with
the ATMS conceptualization. The HTMS algorithm can be
viewed as an ATMS algorithm with four important modifica-
tions:

• The HTMS only maintains labels with respect to a spec-
ified set of contexts — each context is characterized by a
focus environment (a candidate diagnosis). This avoids
much of the combinatorial explosion encountered using
the ATMS as irrelevant label environments lying outside
of the focus environments are not maintained.
• For every candidate diagnosis, the HTMS finds at most

one label environment for each TMS node. This elimi-
nates the combinatorial explosion where a node has an
exponential number of derivations within the same con-
text.
• The HTMS incorporates a scoring function which guides

the HTMS to find the single ‘best’ label environment for
each node. For example, the score of an environment can
be the number of assumptions it contains. This scoring
function is important in backtracking where we would
like to find the smallest conflict supporting the current
contradiction. It is also important for best-first search
applications. While the ATMS always finds the small-
est conflict because it finds all of them, the HTMS can
be directed to find only the small ones.
• To improve the expressive power it accepts arbitrary

clauses, like the LTMS. However, to bound computa-
tional cost it uses an incomplete yet efficient local propa-
gation algorithm analogous to Boolean Constraint Prop-
agation (BCP)[Forbus & de Kleer, 1992]. For diagnostic
tasks considered in the competition, the HTMS is com-
plete.
• It exploits extensive ATMS-like caching strategies so

that the focus environments can be changed at relatively
little cost. Changing contexts is almost always much
cheaper than that of an LTMS but more expensive than
that of an ATMS.

Consider the full adder of Figure 1. Suppose all inputs are
set to 0. Examples of the types of inferences the HTMS draws
are:

¬AB(A1)→ y = 0,
¬AB(X1)→ z = 0,
¬AB(A2)→ x = 0,

¬AB(A2) ∧ ¬AB(A1) ∧ ¬AB(O1)→ co = 0.
Suppose co = 1. Some of the inferences the HTMS derives
are:

¬AB(A2) ∧ ¬AB(A1) ∧ ¬AB(O1)→ ⊥ A conflict.

¬¬AB(A1) ∧ ¬AB(O1)→ x = 1.

3.2 Sherlock/HTMS architecture
NGDE exploits the focusing approach of Sherlock [de Kleer
& Williams, 1989] using the HTMS. Figure 2 describes the
basic architecture. There are 3 main databases: (1) the set of
candidate diagnoses (some of which have been ruled out) ex-
amined so far, (2) the set of minimal conflicts found so far,
and (3) the set of all predictions that have been made so far.

Initially, all databases are empty and the observations are
added to the inference database. Best-first search proceeds to
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Figure 1: Full adder.

Best‐first search to find 
the next candidate 
diagnosis avoiding all 
known conflicts and 

diagnoses

Diagnosis 
database

Candidate diagnosis

Conflict Validate candidate

Candidate diagnosis

Conflict 
database

Validate candidate 
diagnosis

Inference 
database

Sufficient 
diagnoses?

Implications

database

Done

Figure 2: Sherlock/HTMS architecture.

find the next candidate diagnosis which avoids all known con-
flicts. Initially, there no conflicts, so the first diagnosis would
be []. Next this diagnosis is validated. If the candidate di-
agnosis is consistent, it is added to the diagnosis database.
Otherwise, a new conflict(s) must have been discovered and
these are merged with the current conflict database. If suffi-
cient diagnoses have been found, search terminates. Other-
wise, search continues for new novel candidate diagnoses.

4 Utility Metric
This section is a brief reprise of the definition of Mutl from
[Kurtoglu et al., 2009]. The intuition behind the metric is to
charge a diagnostic algorithm (DA) (e.g., NGDE) for every
incorrect component replacement required to restore the cir-
cuit to functioning:

Mutl =
|I|

|D|+ c(|I −D|, |C −D|) ,

where c(n,m) is defined as the expected number of trials
needed to isolate n out of m. If n is much smaller than m
then:

c(n,m) ≈ nm

n+ 1
.

If the reported diagnosis is the correct injected fault then I =
D and Mutl = 1. Consider a single fault in a system of 10
components and the DA reports all components good. In this
case Mutl = 0.2 because on average it will take 5 samples to
identify the one faulted component out of 10.

5 Ambiguity Groups

10GAT -> G4

11GAT -> G1

16GAT > G3

10gat -> N4

11gat -> N1
7gat -> I1

6gat -> I2
16GAT -> G3

19GAT -> G2

22GAT -> G6

16gat -> N3

19gat -> N2

22gat > O2

3gat -> I4

2gat -> I3

23GAT -> G5
22gat-> O2

23gat-> O1
1gat-> I5

I1

G1 G5G2 O1

N3

N2N1I2

G3 G6

N3
O2I3

I4
G4 N4

I4

I5

Figure 3: The simplest circuit, c17, from the ISCAS-85 test
suite. Inputs are labeled “In,” outputs “On,” gates “Gn,” and
corresponding internal nodes “Nn.” All 6 gates are NAND
gates.

As the competition did not allow internal measurements
many faults are indistinguishable. Consider the simple full-
adder circuit of Figure 3. A fault in G2 cannot be distin-
guished from a fault in G5. Fault collapsing [de Kleer, 2008]
or, equivalently cone reduction [Siddiqi & Huang, 2007] can
be used to reduce the size of the circuit. However, these tech-
niques do not identify the complete ambiguity groups. There-
fore, NGDE computes as many of the minc candidates as pos-
sible.
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If the full ambiguity group could be obtained, then return-
ing that set provides the maximum expected Mutl. Figure 4
plots ambiguity group size, minimum cardinality diagnosis
size and Mutl for the 45 scenarios for c432. Notice that as
cardinality rises so do does ambiguity group size, but not
smoothly. For all but the last data point, NGDE returned what
on average is the best possible Mutl. Notice that Mutl varies
roughly inversely with ambiguity group size, which is what
we would expect.
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Figure 4: Results for benchmark circuit c432. The x axis is
the scenario number. This graph contains 3 series: (1) ambi-
guity group size on a scale of 0-1200, (2) minimum cardinal-
ity on a scale of 0-5, and (3) Mutl on a scale of 0-1.

6 NGDE’s candidate search
The best-first search component of the architecture of Fig-
ure 2 performs poorly when there are only high-cardinality
diagnoses. The root cause is that the open list in the best-
first search grows extremely quickly. Hence, NGDE uses
depth-first branch-and-bound search instead. A side benefit of
depth-first search is that it can find a single diagnosis quickly,
Although breadth-first search is also an anytime algorithm,
its first diagnosis is found far later than for the depth-first
search. This feature improves performance significantly on
the larger scenarios. We use depth-first search (simple branch
and bound) to identify a single minimum cardinality diagno-
sis. Fortunately, there are some known limits on minimum
cardinality which can avoid the search becoming too deep.
The minimum cardinality is bounded above by:

• Number of outputs of the system.

• Number of minimal conflicts.

• Number of components involved in the minimal con-
flicts.

6.1 Minc preserving transformations of the
conflict set

One shortcoming of previous GDE candidate generators is
they sometimes cannot find high-cardinality diagnoses effi-
ciently. We developed a novel candidate generator for find-
ing MFMC (Max-Fault Min-Cardinality) faults the results of
which are described in [de Kleer, 2008]. There are two tech-
niques needed to reign in the complexity of the candidate

generator. The first, essentially trivial, is to do a connected
component (graphical components) analysis to factor the con-
flicts. The second is to reduce both the number of conflicts
and their size with minc-preserving transformations of the
conflict set.

The basic idea is that we can transform a conflict set into
a simpler conflict set which has the same minc value. Before
describing the algorithm more formally, consider the follow-
ing example. Suppose there are only two conflicts:

{A,B,C},

{A,B,R}.
Notice that A and B always co-occur. Thus these two con-
flicts can be rewritten as 2 conflicts over 1 fewer variables:

{A,C},

{A,R}.
This conflict set has the same minc value. This approach elim-
inates a significant number of the variables. Thus the depth-
first search has been simplified and the upper bound of minc
reduced (because number of variables is an upper bound). The
number of conflicts can also be reduced as well as the num-
ber of variables. Consider our example again. If all appear-
ances of component x occur with component y, then x can
be removed from all conflicts and the resultant set reduced
with subsumption. In our example, both C and R co-occur
only with A, so both C and R can be eliminated from all the
conflicts. After removing subsumed conflicts, we remain with
one: {A}. In this particular example, it was trivial to see that
minc was 1 because the intersection of all conflicts with the
singleton {A}. The following describes how NGDE exploits
this in general.

We define the minimal conflicts in which a component ap-
pears as (Π is the set of minimal conflicts found so far):

conf(A) = {c ∈ Π|A ∈ c}.
If conf(A) = conf(B) we say A ≡ B. If conf(A) (
conf(B) we say A < B.

To transform Π into a simpler set we repeatedly apply the
following rules:

• Factor the set of conflicts into disconnected subgraphs.

• If x ≡ y remove x from all conflicts and note the equiv-
alences.

• If x < y, remove x from all conflicts.

• Remove subsumed conflicts.

The combination of these rules dramatically simplifies the
conflicts for most of the DXC scenarios.

7 Full algorithm
The following summarizes the full algorithm:

1. Apply all conflict set transformations.

2. Compute an upper bound on minc (from all the proper-
ties discussed earlier in this paper).
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3. Using Π alone use depth-bounded (by minc) branch and
bound search to find a candidate diagnosis D. In this
search we keep only one D we find, and exhaustively
search the space to prove it is minc. (If there are dis-
connected subgraphs, apply these two steps to each sub-
graph. The minc of a set of conflicts is the sum of the
mincs of its connected components, and the candidate is
the conjunction of the minimum candidates of the com-
ponents.)

4. Focus the HTMS on candidateD. IfD is a diagnosis, go
to Step 6.

5. AsD is not a diagnosis, the HTMS must have discovered
a new conflict which D fails to satisfy. Merge the new
conflict(s) into Π. This may change the equivalences. Go
to Step 1.

6. At this point it is tempting to use the equivalences to
generate more equivalent diagnoses, but this is incorrect.
There may be undiscovered conflicts involving compo-
nents equivalent to ones in D. Factor the current Π, but
do not apply conflict transformations.

7. Repeat the depth first branch and bound search this time
checking each candidate diagnosis as it is found in an
attempt to find as many elements of the ambiguity group
as possible.
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Figure 5: Mutl vs. number of diagnoses for scenario 50 of
74181 in the order NGDE discovered them.

8 Effect of fraction of ambiguity group
discovered

Reporting as much of the ambiguity group as possible is the
best strategy on average, however the improvement inMutl is
often limited. Figure 5 graphs Mutl vs. number of diagnoses
for scenario 50 for 74181. It shows a typical slow growth of
Mutl as diagnoses are collected. Mutl on any particular run
will not grow monitonically as the score will depend on the
order in which ambiguity group members are encountered.
Scenario 50 has an ambiguity group size of 884 of cardinality
6. Figure 6 illustrates what the average curve looks like.

There are 37 components indicted in this ambiguity group.
Figure 7 shows a pareto graph of the probabilities of the in-
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Figure 6: Average curve of Mutl vs. number of diagnoses for
scenario 50 of 74181.

dividual components. The shape of the graph is clearly tiered
indicating groups of indistinguishably faulted components.

0.6

0.8

1

1.2

0

0.2

0.4

0.6

0.8

1

1.2

1 3 5 7 9 11 13 15 17 19 21 23 25 27 29 31 33 35 37

Series1

Figure 7: Pareto chart of individual component probabilities
for 74181 scenario 50.

9 Strategy per phase
NGDE’s analysis proceeds in 3 phases:

1. Find the min cardinality.
2. Collect the min cardinality diagnoses.
3. Report.
NGDE sets itself two resource limits: 75% of its allo-

cated CPU time and 1000 candidates. This allows 25% of re-
maining CPU time to construct an answer. Since candidates
need to be returned via a communication channel of unknown
speed, NGDE limits itself to returning only 1000 diagnoses.
The different exit operations during the phases are as follows:

1. Find the min cardinality. If no min cardinality diagnosis
has been found, it returns a candidate which contains all
the components which appear in any minimal conflict.

2. Collect the minc diagnoses. Halt at 1000 diagnoses or
75% CPU time.
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10 Experimental results
Table 1 synopsizes the results of the DX competition. Three
metrics constribute to the total score for an diagnostic algo-
rithm: utility (Mutl), cpu time (Mcpu) and peak memory us-
age (Mmem). NGDE ranked best on the utility metric. How-
ever, it scored very poorly on the cpu time and memory met-
rics. As NGDE is written in Common Lisp it incurs roughly
6 seconds of cpu time just to start up. Similarly, Common
Lisp has a large memory footprint. Scores on both computa-
tional metrics can be significantly improved, but we focused
on improving the utility ranking. (CPU for all runs could be
reduced by 6 seconds by simply communicating with NGDE
through sockets instead of the command line.)

Table 1: Competition results

circuit Mutl Rank Mcpu Mmem

[ms] [Kb]
74182 0.4793 1 6335 11540
74L85 0.3098 1 6365 11784
74283 0.1553 2 6385 12231
74181 0.1931 1 6619 14625

c432 0.2096 1 7520 17868
c499 0.0699 1 20347 32649
c880 0.0401 1 14682 30634

c1355 0.0246 1 22550 37930
c1908 0.015 2 26171 39843
c2670 0.1076 1 20537 61722
c3540 0.0407 1 27022 82045
c5315 0.0275 1 30926 93116
c6288 0.0563 1 17483 102420
c7552 0.0283 2 37989 125910

11 Conclusions
Using the minc approach gives NGDE an advantage over
other algorithms because computing the ambiguity group
is the best average strategy. There are three improvements
which would raise NGDE’s accuracy scores: (1) when no
minc diagnoses can be found it would be better to return a
smaller set as the utility metric significantly penalizes large
cardinality diagnoses, (2) if the CPU time is available and the
diagnosis cap hasn’t been reached, add as many non-minimal
diagnoses to the returned set as is possible, and (3) optimize
the Allegro Common Lisp image to minimize start up time
and memory footprint.
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1. INTRODUCTION

We consider the first diagnostic competition (DXC’09)
(Kurtoglu et al., 2009) an important milestone in apply-
ing techniques for automated diagnosis in practice. For
example, the synthetic track allows for “stress-testing”
of diagnostic algorithms using “difficult” and boundary
cases (Feldman et al., 2008a), while the industrial track
forces algorithm designers to have a better view on the
technicalities of applying automated diagnosis in practice.
Although many of those technical aspects are deemed
“easy” to solve, the overall task of diagnosis is challenging
and DXC’09 is a right step towards better understanding
diagnosis (and related fields like testing and repair) in
general.

Lydia (Feldman et al., 2006) is a declarative modeling
language specifically developed for Model-Based Diagnosis
(MBD). The language core is propositional logic, enhanced
with a number of syntactic extensions for ease of modeling.
The accompanying toolset currently comprises a number
of diagnostic engines and a simulator tool.

Safari (Feldman et al., 2008b) (StochAstic Fault diagno-
sis AlgoRIthm) computes minimal diagnoses while sacri-
ficing guarantees of optimality, but for diagnostic systems
in which faults are described in terms of an arbitrary
deviation from nominal behavior, Safari can compute di-
agnoses several orders of magnitude faster than competing
algorithms, which is empirically confirmed by DXC’09.

We had planned to participate with our diagnostic frame-
work Lydia in both the synthetic and industrial tracks
of DXC’09. Unfortunately, the industrial track required a
significant amount of modeling effort (our framework is
Model-Based (de Kleer and Williams, 1987)), and due to
lack of time (and resources) we have submitted Lydia in
the synthetic track only, where the modeling effort could
be easily automated. We plan to finish the modeling work
and to evaluate Lydia in the industrial track internally
(and to participate in follow-up industrial track competi-
tions).

In this paper we describe the approach we take to solving
the synthetic track in the DXC’09 competition. We have
used the Safari algorithm, which we explain in this paper.
We show the results in terms of the diagnostic metrics that
have been chosen by the DXC’09 organizers.

Note that Sec. 2 and Sec. 3 are also in (Feldman et al.,
2008a), except the part describing the difference of Safari
from “standard” MBD algorithms. We have included these
sections to make our paper self-contained.

2. TECHNICAL BACKGROUND

This section formalizes some standard MBD notions, and
explains, on an intuitive level, the Safari inference al-
gorithm. It is important to note that Safari performs
inference in a manner that is different to “standard” MBD
algorithms, such as GDE (de Kleer and Williams, 1987)
or the ATMS (De Kleer, 1986), in that it interleaves
stochastic search with SAT consistency-checking of poten-
tial diagnoses, as we will explain.

2.1 Diagnosis and Minimal Diagnosis

We adopt the traditional diagnostic definitions (de Kleer
and Williams, 1987), except that we use propositional logic
terms (conjunctions of literals) instead of sets of failing
components.

Central to MBD, a model of an artifact is represented as
a propositional Wff over some set of variables. Discerning
two subsets of these variables as assumable and observ-
able 1 variables gives us a diagnostic system.
Definition 1. (Diagnostic System). A diagnostic system
DS is defined as the triple DS = 〈SD, COMPS, OBS〉,
where SD is a propositional theory over a set of variables
V , COMPS ⊆ V , OBS ⊆ V , COMPS is the set of
assumables, and OBS is the set of observables.

1 In the MBD literature the assumable variables are also referred to
as “component”, “failure-mode”, or “health” variables. Observable
variables are also called “measurable”, or “control” variables.
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Throughout this paper we assume that OBS∩COMPS = ∅
and SD 6|=⊥. Although Safari delivers good results for a
larger class of diagnostic models, this paper focuses on the
well-known weak-fault models 2 .
Definition 2. (Weak-Fault Model). A diagnostic system
DS = 〈SD, COMPS, OBS〉 belongs to the class WFM iff
SD is in the form (h1 ⇒ F1) ∧ . . . ∧ (hn ⇒ Fn) such that
1 ≤ i, j ≤ n, {hi} ⊆ COMPS, Fj ∈Wff , and none of hi

appears in Fj .

Note the conventional selection of the sign of the “health”
variables h1, h2, . . . , hn. Other authors use “ab” for abnor-
mal or “ok” for healthy. Weak-fault models are sometimes
referred to as models with ignorance of abnormal behavior
(de Kleer et al., 1992), or implicit fault systems. The
traditional query in MBD computes terms of assumable
variables which are explanations for the system description
and an observation.
Definition 3. (Health Assignment). Given a diagnostic sys-
tem DS = 〈SD, COMPS, OBS〉, an assignment HA to all
variables in COMPS is defined as a health assignment.

A health assignment HA is a conjunction of propositional
literals. In some cases it is convenient to use the set of
negative or positive literals in HA. These two sets are
denoted as Lit−(HA) and Lit+(HA), respectively.

What follows is a formal definition of consistency-based
diagnosis.
Definition 4. (Diagnosis). Given a diagnostic system DS =
〈SD, COMPS, OBS〉, an observation α over some variables
in OBS, and a health assignment ω, ω is a diagnosis iff
SD ∧ α ∧ ω 6|=⊥.

In the MBD literature, a range of types of “preferred”
diagnosis has been proposed. This turns the MBD problem
into an optimization problem. In the following definition
we consider the common subset-ordering.
Definition 5. (Minimal Diagnosis). A diagnosis ω is mini-
mal if no diagnosis ω′ exists such that Lit−(ω′) ⊂ Lit−(ω).

The set of all minimal diagnoses characterizes all diagnoses
given a weak-fault model, but that does not hold in general
(de Kleer et al., 1992). With no restrictions on the model,
faulty components may “exonerate” each other, resulting
in a health assignment containing a proper superset of the
negative literals of another diagnosis not to be a diagnosis.

Diagnosis cardinality gives us another partial ordering: a
diagnosis is defined as minimal cardinality iff it minimizes
the number of negative literals.
Definition 6. (Cardinality of a Diagnosis). The cardinal-
ity of a diagnosis, denoted as |ω|, is defined as the number
of negative literals in ω.

A minimal cardinality diagnosis is a minimal diagnosis, but
the opposite does not hold. There are minimal diagnoses
which are not minimal cardinality diagnoses.

2 DXC’09 provides the topology and nominal behavior of the
ISCAS85 circuits only. Participants may assume “stuck-at” behavior
but we have used weak-fault models only.

2.2 Diagnostic Inference: “Traditional” versus Safari
Methodologies

This section provides an intuitive comparison of Safari
with “standard” MBD algorithms, in order to clarify our
novel algorithm, which will be explained in more detail
in the following section. Safari performs inference in a
manner that is different than “standard” MBD algorithms.
In the following, we first summarize the standard MBD
approach, and contrast it with that of Safari.

Given an observation OBS denoting an abnormal condi-
tion (or symptom), a standard MBD algorithm A per-
forms diagnosis in a two-step process. In the first step,
A computes the conflicts for OBS, i.e., a conflict is a set of
components which cannot all be operating properly given
a symptom. We denote a conflict γ as an assignment to a
subset of health variables.
Definition 7. (Conflict). Given a diagnostic system DS =
〈SD, COMPS, OBS〉, and an observation α over some vari-
ables in OBS, γ is a conflict iff SD ∧ α ∧ γ |=⊥.

Most MBD approaches will compute minimal conflicts,
i.e., conflicts which are minimal with respect to some pref-
erence criterion φ. Both subset- and cardinality-minimal
conflicts have been studied in the literature. Conflicts are
typically computed using constraint-propagation meth-
ods (de Kleer and Williams, 1987).

In the second step, a standard MBD algorithm A com-
putes, from a set of conflicts γ, a diagnosis (or preferred
diagnosis, using some preference function φ). A diagnosis
is a health assignment to each system component, as de-
fined before. Diagnoses (or minimal diagnoses with respect
to φ) are computed using some logic-based consistency-
checking mechanism, such as a SAT solver (McAllester,
1990) or through computing a minimal hitting set of the
minimal conflicts (de Kleer and Williams, 1987). The
minimal conflicts can be computed by, for example, the
ATMS (De Kleer, 1986).

In contrast, Safari performs diagnostic inference as fol-
lows. Safari avoids the conflict-analysis phase by (a)
guessing an initial diagnosis given an observation α, and
then (b) trying to reduce the cardinality of this initial diag-
nosis ω through flipping the values of some health variables
in ω from faulty to healthy, performing a consistency-check
after each flip. Safari uses an incomplete SAT-solver,
BCP, for each consistency-check (McAllester, 1990). This
randomized search, in conjunction with the computation-
ally efficient consistency-checking, is what distinguishes
Safari from traditional algorithms, and also what gives it
its computational advantages over traditional algorithms.

3. STOCHASTIC MBD ALGORITHM

This section presents a more formal specification of Sa-
fari, an algorithm for computing multiple-fault diagnoses
using stochastic search. As described earlier, Safari uses
a two-step diagnostic process. Step 1 involves randomly
choosing candidates. Step 2 attempts to minimize the fault
cardinality of these candidates.

Algorithm 1 shows the top-level pseudocode for Safari.
Step 1 takes place in line 4 of Algorithm 1; the remainder
of the pseudocode of Algorithm 1 performs Step 2.
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Algorithm 1 uses a number of utility functions, which we
briefly review; see (Feldman et al., 2008a) for details. The
ImproveDiagnosis subroutine takes a term as an argu-
ment and changes the sign of a random negative literal.
If there are no negative literals, the function returns the
original argument. The implementation of RandomDiag-
nosis uses a modified DPLL solver (Davis et al., 1962)
returning a random SAT solution of SD ∧ α.

Similar to deterministic methods for MBD, Safari uses a
SAT-based procedure for checking the consistency of SD∧
α∧ ω. Because SD∧α does not change during the search,
the incremental nature of the Logic-Based Truth Mainte-
nance System (LTMS) assumption checking (McAllester,
1990) greatly improves the search efficiency. The imple-
mentation of Safari combines a BCP-based LTMS to
check for inconsistencies. If a candidate is consistent, a
subsequent DPLL-based check is invoked for completeness.

The randomized search process performed by Safari
has two parameters, M and N . There are N indepen-
dent searches that start from randomly generated starting
points. The algorithm tries to improve the cardinality of
the initial diagnoses (while preserving their consistency)
by randomly “flipping” fault literals. The change of a sign
of literal is done in one direction only: from faulty to
healthy.

Algorithm 1 Safari: A greedy stochastic hill climbing
algorithm for approximating the set of minimal diagnoses.
1: function HillClimb(DS, α, M, N) returns a trie

inputs: DS = 〈SD, COMPS, OBS〉, diag. system
α, term, observation
M , integer, climb restart limit
N , integer, number of tries

2: n← 0
3: while n < N do
4: ω ← RandomDiagnosis(SD, α)
5: m← 0
6: while m < M do
7: ω′ ← ImproveDiagnosis(ω, ρ)
8: if SD ∧ α ∧ ω′ 6|=⊥ then
9: ω ← ω′

10: m← 0
11: else
12: m← m + 1
13: end if
14: end while
15: unless IsSubsumed(R, ω) then
16: AddToTrie(R, ω)
17: RemoveSubsumed(R, ω)
18: end unless
19: n← n + 1
20: end while
21: return R
22: end function

Each attempt to find a minimal diagnosis terminates
after M unsuccessful attempts to “improve” the current
diagnosis stored in ω. Thus, increasing M will lead to
a better exploitation of the search space and, possibly,
to diagnoses of lower cardinality, while decreasing it will
improve the overall speed of the algorithm.

It is possible that two diagnostic searches may result in
the same minimal diagnosis. To prevent this, we store the
generated diagnoses in a trie R (Forbus and de Kleer,
1993), from which it is straightforward to extract the
resulting diagnoses by recursively visiting its nodes. A
diagnosis ω is added to the trie R by the function Ad-
dToTrie, iff no subsuming diagnosis is contained in R
(the IsSubsumed subroutine checks on that condition).
After adding a diagnosis ω to the resulting trie R, all
diagnoses contained in R and subsumed by ω are removed
by a call to RemoveSubsumed.

3.1 A Simple Example

We will use the Boolean circuit shown in Fig. 1 as a
running example for illustrating Safari. The subtractor,
shown there, consists of seven components: an inverter, two
or-gates, two xor-gates, and two and-gates. The expression
h ⇒ (o⇔ ¬i) models the normative (healthy) behavior
of an inverter, where the variables i, o, and h represent
input, output and health respectively. Similarly, an and-
gate is modeled as h ⇒ (o⇔ i1 ∧ i2) and an or-gate by
h ⇒ (o⇔ i1 ∨ i2). Finally, an xor-gate is specified as
h⇒ [o⇔ ¬ (i1 ⇔ i2)].

h2
d

h6
y
p h1

h3
h4j

i

h5

h7

x

m

k

b

l

Fig. 1. A subtractor circuit

The above propositional formulae are copied for each gate
in Fig. 1 and their variables renamed in such a way
as to properly connect the circuit and disambiguate the
assumables, thus obtaining a propositional formula for the
Boolean subtractor, given by:

SD =





h1 ⇒ [i⇔ ¬ (y ⇔ p)]
h2 ⇒ [d⇔ ¬ (x⇔ i)]
h3 ⇒ (j ⇔ y ∨ p)
h4 ⇒ (m⇔ l ∧ j)
h5 ⇒ (b⇔ m ∨ k)
h6 ⇒ (x⇔ ¬l)
h7 ⇒ (k ⇔ y ∧ p)

(1)

The set of assumables is COMPS = {h1, h2, . . . , h7} and
the set of observable variables is OBS = {x, y, p, d, b}.
Diagnostic inference with Safari proceeds as follows. In
step 1, the stochastic diagnostic search for the subtractor
example will start from a random quintuple candidate 3 . In
this particular version of our algorithm, once a component
is marked as healthy, it cannot be changed back to faulty.
To compensate for that, we perform multiple restarts from
a random candidate. In our subtractor example and for
3 (Feldman et al., 2008a) describe a method for determining the
initial candidates.
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α3 = x∧y∧p∧¬d∧¬b, if h1∧h2 is in an initial “guessed”
candidate, it will prove inconsistent with SD ∧ α3 and
another quintuple fault candidate will be guessed.

Assume that this second candidate is ω6 = ¬h1 ∧ ¬h2 ∧
h3 ∧¬h4 ∧¬h5 ∧ h6 ∧¬h7. Clearly, SD∧α3 ∧ω6 6|=⊥. The
search algorithm may next try to improve the diagnosis
by “flipping” the sign of h7. The candidate ω7 = ¬h1 ∧
¬h2 ∧ h3 ∧ ¬h4 ∧ ¬h5 ∧ h6 ∧ h7 is a valid quadruple fault
diagnosis and it can be improved twice more by “flipping”
h2 and h5. This gives us the final double-fault ω8 = ¬h1 ∧
h2 ∧ h3 ∧ ¬h4 ∧ h5 ∧ h6 ∧ h7. The actual algorithm is
somewhat more involved as during the variable flipping
it is normal to find inconsistencies. Instead of restarting,
it will simply discard these inconsistent candidates until
some termination criterion is satisfied.

Intuitively, from our example, due to the large number of
double fault diagnoses explaining the same observation, it
is not difficult to randomly guess sequences of variables
which need to be false in order to explain the observation.

4. EXPERIMENTAL RESULTS

The DXC’09 synthetic track consists of the benchmark
models of ISCAS85 circuits ((Brglez and Fujiwara, 1985)).
These circuits are combinational, i.e., they contain no
flip-flops or other memory elements. Note that the high-
level structure of the ISCAS85 circuits, which can be
beneficial to MBD analysis, has been flattened out. A
reverse engineering effort had resulted in high-level Verilog
models ((Hansen et al., 1999)). Table 1 summarizes the
circuits used in the synthetic DXC’09 track.

The size of the circuits in Table 1 can be reduced by using
cones (Siddiqi and Huang, 2007) for computing single-
component ambiguity groups (Kurtoglu et al., 2009). The
number of components in these smaller circuits is shown in
the rightmost column of Table 1. To eliminate the need of
expanding diagnoses containing faulty components inside
cones, we have used the original (non-reduced) circuits.
In future competitions, we are planning to use reduced
models.

We have configured Safari with M = |COMPS| and
N = 10. The value of N we have computed empirically.
Increasing N to 20 or decreasing it showed no significant
change in Mda. We have also switched DPLL checking off.
As a result of the BCP incompleteness, Safari produces
inconsistent candidates, but this is rare (we have estimated
less than 20% such candidates) and the overall effect on
the metrics is positive.

We next define the metrics used in the synthetic track of
DXC’09. For more information on the metrics as well as
a broader discussion of their applicability cf. (Kurtoglu
et al., 2009). The two computational metrics Mcpu and
Mmem are straightforward: Mcpu is the total amount of
busy CPU time spent by Safari and Mmem is the peak
amount of allocated memory.

The next metric Mia (classification errors) is defined as
follows:

Mia =
∑

c∈COMPS

∑
ω∈Ω merr(c, ω, ω∗)
|Ω| · |COMPS| (2)

original reduced

sys |IN| |OUT| |COMPS| V C |COMPS|

74182 9 5 19 47 75 6

74L85 11 3 33 77 118 15
74283 9 5 36 81 122 14
74181 14 8 65 144 228 15

c432 36 7 160 356 1 028 59

c499 41 32 202 445 1 428 58
c880 60 26 383 826 2 224 77
c1355 41 32 546 1 133 3 220 58
c1908 33 25 880 1 793 4 756 160
c2670 233 140 1 193 2 695 6 538 167
c3540 50 22 1 669 3 388 9 216 353
c5315 178 123 2 307 4 792 13 386 385
c6288 32 32 2 416 4 864 14 432 1 456
c7552 207 108 3 512 7 232 19 312 545

Table 1. ISCAS85 models (V and C denote
the total number of variables and the number

of clauses respectively)

where merr(c, ω, ω∗) is defined as:

merr(c, ω, ω∗) =
{

0, if (ω, c) = (ω∗, c)
1, otherwise (3)

In (2) and (4) the injected fault is denoted as ω∗ and (ω, c)
is the state of component c in diagnosis ω.

Although Mia has been applied successfully to the indus-
trial track of DXC’09, it has been considered as unsuitable
in the synthetic track. The metric has to be “patched”
when, for example, a diagnostic algorithm produces no
diagnosis (in this case the diagnostic algorithm is assumed
to have produced the “all healthy” diagnosis) and makes
little intuitive sense with multiple faults (note that the
DXC’09 industrial track contains single fault scenarios
only). Despite that, we have computed Mia for Safari
and the results are shown in Table 2.

Instead of Mia the DXC organizers have chosen to compute
the utility metric Mutl. For notational completness we
include the formula here, for explanation, cf. (Kurtoglu
et al., 2009).

Mutl =
∑

ω∈Ω

|ω∗|
[|ω|+ c(|ω∗ ∩ ω|, |COMPS− ω|)] (4)

In (4) ω∗ is the injected fault for which the diagnostic
algorithm has produced a diagnosis ω, and c(n, m) is
defined as the expected number of trials needed to isolate
n out of m faulty components. For n < m, c(n, m) ≈
nm/(n+1). Note that Mutl is computed for each scenario.
The “per system” metrics MUTL is Mutl averaged over all
scenarios of a system.

Table 2 shows the results of all metrics as well as the
number of scenarios for each circuit and the number of
classification errors per scenario. It can be seen that Mia

depends on the number of diagnoses Safari produces and
the latter depends on the parameter N in Alg. 1.

To summarize the experimental results, Safari has
achieved good performance on both Mia and Mutl while
keeping the memory and CPU requirements (Mmem and
Mcpu) very low. For comparison to the other diagnostic
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sys Mia MUTL # of Mia per Mcpu Mmem

total scenarios scenario [ms] [Kb]

74182 145.6 0.4137 50 2.9 51 154

74L85 73.6 0.2433 28 2.6 68 223
74283 107.3 0.158 30 3.6 60 229
74181 258.9 0.1504 54 4.8 64 401

c432 253.4 0.0871 45 5.6 115 878

c499 2 326.4 0.0622 141 16.5 130 1 094
c880 3 897.8 0.0843 198 19.7 203 1 945
c1355 1 551.7 0.0295 98 15.8 296 2 759
c1908 2 302.8 0.0179 127 18.1 538 4 134
c2670 2 419.8 0.0647 168 14.4 937 5 867
c3540 373.3 0.0319 36 10.4 1 674 7 900
c5315 7 658.6 0.0165 248 30.9 3 091 11 316
c6288 2 0.0008 1 2 3 530 12 037
c7552 3 103 0.0317 176 17.6 11 817 16 679

Table 2. Safari DXC’09 results.

algorithms cf. (Kurtoglu et al., 2009). The low CPU and
memory requirement is not a surprise considering the
stochastic nature of Safari. Computing multiple-fault
diagnoses close to the actually injected faults is practical
with a cheap and simple stochastic algorithm.

5. CONCLUSION

This paper described the use of Lydia and Safari for
diagnosing the synthetic track system in DXC’09.

We have been satisfied with the results of Safari, we have
learned a lot from DXC’09 and we would like to go further
in building real MBD systems based on Lydia and Safari.

We realize our results have been biased due to the fact that
Safari had been used in creating the diagnostic scenarios
(Kurtoglu et al., 2009) and the authors of this paper have
been involved in designing the DXC challenges. In the
future we plan to study the other algorithms competing
at DXC’09, understanding the bias and removing it for
future competitions.
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1. INTRODUCTION

This paper describes Wizards of Oz, our entry to Tiers
1 and 2 of the industrial track of DX Competition. We
present the algorithm along with the hypotheses made,
the known limitations, and the possible improvements.

We first describe the general principle. The modeling is
then presented. The diagnosis algorithm is described in
more details. We then present technical points. Finally, we
discuss the results of the competition and draw conclusions
on the results.

2. GENERAL PRINCIPLE

Wizards of Oz is based on incremental solving of static
diagnosis problems. We judged that the dynamic part of
the behaviour can be abstracted for the following reasons:

• The observations are state-based and not event-
based; there is actually no event (see Limitation 1).

• The observations of the system can be entirely defined
by the current state of the system (fault variables
and control variables), with the exception of the
temperature sensors where the derivation is defined
by the state of the system (see 5.3).

• The state at a time does not depend on the state at
previous time (except that the faults are considered
permanent, see Hypothesis 1). In particular, circuit
breakers do not trip because of overcurrent.

Limitation 1. Note that the algorithm does not automat-
ically detect when the value of a sensor drops, for instance
if the sensor IT140 decreases from 20 to 18 A.

The diagnoser monitors the control actions. Whenever the
algorithm considers that the state of the system is stable,
a diagnosis procedure is launched. A diagnosis candidate
is a set of faulty components together with their faults (all
other components considered normal).
Hypothesis 1. The faults are permanent.

Due to Hypothesis 1, a diagnosis candidate can only
grow. Provided that the set of candidates at every time
is complete, updating this set consists in adding faults
to the current candidates. The diagnoser starts from the
set of candidates at the previous time step, and runs
Algorithm 1. This procedure is very similar to Reiter’s
diagnose (Reiter [1987]).

The generation of the diagnosis candidates is illustrated
Figure 1. Starting from a single empty diagnosis candidate

Algorithm 1 Basic diagnosis procedure of Wizards of
Oz

for each diagnosis candidate do
if the simulation of the system is consistent with the
observations then

The candidate is confirmed
else

A conflict is extracted.
New diagnosis candidates are generated from the
current candidate and the conflict.

end if
end for

inconsistent with the observations, a conflict with three
faults is found: {f1, f2, f3}. This conflict is expanded
generating the three candidates in the second layer. The
first two candidates are consistent with the observations;
the last candidate generates the conflict {f4, f5}. Finally,
four candidates are selected.

∅

{f1} {f2} {f3}

{f3, f4} {f3, f5}

Fig. 1. Generation of the diagnosis candidates at time t

When new observations are available at time t′ > t,
the diagnosis is updated starting from the previous set
of candidates. This is illustrated Figure 2. The diagnosis
candidates {f1} and {f2} are no longer consistent with
the observations. The first candidate can be extended with
fault f6 or f7. However, the second candidate cannot be
extended. The diagnosis ends with four candidates, each
of which contains two faults.

{f1} {f2} {f3, f4} {f3, f5}

{f1, f6} {f1, f7} ⊥

Fig. 2. Generation of the diagnosis candidates at time t′
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3. MODELING

The model of the system is complete, which means that
its behaviour is completely specified even in case of faults.
This implies that we considered that all possible be-
haviours were represented in the data samples provided.
In particular, we are not sure how the fans behave in case
of over- or underspeed.
Limitation 2. Wizards of Oz requires a complete model
that includes the faulty behaviour.
Limitation 3. The model may be inaccurate regarding a
number of faulty behaviours.

The system is modeled by a set of variables and a set of
rules. We distinguish four types of variables:

• control variables: their value is perfectly known.
• fault variables: they model the faults.
• intermediate variables: they model internal values like

voltage and intensity (amperage).
• observable variables: they model the output value of

the sensors.

The diagnosis engine also include a fifth type of vari-
ables: the so-called undeterministic variables, which are
not necessary for the Adapt system. The purpose of these
variables is to allow the modeling of non-deterministic be-
haviour: depending on the value of these variables, the sys-
tem will generate different behaviours. The intermediate
variables are not essential as the observable variables can
be directly assigned from the control and fault variables,
but they are useful for compact modeling.

The model is represented by a set of rules that indicates
the value of the variables depending on the values of
other variables. The dependency between the value of the
variables is represented Figure 3.

Control

Fault

Intermediate Observable

Fig. 3. Dependencies between variables

It can be tricky to model electrical circuits because there
are default rules. Typically, when the circuit contains
cycles and the electricity can come from any part, the
voltage of a line is null iff no path can be found from
a source to this line. However, in view of the answers
from the DXC, we decided to formulate the following
hypothesis.
Hypothesis 2. In any line, the current can flow in only one
direction. 1

The current basically flows from the left to the right on
the graphical representation of the system provided by the
DXC committee.
1 The correctness of this hypothesis was confirmed by the DXC
committee.

An example of rules is given Table 1 for the relay Fig-
ure 4. The figure is based on the graphical representation
provided by the DXC committee. Two wires 1 and 2 are
represented. Each wire k is modeled by two intermediate
variables uk (voltage) and ik (intensity of the current).
The relay itself is modeled by

• one control variable c that represents what the state
of the relay should be if there is no fault,

• one fault variable f that indicates whether the relay
is working properly or is stuck, and

• one intermediate variable r that represents the actual
state of the relay (open or closed).

Finally, the sensor on the relay is represented by the
fault variable s indicating whether the sensor is working
properly or is stuck and the observable variable o that
represents what observation the sensor generates. The
rules are easy to understand from the description of the
variables.

Note that these rules generate a DAG of assignments. This
DAG is dynamically built; for instance the value of u2

(rules 4 to 6) may depend on the value of r, the value of
u1 or both. The DAG is later used to generate conflicts (see
Section 4). It is preferable to have a smaller DAG whenever
possible; typically, if Rules 4 and 5 can be applied, it is
preferable to use Rule 4 as u1 may depend on a big number
of variables.
Improvement 1. The rules should be given a preference
ordering so that preferable rules can be applied when they
overlap.

In practice, real-valued variables are not associated a
unique value but an interval (often reduced to a sin-
gle value) which allows to some extend to model non-
deterministic behaviours.

precondition → effect

f = StuckOpen → r := Open
f = StuckClose → r := Close

f = Normal → r := c
r = Open → u2 := 0
u1 = 0 → u2 := 0

r = Close → u2 := u1

r = Open → i1 := 0
r = Close → i2 := i1

s = StuckOpen → o := Open
s = StuckClose → o := Close

s = Normal → o := r

Table 1. Set of rules for the relay Figure 4

u1

i1

u2

i2

c

r

f

s

o

Fig. 4. Example of a relay
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The model relies on an additional simplifying hypothesis.
Hypothesis 3. A line cannot be fed by two lines.

Because of time constraints, we did not write the model
in an external file. Figure 6 (at the end of the pa-
per) gives an example of the Java code that was
written to represent the model. In this example, the
method Wire.createWire(?model,?name) generates two
variables u_?name and i_?name that model the tension
and intensity of the electricity through the wire. The
method createRelay(?w1,?w2,?rname,?sname) defines
a relay and its sensor between the two wires w1 and w2
as explained previously; in practice, calling this method
generates five variables and eleven rules that are stored
in the model. The Figure 6 therefore shows the topology
(list of components and connections) of the system. This
topology is transformed in a set of variables and rules
that are explicitely enumerated before being sent to the
diagnosis engine.

4. DIAGNOSIS ALGORITHM

The higher level of the diagnosis algorithm monitors the
control commands and observations before calling the
lower level of the procedure on a snapshot of observations.
As indicated before, the lower level is performed only on
stable observations. The definition of stability is tricky,
especially because of noise in the real-valued sensors.
Wrongly considering a set of observations as unstable is
not worrying as long as it does not happen too often. We
chose the following compromise:

• Whenever a command is issued, wait for six seconds.
• Whenever the observations are significantly different

from the previous observations, wait for two and half
seconds.

Limitation 4. This does not scale-up well to very large
systems where there might always be significant differences
somewhere.

Significant difference between real values is defined as
follows: a is significantly greater than b iff 0.9 × a >
b + 0.2. Special cases are defined for some particular
components. For instance, the voltage sensors E265 and
E267 sometimes produce values around 0.3V even when
there is no voltage.
Improvement 2. The definition of significant difference
should be refined for each component.

When the lower procedure is run, the system is simu-
lated as presented in Algorithm 1. If an observed value
and its corresponding simulated value significantly differ,
then a conflict is produced: the conflict is defined as the
set of variables that induced the value of the simulated
observable according to the DAG presented in the previous
section. If several conflicts are found, the one with minimal
cardinality is used to generate new diagnosis candidates.

Figure 5 presents an example of a DAG representing how
the variables were assigned. For instance, in this figure
the intermediate variable i3 was assigned to its current
value because of the values of c1 and f3. Consider that the
simulated value of o2 is different from its observed value.

f1 f2 c1 f3 c2

i1 i2 i3 i4

i5

o1 o2 o3

Fig. 5. Example of propagation

Then, since the value of o2 depends only on f2, c1 and f3,
one of these three variables must be incorrectly set in the
simulation. Since the control value c1 is perfectly known,
the incorrect variable must be one of the two others: the
conflict is {f2, f3}.
In order to reduce the number of candidates, the maximum
size of a diagnosis candidate is arbitrary set to the size
of the minimum cardinality diagnosis plus two. So, if a
diagnosis with two faults is found, the diagnoses with
strictly more than four faults are disregarded.

Note that if a diagnosis candidate matches the observa-
tions, its supersets are discarded.

5. MISCELLANEOUS

We now present a number of details.

5.1 Probability Estimation

When several diagnosis candidates are found, a weight is
computed for each candidate. A weight wf is associated
with each fault f (usually wf = 1). The candidate weight
of ∆ is then computed by the following formula:

1
(0.1 + Σf∈∆wf )4

.

This formula was chosen in order to give a large weight
for the diagnosis candidates that have few faults or faults
with low weight. Note that a large fault weight generates
a small diagnosis weight. The values are then normalised
so that the sum of the diagnosis weight is one.

For instance, consider a diagnosis of three candidates
{{f1}, {f2}, {f3, f4}} with the following weights: wf1 =
0.5; wf2 = 1; wf3 = 1; wf4 = 1. The weight of the
candidates are: w∆1 = 7.716; w∆2 = 0.683; w∆3 = 0.051.
When normalised, the values are: w∆1 = 0.91; w∆2 = 0.08;
w∆3 ≃ 0.01. In this case, the most likely diagnosis is ∆1

since it has the largest weight.
Improvement 3. To remove the confusion that associates
a high weight fault with a low weight diagnosis, the
probability estimation scheme should be modified.

5.2 Stuck and Offset Variables

The variables representing offset and stuck values for real-
valued variables are treated in a slightly different manner.
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These variables are associated with an observable variable
so that their value can be easily determined when a conflict
is found. For instance, if a stuck variable s is associated
with the observable variable o, if the simulated value of o is
2 and its observed value is 0, then the diagnosis candidate
including a stuck fault on the sensor will associate the
value 0 to s.

Since the diagnosis is tested at every snapshot, a diagnosis
candidate incorrectly stating that a sensor is stuck is
quickly dispelled (actually, the hypotheses containing a
stuck sensor are tested even when the diagnosis procedure
is not run).

When a diagnosis candidate containing a stuck sensor
is consistent with the observations, there is also often a
diagnosis candidate containing an offset sensor instead
of the stuck sensor. A stuck sensor can be diagnosed as
follows: if the sensor returns the same real value a number
of times, it is probably stuck and the offset hypothesis
can be disregarded. To ensure completeness, we keep both
hypotheses. Now, if the stuck fault hypothesis is consistent
with the observations, it is the most likely hypothesis.
Therefore, we give a very small weight to the stuck fault
so that the weight of its diagnosis is large. Conversely,
an offset fault is often easy to identify because there are
very few explanations apart from the offset; for instance,
if a voltage sensor is inconsistent with all other sensors on
the same line (downstream and upstream), the only single
fault diagnosis is an offset fault. Thus, the correct diagnosis
candidate will compete with candidates with several faults,
and we can safely give a large weight to offset faults (here
2).

To summarize:

• If a sensor is stuck, then several diagnosis candidates
will be generated: one stating that the sensor is stuck
(with high probability), one stating that the sensor is
offset (with low probability), plus others with several
faults (therefore even lower probability).

• If a sensor is offset, then several diagnosis candidates
will be generated: one stating that the sensor is stuck
which will soon be dispelled, one stating that the
sensor is offset (with low probability), plus others
with several faults (therefore even lower probability).
Since all other diagnoses have lower probability, the
correct diagnosis will remain as the most likely.

We see one limit and one improvement that can be made
to this approach.
Limitation 5. When the sensor is stuck but returns values
that are consistent with the observations, the fault is not
detected.

We do not consider it is a real limitation in the sense that,
when the stuck sensor returns values within acceptable
range, there is no reason to suspect a fault.
Improvement 4. The weight of the stuck fault could be
modified dynamically according to the number of consec-
utive time steps with the same value.

This improvement would avoid giving a high probability
to an incorrect diagnosis candidate just before dispelling
the candidate.

5.3 Evolution Variables

For some variables, what is relevant is not their current
values but how their values evolve. Typically, the value of
a temperature sensor on a bulb increases when the light
is on, and decreases otherwise. Furthermore, the value of
the sensor is bounded, which means that at some point,
the temperature stops increasing.

These variables are not directly modeled as real values.
Instead, they take value within this discrete set:

TOP OR UP the temperature is going up or is already at the
maximum;

BOT OR DOWN the temperature is going down or is already
at the minimum;

STUCK the value did not change;
UNKNOWN the value is slightly going up (but it is impossible

to choose between TOP OR UP and BOT OR DOWN);
OFFSET the value changed dramatically.

The evolution is computed on three time steps (1.5s) to
remove the noise. The simulation returns a value within
this set, excluding UNKNOWN. The consistency between an
observed value and a simulated value is defined by the
Table 2.

s ↓ o → T B S U O

T ⊤ ⊥ ⊥ ⊤ ⊥
B ⊥ ⊤ ⊤ ⊤ ⊥
S ⊥ ⊥ ⊤ ⊥ ⊥
O ⊤ ⊤ ⊤ ⊤ ⊤

Table 2. Equivalence between simulation (s)
and observation (o)

For instance, if the model simulates a stuck value, then the
observed value of the sensor should be stuck. If the model
simulates that the temperature should go down, then it
may also be in an unknown state or appears stuck.
Limitation 6. With this modeling, a diagnosis candidate
including an offset of the sensor no longer considers this
sensor (line of ⊤ in Table 2).

We consider that this limitation is not too important,
since if a fault different from an offset fault occurred,
then other sensors will probably see this fault. Therefore,
an (incorrect) diagnosis candidate including an offset on
a temperature sensor will also contain other faults and
therefore have a small weight.

6. DX COMPETITION RESULTS

The results of Wizards of Oz during the DX Competition
are uneven. Since it was the first edition of the competi-
tion, it was difficult to know precisely which part of the
solver required improvement.

We now examine the weaknesses of Wizards of Oz iden-
tified during the competition.

6.1 Detection time

In Wizards of Oz, the detection of a fault is notified when
the first diagnosis is performed, which is a rather long time
since we wait for stable observations. In a future version,
Wizards of Oz should either:
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• announce a fault detection as soon as the empty
diagnosis is no longer consistent with the observations
– the isolation can be performed later (This requires
experiments to make sure this method is tolerant to
noise); or

• include a dedicated fault detection algorithm.

We believe this improvement could generate easily much
better results.

6.2 Identification time

The high value for the identification time is a direct
consequence of the stability required by the diagnosis
algorithm. In order to improve this dimension, it will be
required to include temporal information to the model.
A possibility is to model some variables as evolution
variable but this framework is not ideal for monitoring
some variables (intensity for instance).

Instead, we currently propose to introduce a notion of
duration in the values of variable. With each variable
will be associated a time tag indicating for how long this
variable has had this value. This framework will enable to
determine eg. that a pump is being stopped, from which it
is possible to estimate accurately its output and the input
intensity. It will no longer be required to wait until the
observations are stable.

When a diagnosis is simulated, it is the continuation of a
diagnosis that was consistent with the previous observa-
tions (and possibly no longer consistent with the current
diagnosis). The values of the variables in a similation
can be compared to the values of the same variables in
the previous simulation in order to determine when the
value of the variable changed. This is how the time tag is
updated.

The concrete implementation would require more formal
work, in particular to detect side-effects. Other possible
light introduction of temporality may be developped.

6.3 False negative

The implications of these bad results are unknown and
require more analyses.

7. CONCLUSION

We presented Wizards of Oz, a diagnosis algorithm that
is based on a static approach. The algorithm waits for the
observations to be stabilized before running a diagnosis
procedure based on Reiter’s approach.

We identified a number of limitations of this approach. We
also proposed several modifications that could improve the
performances of this algorithm.
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// Wire 235
Wire w235 = Wire.createControlledWire(_result, "E235", 24);
_result.observe(w235.u, "OBS_E235", "Offset_E235", "Stuck_E235",1);

// Wire 240
Wire w240 = Wire.createWire(_result, "W240");
_result.observe(w240.u, "OBS_E240", "Offset_E240", "Stuck_E240",1);
_result.observe(w240.i, "OBS_IT240", "Offset_IT240", "Stuck_IT240");
adapt.createCB(w235, w240, "CB236", "ISH236");

// wire WI 242
Wire w242 = Wire.createWire(_result, "W242");
_result.observe(w242.u, "OBS_E242", "Offset_E242", "Stuck_E242");
adapt.createRelay(w240, w242, "EY244", "ESH244A");

// wire WI 261
Wire w261 = Wire.createWire(_result, "W261");
_result.observe(w261.u, "OBS_E261", "Offset_E261", "Stuck_E261");
_result.observe(w261.i, "OBS_IT261", "Offset_IT261", "Stuck_IT261");
adapt.createRelay(w242, w261, "EY260", "ESH260A");

// wire WI 263
Wire w263 = Wire.createWire(_result, "W263");
adapt.createCB(w261, w263, "CB262", "ISH262");

// wire WI 265
Wire w265 = Wire.createWire(_result, "W265");
_result.observe(w265.u, "OBS_E265", "Offset_E265", "Stuck_E265");
adapt.createFrequencyTransmitter(w265, "ST265");
adapt.createInverter(w263, w265, "INV2");

// wire WI 267
Wire w267 = Wire.createWire(_result, "W267");
_result.observe(w267.u, "OBS_E267", "Offset_E267", "Stuck_E267");
_result.observe(w267.i, "OBS_IT267", "Offset_IT267", "Stuck_IT267");
adapt.createCB(w265, w267, "CB266", "ISH266");

// wire WI 276
Wire w276 = Wire.createWire(_result, "W276");
adapt.createRelay(w267, w276, "EY275", "ESH275");

adapt.createFan(w276, "FAN416", "ST516", 120, 900);

adapt.createTemperatureSensor("TE228", 69, 75);
adapt.createTemperatureSensor("TE229", 69, 75);

Fig. 6. Example of Java code for the model
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Abstract: Reliable systems health management  is an important research area of NASA.  A health management system that can 
accurately and quickly diagnose faults in various on-board systems of a vehicle will play a key role in the success of current and 
future NASA missions.   We introduce in this paper the ProDiagnose algorithm, a diagnostic  algorithm that uses a probabilistic 
approach, accomplished with Bayesian Network models compiled to Arithmetic Circuits, to diagnose these systems.  We describe the 
ProDiagnose algorithm, how it works, and the probabilistic models involved.  We show by experimentation on two Electrical Power 
Systems based on the ADAPT testbed, used in the Diagnostic Challenge Competition (DX 09), that ProDiagnose can produce results 
with over 96% accuracy and < 1 second mean diagnostic time. 

1. INTRODUCTION

From physical electrical systems to computer networks, the 
need to quickly and accurately diagnose faults in a system is 
an important part of the puzzle of keeping systems healthy 
and operating smoothly.

Here  are  two  examples  of  shortfalls  in  systems  health 
management.   They  showcase  just  a  couple  of  the  vastly 
many negative outcomes that can arise with systems that have 
inadequate or no health management system.

In December of 1999, the Mars Polar Lander, a NASA Mars 
exploration vehicle, descended into the Martian atmosphere, 
never to be heard from again.  The leading theory on the loss 
states possible misinterpretation of sensor noise received by 
the lander's on-board software.  It is believed that the descent 
engines  were  shut  down during leg deployment,  while  the 
lander was still about 40 meters above the surface, causing it 
to crash.  Had the Mars Polar Lander been equipped with a 
better health management system that had not generated these 
false positives, it is very possible that the lander would have 
been able to carry out its mission. 

In December of 2004, the F-22 Raptor suffered its first crash, 
after  a  brief  interruption in  the electrical  power system on 
board caused sensors that monitor the plane's pitch, roll and 
yaw to stop working.  The pilot did not know this until right 
at  take-off,  and  by  that  time  it  was  too  late.   A  health 
management system on board could have detected the fault 
and taken corrective action by alerting the pilot of the issue 
before take-off.

In this paper, we discuss the ProDiagnose  algorithm, which 
is designed to accurately and quickly diagnose faults such as 
the ones mentioned in the two examples above. ProDiagnose 
diagnoses  different  types  of  faults  for  sensors  and 
components.  It can determine if a sensor is stuck or offset.  It 
can  also  determine  if  a  component  has  failed,  or  if  a 

component is operating in a mode that it is not supposed to be 
in.

ProDiagnose  processes  all  incoming  environment  data 
(observations from a system being diagnosed), and acts as a 
gateway to a probabilistic inference engine.   The inference 
engine analyzes the observations given to it by ProDiagnose, 
and computes diagnoses.   ProDiagnose uses the Arithmetic 
Circuit  Evaluator,  or  ACE.   ACE uses  arithmetic  circuits 
(ACs),  which are compiled from Bayesian  network models 
(Chavira & Darwiche 2007; Darwiche 2003).  The primary 
advantage to using ACs is speed, which is key in resource-
bounded systems such as aircraft and spacecraft (Mengshoel 
2007).

To demonstrate  ProDiagnose in action, we have developed 
two probabilistic models of  Electrical Power Systems (EPS) 
for  diagnosis.   Both  of  these  models  were  based  on  the 
ADAPT testbed (Poll et al. 2007) at NASA Ames Research 
Center  <http://ti.arc.nasa.gov/project/adapt-diagnostics/>,  a 
physical  EPS that behaves similar to EPSs found on board 
NASA spacecraft.   These probabilistic  models  are  discrete 
and static Bayesian networks.  The ADAPT testbed also was 
used in the DX 09 Diagnostic Challenge Competition <http://
www.dx-competition.org/>, in which ProDiagnose competed 
and achieved the highest scores.

In  this paper,  we describe the ProDiagnose Algorithm, and 
DX  09  Competition  results  of  ProDiagnose.   We  also 
describe each probabilistic model of ADAPT in depth.

2. OVERVIEW

ProDiagnose  uses  a  probabilistic  modeling  system  for 
diagnosis,  called  a  Bayesian  network,  or  belief  network 
(Lauritzen & Spiegelhalter  1988; Pearl  1988).  A Bayesian 
network is a directed acyclic graph (DAG), combined with an 
associated set of conditional probability tables (CPTs).  Each 
vertex  of  the graph  represents  a  discrete random variable. 
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Each random variable has a CPT of size that is dependent on 
the number  of  parent  vertices,  and  the  number  of  discrete 
states that  these  vertices  contain.   The  directed  edges 
typically  represent  the  causal  dependencies  between 
variables.   By denoting,  or  clamping, as  evidence  specific 
observations  (to  a  state)  with 100% probability for  certain 
random  variables,  it  is  possible  to  compute  the  marginal 
probability  of  all  other  vertices  in  the graph  very quickly. 
The marginal probabilities can then be used to diagnose the 
system itself.

Arithmetic  circuits  are  a  fast  way  to  evaluate  Bayesian 
networks.   An  arithmetic  circuit  derives  marginal 
probabilities  by  addition  and  multiplication  operations 
(Chavira & Darwiche 2007; Darwiche 2003).  During each 
ProDiagnose call to ACE, the partial derivatives of this AC 
are computed with respect to each discrete random variable. 
ProDiagnose  queries  the  arithmetic  circuit  to  return  the 
marginal probabilities in constant time.

2.1  Notations and Definitions

Figure  1:  The ProDiagnose Architecture.   Two types  of  diagnosis-
related  messages  can  be  received,  commands,  C(t)  and  sensor 
readings, S(t) (or sensor data).  Commands can be received any time, 
whereas  sensor  data  comes  in  at  specific  times,  according  to  the 
sample  cycle.  Diagnosis,  D(t),  is  sent  after  each  sample  cycle 
completes.

Before discussing the algorithms, we introduce notation and 
definitions, see also Figure 1.

PM (Probabilistic  Model):  The probabilistic  model  represents  the 
system that  ProDiagnose  will  diagnose.   The probabilistic  model 
that  ProDiagnose  uses  is  an  Arithmetic  Circuit  compiled  from a 
Bayesian Network.

e (evidence):  e represent the evidence that is used in the diagnosis 
process.  Evidence comes from commands and sensor readings.

A random variable in the network is referred to as a node, and a 
group  of  nodes  forms  a  component,  which  represents  a  physical 
object that we are modeling.  Each node in the network is described 
as follows:

C (Command Set): A Command node C  ∈ C represents a command 
given  to  a  component.   A  command  is  clamped  to  the  node  as 
evidence.

D (Delta Set): A Delta node D  ∈ D represents the difference (delta) 
between the current sensor reading S(t) and its previous reading S(t - 
1).  Its value represents either a negative delta, zero (no) delta, or a 
positive delta.  Note that D is not the same as D(t) in Figure 1.

A (Attribute): An Attribute A  ∈ A represents a subset of nodes that 
describe various attributes of a component.  These attributes could 
be  voltage  V and  current  I for  an  electrical  device.   A usually 
depends on A'  ∈ A upstream, where A' ≠ A.

CL (Closed): A Closed node CL  ∈ CL represents a generalized state 
of operation for the component.

S (Sensor Set): A Sensor node S  ∈ S represents the current reading 
of  a  sensor.   This  reading  is  a  discretized  real  value,  which 
represents a range for real-valued sensors, or the actual state of 0 or 
1 for a boolean position sensor.  The discretized sensor reading is 
clamped as evidence in the network.

ST (Stuck Set): A Stuck node ST  ∈ ST represents the stuck state of a 
sensor.  A sensor becomes stuck when its reading is the same over a 
period of time, regardless of what the underlying process state is.

H (Health Set): A Health node H  ∈ H represents the current health 
state of a component.  The set of states of a node  H is partitioned 
into normal and abnormal states.  Abnormal states indicate a fault in 
the component.

CH (Change  Set):  A Change  node  CH  ∈ CH  represents  overall 
trends  in  sensor  readings.   They  are  good  for  detecting  small 
changes in sensor readings over a period of time.  This change is 
clamped as evidence, but it also depends on H, as certain states of 
health for relevant components can play a role in how the change 
nodes affect the rest of the network.

Base_Component:  A  base_component of  a  node  represents  its 
physical  component or device in the real world.  base_components 
are used as a common link for  lookups of various nodes that all 
share a base_component.  For example, a physical sensor will have 
an H and S node associated with it, and may have D and ST nodes 
also. 

The following is  a  list  of  all  ProDiagnose  parameters  and 
their purpose:

Sample Cycle, SC: The amount of time, measured in milliseconds, 
between sample readings.

Command  Epsilon,  EP:  A  global  threshold  for  determining  if  a 
given  command  should  be  clamped  as  evidence  immediately  or 
queued in regard to the time stamp of the last sensor set.  This is 
discussed in more detail in the Command Data section.

Diagnosis Delay, DD: A global value, measured in sample cycles, 
that gives  the delay to start  diagnosis  output.  Diagnosis delay is 
used at the beginning of environment monitoring.  This variable is 
useful to filter out transients and other normal  behavior  that may 
appear abnormal and thus have false positive diagnoses associated 
with them.

Command Offset,  CO:  A global value, measured in sample cycles, 
that  gives  the  delay  to  output  diagnosis  when  a  command  is 
received.  This variable is useful for situations in which n sample 
cycles  after a command have some transients for  sensors that  are 
slower to update than others.  For these situations, false diagnosis 
output  will  be  generated  regardless  of  whether  the  command  is 
queued or  not.   For  most  sensors,  CO =  2  is  usually  enough to 
prevent this kind of behavior.

Sensor Stuck Delay, SSD: A value, measured in sample cycles, that 
gives, for a sensor  S  with a reading that is the same, a maximum 
number of sample cycles to wait before setting that sensor to a stuck 
state.

ProDiagnose is designed to handle two main types of faults: 
sensor faults and physical component faults.  Each type has a 
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set  of  faults,  depending  on  the  probabilistic  model  being 
diagnosed.

3.  PRODIAGNOSE ALGORITHM

The ProDiagnose  algorithm can  be  broken  down into  two 
stages: The pre-processing and diagnosing stages.  The pre-
processing stage initializes ProDiagnose to a state in which it 
can  start  accepting  data  from  an  environment.   The 
diagnosing stage  analyzes  each  message S(t)  or  C(t) when 
they come in and outputs diagnosis of abnormal health (H) 
states according to the sample cycle.

3.1  Pre-Processing Stage

1  Algorithm ProDiagnose(EP, DD, CO)
2  Begin:
3    initialize_DA(EP, DD, CO, Init_Params : PDB)
4
5    Send_Message(Message : M = DA_Ready)
6
7    do
8    Begin:
9      receive Message : M from environment
10
11     Process_Message(M, EP, DD, CO)
12   loop until M = Terminate
13 End

The  pre-processing  stage  sets  up  ProDiagnose,  including 
parameters  and all  data  structures  that  will  be used during 
diagnosing.  

H nodes are used on the output side, and C, D, S, ST, CH are 
for input.  On the input side, commands  (C) and sensor  (S) 
readings are given to ProDiagnose.  D and ST node values are 
derived  from  their  respective  component's  S node  sensor 
reading  (before  discretization),  and  a  CH  node's  value  is 
derived from an S node assigned to it.

3.2  Diagnosis Stage

The  diagnosis  stage  is  executed  each  time  data  from  the 
environment  is  received.   The  first  course  of  action  is  to 
determine  the  data  type  of  the  incoming  message. 
ProDiagnose evaluates the PM and computes diagnoses only 
when sensor data is received.

1  Algorithm Process_Message(Message : M, EP, DD, CO)
2  Begin:
3    if M = Scenario_Status : Terminate then Exit
4
5    if M = C(t) : (Command : C_Command, Value : V)
6    Begin:
7      C ← get_node(C_Command)
8      ti ← C.timestamp
9      tj ← S(t - 1).timestamp + SC
10     if tj -  ti < EP
11       command_queue ← C
12     else
13       C.command ← Discretize_For_PM(V)
14   End if
15
16   if M = S(t)
17   Begin:
18     for each S(t) : (Sensor : S_Sens, Value : V) ε S(t)
19     Begin:
20       S ← get_node(S_Sens)
21       S.value ← Discretize_For_PM(V)
22
23       if D ε Base_Component(S)
24         D.value ← Discretize_For_PM(Calc_Delta(D))
25
26       if ST ε Base_Component(S)
27         ST.value ← Discretize_For_PM(Calc_Stuck(ST))
28     End for
29
30     for each CH

31       CH.value ← Calc_Change(CH)
32
33   End if
34
35   Calculate_Marginals(PM)
36
37   Output_Diagnosis(H, DD, CO)
38
39   Update_Command_Queue(command_queue)
40 End

Scenario_Status (Line  3):  This  datatype  is  a  constant 
specifying any status updates that arrive to ProDiagnose as 
message M.  If M is the constant specifying termination, then 
ProDiagnose frees up its resources and exits gracefully.

C(t) (Line 5):  This datatype is a tuple, (C_Command, V), in 
which C_Command is a command given, and V is the value 
of the command.  ProDiagnose first fetches the appropriate C 
node (line 7).  It then checks the timestamp of the command. 
If the command C(ti) has come in too close to S(tj), where j > 
i  and  tj  - ti  <  EP, then  we  queue  the  command (line  11). 
Otherwise  we update  the  C node  with the  new command. 
ProDiagnose will  queue  commands  to  make  sure  that  a 
command does not  update before the sensor readings reflect 
the state change of the command.  Not doing this can often 
result in false positives (usually the component that we are 
commanding  coming  back  as  stuck)  due  to  the  sensor 
readings not immediately reflecting how the new command 
affects the rest of the network.  The worst case scenario is 
that  the  commanded  component  is  believed  to  be  healthy, 
which  sets  off  many  false  positives  of  other  components. 
Keeping these commands queued  for one sample set usually 
prevents this from happening.

S(t) (Line 16): This datatype is a set, {(S_Sens, V) | S_Sens ∈ 
S}, in which  S_Sens is a sensor, and  V is the value for the 
sensor.  Each sample has a key/value pair for every sensor in 
the network.  The keys map to an S node, and the values (V) 
represent the current sensor reading for the respective S node. 
For each  S node, its new sensor reading is discretized (Line 
21)  and  value  updated  to  the  new  reading.   During  each 
iteration ProDiagnose also looks for any D or  ST nodes that 
share the same base_component as the S node in the network. 
These  operations  consist  of  simple  lookups  using  the 
base_component for the sensor. 

If  a  D or  ST node is found for a specific  base_component, 
then its value is updated using the current sensor value (lines 
24,  27).   This  value is  further  discretized  for  clamping as 
evidence in the network.

After  all  S nodes  are  processed,  ProDiagnose  updates  the 
values of any CH nodes that may be present in the Bayesian 
network.  Since CH nodes can be bound to any sensor in the 
Bayesian network, a reference to the bound S node is stored 
in the CH node.  Because of this, we can iterate through the 
CH nodes after all S nodes are updated, as opposed to doing 
CH node  lookups  for  each  S node  (though  it  is  worth 
mentioning that CH nodes can be treated similar to D and ST 
nodes).  The CH node's value is then updated using the bound 
S node's value as a base (and discretized like the rest of the 
nodes).   At this  point  all  our  input  nodes  are  ready  for 
clamping to the network and evaluation of the network itself.

1  Algorithm Discretize_For_PM(Value : V, Thresholds : TH)
2  Begin:
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3  A ← NEGATIVE_INFINITY
5
6    for each N ε TH
7    Begin:
8      B ← N
9      if V ≥ A and V < B
10       return TH.Index(N)
11     else
12     Begin:
13       A ← B
14     End else
15   End for
16
17   return TH.Index(TH.size + 1)
18 End

The  Discretize_For_PM  method  takes  the  current  sensor 
value  and  returns  an  index  value  that  is  used  in  network 
nodes as states (clamped evidence).  This index is the index 
value between two thresholds.  A threshold has TH.size + 1 
different Index values (line 6) that are possible, starting at  0, 
where  TH.size is defined as the number of thresholds N in 
the set TH.  The discretized value is Index(N) for which V is 
[A, B) (lines 9, 10), or Index(TH.size + 1) if V is above all 
thresholds (line 17).  For example, a sample sensor has three 
discrete  states  in  the  PM:  low,  mid  and  high,  which 
correspond  to  index  values  0,  1  and  2 respectively.   Two 
sample thresholds are given: 50 and 100.  Any sensor reading 
below 50 is given an index of 0, [50, 100) is given an index 
of 1, and above 100 is given index 2. 

Now  we  describe  the  algorithms  we  have  not  discussed 
already,  which  we  refer  to  as  dynamic  processing  for  the 
Bayesian network:

Figure  2:  The Bayesian  network  representation  of  a fan or  pump. 
Fans  and  pumps  utilize  delta  D and  stuck  ST nodes.   If  the 
base_component is a sensor,  then  H depends on  S and  ST,  as a 
faulty or stuck sensor would indicate an abnormal health state.  If the 
component is a physical device, then H depends on CL, as a device 
that has malfunctioned would indicate an abnormal health state.

1  Algorithm Calc_Delta(D)
2  Begin:
3    I ← Sensor_Average(Base_Component(D).S)
4    Iprev ← Sensor_Average(Base_Component(ST).S(t-1))
5    D.value ← I – Iprev

6
7    return D
8  End

1  Algorithm Sensor_Average(S)
2  Begin:
3    Sum ← 0
4    P ← 0
5
6    for each S  ε {S(t), ..., S(t – p)}
7    Begin:
8      Sum ← Sum + S.value
9      P ← P + 1
10   End for
11
12   return A / P

The Calc_Delta  method returns  the difference  between the 
current  and previous averaged sensor values of the delta  D 
node's  base_component (line  3,  4:  Calc_Delta,  Figure  2). 
The average is defined as the summation of any contiguous 
subsequence of sensor readings (lines 6, 8: Sensor_Average) 
from the current S(t) sample cycle to S(t  –  p), divided by p 
(line 12: Sensor_Average), where p is defined as the position 
in the sample timeline.

1  Algorithm Calc_Stuck(ST, Counter : I, Sensitivity : K)
2  Begin:
3    current_value ←  Base_Component(ST).S.value
4    previous_value ← Base_Component(ST).S(t-1).value
5    J ← current_value – previous_value
6
7    if J = 0 and I ≥ K
8      return 0
9    else if J ≠ 0
10     I ← 0
11   else
12     I ← I + 1
13
14   return J
15 End

The  Calc_Stuck  method  analyses  a  component's  sensor 
values for readings that are repeatedly identical, defined if J = 
0, by subtracting the current S(t) and previous S(t - 1) values 
of the  ST nodes'  base_component sensor (line 5, Figure 2). 
Each time J = 0 a counter I is incremented.  If  this pattern 
continues past a given  sensitivity threshold K so I ≥ K (line 
7), the ST node is considered stuck.  The pattern is broken if J 
≠ 0 during a sample cycle (line 5), at which point I is reset to 
0 (line 9).  A stuck node ST has three discretized states, 0, 1, 
and 2, where 1 represents stuck, and 0, 2 represent non-stuck 
states.

Figure 3 The Bayesian Network Representation of  a bound sensor 
(source sensor) S to a change node CH.  CH influences the Attribute 
node A in this figure, and depends on H.

1  Algorithm Calc_Change(CH, CUSUM : U)
2  Begin:
3    S ←  CH.Bound_Sensor
4    I ← Sensor_Average(S)
5    Uprev ← U
6    U ← (S.value – I) + Uprev

7
8    if U < CH.Lower_Threshold
9      return 0
10   else if U > CH.Upper_Threshold
11     return 2
12
13   return 1
14 End

The Calc_Change method calculates a continuous CUSUM, 
or cumulative sum, which is used to detect slight changes, or 
trends, in a sensor reading over time.  The current CUSUM U 
is calculated by taking the current sensor reading S from the 
CH nodes' bound sensor (Figure 3) and subtracting it from an 
averaged sensor reading I (lines 4, 6), in the same way as for 
D nodes (see Sensor_Average algorithm).  This difference is 
then added to the previous CUSUM, and updated as the new 
current CUSUM U (line 6).  Very slight changes that form a 
trend will over time will cause the CUSUM to consistently 
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increase or decrease. If this change accumulates to the point 
where the CUSUM's value to drop below a lower threshold 
(line 8) or above an upper threshold (line 10), the index of the 
CH node will change in the PM to 0 or 2, respectively.

1  Algorithm Calculate_Marginals(PM)
2  Begin:
3    for each Node : N ε {S,C,D,ST,CH}
4      e ← fetch_current_evidence(PM, N)  
5
6    for each H ε H
7      H.state ← argmax(P(H | E = e))
8
9    return H
10 End

In the Calculate_Marginals method, ProDiagnose clamps as 
evidence all of the input nodes (lines 3, 4).  Our probabilistic 
models will always have  S nodes, but not necessarily  C, D,  
ST, or CH nodes.  ProDiagnose then calculates the marginals, 
P(H |  E =  e),  for all  H  (lines 6,  7).   The output from the 
inference engine gives the DA the states of H.  For each H ∈ 
H, ProDiagnose takes the most likely value for that node and 
assigns it as the new health state (line 7).

1  Algorithm Output_Diagnosis(H, DD, CO)
2  Begin:
3    Candidate Set : CS
4
5    if first execution of Algorithm
6      dd ← DD
7    if received C(t) within last sample cycle
8      co ← CO
9    
10   if dd = 0 and co = 0
11   Begin:
12     for each H ε H
13     Begin:
14       if H.state = abnormal
15         CS ← H
16     End for
17   End if
18
19   if dd > 0
20     dd ← dd – 1
21   if co > 0
22     co ← co - 1
23 
24   return CS
25 End

If  the  diagnosis  delay  has  reached  0,  dd =  0  (initially  set 
during the first iteration of this algorithm), and there is no 
current command offset,  co = 0 (line 10), ProDiagnose will 
output a four-tuple (t, CS, DS, IS) as D(t) (Figure 1) if any 
abnormal health states are detected.  t is the current time, CS 
is a candidate set, DS is a boolean detection signal, and IS is 
a  boolean  isolation  signal.   A  candidate  set  CS  is  a  set 
containing zero or more  candidates.  DS and IS are simply: 
DS = IS = (|CS| > 0).  If CS is non-empty, we have CS = {C1, 
..., Cn}, where n ≥ 1, with each candidate C in CS consisting 
of two-tuples like this: C = {(H1, a1), ..., (Hm, am)}, for m ≥ 1. 
For ProDiagnose, a health node Hi is included in a candidate 
C, along with a most likely state ai, if and only if that state is 
abnormal.  ProDiagnose always outputs exactly one (Hi, ai) 
tuple per candidate, and thus candidate weights do not play a 
role (and have for simplicity been kept out of the discussion 
above).   If  dd > 0, then it decrements by 1 (line 20).  This 
also happens  with  co >  0  (line  22).   co will  be  set  to  its 
original  value  CO each  time  ProDiagnose  receives  a 
command within the last sample cycle of S(t).
1  Algorithm Update_Command_Queue(command_queue)
2  Begin:
3    for each C ε command_queue
4    Begin:
5      C ← get_node(C_Command)

6      ti ← C.timestamp
7      tj+ 1 ← S(t).timestamp + SC
8
9      if tj + 1 - ti < EP
10       keep command in queue
11     else
12     Begin:
13       pop command from queue
14       C ← V
15     End else
16   End for
17 End

The last step taken by ProDiagnose after diagnosis output is 
updating the command queue,  pulling any commands C(ti) 
whose timestamp is considered to be out of range of the next 
sample timestamp S(tj + 1) according to the command epsilon, 
tj + 1 - ti < EP (lines 8, 9).

4. MODELS

 

Figure 4: The ADAPT Tier 2 EPS.  ADAPT Tier 1 is a subset of Tier 2.
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4.1  ADAPT Tier 1

The ADAPT Tier 1 Bayesian network models a subset of the 
ADAPT testbed.   This  EPS  consists  of  the  inclusive  path 
from  the  second  (middle)  battery,  the  bottom DC →  AC 
inverter, and the bottom large fan in Load Bank 2 (Poll et al. 
2007, see Figure 4).  The Bayesian network model consists of 
133 nodes, 149 edges, and a minimum and maximum domain 
cardinality of 2 and 6, respectively.   A breakdown of node 
quantity for sensors is referenced in Table 1 below.

ADAPT EPS Bayesian 
Network

Quantity per 
EPS

Quantity per 
Sensor

Name Symbol Description Tier 1 Tier 2 Nodes Evidence 
Nodes

DC Current 
Sensor it Measures DC current in 

amps 2 7 3 2

AC Current 
Sensor it Measures AC current in 

amps 1 2 3 2

DC Voltage 
Sensor e Measures DC voltage in 

volts 4 12 3 2

AC Voltage 
Sensor e Measures AC voltage in 

volts 2 4 3 2

Circuit Breaker 
Position Sensor ish Senses whether a circuit 

breaker is opened or closed 3 9 2 1

Relay Position 
Sensor esh Senses whether a relay is 

opened or closed 3 24 2 1

Temperature 
Sensor te

Measures temperature in 
Fahrenheit of batteries, 
battery cabinet, and light 
bulbs

2 15 3 2

Speed 
Transmitter st Measures RPM of the large 

fans 1 2 5 3

Phase Angle 
Transducer xt

Measures the phase shift in 
degrees between the sine 
waves of AC current and 
voltage

1 2 6 2

AC Frequency 
Transmitter st Measures the AC frequency 

in Hertz 1 2 3 2

Flow 
Transmitter ft

Measures the flow rate in 
gallons per hour through a 
pump

0 2 5 3

Light Sensor lt Measures the intensity in 
millivolts of incoming light 0 2 3 2

TOTAL 20 83 41 24

Table 1:  ADAPT EPS sensors, with their quantity in the ADAPT Tier 
1  and  Tier  2  EPS.   Also  shown  is  the  number  of  nodes  in  the 
Bayesian network representation of the sensors, and which quantity 
of those nodes are evidence nodes.

4.2  ADAPT Tier 2

The  ADAPT  Tier  2  Bayesian  network  models  the  full 
ADAPT  testbed  (Figure  4).   This  Bayesian  network 
represents  an  EPS  that  is  similar  to  EPSs  found  aboard 
NASA  spacecraft  and  aircraft  (Mengshoel  et  al.  2008). 
ADAPT Tier 2 consists of 3 batteries connected in parallel 
through 2 DC → AC inverters  to 2 load banks  (Poll et al. 
2007, see Figure 4).  The Bayesian network model consists of 
601 nodes, 681 edges, a minimum domain cardinality of 2, 
and a maximum domain cardinality of 6.  Reference Table 1 
for a breakdown of node quantity for sensors.

4.3  Bayesian Network Representation

ProDiagnose currently employs two different static Bayesian 
network models, corresponding to ADAPT Tier 1 and Tier 2, 

respectively.   Both  Bayesian  networks  have  two  types  of 
parts:  components  and  sensors.   A  component  models  a 
physical  device in the EPS,  such as a  fan,  circuit  breaker, 
relay, or light bulb.  A sensor models a physical sensor in the 
EPS.   Sensors  can  take  measurements  of  components  or 
wires.  ADAPT e and  it sensors are wire sensors.  Figure 2 
models a physical component (left side) and its sensor (right 
side).   Figure  3  models  a  wire  sensor  (though  most  wire 
sensors do not have CH nodes associated with them).  These 
structures  are  combined  with  attribute  A  nodes  to  form  a 
complete Bayesian Network model of the EPS.

Associated with each node in a Bayesian network model is a 
Conditional  Probability  Table (CPT).   The  CPT gives  the 
conditional  probability  that  a  specific  node  will  be  in  a 
specific state given the state values of its parent nodes.

H

healthy 0.85

offsetToZero 0.02

offsetToLow, offsetToMid, or offsetToHigh 0.04

stuck 0.01

Table 2:  The CPT for  a health  node  H.  This CPT represents  the 
health of a fan sensor.

S

H A zero low mid high

healthy

zero 0.997 0.001 0.001 0.001

low 0.001 0.997 0.001 0.001

mid 0.001 0.001 0.997 0.001

high 0.001 0.001 0.001 0.997

offsetToZero zero, low, mid, or high 0.997 0.001 0.001 0.001

offsetToLow zero, low, mid, or high 0.001 0.997 0.001 0.001

offsetToMid zero, low, mid, or high 0.001 0.001 0.997 0.001

offsetToHigh zero, low, mid, or high 0.001 0.001 0.001 0.997

stuck zero, low, mid, or high 0.25 0.25 0.25 0.25

Table 3: The CPT for a sensor node S.  This CPT represents a fan 
sensor.  Sensor readings are after discretization clamped to S nodes.

A health node  H gives  the health state of a  component  or 
sensor in the Bayesian network.  Most  H nodes follow the 
same  type  of  CPT  pattern  as  Table  2.   Sensor  S nodes 
represent  sensors,  and  are  evidence  nodes  in  the  Bayesian 
network.   Sensor  readings  are  clamped  to  S nodes  as 
evidence.  Evidence nodes are the way in which ProDiagnose 
inputs information to the Bayesian network.

ST

H negDelta zeroDelta posDelta

healthy, offsetToZero, offsetToLow, 
offsetToMid, or offsetToHigh 0.499 0.002 0.499

stuck 0.001 0.998 0.001

Table 4:  The CPT for a stuck node ST.  Stuck nodes tend to have the 
same CPT pattern.   This CPT represents  the stuck state of  a fan 
sensor.

Stuck nodes ST are used to make a stuck state more probable 
within  the same part's  health  H node.   The  two  ST  states 
negDelta and posDelta refer to a negative or positive change, 
respectively,  in  the  sensor  S node's  sensor  reading.   The 
zeroDelta state represents a stuck state.  After the  SSD has 
been  reached,  this  state  will  be  clamped  in  the  ST node. 
When an ST node is clamped to zeroDelta, the H node's state 
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has a very high probability (99.8%, Table 4) of  being stuck, 
and since the  ST  node is  directly connected  to it,  it  yields 
great influence over the most likely value of the H node (we 
have equal conditional probabilities for the stuck state in the 
S node, Table 3, to make sure that the  S node itself cannot 
yield any considerable influence on the H node being stuck).

Figure  5:   The  marginal  distributions  for  health  H nodes 
health_fan_component  and  health_fan_sensor  as  well  as  the 
actual_fan_speed  attribute A node (same representation as in Figure 
2).  The actual_fan_speed A node represents the actual state of the 
fan's blades.

In Figure 5 we see the most likely values for the health  H 
nodes of a fan component and sensor, based on the evidence 
shown (Figure  5).   The rest  of  the  Bayesian  network  also 
influences these outcomes.  Notice how the actual_fan_speed 
A node agrees with the evidence of the S node.

Figure  6:   The  marginal  distributions  for  health  H nodes 
health_fan_component  and  health_fan_sensor  as  well  as  the 
actual_fan_speed  attribute  A node, when the fan sensor's evidence 
(sensor reading - state) is changed to low.

Suppose now that the sensor readings for the same fan sensor 
dip downward so that the discretized state for the sensor  S 
node is now low (Figure 6).  Assuming the evidence clamped 
to the rest of the Bayesian network is the same as in Figure 5, 
we see that  the most likely value for the sensor's  health is 
now offsetToLow, based on the marginal distribution for that 
node (Figure 6).  However, there is still enough evidence to 
suggest that the sensor's health could be  healthy, but with a 
lower probability.  Therefore, we say that the sensor's health 
is  offsetToLow.   A  similar  logic  applies  to  the  fan 
component's health state as being healthy.

Figure  7:   The  marginal  distributions  for  health  H nodes 
health_fan_component  and  health_fan_sensor  as  well  as  the 
actual_fan_speed   attribute  A  node,  when  the  stuck  ST node  is 
clamped to the stuck state.

Now we show what happens when ProDiagnose determines 
that  a  sensor  is  stuck.   In  Figure  7,  the  stuck  ST node  is 
clamped to zeroDelta, the Bayesian network name for a stuck 
state. Again assuming the evidence in the rest of the Bayesian 
network is the same as in Figures 5 and 6, we see that the 
most likely value for the sensor's  health is  stuck, with high 
probability, based on the marginal distribution (Figure 7).

5.  EXPERIMENTAL RESULTS

ProDiagnose competed in both the ADAPT Tier 1 and Tier 2 
Industrial Track of the DXC 09 Competition under the name 
ProADAPT 1.  The competition results are based on multiple 
metrics,  which  we  will  now  briefly  summarize.   A  false 
positive refers to detecting a fault when a fault is not present. 
A false negative refers to not detecting a fault when a fault is 
present.   Classification  errors  refer  to  the  number  of 
misdiagnoses made during an entire scenario run.  Detection 
accuracy  is the percentage of correct fault detections when 
taking into account the total percentage of false positives and 
false  negatives.   Mean  time  to  detect  refers  to  the  time 
elapsed between specific fault injection and first detection of 
a fault.  Mean time to isolate is similar to the mean detection 
time, except that  an  isolation refers  to identification of the 
correct  fault.   Mean  CPU  Time   is  a  measure  of  CPU 
resources used by ProDiagnose, and Mean Peak RAM Usage 
measures  the  maximum  amount  of  memory  needed  by 
ProDiagnose.

5.1  Tier 1

The  Tier  1  competition  consisted  of  62  scenarios,  either 
nominal  (no  fault)  or  single  fault,  with  no  commands 
(Kurtoglu et al. 2009).  Each scenario features the ADAPT 
Tier 1 system in a fully powered-up state from the beginning.

In Table 5, the ProADAPT DX 09 Competition results are 
given  alongside  the  results  from  two  naïve  variants  of 
ProDiagnose,  ProDiagnose'  and  ProDiagnose'',  in  which 
various  diagnostic  features  are  disabled.   ProDiagnose'  is 
defined  with  DD enabled,  and  EP,  CO,  SSD disabled. 
ProDiagnose'' is defined with DD, EP, CO, and SSD disabled.

1The BN files used for Tier 1 and Tier 2 in this paper are named DXCT1.net 
and DXCT2.net respectively.  Discretization and other relevant information 
is kept in files DXCT1.plog and DXCT2.plog.
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ADAPT Tier 1 (Vista x64 / Core2 T6400, Java)  ProADAPT 

ProDiagnose ProDiagnose ' ProDiagnose''

False Positives 3.33% 3.33% 12.12%

False Negatives 3.12% 15.62% 13.79%

Classification Errors 2 14 15

Detection Accuracy 96.77% 90.32% 87.10%

Mean Time to Detect 1387 ms 139 ms 135 ms

Mean Time to Isolate 4080 ms 306 ms 308 ms

Mean CPU Time 2016 ms 1908 ms 2111 ms

Mean Peak RAM Usage 53 MB 51 MB 52 MB

Table 5: Comparison of the ProDiagnose DA against  ProDiagnose' 
and ProDiagnose'', for ADAPT Tier 1.

For  ADAPT  Tier  1,  ProDiagnose  had  very  low  false 
positives/negatives  rates,  with  only  2  classification  errors, 
and  very  high  detection  accuracy  (Table  5).    Also,  for 
ProDiagnose'  and  ProDiagnose''  results,  we  see  very  fast 
mean detection and isolation times in around 1/10 and 3/10 of 
a second, respectively.  This is due to SSD being disabled, as 
DD,  EP and  CO don't  have  much  impact  on  Tier  1. 
Disabling  DD in  ProDiagnose''  only  gives  us  1  more 
classification  error.   If the  fan  component  fault  scenarios 
were  taken  out,  the  mean  detection  time  would  drop  to 
around 1-2 ms, due to the extra time it  takes to accurately 
detect changes in the fan's RPM.  Mean Peak RAM usage for 
Windows is around 52 MB; Linux RAM usage decreases to 
<2 MB (Kurtoglu et al. 2009).

5.2  Tier 2

The ADAPT Tier 2 competition consisted of 120 scenarios, 
either  nominal,  single,  double  or  triple  fault,  with  various 
relay and circuit breaker open/close commands  (Kurtoglu et 
al. 2009).  The Tier 2 EPS starts in a powered down state, in 
that all commandable relays are open.  Then various relays 
are closed (and some possibly opened again), depending on 
the scenario.

ADAPT Tier 2 (Vista x64 / Core2 T6400, Java)  ProADAPT

ProDiagnose ProDiagnose ' ProDiagnose''

False Positives 7.32% 48.94% 100.00%

False Negatives 13.92% 13.70% 0.00%

Classification Errors 76 109 146

Detection Accuracy 88.33% 72.50% 0.00%

Mean Time to Detect 5973 ms 8556 ms N/A

Mean Time to Isolate 11988 ms 19569 ms 19569 ms

Mean CPU Time 2922 ms 2819 ms 2888 ms

Mean Peak RAM Usage 65 MB 66 MB 65 MB

Table 6: Comparison of the ProDiagnose DA against  ProDiagnose' 
and ProDiagnose'', for ADAPT Tier 2.

ProDiagnose  again  had  very  low  false  positives/negatives 
rates, and very high detection accuracy (Table 6).  Here,  it 
becomes  clear  that  DD is  very  important  for  a  low  false 
positives rate. ProDiagnose'' had a 100% false positives rate 
(and  almost  double  the  number  of  classification  errors  as 
ProDiagnose), but enabling DD decreased this rate by about 
51% for ProDiagnose'.  ADAPT Tier 2 has many transients 
when relays  are  initially  closed  to  power  up the  inverters. 
During this time many sensors give readings that can easily 
be mis-interpreted as faulty due to this.  DD helps eliminate 

this problem by telling ProDiagnose to not make diagnoses 
during  this  time.   Our  false  negatives  rate  drops  for 
ProDiagnose'  due to many of these scenarios now showing 
false positives  instead (CO being disabled).   ProDiagnose'' 
thus has a 0% false negative rate.

It  may seem that an 11 second mean isolation time is high, 
but this is in large part due to stuck faults, as ProDiagnose 
waits to ensure with high accuracy that  a sensor  is  indeed 
stuck before submitting a diagnosis for it.  Faults involving 
components such as fans and pumps usually will have high 
isolation times also, due to a similar principle of waiting.  In 
this  case,  ProDiagnose  waits  until  the  component's  sensor 
readings  trip  a  certain  threshold,  and  the  diagnosis  is  then 
made based  on  other  node  influences  within  the  Bayesian 
network (The delta  D node in Figure 2 aids the accuracy of 
this process).  For most types of faults, ProDiagnose has <1 
ms isolation time.  RAM usage is for Windows is 65 MB; 
Linux usage is < 7 MB (Kurtoglu et al. 2009).

6.  CONCLUSION

ProDiagnose is  a highly accurate,  fast  diagnostic  algorithm 
for  probabilistic  models.   It  is  characterized  by  quick 
detection and isolation times, with a high degree of accuracy 
for  detecting  faults.   ProADAPT's  results  in  the  DX  09 
Competition backs up these claims.  Part of this success was 
due  to  the  addition  of  certain  nodes  (Delta D,  Stuck ST, 
Change CH) to  an  earlier  version  of  the  static  Bayesian 
network  for  ADAPT  (Mengshoel  et  al.  2008),  and  using 
dynamic processing in ProDiagnose to calculate their states.
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Abstract: In recent years, model-based diagnostics reasoning systems have provided a major advance in 
fault isolation and reduction of repair time contributing to the reduction of maintenance cost of automotive 
and avionics systems. In this paper we highlight the main characteristics of RODON, a commercial model-
based diagnostics reasoner, used in the DX Diagnostic Competition. We present the main ideas behind 
RODON, and the strategies that have been employed for the ADAPT tier 1, ADAPT tier 2 and the Syn-
thetic Track of the Diagnostic Competition. 

 

1. INTRODUCTION 

With increased system complexity in recent years, almost 
every system under deployment is exposed to component 
failures or is under the risk of suffering breakdowns under its 
lifetime. Maintenance and repair is an ever-increasing part of 
the total cost of a final product. Diagnosis techniques have 
been adopted by the aftermarket departments of industrial 
systems product developers as a fast and accurate way of 
finding the root causes of failures. The shortened 
development times and the increasing complexity of the 
products, as indicated by the significantly increasing 
electrical and electronic content, may lead to difficulties if 
not handled appropriately. To avoid unnecessary damage, 
environmental or financial, there is a need to locate and 
diagnose these faults as fast as possible. This can be done 
with a diagnostic system, which produces an alarm if there is 
a fault in the mechanical or electrical system and, if possible, 
indicates the reason behind it. Traditionally diagnosis is 
considered the last task in the product design chain. However, 
the growing importance of lowering the maintenance and 
repair cost demands for a closer integration of diagnostics 
tasks in the entire design process and reuse of product related 
information through all the product development cycle. 

Assessment and comparison of diagnosis technologies can be 
difficult. To facilitate this task an Advanced Diagnostics and 
Prognostics testbed called ADAPT has been developed at 
NASA Ames (Scott Poll et al. 2007). The testbed acts as a 
common platform where different diagnostics tools and 
technologies, so called test articles, can compete against each 
other on equal conditions. To achieve this, ADAPT consists 
of a controlled and monitored environment where faults are 
injected into the system in a controlled manner and the 

performance of the test article is carefully monitored. The 
hardware of the testbed is an electrical power system (EPS) 
of a space exploration vehicle and is located in a laboratory at 
the NASA Ames Research Center.  

At the 20th International Workshop on Principles of 
Diagnosis (DX-09) a diagnostics competition has been 
defined by NASA Ames and PARC with the goal to 
systematically evaluate different technologies and to produce 
comparable performance assessments for different 
diagnostics methods. The competition consisted of three 
different tracks. Each track defined a different diagnostic 
challenge problem. Two of the tracks were using real 
hardware test bed data based on the ADAPT system and the 
third track was based on ISCAS-85 and 74X-series 
benchmark combinatorial circuits proposed by Hansen et al. 
1999. Those interested in the details, rules and set-up of the 
competition may wish to consult the description provided by 
Kurtoglu et al. 2009b and Kurtoglu et al. 2009a.  

In this paper we present a model-based diagnosis approach 
that has been employed in the framework of the diagnostic 
competition to address the challenges of the competition 
tracks. Our approach was based on RODON, a commercial 
model-based reasoning (MBR) system available from Uptime 
Solutions AB. The authors of this paper are members of the 
RODON development and application team.        

The rest of the paper is organized as follows: In Section 2, we 
give a brief description of the principles of model-based 
diagnosis then, in Section 3, we describe the principles of 
RODON, the way in which diagnosis models can be created 
and the ideas behind the diagnosis algorithms employed by 
RODON. Section 4 presents the models developed for the 
competition tracks together with some diagnostics results that 
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have been performed on the available failure scenarios. 
Finally, Section 5 presents a summary of the paper, the future 
work and our conclusions. 

2. PRINCIPLES OF MODEL-BASED DIAGNOSIS 

In the last decade, model-based technology in diagnosis 
matured so far that it was transferred from academic research 
into real applications. It provides an alternative to more 
traditional techniques based on experience, such as rule-
based reasoning systems or case-based reasoning (CBR) 
systems. Early model-based diagnosis tools include MDS 
(Mauss et al. 2000), RAZ’R (Sachenbacher et al. 2000), 
Livingstone 2 (Hayden et al. 2004), LYDIA (Feldman et al. 
2006), DSI Express (Gould 2004), TEAMS-QSI (Deb et al. 
1998) or  RODON (Lunde et al. 2006).  

The basic principle of model-based diagnosis consists in 
comparing the actual behavior of a system, as it is observed, 
with the predicted behavior of the system given by a 
corresponding model. A discrepancy between the observed 
behavior of the real system and the behavior predicted by the 
model is a clear indication that a failure is present in the 
system. Diagnosis is a two-stage process: in the first stage, 
the error should be detected and located in the model, and in 
the second stage, an explanation for that error needs to be 
provided. Diagnoses are usually performed by analyzing the 
deviations between the nominal (fault free) behavior of the 
system and the measured or observed behavior of the 
malfunctioning system.  

In Figure 1, a model of a real system (an airplane passenger 
seat system) is depicted at the lower left corner. It might 
contain, for example, the behavior of the mechanical 
components incorporated in the seats, or the behavior of the 
in-flight entertainment system, or both. Note that, like all 
models, the model is only an abstraction of the real system 
(depicted at the upper left corner) and can be incomplete. The 
granularity of the model and the amount of information and 
behavior captured into it will directly influence the method 
employed by the reasoning engine as well as the precision of 
the diagnostic process. 

 

Figure 1. Illustration of the basic principle of model-based 
diagnosis.  

 As a general rule, the models are built to enable the 
identification of failed Line Replaceable Units (LRUs). Once 

a model of the real system is built, simulation or prediction 
can be performed on the model. The predicted behavior, 
which is the result of the simulation, can then be compared 
with the observed behavior of the real system. This 
comparison is usually done by a reasoning engine (in our 
case RODON) that is able to detect discrepancies and also to 
generate and propose corrective actions that need to be 
performed on the real system to repair the identified fault. We 
should note that the process of diagnosis (incorporated in the 
diagnostic reasoner) is separated from the knowledge about 
the system under diagnosis (the model). This ensures that the 
model can be reused for other purposes as well, such as 
optimization and reliability analysis (Lunde 2003), model 
based FMEA support (Zampino and Burow. 2002) and BITE 
coverage. 

3. RODON – A MODEL-BASED DIAGNOSIS ENGINE 

RODON’s Model Based Diagnostic (MBD) engine is based 
on “Diagnostic Reasoning Based on Structure and Behavior” 
as its very foundation and on the principles of the General 
Diagnostic Engine (GDE) as described by de Kleer and 
Williams 1987 and the G+DE by Heller and Struss. 2001. 
These principles have been further advanced and tailored to 
the RODON applications to increase efficiency and 
diagnostic power. 

RODON uses contradictions (conflicts) between the 
simulated and the observed behavior to generate hypotheses 
about possible causes for the observed behavior. If the model 
contains failure modes besides the nominal behavior, these 
can be used to verify the hypotheses, which speed up the 
diagnostic process and improve the results. But even if not all 
imaginable fault modes of a component can be included in 
the model, it is possible to define an unknown fault mode 
which summarizes all other possibilities of the component to 
fail. Thus RODON can find unexpected or unknown faults as 
well. 

The basic fault detection and isolation method is conflict-
driven. All the available signals are fed into the model. They 
are then propagated across the model from the points of 
“value injection” or stimulation to simulate or predict the 
nominal behavior of the system. If during this simulation 
contradictions between the observed and the simulated 
behavior are detected, then the system is no longer consistent 
with the model and is assumed to be defective. The 
contradictions between calculated or observed values are 
called conflicts. They are the starting point for the diagnostic 
process. This process first generates candidates which may 
explain the deviation between the observed symptom vector 
and the behavior predicted by the model. If the simulation 
result with such a candidate is consistent with the observed 
values we have a possible explanation for the malfunction or 
a diagnosis. The results of this diagnostic process are printed 
to a RODON console and in addition the suspect components 
are highlighted in the RODON system model if the graphical 
user interface is activated. 

RODON’s general problem solving architecture is briefly 
depicted in Figure 2.  

Observations 
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Figure 2. RODON’S general problem solving architecture. 

The knowledge representation language provides the means 
for describing how a particular problem can be solved. In 
RODON the knowledge representation language is called 
Rodelica and has a clear syntax and semantics. The 
application models needs to be specified with this language. 
The usability requirement for such a language is that it should 
be easy to be used by application engineers that build the 
models. More details about the Rodelica language are given 
in the following subsections. 

The syntax and semantics used at the Knowledge 
Representation Language Level is very high level and there is 
a need to translate this knowledge into the Knowledge Base 
in a form that can be used by the Inference Engine in the 
problem solving process. In RODON the Knowledge Base 
consists of a constraint network that is automatically 
extracted from the model described in the Knowledge 
Representation Language. A constraint network is a set of 
variables and constraints that inter-relate and define the valid 
values for the variables.  

Figure 3 depicts a constraint network extracted from ADAPT 
tier 1 model representation in which the nodes represents 
variables or equations (constraints) from the model. In the 
zoomed view depicted in the top right corner of Figure 3 the 
variables are represented with yellow or green color while the 
constraints are represented with gray color.  A connecting 
line between a variable node and a constraint node means that 
the variable is present in that constraint. 

 

Figure 3. Constraint Network extracted from the ADAPT tier 
1 model representation. 

Relations can be represented extensionally by tuple sets or 
tables as well as intentionally using for example algebraic 
equations, inequalities, Boolean formulas, and splines. 
Discrete variable domains are supported as well as 
continuous variable domains. In RODON variables can be 
represented by intervals. This is especially useful when 
working with data that is subject to measurement errors or 
uncertainties. 

Typical tasks for an Inference Engine (constraint solver) are 
checking whether a solution exists, computing one, some, or 
all solutions, or consistently extending partial instantiations. 
Inference strategies transform the constraint network into 
equivalent networks which describe the set of solutions in a 
more explicit way. Often they do not solve the problem 
directly, but they reduce the search space by problem 
reformulation. Transformations include reduction of variable 
domains and addition, removal, or modification of 
constraints. It is worth noting that in RODON due to interval 
type of the variables the inference engine used interval 
arithmetic for propagating the values of the variables in the 
constraint network. The basic arithmetic operations for two 
intervals [a, b] and [c, d] are given below: 

[a,b] + [c,d] = [a + c, b + d]  

[a,b] − [c,d] = [a − d, b −c]  

[a,b] × [c,d] = [min (ac, ad, bc, bd), max (ac, ad, bc, bd)]  

[a,b] / [c,d] = [min (a/c, a/d, b/c, b/d),max (a/c, a/d, b/c, b/d)]  

The inference engine calls the Truth Maintenance System to 
obtain data needed in reasoning, to write conclusions into the 
working memory and to write data into the working memory. 
RODON uses a special type of truth maintenance system 
called Assumption Truth Maintenance System (ATMS) as 
the one described by de Kleer 1986. An ATMS is using an 
efficient labeling technique to compile dependency 
information between assumed and derived data.  

3.1 The Rodelica Modeling Language 

The existence of a modeling language that can be used for 
capturing model knowledge for diagnostics purposes is 
central for model-based-diagnosis. Early model-based 
diagnosis systems used traditional general purpose 
programming languages for specifying models. However, in 
some aspects, general purpose programming languages are 
inadequate to the task of formalizing significant domains of 
engineering practice. They lack the expressiveness and power 
of abstraction required by engineers. For specifying the 
diagnostics models RODON uses a declarative equation-
based language called Rodelica which is strongly related to 
the equation-based object-oriented modeling language 
Modelica (Modelica Association 2007). Rodelica similar to 
Modelica has the following main characteristics: 

• Acausal modeling based on mathematical equations to 
describe the behavior of the system. 

• Multi-domain modeling capability, which gives the user 
the possibility to combine electrical, mechanical, ther-
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modynamic, hydraulic, etc., model components within 
the same application model. 

• A general type system that unifies object-orientation, 
multiple inheritance and generic templates within a sin-
gle class construct. This facilitates the reuse of compo-
nents and evolution of models. 

• A strong software component model, with constructs for 
creating and connecting components.     

At the lowest level of the Rodelica language, equations are 
used to describe the relations between the quantities of a 
model and to define the behavior of the class. As mentioned 
before, one of the distinctive features of Rodelica is the 
acausal programming model. The computation semantics 
does not depend on the order in which equations are stated. 
The acausality makes the library classes more reusable than 
traditional classes containing assignment statements where 
the input-output causality is fixed, since the language classes 
adapt to the data flow context in which they are used.  The 
data flow context is defined by stating which variables are 
needed as outputs and which are external inputs to the 
simulated system. From the simulation practice point of view 
this generalization enables both simpler models and more 
efficient simulation. The declarative form allows a one-to-
one correspondence between physical components and their 
software representation.  

Programs in Rodelica are built from classes like in any other 
traditional object-oriented language. A class is intended to 
describe the structure of the object generated from the class. 
The main difference compared to traditional object-oriented 
languages is that instead of functions (methods), equations 
are used to specify behavior. A class declaration contains a 
list of variable declarations and a list of equations preceded 
by a keyword, usually behavior. The class concept of 
Rodelica is identical to the class concept of Modelica. 
However, we added set-valued data types as well as a new 
behavior description with semantics which differ from the 
equation-based behavior description in Modelica.  

We illustrate below a class corresponding to a resistor 
(Resistor) modeled in Rodelica. 
model Resistor extends TwoPin(fm (max = 2) ); 
   public     Resistance rNom(final min = 0); 
   protected  Resistance rAct(final min = 0); 
behavior 
   // Basic constraints for nominal case:  

 if (fm == 0){ 
   // Actual resistance is nominal resistance 
   rAct = rNom; 
   // Ohms law for voltage drop between pins 
   p1.u - p2.u = rAct * p1.i; 
 } 
  
// Extensions for failure mode "disconnected": 
if (fm == 1){ 
   // Infinite resistance between pin 1 and 2: 
      rAct = INF_PLUS; 
} 
    

  // Extensions for failure mode "short circuit  
  // between pin 1 and 2": 

if (fm == 2) { 
    // Same potential at pins 1 and 2: 
    p1.u = p2.u; 

    // No resistance between pin 1 and 2: 
    rAct = 0.0; 
 } 

end Resistor; 

It also should be noted that the Resistor class is a 
specialization through the inheritance mechanism of a special 
class called TwoPin. The natural inheritance mechanism in 
the Rodelica language works by extending classes with new 
equations and variables. The TwoPin class that defines 
electrical components that have two pins is defined as 
follows: 

partial model TwoPin 
Pin p1; 
Pin p2; 
FailureMode fm(max =1); 

behavior 
   // current balance that defines the  
   // nominal behavior 
   p1.i + p2.i = 0; 
   // constraints for the failure mode 
   // “disconnected” 
   if (fm == 1){ 
      p1.i = 0; 
   } 
end TwoPin; 

The partial keyword before the model definition means 
that the TwoPin class does not contain enough equations to 
completely specify its physical behavior. The notion of 
partial class in Rodelica corresponds to the notion of abstract 
class in traditional object-oriented languages such as C++ or 
Java.  

Compared to a Modelica representation of a TwoPin compo-
nent, it can be noticed that the Rodelica TwoPin component, 
besides the nominal behavior, defines the behavior of the 
component when it is disconnected. The disconnected failure 
mode will have the effect that the current in pin1 will be 
zero (p1.i = 0). The alternative behavior of the component 
is specified with the help of a type variable FailureMode 
that acts like a switch between the two operation modes of 
the component. In our case, the failure mode behavior is en-
closed between the brackets of the if(fm==1) statement. 
It should be noticed that a Resistor component will inherit 
all constraints, and thus all failure modes, from the TwoPin 
component. By extending TwoPin, the resistor class has the 
possibility to add new constraints, thus extending the 
inherited failure modes or even adding new failure modes. By 
default, nominal behavior is assigned to the failure mode fm 
== 0. In the example, it is extended by specifying that the 
actual resistance will take the value of the nominal resistance, 
and by specifying Ohm’s law for the voltage drop between 
pins. Note that constraints which are not enclosed in any if-
statement (like Kirchhoff’s law in the TwoPin class) are valid 
in all behavior modes. It should be also noticed that the 
Resistor has an extra failure mode that captures the 
situation when there is a short circuit between p1 and p2. In 
this case, p1 and p2 will have the same potential (p1.u = 
p2.u), and due to the short circuit the resistance of the 
Resistor will be equal to zero (rAct = 0). The short-
circuit current is not specified within the resistor class. 
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This TwoPin class instantiates twice the class Pin which is a 
special class called connector. Such connectors declare 
variables that are part of the communication interface of an 
object defined by the connectors of that object. Thus, 
connectors specify the interface for interaction between a 
component and its surroundings. Our connector Pin class 
uses two Interval variables: one for the current (i) and one for 
the voltage (v). In an electrical circuit the current should 
always be summed up when connecting two components, and 
according to Kirchoff's law, the variable i defined in the Pin 
class will have the prefix flow. 
connector Pin 
Interval u; 
flow Interval i; 

end Pin;  

Besides the instantiation of two pin interface objects, also 
called ports or connectors, some extra equations are provided 
to define the behavior of the objects such as the voltage drop 
along the component (v = p.u - n.u) or the current inside the 
component (0 = p.i + n.i; i = p.i).  In a similar way a Ground 
component would be defined as follows: 
model Ground    
Pin p;  

behavior                        
p.u = 0; 

end Ground;  

Connections between objects can be established between 
connectors of equivalent type. Rodelica supports equation-
based acausal connections, which means that connections are 
defined as special equation forms. A connection equation 
form such as connect(pin1,pin2) with pin1 and pin2 of 
connector class Pin, connects the two pins so they form one 
node. This is equivalent to, and is eventually expanded into 
two equations, namely: 
pin1.u = pin2.u; pin1.i + pin2.i = 0; 

The first equation says that the voltages of the connected wire 
ends are the same. The second equation corresponds to 
Kirchhoff's current law saying that the currents sum up to 
zero at a node (assuming positive value while flowing into 
the component). The sum-to-zero equations are generated 
when the prefix flow is used. Similar laws apply to flows in 
piping networks and to forces and torques in mechanical 
systems. 

4. THE RODON DIAGNOSTICS MODELS 

The ADAPT system from NASA Ames consists of three 
major modules: a Power Generation Unit, a Power Storage 
Unit and a Power Distribution Unit. The Power Generation 
unit can charge the batteries located in the Power Storage 
Unit with the help of two battery chargers and a photovoltaic 
unit (solar panel) with charge controller. The power 
generation unit is divided into six subsystems: the solar panel 
unit (not currently used), the battery charger panel, the 
protection and enable panel and three battery-charge selection 
panels. The power storage unit contains three battery packs 
and several relays that control the connections between the 
load bank and the batteries. Circuit breakers protect the 
power distribution unit from dangerously high currents 
coming from the batteries. The Power Storage unit is divided 

into two major subsystems: the battery cabinet and the 
battery-load selection panel. The Power Distribution unit 
consists of two identical load banks. Each load bank is 
connected to the Power Storage unit and powers two DC 
loads and six AC loads. The testbed is controlled by a 
number of relays and monitored by a large set of sensors. 
Consequently, it is possible to detect an injected fault and 
recover from it if the correct action is taken 

A complete description of the ADAPT system can be found 
in NASA 2006 and a complete RODON model 
implementation has been reported by Isaksson 2009. The 
complete RODON model of the ADAPT system is available 
upon request from the authors.  

Several diagnostics systems such as HYDE (Narasimhan and 
Brownston ), FACT – Fault Adaptive Control Technology 
(Manders et al. 2006) from Vanderbilt University and 
TEAMS-RT – Testability Engineering and Maintenance 
System Real Time (Deb et al. 1998, Deb et al. 1998) have 
been reported to be integrated and tested on the ADAPT 
system. For the Diagnostics Competition we have created 
two different models for the ADAPT Tier 1 and for ADAPT 
Tier 2. For each combinatorial circuit from the synthetic track 
a separate model has been created. The same diagnostic 
algorithm has been used for all the models. The following 
sections will give a more detailed explanations of the models 
created in RODON. 

4.1 The ADAPT Tier 1 Model 

The ADAPT Tier 1 (ADAPT Lite) model is depicted in  
Figure 4 and contains a battery connected through a series of 
circuit breakers and relays to an invertor, a phase angle 
transducer and a load consisting of a large fan. The rotation 
speed of the fan is measured by a speed transmitter 
component. A series of six AC or DC voltage sensors and 
three current transmitters measure the voltage and current in 
different probing points of the circuit. The circuit breakers 
CB236, CB136 and CB336 can be commanded externally to 
be closed or open and their position is monitored with the 
help of a position sensor connected to them. For each 
component type a separate library component has been 
created which has been instantiated in the model. The 
ADAPT Tier 1 and ADAPT Tier 2 models are using the same 
library. The implementation details of the models are not 
relevant for the discussion in the paper. Let us just mention 
that for each component, the nominal behavior was modeled 
and augmented with the relevant failure modes. Some of the 
library components models are very detailed and the models 
were built by following the supplier specifications of the real 
component. A detailed description of those models can be 
found in Isaksson 2009. 

Each sensor data frame was sent to the diagnostics engine via 
an application programming interface API and a diagnosis 
has been computed. The diagnostics algorithm, for the 
ADAPT Tier 1 model was configured to find diagnostics up 
to triple faults. The evaluation results performed on the 
available 59 experiments are given below: 
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Figure 4. The RODON model for the ADAPT Tier 1 competition challenge. 

 

Figure 5. The graphical view of the ADAPT Tier 2 RODON model. 

Classification Errors 4.0 
Detection Accuracy 0,9492 
False Negatives Rate 0,1111 
False Positives Rate 0,0 
Mean Cpu Time (ms): 1753 ms 
Mean Time to Detect 315 ms 
Mean Time to Isolate 5766 ms 
Mean Peak Memory Usage 27032 kb 

All the experiments have been performed on a laptop 
computer with an Intel Core™2 Duo CPU 2.2GHz 
processors, and 2GB of RAM running Microsoft Windows 
XP Professional. A formal description of the diagnostics 
metrics is described by Kurtoglu et al. 2009a. 

It should be noted the high detection and isolation accuracy 
of the algorithm. The positive number of False Negative Rate 

is due to Exp_578_064_pb_t1f and Exp_578_107_pb_t1f. In 
both experiments the injected fault is a stuck voltage sensor 
E242 and E265 respectively. Both voltage sensors are stuck 
in the nominal range (see Figure 6a and Figure 6b) and there 
is no other negative effect on the system. For this reason the 
diagnostics algorithm was not able to detect these faults. 
Similarly, in experiment Exp_593_pb_t1 a failure mode was 
injected by introducing a parasitic load to the battery which 
caused the voltage levels in the line to decrease slightly from 
the levels prior to fault injection. The voltage level in the 
battery after the fault injection was still in the nominal range 
and therefore remained undetected by the diagnosis 
algorithm. However these faults could have been detected by 
providing a preliminary sensor data filtering that could 
capture the stuck behavior.             
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Figure 6. a) In Exp_578_064_pb_t1f the voltage sensor E242 
is stuck at time 133,141s in the nominal admissible voltage 
ranges.  b) In Exp_578_107_pb_t1f  the voltage sensor E265 
is stuck at time 39,46s in the nominal admissible voltage 
ranges. 

The mean time to detect (315 ms) is below the sampling rate 
of the sensor data. Due to the simplicity of ADAPT Tier 1 
model and the availability of sensors, the time to detect and 
to compute the diagnosis candidates is very fast. The power 
of the RODON inference engine was not fully used for this 
particular model. The high value of the Mean Peak Memory 
Usage is due to the fact that the whole RODON inference 
engine was used and loaded when executing the experiments.  
We tried to keep the modification on the engine itself to a 
minimum for the competition and used almost the same 
configuration of the on-board diagnostics engine that is 
deployed for other industrial applications.      

4.2 The ADAPT Tier 2 Model 

The ADAPT Tier 2 model is depicted in Figure 5. It consists 
of three batteries that can be connected through two inverters 
to two different load banks. For developing the model we 
have used the same component library as the one used for the 
ADAPT Tier 1 model and the same diagnosis algorithm with 
the same settings. The diagnostics algorithm, for the ADAPT 
Tier 2 model was configured to find diagnostics up to triple 
faults. The evaluation results performed on the available 113 
experiments are given below: 

Classification Errors 32.66 
Detection Accuracy 0.9823 
False Negatives Rate 0.027 
False Positives Rate 0.0 
Mean Cpu Time (ms): 21029 ms 
Mean Time to Detect 712 ms 
Mean Time to Isolate 8168 ms 
Mean Peak Memory Usage 28473 kb 

The Detection and Isolation Accuracy for this set of 
experiments is also very high. The small False Negative Rate, 
as it was the case with the ADAPT Tier 1 model, is due to a 
voltage sensors E265 in experiment Exp_628_pb_t2f and a 
current transmitter IT261 in experiment Exp_639_pb_t2f 
stuck in the nominal range that were not detected by the 
diagnosis algorithm. Noisy data was influencing the 
diagnosis results especially the Mean Time to Detection. In 
experiment Exp_616_pb_t2 a peak in the current sensor IT 
167 made that the diagnostics engine reported a double fault 
(INV2 FailedOff  & IT 167 Stuck) that increased the isolation 
time (see Figure 7a).  

 

Figure 7. a) A noise in the current sensor  IT 167 in 
experiment Exp_616_pb_t2 determined the diagnostic 
algorithm to report a double fault.  b) A noise in ST165 in 
experiment Exp_620_pb_t2 determined the diagnostic 
algorithm to report a double fault.   

A similar situation occurs in experiment Exp_620_pb_t2 
where a noise in the ST165 around frame 430 determined the 
diagnostic algorithm to report a double fault that caused an 
increase of the fault isolation time (see Figure 7b). 

4.3 The Synthetic Track Models 

The Rodelica models corresponding for the Synthetic track 
were automatically generated by a translator from the 
provided XML specification of the combinatorial circuit. A 
very simple combinatorial circuit library has also been built 
in RODON with basic combinatorial gates. Only one fault 
mode “faulty” was specified for each component. For the 
Synthetic track a different strategy has been employed for 
computing the diagnosis: the diagnostics engine was 
configured to compute as many as possible diagnosis in the 
given time up to multiple faults of order 5.  This strategy 
would guarantee a higher Detection Accuracy but for some 
scenarios might produce more candidates than it is necessary 
lowering the Isolation Accuracy and increasing the Mean 
CPU Time and Mean Memory Usage. The evaluation results 
performed on the available training experiments are given 
below:    

Circuit name Isolation  
Accuracy 

Mean Cpu 
Time (ms) 

Mean Peak Memory 
Usage KB 

c432 0,9955 13192,05 43911,4 
c499 0,9963 13233,55 34285,8 
c880 0,9982 9758,5 30127,8 
c1355 0,999 14277,4 37905,0 
c1908 0,9992 14729,6 39918,4 
c2670 0,9995 16316,2 37885,6 
c3540 0,9996 19876,5 55337,0 
c5315 0,9997 25914,1 51226,2 
c6288 0,9998 41149,8 69054,4 
c7752 0,9992 14729,6 39918,4 
74L85 0,9846 1114,7 20751,6 
74181 0,9882 4967,1 25882,2 
74182 0,969 1853,6 20671,84 
74283 0,9824 1733,5 20307,2 
The Detection Accuracy of 0,95 for the for the experiments 
performed on circuits c1355, c6288 and c7752 is due to the 
fact that the diagnostic algorithm was stopped before it 
managed to compute the real candidates. An additional 10 
seconds increase in the post scenario time-out  
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(POST_SCN_TIME_M) specified in the Dxc.cfg 
configuration file would have resulted in a 1,0 detection 
accuracy. The bigger models c5315, c6288 and c7752 
required some additional time to be loaded by the diagnostic 
algorithm and for this reason the diagnosis algorithm timeout 
DA_TIMEOUT_MS was extended from 15000 to 3500 in the 
Dxc.cfg diagnostic framework configuration file. The other 
synthetic combinatorial circuits were successfully loaded and 
executed without any modification of the framework timeout 
parameters. 

5. SUMARY AND CONCLUSIONS 

In this paper, we presented an evaluation of RODON a 
commercial model-based diagnosis system in the context of 
the Diagnostic Competition hosted at the 20th International 
Workshop on Principles of Diagnosis (DX-09). The 
diagnostics capability of RODON has been demonstrated by 
applying several fault scenarios to the model for which 
diagnostics candidates have been generated. We have briefly 
presented the models that have been developed for the three 
tracks of the competition together with the results obtained 
from the available training experiments. The source code of 
the models and the binary of the diagnostic algorithm used 
for the competition will be made available for download at 
DASHLink1 web site.  
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Thomas, Jérome . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 9
Torasso, Pietro . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 243
Torta, Gianluca . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 243
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